Abstract

This dissertation explores the applicability of tools from various areas of mathematics
(such as probability, statistics, calculus, and algebra) to the design and analysis of
algorithms. As a result, we obtain new algorithms and complexity bounds for several
problems in three distinct subfields of algorithmics.

Noisy Searching with Probabilistic Errors. In Chapter [2, we consider the
problem of noisy binary search in a sorted array, where a comparison is incorrect
with probability 0 < p < %, independently of other queries. We prove upper bounds
for both the worst-case and expected query complexities, improving upon previous
results: our algorithms require fewer queries and have simpler statements. Our
complexities are tight up to lower-order terms. We also prove similar results for the
more general problem of noisy searching in graphs. For this problem, we additionally
construct algorithms that efficiently process each query while keeping the query
complexity asymptotically optimal.

Cardinality Estimation. In Chapter 3| we consider the problem of estimating
the number of distinct elements in a large multiset. One of the most commonly used
algorithms for this problem is HyperLoglog, introduced by Flajolet et al. [Fla+07].
However, its original analysis is notoriously complex. Motivated by this, we design a
new version of HyperLoglog based on hashing to the continuous Gumbel distribution,
which arises naturally as the limit of the discrete geometric distribution used in the
original HyperLoglLog. We then provide a concise analysis using elementary methods.

Vector Bin Packing parameterized by the number of small items. In
Chapter , we solve the Bin Packing problem in O*(2%) time, where k is the number
of items less than or equal to one third of the bin capacity. This parameter measures
the distance from the polynomially solvable case of only large (i.e., greater than one
third) items. Our algorithm is actually designed to work for a more general Vector
Bin Packing problem, in which items are multidimensional vectors.

Our algorithm works by reducing the problem to finding an exact weight perfect
matching in a (multi-)graph with O*(2*) edges, whose weights are integers of the
order of O*(2%). To solve the matching problem in the desired time, we give a
variant of the classic Mulmuley-Vazirani-Vazirani algorithm [MV V87| with only a
linear dependence on the edge weights and the number of edges — which may be of
independent interest.

Moreover, we give a tight lower bound, under the Strong Exponential Time
Hypothesis (SETH), showing that the constant 2 in the base of the exponent cannot
be further improved for Vector Bin Packing.



