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Abstract
This dissertation explores the applicability of tools from various areas of mathematics
(such as probability, statistics, calculus, and algebra) to the design and analysis of
algorithms. As a result, we obtain new algorithms and complexity bounds for several
problems in three distinct subfields of algorithmics.

Noisy Searching with Probabilistic Errors. In Chapter 2, we consider the
problem of noisy binary search in a sorted array, where a comparison is incorrect
with probability 0 < p < 1

2 , independently of other queries. We prove upper bounds
for both the worst-case and expected query complexities, improving upon previous
results: our algorithms require fewer queries and have simpler statements. Our
complexities are tight up to lower-order terms. We also prove similar results for the
more general problem of noisy searching in graphs. For this problem, we additionally
construct algorithms that efficiently process each query while keeping the query
complexity asymptotically optimal.

Cardinality Estimation. In Chapter 3, we consider the problem of estimating
the number of distinct elements in a large multiset. One of the most commonly used
algorithms for this problem is HyperLogLog, introduced by Flajolet et al. [Fla+07].
However, its original analysis is notoriously complex. Motivated by this, we design a
new version of HyperLogLog based on hashing to the continuous Gumbel distribution,
which arises naturally as the limit of the discrete geometric distribution used in the
original HyperLogLog. We then provide a concise analysis using elementary methods.

Vector Bin Packing parameterized by the number of small items. In
Chapter 4, we solve the Bin Packing problem in O∗(2k) time, where k is the number
of items less than or equal to one third of the bin capacity. This parameter measures
the distance from the polynomially solvable case of only large (i.e., greater than one
third) items. Our algorithm is actually designed to work for a more general Vector
Bin Packing problem, in which items are multidimensional vectors.

Our algorithm works by reducing the problem to finding an exact weight perfect
matching in a (multi-)graph with O∗(2k) edges, whose weights are integers of the
order of O∗(2k). To solve the matching problem in the desired time, we give a
variant of the classic Mulmuley-Vazirani-Vazirani algorithm [MVV87] with only a
linear dependence on the edge weights and the number of edges – which may be of
independent interest.

Moreover, we give a tight lower bound, under the Strong Exponential Time
Hypothesis (SETH), showing that the constant 2 in the base of the exponent cannot
be further improved for Vector Bin Packing.
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Streszczenie
Motywem przewodnim tej rozprawy jest badanie zastosowania narzędzi z różnych
dziedzin matematyki (takich jak rachunek prawdopodobieństwa, statystyka, analiza
matematyczna i algebra) do projektowania i analizy algorytmów. W wyniku tych
badań uzyskujemy nowe algorytmy oraz oszacowania złożoności dla kilku problemów
z trzech różnych poddziedzin algorytmiki.

Przeszukiwanie ze stochastycznym szumem. W Rozdziale 2 rozważamy prob-
lem wyszukiwania binarnego w posortowanej tablicy, gdzie wynik każdego porównania
jest błędny z prawdopodobieństwem 0 < p < 1

2 , niezależnie od pozostałych. Pokazu-
jemy górne ograniczenia na liczbę zapytań dla tego problemu zarówno dla złożoności
pesymistycznej, jak i oczekiwanej. Poprawia to wcześniej znane wyniki: nasze
algorytmy wymagają mniejszej liczby zapytań i mają prostsze sformułowania. Pon-
adto, nasze oszacowania są optymalne z dokładnością do składników niższego rzędu.
Podobne wyniki uzyskujemy także dla bardziej ogólnego przeszukiwania grafów w
środowisku stochastycznego szumu. Dla tego problemu konstruujemy dodatkowo algo-
rytmy, które szybko przetwarzają każde zapytanie, gwarantując przy tym wykonanie
asymptotycznie optymalnej liczby zapytań.

Estymacja liczebności multizbioru. W Rozdziale 3 rozważamy problem sza-
cowania liczby różnych elementów w dużym multizbiorze. Jednym z najczęściej
używanych algorytmów dla tego problemu jest HyperLogLog, podany przez Flajoleta
i in. [Fla+07]. Jego analiza jest jednak bardzo złożona. Próbując ją uprościć, kon-
struujemy nową wersję HyperLogLog-a opartą na haszowaniu do ciągłego rozkładu
Gumbela. Argumentujemy, że ten rozkład pojawia się naturalnie jako granica
dyskretnego rozkładu geometrycznego używanego w oryginalnym HyperLogLog-u.
Następnie przedstawiamy analizę, która korzysta jedynie z elementarnych narzędzi
matematycznych.

Pakowanie wektorów do pojemników parametryzowane liczbą małych
elementów. W Rozdziale 4 rozwiązujemy problem pakowania do pojemników w
czasie O∗(2k), gdzie k to liczba elementów nie większych niż jedna trzecia pojemności
pojemnika. Ten parametr mierzy odległość od instancji możliwej do rozwiązania w
czasie wielomianowym, w której to instancji występują tylko duże (tj. większe niż
jedna trzecia) elementy. Nasze rozwiązanie zostało zaprojektowane dla bardziej ogól-
nego problemu pakowania do pojemników, w którym elementy są wielowymiarowymi
wektorami.

Nasz algorytm działa poprzez redukcję do problemu znajdowania doskonałego
skojarzenia o konkretnej wadze w multigrafie z O∗(2k) krawędziami, których wagi są
liczbami całkowitymi rzędu O∗(2k). Aby rozwiązać ten problem skojarzeniowy w żą-
danym czasie, przedstawiamy wariant klasycznego algorytmu Mulmuleya-Vaziraniego-
Vaziraniego [MVV87]. Złożoność naszego algorytmu zależy jedynie liniowo od wag
krawędzi i ich liczby – co samo w sobie stanowi interesujący wynik, niezależnie od
naszego zastosowania w problemie pakowania wektorów.

Ponadto podajemy ścisłe ograniczenie dolne, oparte na Silnej Hipotezie Czasu
Wykładniczego (SETH), pokazujące, że dla problemu pakowania wektorów do po-
jemników, stała 2 w podstawie potęgi nie może zostać poprawiona.
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Chapter 1

Introduction

I know that even now I will not
write as I have long intended,
always realizing, moreover, that I
desire the impossible (...). One
sentence, but one that would truly
matter, that would be enough as the
result of a single life (...). Perhaps
(this book) is a stubbornness in the
search for a single sentence."

Czesław Miłosz, Visions from San
Francisco Bay, 1969

When the Institute of Computer Science at the University of Wrocław hosted the
ALGO 2014 conference, I was a young student there, having just finished my first
year. I attended only one talk, given by Aleksander Mądry, titled From Graphs to
Matrices, and Back: Bridging the Combinatorial and the Continuous, but I remember
it made a huge impression on me. I was enrolled in a new programme called Joint
Studies in Computer Science and Mathematics, and while I already knew I wanted
to be a computer scientist, I was equally fascinated by mathematics. It was probably
around that time that it hit me that I could try to combine both fields in my career.
Over the years, I have attended different courses in a wide array of mathematical
topics, hoping that I would acquire skills that would prove useful in my future
algorithmic research.

This thesis is a manifestation of this passion of mine. It is a collection of
results in three different subareas of algorithms: searching with errors, streaming
algorithms, and parameterized algorithms. The unifying theme is the use of various
mathematical tools in both algorithm design and analysis, combined with more
traditional combinatorial techniques. The mathematical concepts employed in this
thesis encompass discrete and continuous probability, calculus, algebra, and statistics.

1.1 Thesis outline
Chapter 2: Noisy Searching with Probabilistic Errors. This chapter concerns
the problem of noisy binary search with probabilistic errors and its more general
variant, noisy graph searching. For both problems, we provide algorithms with query
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CHAPTER 1. INTRODUCTION 1.1. THESIS OUTLINE

complexity matching the information-theoretic lower bound up to lower order terms,
while our lower order terms are better than those of previous works.

Maybe even more importantly, all the algorithms presented in Chapter 2 are very
simple, and follow a common template based on the Multiplicative Weights Update
(MWU) method. Thus, the main challenge lies in the analysis of our algorithms. The
crux of the matter is the study of a stochastic process that describes the evolution of
the weights in the MWU. From the perspective of mathematical tools, this chapter
relies on methods from discrete probability, concentration inequalities, and a bit of
calculus.

We begin Chapter 2 with Section 2.1, where we formally define the problems
of noisy binary search and noisy graph searching with random, independent errors.
Section 2.2 presents a brief survey of previous related results, focusing on problems
with probabilistic errors. Section 2.3 provides a high-level introduction to the problem
of noisy searching with random errors: we discuss connections to information theory,
present standard intuitions and techniques used in this field, highlight challenges
arising from the discrete nature of the search space, and examine how the studied
problems change after seemingly minor modifications to the model. Section 2.4
summarizes our results in both noisy binary search and noisy graph searching,
together with a detailed comparison to previous works. We also provide a brief
overview of the main new algorithmic ideas in Section 2.4.3. In Section 2.5 we
introduce notation and commonly used mathematical tools. Sections 2.6 and 2.7
contain our main results pertaining to the noisy binary search and the noisy graph
searching, respectively. Section 2.8 follows, where we show how to speed up query
processing in noisy graph searching, while maintaining an asymptotically optimal
query complexity. We conclude this chapter with a list of related open problems in
Section 2.9.

Chapter 3: Cardinality Estimation. In Chapter 3, we study the problem of
cardinality estimation and provide novel variants of celebrated LogLog [DF03] and
HyperLogLog [Fla+07] sketches. The main focus of this chapter is to provide a simple
analysis of these algorithms. While the original analysis in [DF03; Fla+07] is very
complex and relies on advanced tools from analytic combinatorics, our analysis is
elementary and self-contained.

In terms of mathematical tools, this chapter employs methods from probability
theory, properties of the exponential and Gumbel distributions, calculus and statistical
estimation theory.

Chapter 3 starts with a brief introduction to the problem of cardinality estimation
(distinct counting) in Section 3.1. We provide a brief description of previous work,
explain the most common techniques used in this field, and describe the main ideas
behind LogLog and HyperLogLog at a high level. In Section 3.2 we describe how
Gumbel distribution arises naturally when one tries to make a smooth version of
LogLog and HyperLogLog sketches. We also comment on our other contributions:
our simple analysis and new statistical properties of our variant of the HyperLogLog
sketch. Next, in Section 3.3 we introduce the properties of the Gumbel distribution
that we use in our analysis. In Sections 3.4 and 3.5, we present our variants of the
LogLog and HyperLogLog sketches, respectively, together with their analysis. Since
our sketches use hashing into real numbers, in Section 3.6 we discuss how to efficiently
discretize our sketches using randomized rounding. Finally, in Section 3.7, we provide
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novel results concerning statistical properties of our version of the HyperLogLog
sketch.

Chapter 4: Vector Bin Packing Parameterized by the Number of Small
Items. In the last chapter of this thesis, we study the problem of Vector Bin
Packing parameterized by the number of small items. We show an efficient reduction
of this problem to finding a perfect matching of a prescribed total weight in a
multigraph with possibly many parallel edges. Then, we design the first pseudo-
polynomial algorithm for finding such a matching with running time linear in the
target weight. Namely, our running time is O(t · poly(n)), where t is the target
weight of the matching. This, coupled with our reduction, yields an algorithm for
Vector Bin Packing with running time O(2k ·poly(n)), where k is the number of small
items. We also provide a matching lower bound based on the Strong Exponential
Time Hypothesis (SETH). Additionally, we design an alternative, albeit less flexible
algorithm for Vector Bin Packing with slightly better polynomial dependence on n,
using a different approach.

This chapter is full of algebraic techniques. Our algorithm for exact weight perfect
matching relies on encoding the problem into a Pfaffian of a matrix of polynomials,
coupled with an efficient usage of the celebrated Isolation Lemma [MVV87]. The
alternative algorithm for Vector Bin Packing uses a different encoding of the problem
into computation of a Pfaffian of a matrix of polynomials over a field of characteristic
two.

Chapter 4 starts with a brief introduction to the Vector Bin Packing problem in
Section 4.1. We describe the related previous work, define formally the problem of
Vector Bin Packing with Few Small Items, and summarize our results. In Section 4.2,
we present our reduction of Vector Bin Packing to finding a perfect matching of
prescribed weight in a multigraph. Next, in Section 4.3, we present our algebraic
randomized algorithm for finding a perfect matching of prescribed weight in a
multigraph. The subsequent Section 4.4 pertains to the SETH-based lower bound for
Vector Bin Packing with Few Small Items. In Section 4.5, we show how our techniques
can be applied to design parameterized algorithms for other related problems. In
Section 4.6, we show an alternative algorithm for Vector Bin Packing with Few
Small Items, using a different algebraic approach. The last section of this thesis,
Section 4.7, contains a list of open problems related to the contents of Chapter 4.

1.2 Articles comprising this thesis
Chapter 2 is based on the following two conference papers:

• Dariusz Dereniowski, Aleksander Łukasiewicz, and Przemysław Uznański. ‘An
Efficient Noisy Binary Search in Graphs via Median Approximation’. In:
Combinatorial Algorithms (IWOCA 2021). 32nd International Workshop,
IWOCA 2021. Ed. by Paola Flocchini and Lucia Moura. Vol. 12757. Ottawa,
Canada: Springer International Publishing, 2021, pp. 265–281. isbn: 978-3-
030-79986-1 978-3-030-79987-8. doi: 10.1007/978-3-030-79987-8_19,

• Dariusz Dereniowski, Aleksander Łukasiewicz, and Przemysław Uznański.
‘Noisy (Binary) Searching: Simple, Fast and Correct’. In: 42nd Interna-
tional Symposium on Theoretical Aspects of Computer Science (STACS 2025).
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CHAPTER 1. INTRODUCTION 1.2. ARTICLES COMPRISING T‌ . . .

Ed. by Olaf Beyersdorff, Michał Pilipczuk, Elaine Pimentel, and Nguyễn Kim
Thăng. Vol. 327. Leibniz International Proceedings in Informatics (LIPIcs).
Dagstuhl, Germany: Schloss Dagstuhl – Leibniz-Zentrum für Informatik, 2025,
29:1–29:18. isbn: 978-3-95977-365-2. doi: 10.4230/LIPIcs.STACS.2025.29.

Results from the paper [DŁU25] comprise the main part of Chapter 2. Compared
to the original conference version, this chapter contains an extended description of
previous related works (Section 2.2) and a more detailed introduction to standard
intuitions and techniques used in this field (Section 2.4.3). Additionally, I fixed a
mistake in the analysis of the query complexity of our algorithms in the worst-case
setting by adding an assumption that, in this setting, the probability of an erroneous
response p is either a constant or p → 1/2. The issue was that, in the analysis of
the complexity of the worst-case algorithms, a term of the form (log2

1−p
p

)2

1−H(p) appears,
which is O(1) if p→ 1/2 (see Lemma 2.5.1), but tends to infinity as p approaches 0.

Results from [DŁU21a] are used in Section 2.8, which treats faster query processing
in noisy graph searching. Moreover, I added Section 2.9, which discusses open
problems related to the results obtained in both papers.

Chapter 3 is based on the following conference paper:

• Aleksander Łukasiewicz and Przemysław Uznański. ‘Cardinality Estimation
Using Gumbel Distribution’. In: 30th Annual European Symposium on Al-
gorithms (ESA 2022). Ed. by Shiri Chechik, Gonzalo Navarro, Eva Roten-
berg, and Grzegorz Herman. Vol. 244. Leibniz International Proceedings
in Informatics (LIPIcs). Dagstuhl, Germany: Schloss Dagstuhl – Leibniz-
Zentrum für Informatik, 2022, 76:1–76:13. isbn: 978-3-95977-247-1. doi:
10.4230/LIPIcs.ESA.2022.76.

Compared to the original conference version, this chapter contains an additional
section (Section 3.7) that provides novel results concerning statistical properties of
our version of the HyperLogLog sketch. Additionally, I prove better bounds for the
HyperLogLog version of our sketch (without stochastic averaging), see Theorem 3.5.2.
These new results have not been published yet.

Chapter 4 is based on the following conference paper:

• Alexandra Lassota, Aleksander Łukasiewicz, and Adam Polak. ‘Tight Vector
Bin Packing with Few Small Items via Fast Exact Matching in Multigraphs’.
In: 49th International Colloquium on Automata, Languages, and Programming
(ICALP 2022). Ed. by Mikołaj Bojańczyk, Emanuela Merelli, and David P.
Woodruff. Vol. 229. Leibniz International Proceedings in Informatics (LIPIcs).
Dagstuhl, Germany: Schloss Dagstuhl – Leibniz-Zentrum für Informatik, 2022,
87:1–87:15. isbn: 978-3-95977-235-8. doi: 10.4230/LIPIcs.ICALP.2022.87.

Compared to the conference version, this chapter contains an additional section
(Section 4.6) about an alternative algorithm for the Vector Bin Packing Problem. This
result was already available in an appendix of the arXiv version of our publication
[LŁP22a]. Moreover, I added Section 4.7, which discusses open problems related to
the results described in this chapter.
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1.3. DISCLAIMER CHAPTER 1. INTRODUCTION

1.3 Disclaimer
In my writing, I used assistance of several Large Language Models (LLMs), mainly
GPT-4.1, GPT-4o and Gemini 2.5. As a non-native English speaker, I find these tools
extremely helpful in catching grammatical errors and polishing the text stylistically.
They are also helpful for prototyping paragraphs when one is struggling to find the
right words.

With that being said, I am a firm believer that technology should assist humans
and enhance their capabilities, not replace them. Therefore, I diligently reviewed
and edited all the content generated with the help of LLMs, more often than not
rejecting the suggestions entirely. I sincerely hope that while using these tools, I
managed to still preserve my personal writing style.
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"Every poet depends upon generations who wrote in his native tongue; he
inherits styles and forms elaborated by those who lived before him. At the
same time, though, he feels that those old means of expression are not
adequate to his own experience. When adapting himself, he hears an
internal voice that warns him against mask and disguise. But when
rebelling, he falls in turn into dependence upon his contemporaries,

various movements of the avant-garde. Alas, it is enough for him to
publish his first volume of poems, to find himself entrapped. For hardly

has the print dried, when that work, which seemed to him the most
personal, appears to be enmeshed in the style of another. The only way to
counter an obscure remorse is to continue searching and to publish a new
book, but then everything repeats itself, so there is no end to that chase."

— Czesław Miłosz, Nobel Prize Lecture, 1980
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Chapter 2

Noisy Searching with Probabilistic
Errors

2.1 Problem statement
An adaptive search problem refers to a scenario in which an algorithm incrementally
queries a search domain S to locate an unknown target. The goal is to design an
adaptive algorithm, also referred to as a strategy, that finds a target initially unknown
to the algorithm. Adaptivity means that the subsequent actions of the algorithm
may depend on the answers already received, in contrast to non-adaptive algorithms
where all queries are fixed in advance. The process is divided into steps: in each step
the algorithm performs a query and receives an answer. A query refers to the act of
selecting a subset or element of the search domain to inspect, while an answer is
the response provided by the system or adversary, indicating information about the
location of the target (for example, whether the target is within the queried subset
or not). The performance of a strategy is measured by the number of performed
queries.

From both theoretical and practical viewpoints, it is of interest to develop error-
resilient algorithms for such search processes. Different scenarios of search domains
and models of errors have been considered in the literature. We provide a brief
overview in Section 2.2. The terminology varies across different works. We mainly
employ the generic terms errors or noise to refer to erroneous answers. Sometimes
the term lies has been used, mainly when the problem is phrased as a game against
an adversary [Aig96; Dag+21; Dep07; DGW92; Ped99; Pel02]. Alternatively, faults
have been used in some contexts, especially when referring to hardware or system
failures that may lead to incorrect responses, or to highlight persistence of the errors
[FI04; Gei+25]. When the searching process involves navigating through a graph,
the errors are often referred to as noisy or faulty advice [Boc+21; Han+10; Han+08].

In this work, we focus on a model with probabilistic, independent noise. More
specifically, we assume that each reply is erroneous with some fixed probability
0 < p < 1

2 , independently for each query. The algorithm knows the value of p. No
information about finding the target is revealed to the algorithm until it outputs its
final answer. Therefore, we introduce a parameter δ, which bounds the probability
that the algorithm fails to find the target.

Moreover, we consider two particular types of search domains: the first is a
sorted array (which, in the absence of noise, would lead to the classical binary search
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problem). Formally, for a linear order v1 < · · · < vn with an unknown position of
the target v∗ = vj, each query selects an element vi, and the algorithm learns from
the reply whether v∗ < vi or v∗ ≥ vi (in particular, the reply v∗ ≥ vi includes the
case v∗ = vi).

The second search domain we consider is a simple, undirected graph. More
precisely, for an input graph G and an unknown target vertex v∗, each query selects
some vertex v. The answer either states that v is the target, or, if v is not the target,
provides a neighbor u of v such that u lies on a shortest path from v to v∗. Observe
that in this model, erroneous answers can occur in two distinct ways. It may either
be any neighbor of v that is not on a shortest path to the target or an information
that v is the target when in fact it is not.

Searching through a graph can be viewed as a certain generalization of the former
setting, as searching a linear order resembles searching in a path graph. However,
it is important to note that the two models are not directly comparable. When
searching for a target in a path, each query can result in one of three possible replies:
the target is to the left, the target is to the right, or the queried vertex is the target
itself. In contrast, when searching through an array, the answers are binary. We
elaborate on that further in Section 2.3.4.

2.2 Brief history of the problem and related work
The problem of searching with erroneous answers has been extensively studied, with
various models and scenarios considered over the decades. It was first considered by
Rényi [Ré61], in a setting with queries for random subsets of a search space with
random errors. A more specific problem of binary search with a fixed number of
lies and adaptive queries for arbitrary subsets was described independently by Ulam
in his autobiography [Ula76]. Since then, the problems of searching with erroneous
answers have been dubbed as Rényi-Ulam games (or Ulam-Rényi games).

For binary searching in an array, where only (adaptive) comparisons with the
target are allowed, early works focused on deterministic, adversarial errors. Before
we dive deeper into results considering probabilistic errors, in this section we provide
a quick overview of the related results for adversarial errors.

Fixed number of lies. In this setting adversary can choose up to k queries and
answer them incorrectly. Rivest et al. [Riv+80] provided an log2 n +O(k log log n) +
O(k log k) solution for this problem. Other works provided more fine-grained results
for particular values of k; see [Aig95; Inn92; Spe84] for the case k = 1 and [AN92]
for k = 2.

Globally bounded error fraction. There is a parameter 0 < r < 1 specified
on the input. If the final length of the querying strategy is equal to Q, then the
adversary can answer at most rQ questions incorrectly in total. In the case of
comparison questions this problem was first studied by Dhagat et al. [DGW92] who
showed a Or(log n) solution for r < 1/3. Subsequently, several papers improved this
constant dependency [AD98; Ped99; Ped02]. On the lower bound side, Spencer and
Winkler proved that this problem cannot be solved for r ≥ 1/3 even when arbitrary
subset questions are allowed [SW92].
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In contrast, Borgstrom and Kosaraju [BK93] showed that for any r < 1/2 it is
possible to narrow down the location of the target to constant number of candidate
positions using O(log n) comparison queries.

Prefix-bounded error fraction. This model is similar to the previous one, but
now the adversary is constrained to make at most rQ errors for every sequence of
initial Q queries, regardless of the final length of the strategy. It was first studied
by Pelc [Pel89], who showed that the problem is feasible if, and only if r < 1/2
and showed an O(log n) algorithm for r < 1/3. For 1/3 ≤ r < 1/2 he provided
an O(n1/(1−2r)) solution. The case of r ≥ 1/3 was further improved to O(n1/(1−r))
independently by Aslam and Dhagat [AD91], and Spencer and Winkler [SW92].
Finally, Borgstrom and Kosaraju provided an O(log n) algorithm for all r < 1/2.

Distributional search with fixed number of lies. The adversary can choose up
to k queries and answer them incorrectly, but this time the target is chosen according
to a known probability distribution µ. Dagan et al. established that the expected
query complexity of this problem is roughly H(µ)+kH2(µ) [Dag+17; Dag+21], where
H(µ) is the Shannon entropy of the distribution µ and H2(µ) = ∑

x µ(x) log2 log2
1

µ(x) .
Pelc in his classic survey attempts to provide as comprehensive a taxonomy of

the various potential settings as possible [Pel02], noting that

"Many combinations of these rules were adopted by various authors
(although not all 196 possibilities were considered)."

Therefore, it is out of the scope of this thesis to provide a complete overview of all
the variants of the Rényi-Ulam games. For an extensive treatment of the classic
results in this area we refer the reader to surveys [Dep07; Pel02]. In the remainder of
this section we focus mainly on the results related directly to the models we consider
in this work, i.e., noisy binary search and noisy graph searching with probabilistic,
independent errors. However, we also briefly describe some other related problems
(sorting, selection, etc.). We also mention some other possible models of random
errors.

As expected, even slight variations of the considered setting can lead to significant
differences in the results and techniques used. Section 2.3.4 discusses some of the
differences arising from small changes to the models considered in this thesis.

2.2.1 Noisy binary search with probabilistic, independent
errors

Adaptive binary search with comparison queries and independent, probabilistic errors
was first studied by Shalkwijk [Sch71], who designed strategies for several specific
values of p.

Burnashev and Zigangirov [BZ74] in their early work on parameter estimation in
statistics from 1974, showed an algorithm for binary search with random errors in
a setting where the location of the target element is chosen uniformly at random.
Their expected query complexity is 1

I(p)(log2 n + O(log 1/δ) + O(log 1−p
p

)), where
I(p) = 1−H(p). Combined with a much later (but relatively simple, see Lemma
2.5.9) reduction by Ben-Or and Hassidim [BOH08], it yields a solution for the setting
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with an adversarially chosen target, with the same query complexity. Curiously,
it appears that until recently, the Burnashev and Zigangirov’s algorithm has been
largely unknown to the algorithmic community, despite the fact that the paper in
question has over 150 citations. 1 We suspect that the main reason for this oversight
is that, until recently, the work was only available in Russian. For the English
translation of the algorithm and the proof, see [WGW22].

The study of the binary search with random errors has been independently
pioneered by Pelc in his 1989 article [Pel89], which we already mentioned when
talking about the prefix-bounded error model in Section 2.2. He showed a reduction
from the setting with random errors to the prefix-bounded setting. This implied a
Op,δ(log n) solution for p < 1/3. Combining this technique with the aforementioned
results of Borgstrom and Kosaraju [BK93] for the prefix-bounded model, one obtains
an Op,δ(log n) solution for all p < 1/2. A few years later, Aslam showed in his PhD
thesis an alternative reduction to the prefix-bounded model [Asl95].

Feige et al. [Fei+94] in their seminal work concerning many different problems
with a presence of random noise, introduced an idea of analyzing a random walk
on a binary decision tree. That yielded an algorithm for noisy binary search with
O( log n+log 1/δ

ε2 ) worst-case query complexity, where ε = 1/2− p.
Much later, Karp and Kleinberg [KK07] considered a more general problem, which

we describe briefly in Section 2.2.3. Their paper implies an O( log n·log 1/δ
ε2 ) algorithm

for noisy binary search. Moreover, they provided a Ω( log n
ε2 ) lower bound.

Soon after, Ben-Or and Hassidim [BOH08] provided an algorithm of expected
query complexity (1− δ) log n+O(log log n)+O(log 1/δ)

I(p) and an information theoretic lower
bound of (1− δ) log2 n

I(p) − 10, therefore showing that log2 n
I(p) is an optimal leading term. 2

However, the proof of the complexity in [BOH08] has some issues, which we discuss
in more detail in Section 2.4.2.

Later, Gan et al. [GWZ22] presented a solution for the case when the parameter p
is constant, with a worst-case guarantee on the query complexity. They constructed a
reduction to the graph searching framework of [Der+18], obtaining a query complexity
of 1

I(p)(log2 n +O(log log n) +O(
√

log n log δ−1 · log log n
log δ−1 ) +O(log δ−1)). We discuss

in more detail the challenges of adapting a noisy graph searching algorithm to the
noisy binary search setting in Section 2.3.4.

2.2.2 Noisy graph searching with probabilistic, independent
errors

Noisy searching in graphs with independent probabilistic errors was introduced by
Emamjomeh-Zadeh et al. [EZKS16]. They combined Multiplicative Weight Update
framework together with querying a 1-median of the graph and obtained an algorithm
with the worst case query complexity of 1

I(p)(log2 n + o(log n) +O(log2 δ−1)). Later,
Dereniowski et al. [Der+18] further simplified this approach, which resulted in
a query complexity with better lower order terms: 1

I(p)(log2 n +O(
√

log n log δ−1 ·
log log n

log δ−1 )+O(log δ−1)). Deligkas et al. [DMS19] explored the limitations of querying
an approximation of a 1-median or receiving a neighbor on approximate shortest

1As of September 14, 2025, according to Google Scholar.
2Since I(p) = Ω(ε2) (see Lemma 2.5.2), this lower bound is consistent with the one by Karp and

Kleinberg [KK07].
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path to the target. They also studied a problem of searching for multiple targets in
a graph in a presence of random noise.

2.2.3 Other related problems and models
In this section we give provide a brief, non-exhaustive overview of some other problems
and models related to searching with probabilistic errors.

Noisy binary search with monotonic probabilities. Karp and Kleinberg
[KK07] introduced the following problem: we are given a sequence of n coins with
unknown biases pi ∈ [0, 1], such that p1 ≤ p2 ≤ ... ≤ pn and two numbers τ, ε > 0. We
can flip the coins independently at random, according to their respective probabilities.
We want to find any i such that [pi, pi+1] ∩ (τ − ε, τ + ε) ̸= ∅, using as few flips as
possible. This problem directly generalizes the noisy binary search problem with
independent random errors. Indeed, following the notation we introduced in Section
2.1, we can set pi = p for i ≤ v∗ and pi = 1− p for i > v∗, where v∗ is the position of
the target element. Then, by setting τ = 1/2 and ε = 1/2− p, we see that finding an
i such that [pi, pi+1]∩ (τ −ε, τ +ε) ̸= ∅ is equivalent to finding the target element and
the results of random flips have the same probabilities as corresponding comparison
results in noisy binary search.

Karp and Kleinberg [KK07] provided an algorithm for this problem, which we
call, noisy binary search with monotonic probabilities with expected query complexity
O( log n·log 1/δ

ε2 ) and a lower bound of Ω( log n
ε2 ). Recently, Gretta and Price [GP24]

improved the dependence on log(1/δ) from multiplicative to additive and vastly
improved the constants for both upper and lower bounds for this problem in both
expected and worst-case settings.

Noisy binary search in unbounded domain. A closely related problem to the
binary search in an array is the one of searching for an integer in an unbounded
domain. In this setting, the target is an unknown integer v∗ ∈ N and the algorithm
can ask comparison questions v∗ ?

< q for any integer q ∈ N. Naturally, we can consider
the noisy version of this problem, where each answer is independently erroneous with
some probability 0 < p < 1/2.

Since the domain is unbounded, it makes sense to measure the query complexity
as a function of the value of the target v∗. A natural way to solve this problem is
to first bound the target from above by some number N = O(poly(v∗)) and then
perform a noisy binary search in the range [1, N ]. This approach was taken in
early works on this subject by Pelc [Pel89] and Aslam [Asl95]. In these works, they
constructed reductions to their corresponding noisy binary search algorithms in a
bounded domain. This way, Aslam [Asl95] obtained a solution with query complexity
O(poly(ε−1) log v∗ log 1/δ).

Dereniowski et al. [Der+18] used their noisy graph searching Multiplicative Weight
Update framework to further improve dependency on δ and ε to O( log v∗+log 1/δ

ε2 ).
Finally, Gan et al. [GWZ22] showed how the techniques from [Der+18] can be
combined with an almost optimal algorithm for unbounded search in the noiseless

case by Bentley and Yao [BY76], obtaining a (1− δ)
∑log(∗) v∗

i=1 log(i) v∗

I(p) + o(log v∗), for
constant p. They also provided an almost matching lower bound.
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Noisy binary search on a continuous line. Noisy binary search can be also
studied in a continuous domain, where the target is a real number. Per usual, we
allow comparison queries and each answer is independently erroneous with some
probability 0 < p < 1/2. We seek to find the target up to some precision ε > 0 with
probability at least 1− δ.

This problem was first studied by Horstein [Hor63] under the assumption that
the algorithm knows an arbitrary prior distribution of the target. He proposed a
bisection strategy, where algorithm repeatedly queries the median of the current
posterior distribution of the target.

The noisy binary search in a continuous space was later independently studied
by Pelc [Pel89] in a setting where the search domain is the (0, 1) interval and the
error parameter ε = 1/n for some n ∈ N+. He showed an algorithm that narrows
down the location of the target to a subset of Lebegue’s measure at most ε using
Op,δ(log n) queries, for some fixed p < 1/2, 0 < δ < 1.

Much later, Horstein’s scheme was analyzed by Jedynak et al. [JFS12], who
showed that it is optimal in the sense of minimizing the expected posterior entropy of
the target. Subsequently, Weaber et al. [WFH13] proved that the expected distance
between the Horstein’s scheme estimate and the target is decreasing exponentially in
the number of queries.

For a recent monograph covering modern results and real-world applications of
Rényi-Ulam games in continuous domains, see [ZHri].

Noisy sorting. Noisy sorting with independent random errors can be defined
analogously to the noisy binary search. We are given n elements that we want to sort
in non-decreasing order using only pairwise comparisons, where each comparison is
independently erroneous with some probability 0 < p < 1/2. Since we cannot hope
to always correctly sort the elements, we introduce a parameter δ > 0 and require
that the algorithm returns the correct order with probability at least 1− δ.

This problem is intimately related to noisy binary search. Indeed, any noisy
binary search algorithm with comparison queries immediately implies a comparison-
based noisy sorting algorithm by running a binary search based insertion sort. Here,
we assume that the cost of sorting is measured in the number of comparison queries
(we ignore the cost of shifting the elements to make space for the newly inserted
element). Moreover, the dependence on δ in the query complexity of binary search
plays an important role, as we need to run it n times, once for each element, hence
we need to set the error probability of each binary search to be at most δ/n to ensure
that the overall error probability of sorting is at most δ.

The reduction described in the previous paragraph was exactly the approach
taken by Feige et al. [Fei+94], the first paper to consider the noisy sorting problem
with random errors. Using their already mentioned noisy binary search result, they
obtained a O(n(log n+log 1/δ)

ε2 ) sorting algorithm.
Recently, multiple works studied optimal constants and dependencies on δ and p

for the noisy sorting problem [GX23; WGW22; Wan+23; Zhu+23]. In particular,
Gu and Xu [GX23] provided a sorting algorithm for constant p and δ = o(1) with
expected query complexity (1 + o(1))

(
1

I(p) + 1
(1−2p) log2( 1−p

p )

)
n log2 n. They also

proved a nearly matching lower bound.
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Permanent noise. Random errors in the searching procedures can be also modeled
as permanent noise, where each query has a fixed probability 0 < p < 1/2 of being
erroneous, but the answer to that query is fixed for all subsequent repetitions of the
same query. Equivalently, we could stipulate that the algorithm is not allowed to
repeat the same query twice. In this model, usually we assume that if the algorithm
happens to query the target element, it always receives a noise-free information about
finding the target, as otherwise the problem would become unsolvable.

The first works on searching with permanent random errors concerned navigation
in graphs. In this problem, we start at some vertex and want to find a target by
traversing the graph. In each visited vertex we either get an information about finding
the target or get an advice about which edge to take next. As described earlier, the
information about finding the target is always correct. The edge advice is faulty
with some probability 0 < p < 1/2, independently for each vertex and it is fixed for
all subsequent visits to that vertex. Kranakis and Krizanc [KK99] introduced this
problem and studied it for graphs with topology of a ring or a torus. In the follow-up
works, Kaporis et al. [Kap+01] and Kirousis et al. [Kir+00] considered complete
graphs. Boczkowski et al. [Boc+21] solved this problem for trees. In a follow-up
work, Boczkowski et al. [Boc+25] studied a version where the algorithm can query
arbitrary vertices, as opposed to walking the tree. We note that, in both versions,
no non-trivial algorithm is known for general graphs.

The latter work of Boczkowski et al. [Boc+25] also considers the problem of noisy
binary search with permanent noise. They provide an algorithm, which is reminiscent
of the graph searching algorithm of Emamjomeh-Zadeh et al. [EZKS16], and show
that its expected query complexity is (1 + o(1)) log n

I(p) . Note that the noisy binary
search results with independent probabilistic errors described earlier in Section 2.2.1
have a similarly looking complexity with additional dependence on δ. However, a
big difference here is that in the permanent noise model, we assume that we get an
information about finding the target and that this information is always correct,
while in the independent probabilistic errors model, we allow for an error even when
querying the target element. We elaborate more on this difference in Section 2.3.4.

The problem of sorting with persistent comparison errors was first studied by
Braverman and Mossel [BM08]. Since in the presence of permanent noise achieving
perfectly sorted ordering is impossible, two measures of quality of the output of the
algorithm are proposed. The first one is the maximum dislocation of an element as
compared to the correctly sorted order. The second is the total sum of dislocations.
After a long line of work [BM08; Kle+11; Gei+17; Gei+18; Gei+19], Geissmann et al.
[Gei+25] achieved the O(n log n) running time for p < 1/16 with guaranteed O(log n)
maximum dislocation and O(n) total dislocation with high probability (which are
optimal). In a slight variation of the problem, Afshar et al. [Afs+23] considered
data-oblivious noisy sorting algorithms in the presence of permanent noise.

Finding optimal graph searching strategies in a noiseless case. Finally, we
mention a related problem that, although not directly connected to searching with
random errors, is relevant to the graph searching problem addressed in this work.
Namely, it is the problem of finding a worst-case target searching strategy in a given
graph that minimizes the maximum number of vertex queries required to find the
target, assuming that the responses are noise-free. This problem can be generalized
to a weighted version, where each vertex has an associated positive cost of querying
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it and we want to minimize the total cost of a search.
For the case of general, undirected, unweighted graphs, Emamjomeh-Zadeh et

al. [EZKS16] showed that repeatedly querying a 1-median results in a strategy with
at most log2 n queries (this is a direct corollary of their Lemma 2.7.1, which we
also employ in our algorithms). This implies a quasi-polynomial O(mlog2 nn2 log n)
algorithm that finds the optimal solution. In a weighted version, their median
querying strategy also provides an O(log n) approximation algorithm. On the
negative side, they show that an O(mo(log n)) algorithm would violate the Exponential
Time Hypothesis (ETH), and an O(m(1−ε) log n) algorithm for any ε > 0 would violate
the Strong Exponential Time Hypothesis (SETH). Moreover, they prove that both
the weighted version in undirected graphs, and unweighted version in directed graphs,
are PSPACE-complete.

In the special case of trees, Schaffer [Sch89] and Onak and Parys [OP06] in-
dependently developed linear time algorithms for finding an optimal strategy in
the unweighted case. On the other hand, the weighted version in trees is strongly
NP-hard, but in FPT when parameterized on the biggest cost value [DN06]. The
best known polynomial time approximation algorithm for the weighted version in
trees was obtained by Dereniowski et al. [Der+17]. It achieves

√
log n approximation

ratio and is derived from their (1 + ε)-approximation scheme that runs in nO(log n/ε)

time. Recently, constant factor approximation algorithms were obtained for restricted
classes of cost functions on vertices of the tree [DW22; DW24].

Lastly, we mention a related model of edge queries. In this model, the query
reveals which endpoint of the edge is closer to the target, and the goal is to design
an optimal query strategy. This problem was extensively studied and turns out to
be very different from the vertex query model that is more relevant to this work. We
refer the reader to papers that show NP-hardness of the optimal edge query searching
in various graph classes [Cic+12; Cic+16; Der08], as well as to works providing exact
algorithms [BAFN99; Cic+12; Der08; LY01; MOW08; OP06] and approximation
algorithms [Cic+12; Cic+16; Der08; LMP02] for other graph classes.

2.2.4 Applications
Different versions of searching with random errors have found applications in various
domains of computer science and beyond, both on theoretical and practical side.

Noisy binary and graph searching with probabilistic, independent errors and its
variants becomes a useful building block in algorithm design in situations where one of
the subprocedures might fail with some probability. We point to examples in graph al-
gorithms [BCF23], streaming algorithms [GSW24], computational geometry [EGS25],
coding theory [Blo+20], group testing [TS22] and quantum algorithms [BOH08;
Kha+23].

An interesting spectrum of applications of noisy binary search with random errors
involves designing a series of tests in biological experiments, where each test is time
consuming and may yield unreliable results [Hei+04; SCV94]. Another natural
application is automatic software testing, where techniques similar to noisy binary
search are used to efficiently identify faulty code segments even when test outcomes
may be unreliable [Cru25; Gu+24; Oca22].

Noisy graph searching provides a general algorithmic framework for tackling
different applications. For example, it has been used in interactive learning [EZK17;
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EZ+20; GMR23] and in clustering [EZK18].
Various algorithms and models of searching with permanent noise have found

applications in different domains, including: design of data structures resilient to
random memory faults [LLM19], analysis of processes arising in nature [Fon+16]
and clustering [AGS21; BP21].

2.3 Intuitions, challenges and standard techniques
The goal of this section is to provide intuition about the problems of noisy binary
and graph searching with independent probabilistic errors. We discuss the connec-
tion to information theory and related lower bounds (Section 2.3.1), the standard
multiplicative weights update technique (Section 2.3.2), and the intrinsic challenges
that arise from the discrete nature of the search space (Section 2.3.3). We conclude
this section with a brief discussion showing that subtle changes of the model can
have a significant impact on its complexity (Section 2.3.4).

2.3.1 Connection to communication through noisy channel
All Rényi-Ulam games can be interpreted in information theoretic terms of commu-
nication through a noisy channel, see [Pel02, Section 1] and [Dep07, Section 19] for
general discussion on this topic. In our case of noisy binary search with probabilistic
errors, we can imagine that the adversary is actually trying to communicate the
identifier of the target element, however the transmitted bits get corrupted indepen-
dently with probability p. This interpretation results in a well known and thoroughly
studied Binary Symmetric Channel (BSC) with crossover probability p. In order
to make the problem adaptive, we need to add a free noiseless feedback channel,
which allows the receiver to send uncorrupted information back to the sender. In our
case, we can imagine that our algorithm transmits the queries through this feedback
channel, and the adversary responds with the (possibly corrupted) answers through
the BSC. 3

The transmission through channels with noiseless feedback was first studied by
Shannon [Sha56]. He showed that, surprisingly, the capacity of a Discrete Memoryless
Channel (of which the BSC is a special case) does not increase after the addition of a
noiseless feedback channel. The capacity of BSC with crossover probability p is well
known to be I(p) = 1 −H(p), where H(p) = −p log2 p − (1 − p) log2(1 − p) is the
binary entropy function. I(p) is also known as the information function (because we
can learn roughly I(p) bits per transmission on average).

To complete the search process, we need to learn roughly log2 n bits of information,
therefore we expect that the optimal algorithm needs to use roughly log2 n

I(p) queries
(with some additional dependence on the probability of failure δ). This intuition
was formalized by Ben-Or and Hassidim [BOH08]. They proved a lower bound

3Another possible interpretation is that the algorithm (receiver) transmits back the bit obtained
from the adversary (sender). If we assume that the adversary knows the algorithm, then it can
simulate the algorithm’s state from the very beginning. As a result, the information about the last
bit received by the algorithm is enough to predict the next query – hence the adversary can then
transmit the response to that query. Note, that if the algorithm is randomized, then we need to
additionally assume that the adversary has access to the internal randomness of the algorithm, in
order to be able to simulate the querying strategy.
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of (1 − δ) log2 n
I(p) − 10 transmissions in expectation for the communication through

BSC with crossover probability p and free noiseless feedback channel. They also
formally showed a reduction of this communication problem to noisy binary search
with random independent errors.

2.3.2 Multiplicative Weight Update (MWU)
A typical technique for dealing with noisy search is the multiplicative weights update
(MWU): for each element v the algorithm keeps a weight ω(v) that represents some
measure of the likelihood that v is the target. Then, after every query each ω(v) is
appropriately scaled depending on the answer. This general tool is a well-established
technique that has been already used in numerous works in the area of searching
with probabilistic noise [BOH08; Der+18; EZ+20; KK07]. For further reading on
properties and applications of MWU we refer to the survey of Arora et. al. [AHK12].

A special case of this approach is the Bayesian learning, in which the initial
weights describe the probability distribution of the target (so-called prior distribution)
and later, after each query, ω(v) is updated according to the Bayesian rule, which
ensures that ω(v) is equal to the conditional probability of v being a target given
the sequence of the answers received so far (see Algorithm 2.5.7 and Lemma 2.6.4).
The resulting weight distribution is called the posterior distribution. This process
continues either until one element accumulates large enough probability of being the
target, or until a predetermined number of queries has been performed. Thus, the
subject of the analysis in that setting is the estimation of the convergence rate of
such process; see e.g. [GGV00; Ho+20; SW01] for examples of such an analysis for
general types of prior distributions. We note that if we are dealing with a problem
where the prior distribution is not known, it often works very well to start with the
uniform distribution and perform Bayesian updates anyway. In fact, this is exactly
the approach taken in [BOH08; Der+18; EZ+20].

2.3.3 Querying the median and challenges in the discrete
setting

Let us assume that we know the prior distribution of the target element. A natural
approach to use the MWU in this case is to always query the median of the current
distribution, i.e. an element q that roughly bisects the total weight of the elements.
For now, let us assume that we can always find a perfect median, i.e. an element q

such that
q∑

i=1
ω(vi) = 1/2.

Let I(ω(v1), . . . , ω(vn)) = log2 n −H(ω(v1), . . . , ω(vn)) be the information con-
tained in the current distribution of weights, where H(p1, . . . , pn) =

n∑
i=1
−pi log2 pi is

a standard Shannon entropy of the distribution. Calculations in [BOH08, Lemma
2.4.] show that, if we always query the perfect median q and apply Bayesian updates
to the weights, then the expected information gain after each answer is equal to I(p).
If the prior distribution is uniform, then the initial information is 0. Thus, after
roughly log2 n

I(p) queries, we expect to have learned enough information to identify the
target element, which, as discussed earlier in Section 2.3.1 is close to the optimum.

However, the main obstacle in this approach is that, in general, we cannot find
a perfect median. This usually occurs when a particular element becomes heavy,
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meaning that its weight is bigger than the total weight of other elements combined.
In such a case, we know that this element is the target with probability greater than
1/2, however this might not be enough to stop the algorithm, as we want to identify
the target with probability at least 1− δ, where δ can be very small. The further
our query is from the perfect bisection, the less information we gain in expectation
from the answer [BOH08, Lemma 2.4.]. Thus, the discrete nature of the search
space becomes a source of an intrinsic challenge. Previous works tried to different
ways to resolve this issue, e.g. by ensuring that a good approximation of the target
has been found and calling the algorithm recursively on a subinterval of elements
[BOH08], elimination of potential target candidates in phases, where the last phase
is a majority voting [EZKS16], etc.

In the case of noisy graph searching, the situation is even more complicated, as it
is not clear how to define a median. It turns out, that a natural generalization, called
1-median, with analogous bisection property exists [EZKS16, Lemma 4]. However,
the aforementioned problem of heavy elements remains.

2.3.4 Subtleties of the model

In this section we briefly discuss some possible variations of the model, that might
seem minor on the first glance. The list of considered variations is by no means
exhaustive and is meant to illustrate the fact that even subtle changes can alter the
problem significantly.

Differences between noisy binary search and noisy graph searching. We
start by comparing the two problems considered in this chapter: noisy binary search
and noisy graph searching. It might seem that the former is a special case of the
latter, where the graph is a path. However, observe that in the case of a search on a
path, there are always three possible answers to a query: left, right, and found. In
contrast, in the binary search problem, there are only two possible answers: v∗ < vi

and v∗ ≥ vi. This makes it impossible to directly use a graph searching algorithm in
a black-box manner to solve binary search.

Gan et al. [GWZ22] try to mitigate this issue by unpacking the noisy graph
searching framework of Dereniowski et al. [Der+18]. Just like in [Der+18] they
always query the median q of the (path) graph and perform similar weight updates.
But when the answer from the adversary is v∗ ≥ q, i.e. q being a target is consistent
with the answer, they decrease the weight of q to 0 and add q to a list of candidates
for a target (a similar technique was used earlier in [EZKS16]). They are able to
argue that this algorithm asks the same number of queries as in [Der+18], therefore
in particular the number of candidates remaining at the end is O(log n). Therefore,
one can use any other asymptotically optimal algorithm [Fei+94; Pel89] to find the
target among the subset of candidates at the additional O(log log n) cost.

The main limitation of the aforementioned approach of Gan et al. [GWZ22] is
that it crucially relies on probability of error p being constant and the constant in
front of the leading term in the query complexity starts to be worse than optimal
when p → 1/2. In fact, a careful analysis of their computations reveals that the
complexity of finding the target among the set of candidates starts to dominate the
overall complexity when ε = o(

√
log n

n
), where ε = 1/2− p.
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In the early version of our paper on noisy searching [DŁU21b]4 we tried a similar
approach of simulating the algorithm of [Der+18]. However, upon querying the
median q, we did not add it to the candidate set right away, but rather we queried
it multiple times, with the number of these repeated queries depending on the
current size of the candidate set and ε = 1/2− p. This mitigated the issue of the
candidate set becoming too large when p is close to 1/2, however it led to more
complicated algorithm with slightly worse expected query complexity, as compared
to the Algorithm 2.6.35 (which we describe in Section 2.6).

Noise-free information about finding the target. Recall our discussion in
Section 2.3.3 about the heavy elements and the issues that arise in their presence.
When there is a heavy element q and we want to query close to the median of the
distribution, we necessarily query either q or one of its neighbors. We know that q is
the target with probability greater than 1/2 and we keep querying it (or around it) –
in a sense, the situation becomes similar to a classic gambler’s ruin problem. Here, q
becomes our candidate for the target and it wins if it manages to reach probability
1− δ before dropping below 1/2. Intuitively, the analysis of such a process becomes
challenging, because we need to somehow bound how many times our strategy enters
such a situation and how many queries are spent in each such phase.

However, this issue is completely non-existent if, upon querying q, we are told
whether q is the target or not without any noise. In such a case, Boczkowski et al.
[Boc+25, Theorem 2.1] show that a strategy of always querying the (almost) median
of the current distribution combined with Bayesian weight updates and decreasing
weight of every queried element q to 0 (if it turns out not to be the target), yields an
expected query complexity of (1 + o(1)) log2 n

I(p) , which is close to the complexity of our
Algorithm 2.6.3 and previous work of Ben-Or and Hassidim [BOH08].

Moreover, surprisingly, this result holds even in the regime of persistent errors!.
Now, recall that we discussed in Section 2.2.3 that the noisy graph searching with
persistent random errors is provably much harder than searching in graphs with
independent random errors. In particular, for some regimes of p no polylogarithmic
strategy length is possible even in the case of trees and no nontrivial algorithm is
known for general graphs. This demonstrates an interesting dichotomy between the
two problems in the persistent noise model, which does not exist in the independent
noise model.

Error probability p > 1/2. From the information-theoretic lower bounds discussed
in Section 2.3.1, it is clear that if p = 1/2, then the problem of noisy binary search
becomes intractable – we have I(1

2) = 0, and the responses form perfectly random
noise from which we cannot deduce anything.

It might seem that if p > 1/2, then the problem cannot become easier. However,
if we know that the adversary lies with probability exactly p, then we can actually
flip the received answers and reduce the problem to the case where errors occur with
probability 1− p < 1/2.

4We note that the first version of our paper [DŁU21b] appeared on arXiv prior to the publication
of [GWZ22].

5The only slight advantage of the expected query complexity algorithm from [DŁU21b] is that it
uses exactly O(log n) random bits, while Algorithm 2.6.3 uses O(log n) random bits in expectation.
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However, this is not possible if we only know that the adversary lies with
probability at most p. Similarly, it is not clear if such a reduction exists in the case
of noisy graph searching – note that the structure of the graph might not have any
symmetry and, moreover, the adversary usually has more than one choice of an
erroneous answer.

Adversary can choose not to lie. An interesting situation arises if we allow the
adversary to choose not to lie, i.e., with probability 0 < p < 1/2 for each query the
adversary can choose any reply, which may be consistent with the placement of the
target element.

Intuitively, the adversary should prefer to lie as much as possible to maximize the
amount of random noise that the algorithm receives. However, it is not clear if this
is always the case; for specific algorithms, the adversary might be able to exploit the
possibility of not lying in order to mislead the algorithm more effectively. This can
complicate the analysis of algorithms —- for example, the proofs of our strategies in
Section 2.6 crucially rely on Lemma 2.6.4, which requires that the adversary always
lies with probability exactly p. We conjecture, however, that this is an artifact of
the analysis and that our algorithms should work in this model as well.

2.4 Our results and comparison to prior work

2.4.1 Overview of our results
Our results are summarized in Table 2.1. We use the following naming convention:
if we are interested in the worst-case analysis of the query complexity, we refer
to it as the worst case setting. Conversely, if we analyze the expected number of
queries made by an algorithm, we call this the expected query complexity setting. We
note that in each setting the process is randomized due to answers of the adversary.
Additionally, some of our algorithms use random bits as well.

The binary search algorithms referenced in the theorems below are detailed in
Section 2.6: Algorithms 2.6.6 and 2.6.3 correspond to Theorems 2.4.1 and 2.4.3,
respectively. Interestingly, both algorithms are essentially the same and differ only
by the stopping condition.
Theorem 2.4.1. For any noise parameter 0 < p < 1

2 and a confidence threshold
0 < δ < 1, there exists a binary search algorithm that after the expected number of

1
I(p)

(
log2 n + log2 δ−1 + 3

)
queries finds the target in any linear order correctly with probability at least 1− δ,
given that the target position is chosen uniformly at random.

Using a previously known reduction from adversarial target placement to the
uniformly random choice of a target ([BOH08], see Lemma 2.5.9), we automatically
obtain the following result for the adversarial version of the problem.
Corollary 2.4.2. For any noise parameter 0 < p < 1

2 and a confidence threshold
0 < δ < 1, there exists a binary search algorithm that after the expected number of

1
I(p)

(
log2 n +O(log δ−1)

)
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queries finds the target in any linear order correctly with probability at least 1− δ.

Theorem 2.4.3. For any noise parameter 0 < p < 1
2 , where p is a constant or

p→ 1/2, and a confidence threshold 0 < δ < 1, there exists a binary search algorithm
for any linear order that after

1
I(p)

(
log2 n +O(

√
log n log δ−1) +O(log δ−1)

)
queries returns the target correctly with probability at least 1− δ.

For graph searching we obtain two analogous results (detailed in Section 2.7):
Algorithms 2.7.6 and 2.7.8 correspond to Theorems 2.4.5 and 2.4.4, respectively.

Theorem 2.4.4. For an arbitrary connected graph G, a noise parameter 0 < p < 1
2

and a confidence threshold 0 < δ < 1, there exists an graph searching algorithm that
after the expected number of at most

1
I(p)

(
log2 n +O(log log n) +O(log δ−1)

)
queries returns the target correctly with probability at least 1− δ.

Theorem 2.4.5. For an arbitrary connected graph G, a noise parameter 0 < p < 1
2 ,

where p is a constant or p→ 1/2, and a confidence threshold 0 < δ < 1, there exists
an graph searching algorithm that after

1
I(p)

(
log2 n +O(

√
log n log δ−1) +O(log δ−1)

)
queries returns the target correctly with probability at least 1− δ.

Table 2.1: The summary of the results

Setting Binary search Graph search

Worst case
query
complexity:

1
I(p)

(
log2 n +O(

√
log n log δ−1) +O(log δ−1)

)
(Thm. 2.4.3) (Thm. 2.4.5)

Expected query
complexity:

1
I(p)(log2 n +O(log δ−1))

1
I(p)(log2 n +O(log log n) +

O(log δ−1))

(Cor. 2.4.2) (Thm. 2.4.4)

2.4.2 Comparison with previous works
The complexity of algorithms for noisy binary search and noisy graph searching
depends on several parameters: the size of the search space n, the noise parameter p,
and the confidence threshold δ. The complexities of recent results in this area are
close to the information-theoretic optimum of log2 n

I(p) , differing only by lower-order
terms or other subtle features. Therefore, in this section, we provide a detailed,
case-by-case comparison of our results with previous literature.

34
34:11493



2.4. OUR RESULTS AND COMP‌ . . . CHAPTER 2. NOISY SEARCHIN‌ . . .

Reductions in complexity for expected length setting

First of all, we note that Ben-Or and Hassidim in their work [BOH08] showed a
general technique that can transform any of subsequently presented algorithms (both
in the expected and worst-case settings) into an algorithm with the expected query
complexity that is better by roughly a multiplicative factor of (1− δ), at the cost of
some additional lower order terms.

This reduction applies when δ > 1
log2 n

and works as follows. With probability
δ − 1

log2 n
output a random element from the search space without asking queries.

With the remaining probability, run the original algorithm with δ′ = 1
log n

. By union
bound, the overall failure probability is at most δ.

For example, this reduction applied to our expected query complexity algorithm
(Corollary 2.4.2) yields an expected query complexity of

1
I(p)

(
(1− δ)(log2 n +O(log log n)) +O( log n

log log n
)
)

. (2.1)

Recently, Gu and Xu [GX23] showed an improved how to improve that reduction
in order to obtain a better constant in front of log δ−1. By plugging our noisy binary
search algorithm (Corollary 2.4.2), it yields a (1 + o(1))((1− δ)( log2 n

I(p) + O(log log n)
I(p) ) +

log2 1/δ

(1−2p) log 1−p
p

) expected query complexity.
In the remainder of this section, we focus on comparing the complexities of the

original algorithms (without applying any reductions). We note, however, that it
can be easily checked that applying the reduction from [BOH08] to the algorithms
described in this section results in complexities with lower order terms worse than
those in (2.1), with an exception of the algorithm in [BOH08] (but we argue that
their analysis contains issues, see below).

Upper bounds for noisy binary search

Table 2.2 provides an overview of the known algorithms for noisy binary search that
have complexity close to the optimal log2 n

I(p) . We provide a detailed comparison with
our results below.

• Burnashev and Zigangirov [BZ74] studied this problem in a setting where the
location of the target element is chosen uniformly at random. We highlight
that their expected query complexity is worse than ours by an additive term of
log2

1−p
p

, which tends to infinity when p→ 0.

• Feige et al. [Fei+94], in their seminal work, considered several problems in the
noisy setting and, in particular, developed an asymptotically optimal algorithm
for noisy binary search (with an adversarially placed target). However, their
method intrinsically incurs a non-optimal constant in front of log2 n

I(p) .

• Later, Ben-Or and Hassidim [BOH08], likely unaware of [BZ74], developed
algorithms with an expected query complexity of 1

I(p)(O(log n) +O(log log n) +
O(log δ−1)). However, we claim that their proofs contain two serious issues.
Firstly, in the proof of Lemma 2.6 in [BOH08], they consider all the queries made
by the algorithm throughout its execution and sort them by their positions.
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Then, the number of ’<’ answers in a fixed interval of positions is claimed
to follow a binomial distribution. Notice, however, that while the answers to
the particular queries are independent random variables, the positions of the
queries depend on the answers to the previous queries, and the act of forgetting
the order introduces correlation. To further illustrate this point, we note the
rightmost query in their algorithm is guaranteed to have a ’<’ answer, because
a ’≥’ answer would have changed the weights maintained by the algorithm,
causing the next query to be asked further to the right, which contradicts the
assumption that this query is the rightmost.
Secondly, the final expected number of steps is bounded by the ratio of total
information needed to identify the target and the expected information gain
per step (without any additional comments). However, the expected value does
not work in this manner directly – to make this approach effective, one needs
to employ additional probabilistic tools. Our analysis uses Wald’s identity for
this purpose, see [GX23] for an example of the usage of martingales and the
Optional Stopping Theorem. Moreover, the choice of a particular probabilistic
theorem and the way this tool is handled may incur additional lower-order
terms, making it unclear what the final complexity would be.

• The query complexity of the worst-case algorithm by Gan et al. [GWZ22]
contains a lower order term O(

√
log n log δ−1 · log log n

log δ−1 ), which is worse than
our O(

√
log n log δ−1). Moreover, contrary to our solution, it does not work in

the regime p→ 1/2, as already discussed in Section 2.3.4. We also note, that
their analysis is based on the analysis from [Der+18] and hence does not work
in the regime p→ 0 either (we comment on this analysis in a little more detail
when comparing our results to [Der+18] in Section 2.4.2).

• Recently, Gretta and Price [GP24] developed a worst-case algorithm for a
more general problem called Noisy Binary Search with Monotonic Probabilities
(discussed in Section 2.2.3). Their algorithm, in the case of standard noisy
binary search, works in the regime 1

4 < p < 1
2 . Their lower-order term,

O(log2/3 n log1/3 δ−1), becomes better than our
√

log n log δ−1 only when 1
δ

> n,
but in that case, the query complexity of both algorithms is dominated by the
O(1

δ
) term.

Upper bounds for noisy graph search

Known algorithms for noisy graph search are summarized in Table 2.3. We provide
a detailed comparison with our results below.

• The problem for arbitrary graphs was first considered by Emamjomeh-Zadeh
et al.[EZKS16]. They designed a worst-case algorithm and later used afore-
mentioned reduction from [BOH08] to obtain an expected query complexity
algorithm. Their query complexity is 1

1−H(p)

(
log2 n +O( 1

C
log n + C2 log δ−1)

)
,

where C = max
(
(1

2 − p)
√

log log n, 1
)
. It can be easily verified that 1

C
log n +

C2 log δ−1 = Ω(
√

log n log δ−1 ·
(

log n
log δ−1

)1/6
+ log δ−1) (for detailed calculation

see [Der+18, Section 1.1]), hence our complexity is better for all possible ranges
of parameters.
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Table 2.2: Upper bounds for noisy binary search.

Setting Query complexity References and Notes

Expected,
uniform
prior

1
I(p)(log2 n + log2 δ−1 + log2

1−p
p

) Burnashev and Zigangirov
[BZ74]

1
I(p)(log2 n +O(log log n) +O(log δ−1))

Ben-Or and Hassidim
[BOH08] (Correctness issues,

see Sec.2.4.2).
1

I(p) (log2 n + log2 δ−1 + 3) This work, Thm. 2.4.1.

Expected,
adver-
sarial
target

1
I(p)(log2 n +O(log log n) +O(log δ−1))

Ben-Or and Hassidim
[BOH08] (Correctness issues,

see Sec.2.4.2).
1

I(p)(log2 n +O(log2 δ−1)) This work, Cor. 2.4.2.

Worst
case

1
I(p)(O(log n) +O(log δ−1)) Feige et al. [Fei+94]

1
I(p)(log2 n +

O
(√

log n log δ−1 · log log n
log δ−1

)
+

O(log δ−1))
Gan et al. [GWZ22]

1
I(p)(log2 n +O(log2/3 n log1/3 δ−1) +

O(log δ−1)) Gretta and Price [GP24].

1
I(p)(log2 n +O(

√
log n log δ−1) +

O(log δ−1)) This work, Thm. 2.4.3.

• Later on Dereniowski et al. [Der+18] introduced a simple algorithm that is very
similar to our Algorithm 2.7.6. However, their analysis showed the worst-case
query complexity with a lower order term of O

(√
log n log δ−1 · log log n

log δ−1

)
,

which is worse than our corresponding O(
√

log n log δ−1) term. Finally, we note
the exact computation of their complexity relies on a Taylor approximation
around p = 1/2 (similarly to our Proposition 2.5.1), therefore it does not work
in the regime p→ 0.

Lower bounds

For the expected complexity of noisy binary search, Ben-Or and Hassidim [BOH08]
established the first lower bound of (1 − δ) log2 n−10

I(p) . Recently, Gu and Xu [GX23]
improved this lower bound to (1− o(1))((1− δ) log2 n

I(p) + log2 1/δ

(1−2p) log 1−p
p

), although it holds
only for constant noise parameter p. They leave the question of improving the lower
bound for arbitrary p as an open problem.
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Table 2.3: Upper bounds for noisy graph search.

Setting Query complexity References and Notes

Expected 1
I(p)(log2 n +O(log log n) +O(log δ−1)) This work, Thm. 2.4.4.

Worst
case

1
1−H(p)

(
log2 n +O( 1

C
log n + C2 log δ−1)

)
,

where C = max
(
(1

2 − p)
√

log log n, 1
) Emamjomeh-Zadeh et al.

[EZKS16]

1
I(p)(log2 n +O(

√
log n log δ−1 ·

log log n
log δ−1 ) +O(log δ−1))

Dereniowski et al. [Der+18]

1
I(p)(log2 n +O(

√
log n log δ−1) +

O(log δ−1)) This work, Thm. 2.4.5.

Recently, Gretta and Price [GP24] obtained a lower bound for the worst-case
setting of a more general problem, Noisy Binary Search with Monotonic Probabilities,
which we mentioned in Section 2.2.3. For the worst-case noisy binary search, their
result implies a lower bound of log2 n

I(p) .
We note that we are not aware of any lower bounds for the lower-order terms

dependent on n in any of the considered settings.

Simplicity

To conclude our comparison, we would like to highlight that our algorithms are
generally much simpler than previous ones. While earlier works used a general
template of querying the approximate median of the weights [BOH08; EZ+20], they
had to introduce several additional mechanisms to deal with the challenges discussed
in Section 2.3.3. In contrast, our algorithms are completely straightforward: we query
(near) the median and perform Bayesian updates of the weights. In the expected
query complexity setting, we continue this process until one element accumulates
enough weight. In the worst-case setting, we stop the algorithm after a predetermined
number of queries and return the heaviest element.

The only other work that is similar in this regard is [Der+18], where their main
algorithm is essentially the same as our Algorithm 2.7.6 (except for the stopping
condition). However, their analysis differs from ours, and they obtain slightly worse
bounds.

2.4.3 Overview of our techniques
The core building block of our algorithms is Multiplicative Weights Update technique
(MWU), as described earlier in Section 2.3.2.

In order to circumvent the arising challenges described in the Section 2.3.3, we
use a specifically tailored measure of progress of our algorithms, which differs from
those used in previous works. For binary search, we define this measure as the total
weight minus the weight of the target element. In the context of graph searching,
the measure is slightly different – we use the total weight minus the weight of the
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heaviest vertex. This contrasts with the approach taken in prior studies, such as in
[Der+18], where the total weight itself was utilized. It is important to note that, in
the case of graph search, the identity of the heaviest vertex may change throughout
the search process, and at times, it may not even be the target vertex. However,
our analysis guarantees the target will become the heaviest vertex by the end of the
search, within the desired probability threshold.

This subtle change proves to be powerful and plays a vital role in all our proofs.
We believe this is the key idea that enabled us to overcome the obstacles that the
authors of the previous works might have faced.

Furthermore, in the case of binary search, when selecting which vertex to query,
we employ a technique similar to that of [BZ74]. Specifically, whenever we identify
two elements that are closest to bisecting the search space, we randomly choose one
of them with appropriate probability, proportional to how close they are to being a
perfect median. Our analysis demonstrates that this effectively simulates the ideal
bisection of the search space and ensures the desired progress of our algorithm.

2.5 Preliminaries
Whenever we refer to a search space, we mean either an (undirected and unweighted)
graph or a linear order. Consequently, by an element of a search space, we refer to a
vertex or an integer, respectively. In the following, let n denote the size of the search
space, i.e., either the number of vertices in a graph or the number of integers in a
linear order.

Throughout the search process, the strategies will maintain the weights ω(v)
for the elements v of a search space V . For any subset U ⊆ V , we write ω(U) =∑

u∈U ω(u). For brevity, we sometimes (mainly in Section 2.8) use ω = ω(V ) to
denote the total weight of all elements. The weight of an element v at the end of
step t is denoted by ωt(v), with ω0(v) being the initial value. The initial values are
set uniformly by putting ω0(v) = 1 for each v in our algorithms.

For any 0 ≤ c ≤ 1, v is c-heavy if ω(v)/ω(V ) ≥ c. 1
2 -heavy elements play a special

role and we call them heavy for brevity.
Having introduced definitions that are common for both graphs and linear orders,

we now provide definitions and models that are specific for each type of a search
space.

Noisy binary search definition and model specifics In the noisy binary search
problem, we operate on a linear order v1 < · · · < vn. We are given an element v∗

and the values p ∈ (0, 1
2), δ ∈ (0, 1) as input. We are promised that there exists some

i ∈ [n] such that v∗ = vi. We call v∗ the target element. We can learn about the
search space by asking if v∗ < vj for any j ∈ [n], and receiving an answer that is
correct with probability 1− p, independently for each query. The goal is to design
an algorithm that finds the i ∈ [n] such that v∗ = vi, and returns this index correctly
with probability at least 1−δ. We strive to minimize the number of queries performed
in the process.

We adopt the following naming convention for query results. When we ask if
v∗ ?

< vi and receive an affirmative answer (i.e., v∗ is less than vi), we call it a yes-
answer. If the reply indicates v∗ is greater than or equal to vi (i.e., a negative answer),
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we call it a no-answer. An element vj of a search space is considered compatible with
the reply to a query v∗ ?

< vi if and only if:

• For a yes-answer (indicating v∗ < vi), j < i.

• For a no-answer (indicating v∗ ≥ vi), j ≥ i.

Noisy graph searching definition and model specifics In the noisy graph
searching problem we are given an unweighted, undirected, simple graph G and the
values p ∈ (0, 1

2), δ ∈ (0, 1). We denote the number of vertices in G by n. We know
that one vertex v∗ of G is marked as the target, but we don’t know which one it is.

We can query the vertices of G, upon querying a vertex q we get one of two
possible answers:

• v∗ = q, i.e. the queried vertex is the target. We call it a yes-answer.
• v∗ ≠ q, but some neighbor u of q lies on a shortest path from q to v∗. We call

it a no-answer. If there are multiple such neighbors (and hence shortest paths),
then we can get an arbitrary one as an answer.

In fact, we assume for simplicity that each reply is given as a single vertex u. If
u = q, then we interpret it as a yes-answer. If u ̸= q, then u is a neighbor of q that
lies on a shortest path from q to v∗. Again, we are interested in the noisy setting,
therefore every reply is correct independently with probability 1− p. Observe that if
the answer is incorrect then it can come in different flavors:

• if q = v∗, then an incorrect answer is any neighbor u of q,
• if q ̸= v∗, then an incorrect answer may be either q or any neighbor of q that

does not lie on a shortest path from q to v∗.

Clearly, in both cases there might be several possible vertices that constitute an
incorrect answer. Here we assume the strongest possible model where every time the
choice among possible incorrect replies is made adversarially and independently for
each query.

In noisy graph searching the goal is, similarly as in noisy binary search, to design
an algorithm that finds a target correctly with probability at least 1−δ and minimizes
the number of queries. In fact, in this work we operate in a slightly weaker model of
replies (as compared to [Der+18; EZK17; EZKS16; OP06]) in which an algorithm
receives less information in some cases. This is done in somewhat artificial way for
purely technical reasons, i.e., to simplify several arguments during analysis. The only
change to the model we have just described happens when we query a vertex that
is heavy at the moment and a no-answer has been received. More specifically, if a
heavy q is queried and a no-answer is given, the algorithm reads this reply as: the
target is not q (ignoring the direction the target might be). Observe that this only
makes our algorithms stronger, since they operate in a weaker replies model and any
algorithmic guarantees for the above model carry over to the generic noisy graph
search model.

Similarly to the case of noisy binary search, we say that a vertex v is compatible
with the reply to the query q if and only if:

• v = q in case of a yes-answer.
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• The neighbor u given as a no-answer lies on a shortest path from q to v and q
was not heavy.

• v ̸= q in case of a no-answer when q was heavy.

Common mathematical tools and definitions We adopt the notation from
[Der+18] and denote ε = 1

2 − p and Γ = 1−p
p

. These quantities appear frequently
throughout the proofs, and this notation helps to make the presentation more concise.

The information function, denoted by I(p), appears in all our running times. It
is defined as follows I(p) = 1 − H(p) = 1 + p log2 p + (1 − p) log2(1 − p). In the
analysis of our algorithms, in the case of p→ 1/2, we use the following quantitative
fact about I(p) and log2 Γ.

Proposition 2.5.1. If p→ 1/2, then we have I(p) = Θ(ε2) and log2 Γ = Θ(ε).

Proof. For both functions compute the Taylor expansion at p = 1/2.

Actually, a more general bound holds.

Lemma 2.5.2. We have I(p) = Ω(ε2) and (log2 Γ)2p(1− p) = O(ε2).

Proof. We first observe that by Taylor’s series expansion (which can be derived using
elementary calculus, see e.g. [Lei22]):

I(p) = 1
2 ln 2

∞∑
n=1

(2ε)2n

n(2n− 1) ≥
4ε2

2 ln 2 .

To show the second bound we compute

p(1− p)(log2 Γ)2 = (1/2− ε)(1/2 + ε)
(

log2
1 + 2ε

1− 2ε

)2

= 1
4(1− 4ε2)

(
tanh−1 2ε

)2 1
(ln 2)2 ≤

ε2

(ln 2)2

where the last step follows by observing that under the substitution ε = 1/2 · tanh γ
it reduces to γ2 ≤ sinh2 γ and that inequality follows immediately from the Taylor
expansion of sinh2 γ.

When computing worst case complexities we also use the following fact.

Lemma 2.5.3. The solution to ax = b+
√

cx is of the form x = 1
a

(
b +O

(
c
a

+
√

b ·
√

c
a

))
.

Proof. Solving the quadratic equation a2x2 + b2 − 2abx− cx = 0, we get:

∆ = (2ab + c)2 − 4a2b2 = c(c + 4ab)

x = 2ab + c +
√

c2 + 4abc

2a2 = b

a
+O

(
c +
√

abc

a2

)

Let us recall a basic version of a Hoeffding bound for bounded random variables.
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Proposition 2.5.4 (Hoeffding bound [Hoe63]). Let X1, . . . , Xm be i.i.d. with support
in [a, b]. Define X := ∑m

i=1 Xi. Then, for every t > 0,

Pr(X − E[X] ≥ t) ≤ exp{− 2t2

m(b− a)2},

Pr(X − E[X] ≤ −t) ≤ exp{− 2t2

m(b− a)2}.

Let (Xm)m∈N be a sequence of i.i.d random variables. We say that a random
variable T is a stopping time (with respect to (Xm)m∈N) if 1{T ≤m} is a function of
X1, X2, . . . , Xm for every m.

We will use the following version of the Wald’s identity.

Proposition 2.5.5 (Wald’s Identity [Wal45]). Let (Xm)m∈N be i.i.d with finite mean,
and T be a stopping time with E[T ] <∞. Then E[X1 + · · ·+ XT ] = E[X1]E[T ].

Each time we use Wald’s identity throughout the text, we ensure that the
assumption E[T ] <∞ holds by applying the following lemma. It shows that for every
random walk (on a line) with a drift in the positive direction, i.e., with E[Xi] > 0, any
positive constant threshold will be crossed by that walk in finite time in expectation.

Lemma 2.5.6. Let (Xi)i∈N+ be a sequence of i.i.d random variables with Pr(Xi =
ℓ) = p and Pr(Xi = r) = (1− p) for some ℓ, r ∈ R and 0 < p < 1

2 . Let us fix T > 0
and let Q = inf{m :

m∑
i=1

Xi ≥ T}. If E[Xi] > 0, then E[Q] <∞.

Proof. Let ζm =
m∑

i=1
Xi. If Q > m, then in particular ζm ≤ T , hence

Pr(Q > m) ≤ Pr(ζm ≤ T ) (2.2)

for any m ∈ N+.
Let µ = E[Xi]. Obviously, E[ζm] = mE[Xi] = mµ. Now, let us define N = ⌈T

µ
⌉.

For any m > N we have

ζm ≤ T ⇐⇒ ζm −mµ ≤ −(mµ− T ) (2.3)

and mµ− T > 0. Using Hoeffding bound (Proposition 2.5.4) we get

Pr(ζm−mµ ≤ −(mµ−T )) ≤ exp{−2(mµ− T )2

m(ℓ + r)2 } ≤ exp{−2mµ2

(ℓ + r)2 + 4µT

(ℓ + r)2} = Cβm

(2.4)

with C = e
4µT

(ℓ+r)2 and β = e
−2µ2

(ℓ+r)2 . Observe that 0 < β < 1.
Putting together equations (2.2), (2.3) and (2.4) we get

E[Q] =
∞∑

m=0
Pr(Q > m) =

∑
m≤N

Pr(Q > m) +
∑

m>N

Pr(Q > m) ≤
∑

m≤N

Pr(Q > m) + C
∑

m>N

βm <∞.
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Multiplicative Weights Update Method The core building block of our strate-
gies for both binary and graph search is a standard Multiplicative Weights Update
(MWU) technique. Below we formally define the version of MWU that we use in our
algorithms (Algorithm 2.5.7).

Algorithm 2.5.7. (MWU updates.)
In a step t + 1, for each element v of the search space do:

if v is compatible with the answer, then ωt+1(v)← ωt(v) ·2(1−p),
if v is not compatible with the answer, then ωt+1(v)← ωt(v) · 2p.

Directly from the statement of our MWU method we obtain the following bound
on the weight of the target. This bound applies to both binary and graph search, as
the analysis is based solely on the number of erroneous replies and the fact that the
target is always compatible with a correct answer.

Lemma 2.5.8. If v∗ is the target, then after τ queries, with probability at least 1− δ
it holds

ωτ (v∗) ≥ Γ−
√

τ
2 ln δ−12I(p)τ .

Proof. After τ queries with at most ℓ erroneous replies, the weight of the target
satisfies:

ωτ (v∗) ≥ (2p)ℓ(2(1− p))τ−ℓ = Γpτ−ℓ2I(p)τ .

Denote a =
√

τ
2 ln δ−1. Then by Hoeffding bound (Proposition 2.5.4), with probability

at most δ there is ℓ− pτ ≥ a. Thus, after τ queries, with probability at least 1− δ
the weight of the target satisfies ωτ (v∗) ≥ Γ−a2I(p)τ .

Uniform prior for binary search In case of noisy binary search, one can always
assume that the distribution of the target element is a priori uniform by using a
shifting trick described by Ben-Or and Hassidim [BOH08]. We formally state it as
a lemma below and assume that this procedure is applied at the beginning of our
noisy binary search algorithms, since it does not change the asymptotic complexities.

Lemma 2.5.9 (c.f. Section 2.2 in [BOH08]). Assume that the target element in
noisy binary search problem was chosen adversarially. One can reduce that problem
to the setting where the target element is chosen uniformly at random using O( log δ−1

I(p) )
queries.

2.6 Noisy binary search
In our noisy binary search algorithms, after each query we perform the MWU updates
using Algorithm 2.5.7. The element to be queried is selected as follows: let k be such
that ∑k−1

i=1 ω(vi) ≤ ω(V )/2 and ∑k
i=1 ω(vi) ≥ ω(V )/2. Since the queries vk and vk+1

are the closest possible to equal division of the total weight, the algorithm chooses
one of those. The selection probabilities are proportional to how close each is to
being an exact median of the current weight distribution (cf. Algorithm 2.6.1.)
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Algorithm 2.6.1. (Query selection procedure.)

In step τ : let k be such that ∑k−1
i=1 ωτ (vi) ≤ ωτ (V )

2 ≤ ∑k
i=1 ωτ (vi).

Then, query vk with probability 1
2ωτ (vk)(

∑k
i=1 ωτ (vi)−

∑n
i=k+1 ωτ (vi)), and otherwise

query vk+1.

In order to turn Algorithm 2.6.1 into a particular strategy, we will provide a stopping
condition for each model. We start by showing that during the execution, the total
weight after excluding the target does not increase in expectation.
Lemma 2.6.2. E[ωτ+1(V \ {v∗}) | ωτ (V \ {v∗})] ≤ ωτ (V \ {v∗}).
Proof. We consider three cases, and show that this bound holds in each of those
independently. Denote A = ∑k−1

i=1 ωτ (vi), B = ωτ (vk) and C = ∑n
i=k+1 ωτ (vi). Denote

the probability of querying vk as α = A+B−C
2B

, and the probability of querying vk+1
as β = C+B−A

2B
.

Case 1: v∗ = vk.

E[ωτ+1(V \ {v∗}) | ωτ (V \ {v∗})] = α
[
2p2C + 2(1− p)2C + 2p(1− p)A + 2p(1− p)A

]
+ β

[
2p2A + 2(1− p)2A + 2p(1− p)C + 2p(1− p)C

]
= α

[
(1 + 4ε2)C + (1− 4ε2)A

]
+ β

[
(1 + 4ε2)A + (1− 4ε2)C

]
.

Using the definition of α and β, we obtain

E[ωτ+1(V \ {v∗}) | ωτ (V \ {v∗})] = −4ε2 (A− C)2

B
+ (A + C)

= −4ε2 (A− C)2

B
+ ωτ (V \ {v∗}).

Case 2: v∗ < vk. In this case,

E[ωτ+1(V \ {v∗}) | ωτ (V \ {v∗})] = (2p2 + 2(1− p)2)(A− ωτ (v∗))
+ [α4p(1− p) + β(2p2 + 2(1− p)2)]B + 4p(1− p)C.

Denote p1 = p2 + (1− p)2 and p2 = 2p(1− p). Observe p1 + p2 = 1 and p1 ≥ 1
2 ≥ p2.

Then,

E[ωτ+1(V \ {v∗}) | ωτ (V \ {v∗})] = 2p1A + (C + B − A)p1 + (A + B − C)p2

+ 2p2C − 2p1ωτ (v∗)
= A + B + C − 2p1ωτ (v∗)
≤ ωτ (V \ {v∗}).

Case 3: v∗ > vk+1 is symmetric to case 2.

2.6.1 Proof of Theorem 2.4.1 (the expected strategy length)

Algorithm 2.6.3. (The expected strategy length for binary search.)
Initialization: ω0(vi)← 1 for each vi ∈ V .
Run Algorithm 2.6.1 until in some step we get τ ωτ (vj)

ωτ (V ) ≥ 1− δ for some vj.
Return vj.
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To show correctness of Algorithm 2.6.3, we need to observe that in the case
of binary search, our MWU updates are, in fact Bayesian updates, that is, the
normalized weights follow a posterior distribution conditioned on the replies seen so
far. We state this as a lemma below.
Lemma 2.6.4. After any step τ of Algorithm 2.6.3 we have for every vi ∈ V

Pr[v∗ = vi | τ observed replies] = ωτ (vi)
ω(V ) .

Proof. The proof is by induction on τ . The base case is trivial, because we assign the
weights uniformly in the initialization step. The inductive step follows immediately
from our definition of MWU updates (Algorithm 2.5.7) and the Bayes’ rule.

The correctness of Algorithm 2.6.3 follows directly from Lemma 2.6.4 and the
stopping condition. To prove Theorem 2.4.1 it remains to analyze the expected
length of the strategy.
Lemma 2.6.5. Algorithm 2.6.3 terminates after the expected number of at most

1
I(p)(log2 n + log2

1
δ

+ 3) steps.

Proof. We measure the progress at any given step by a random variable ζt =
log2 ωt(v∗). If the answer in step t + 1 is erroneous, then ζt+1 = ζt + 1 + log2 p and
otherwise ζt+1 = ζt + 1 + log2(1− p).

For the sake of bounding the number of steps of the algorithm, we consider it
running indefinitely. Let Q be the smallest integer such that ωQ(v∗)

ωQ(V \{v∗}) ≥
1−δ

δ
, that

is v∗ is (1− δ)-heavy in round Q. Obviously Q upper bounds the strategy length.
By the definition, Q is a stopping time.

First, let us show that E[Q] is finite. To this end, let ξt = log2
ωt(v∗)

ωt(V \{v∗}) and
Xt = ξt − ξt−1 for t ≥ 1. Observe that Xt’s are i.i.d and E[Xt] = p(− log2 Γ) + (1−
p) log2 Γ = (1− 2p) log2 Γ > 0. Therefore, using Lemma 2.5.6 for sequence Xt, with
ℓ = − log Γ, r = log Γ and T = log2

1−δ
δ
− log2

ω0(v∗)
ω0(V \{v∗}) , we indeed obtain E[Q] <∞.

Let Qi for any positive integer i be smallest value such that ωQi
(v∗) ≥ n

δ
· 2i

(for completeness of notation, we define Q0 = 0). Consider an event {Q > Qi}.
It means that in round Qi the target v∗ is not yet (1 − δ)-heavy. Hence, ωQi

(V \
{v∗}) > δ

1−δ
ωQi

(v∗) ≥ δωQi
(v∗) ≥ n · 2i. But we know from Lemma 2.6.2 that

E[ωQi
(V \ {v∗})] ≤ E[ω0(V \ {v∗})] ≤ n. Using Markov’s inequality we conclude that

Pr[Q > Qi] ≤ Pr[ωQi
(V \ {v∗}) > n · 2i] ≤ 2−i.

Additionally, since ωQi−1(v∗) < n
δ
· 2i, there is ωQi

(v∗) < 2n
δ
· 2i. We can then

bound

E[ζQ] <
∞∑

i=1
Pr[Qi−1 < Q ≤ Qi] log2(2 ·

n

δ
2i)

= log2(2 ·
n

δ
) +

∞∑
i=1

Pr[Qi−1 < Q ≤ Qi] · i

= log2(2
n

δ
) +

∞∑
i=1

Pr[Q > Qi−1]

≤ 1 + log2 n + log2
1
δ

+
∞∑

i=0
2−i

≤ log2 n + log2
1
δ

+ 3.
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Let Yt = ζt − ζt−1. Obviously, Yi’s are independent. We have already established
that Q is a stopping time and that E[Q] <∞. This means we can employ the Wald’s
identity (Proposition 2.5.5) to obtain (using ζ0 = 0) E[ζQ] = E[Y1 + · · · + YQ] =
E[Q]I(p). Therefore,

log2 n + log2
1
δ

+ 3 ≥ E[ζQ] = E[Q]I(p).

2.6.2 Proof of Theorem 2.4.3 (the worst-case setting)
Take Q to be the smallest positive integer for which

I(p)Q > log2 n + log2
2
δ

+
√

Q

2 ln 2
δ

log2 Γ. (2.5)

The Q gives our strategy length (see Algorithm 2.6.6). To prove Theorem 2.4.3
we bound the strategy length and the failure probability (see Lemma 2.6.7 be-
low). The algorithm essentially remains the same except for the stop condition (cf.
Algorithm 2.6.6).

Algorithm 2.6.6. (Worst-case strategy length for binary
search.)
Initialization: ω0(vi)← 1 for each element vi.
Execute Algorithm 2.6.1 for exactly Q steps with Q as
in (2.5).
Return the heaviest element.

Lemma 2.6.7. For any 0 < δ < 1, Algorithm 2.6.6 finds the target correctly with
probability at least 1− δ in 1

I(p)

(
log2 n +O(log δ−1) +O(

√
log n log δ−1)

)
steps.

Proof. Firstly, observe that solving (2.5) for Q using Lemma 2.5.3 with parameters
a = I(p), b = log2 n + log2

2
δ

and c = 1
2 ln 2

δ
(log2 Γ)2 yields

Q = 1
I(p)

log2 n + log2
2
δ

+O
1

2 ln 2
δ

+
√

log2 n + log2
2
δ

√
1
2 ln 2

δ


where we have used that (log2 Γ)2

I(p) = O(1), either because p is constant, or by Lemma
2.5.1 if p→ 1/2. The above equation can be simplified to

Q = 1
I(p)

(
log2 n +O(log δ−1) +O(

√
log n log δ−1)

)
.

It remains to prove correctness. By Lemma 2.5.8, with probability at least 1−δ/2
we have

ωQ(v∗) ≥ Γ−
√

Q
2 ln 2

δ 2I(p)Q. (2.6)
From Lemma 2.6.2 we also get E[ωQ(V \{v∗})] ≤ E[ω0(V \{v∗})] ≤ n. Therefore,

by Markov’s inequality with probability 1− δ/2 we have

ωQ(V \ {v∗}) ≤ 2n

δ
. (2.7)
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It remains to observe that our definition of Q (Equation (2.5)) is equivalent to

Γ−
√

Q
2 ln 2

δ 2I(p)Q >
2n

δ
.

Thus, by the union bound applied to (2.6) and (2.7), with probability at least 1−δ
we get ωQ(v∗) > ωQ(V \ {v∗}). Then, v∗ is the heaviest element and Algorithm 2.6.6
returns it.

2.7 Noisy graph searching
Let d(u, v)be the graph distance between u and v, i.e., the length of the shortest
path between these vertices. We define Φ(v) = ∑

u∈V d(v, u) · ω(u) for any v ∈ V .
A median6 of the graph is a vertex

q = arg min
v∈V

Φ(v).

For a query v and a reply u, let C(v, u) = {x ∈ V |u lies on some shortest path from
v to x} for v ̸= u, and C(v, v) = {v}.

We recall a known and fundamental bisection property of a median. We provide
a short proof for completeness.

Lemma 2.7.1 (c.f. Lemma 4 in [EZKS16]). If q is a median, then maxu∈N(q) ω(C(q, u)) ≤
ω(V )/2.

Proof. Suppose towards the contradiction that C(q, u) > ω(V )/2 for some u ∈ N(q).
Observe that Φ(u) ≤ Φ(q)− ω(C(q, u)) + ω(V \ C(q, u)) since by moving from q to
u we get closer to all vertices in C(q, u). But Φ(q)− ω(C(q, u)) + ω(V \ C(q, u)) =
Φ(q) + ω(V ) − 2ω(C(q, u)) < Φ(q) by our assumption, hence Φ(u) < Φ(v), which
yields a contradiction.

The bisection property suggests that the median is a good candidate for a query
in the noisy graph searching problem, analogous to how we queried around the
median in the noisy binary search. We now analyze how the weights behave when
in each step a median is queried and the MWU updates are made. This analysis
applies to both graph searching algorithms, described in sections 2.7.1 and 2.7.2,
respectively. Essentially, we prove that, amortized over all steps, the total weight
excluding the heaviest vertex does not increase after each step. The exclusion of the
heaviest vertex is actually only necessary in the case where there is a heavy vertex
in the graph after the last query.

In absence of heavy vertices we can bound the new sum of weights directly, see
Lemma 2.7.2. In Lemmas 2.7.3 and 2.7.4 we consider an interval of queries to the
same heavy vertex x. If such interval ends during the search, then the decrease in
total vertex weight, as established in Lemma 2.7.3, can be claimed at the end of this
interval. The crucial property that we use is that x had to receive at least as many
no-answers as yes-answers during the interval in order to stop being heavy. If we are
inside of an interval of queries to a heavy x (or the algorithm ended and x is still

6In fact, it is actually a so-called 1-median of the metric space defined by the graph and its
vertex weights. We chose to call it just median for brevity and consistency with the noisy binary
search nomenclature.
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heavy), Lemma 2.7.4 applies. It shows that the total weight with the weight of x
excluded is bounded by the total weight at the beginning of the interval. Finally,
we combine all these facts in Lemma 2.7.5, which establishes that after every step
of the algorithm, the total weight excluding the heaviest vertex is bounded by the
initial total weight.

Lemma 2.7.2 (see also [Der+18; EZKS16]). If in a step t there is no heavy vertex,
then ωt+1(V ) ≤ ωt(V ).

Proof. Let q be a query and u an answer in step t. Note that if there is no
heavy vertex, then C(q, u) is the set of vertices compatible with the reply. If
q ̸= u then ωt(C(q, u)) ≤ ωt(V )/2 by Lemma 2.7.1 and in case q = u we have
C(q, u) = {q} and thus the same bound holds. Then in both cases, ωt+1(V ) =
2(1− p) · ωt(C(q, u)) + 2p · ωt(V \ C(q, u)) ≤ ωt(V ).

Lemma 2.7.3 (see also [Der+18]). Consider an interval I = {τ, τ +1, . . . , τ +k−1}
of k queries such that some x is heavy in each query in I and is not heavy after the
last query in the sequence. Then ωτ+k(V ) ≤ ωτ (V ).

Proof. First note that in each query in the interval I the queried vertex is x. Consider
any two queries i and j in I such that they receive different replies. The contribution
of these two queries is that together they scale down each weight multiplicatively
by 2p · 2(1− p) ≤ 1. Also, for a single no-answer in a query i ∈ I we get ωi+1(V ) =
2pωi(x) + 2(1 − p)ωi(V \ {x}) ≤ ωi(V ) because ωi(x) ≥ ωi(V \ {x}) for the heavy
vertex x. By assumption, the number of no-answers is at least the number of
yes-answers in I. Thus, the overall weight drop is as claimed in the lemma.

Lemma 2.7.4. Consider an interval I = {τ, τ + 1, . . . , τ + k − 1} of k queries such
that some x is heavy in each query in I, and x remains heavy after the last query in
I. Then

ωτ+k(V \ {x}) ≤ ωτ (V ).

Proof. Recall that in each query in the interval I, the queried vertex is x. Assume
that there were a yes-answers in I and b no-answers, with a + b = k. If a ≥ b, then
ωτ+k(V \ {x}) = (2p)a(2(1− p))bωτ (V \ {x}) ≤ ωτ (V \ {x}) ≤ ωτ (V ). If a < b, then
we bound as follows: ωτ+k(V \ {x}) ≤ ωτ+k(x) = (2p)b(2(1− p))aωτ (x) ≤ ωτ (x) ≤
ωτ (V ).

The bound in the next lemma immediately follows from Lemmas 2.7.2, 2.7.3
and 2.7.4. We say that an element v is heaviest if ω(v) ≥ ω(u) for each u ∈ V . For
each step i, we denote by xi a heaviest vertex at this step, breaking ties arbitrarily.

Lemma 2.7.5. ωτ (V \ {xτ}) ≤ ω0(V ).

Proof. We consider the first τ queries and observe that they can be partitioned into
a disjoint union of maximal intervals in which either there is a heavy vertex present
(in the whole interval) or there is no heavy vertex (in the whole interval). We apply
Lemma 2.7.2 for intervals with no heavy vertex and Lemmas 2.7.3, 2.7.4 otherwise
(note that Lemma 2.7.4 can be applied only to the last interval. The latter happens
only when there exists a heavy vertex after we perform all τ queries).
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2.7.1 Proof of Theorem 2.4.5 (the worst-case setting)
In this section we prove Theorem 2.4.5. Take Q to be the smallest positive integer
for which

I(p)Q ≥ log2 n +
√

Q

2 ln δ−1 log2 Γ. (2.8)

The Q gives our strategy length (see Algorithm 2.7.6). To prove Theorem 2.4.5
we bound the strategy length and the failure probability (see Lemma 2.7.7 below).

Algorithm 2.7.6. (Worst-case strategy length for graph search.)
Initialization: ω0(v) = 1 for each v ∈ V .
In each step: query the median and perform the MWU updates (Algorithm 2.5.7).
Stop condition: do exactly Q queries with Q defined by (2.8) and return the
heaviest vertex.

Lemma 2.7.7. For any 0 < δ < 1, Algorithm 2.7.6 finds the target correctly with
probability at least 1− δ in 1

I(p)

(
log2 n +O(log δ−1) +O(

√
log n log δ−1)

)
steps.

Proof. The proof is very similar to that of Lemma 2.6.7 (worst-case noisy binary
search). It is actually simpler, thanks to the fact that Lemma 2.7.5 gives even
stronger bound than Lemma 2.6.2.

Solving (2.8) for Q using Lemma 2.5.3 with parameters a = I(p), b = log2 n and
c = 1

2 ln 1
δ
(log2 Γ)2 yields the desired

Q = 1
I(p)

(
log2 n +O(log δ−1) +O(

√
log n log δ−1)

)
,

where we have used that (log2 Γ)2

I(p) = O(1), either because p is constant, or by
Lemma 2.5.1 if p→ 1/2.

Now, by Lemma 2.5.8 and the definition of Q in (2.8) it holds with probability
1− δ

log2 ωQ(v∗) ≥ −
√

Q

2 ln δ−1 log2 Γ + I(p)Q ≥ log2 n ≥ log2 ωQ(V \ {xQ}),

where the last inequality is due to Lemma 2.7.5. Since the weights are non-negative
at all times, the only way for this to happen is to have v∗ = xQ, that is the target
being found correctly.

2.7.2 Proof of Theorem 2.4.4 (the expected strategy length)
The solution for this case (given in Algorithm 2.7.8) paraphrases Algorithm 2.6.1
except for the proper adjustment of the confidence threshold.

Algorithm 2.7.8. (The expected strategy length for graph search.)
Let δ′ = c(δ2 · (log n + log 1/δ)−2) for small enough constant c > 0.
Initialization: ω0(v) = 1 for each v ∈ V .
In each step: query the median and perform the MWU updates (Algorithm 2.5.7).
Stop condition: if for any v in some step τ it holds ωτ (v)

ωτ (V ) ≥ 1− δ′, then return v.
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Lemma 2.7.9. Algorithm 2.7.8 stops after the expected number of at most 1
I(p)(log2 n+

log2
1
δ′ + 1) steps.

Proof. We argue that within the promised expected number of steps, target v∗

reaches the threshold weight. This clearly bounds the runtime from above. We
measure the progress at any given moment by a random variable ζt = log2 ωt(v∗).
Observe that if the reply is erroneous in a step t + 1, then ζt+1 = ζt + 1 + log2 p, and
if it is correct, then ζt+1 = ζt + 1 + log2(1− p).

For the sake of bounding the number of steps of the algorithm, we assume it is
simulated indefinitely. Let Q be the smallest integer such that ζQ ≥ log2 n + log2

1−δ′

δ′ .
By Lemma 2.7.5 we have that ζQ = log2 ωQ(v∗) ≤ log2

ωQ(v∗)
ω(V \{xQ})/n

, thus ωQ(v∗)
ω(V \{xQ}) ≥

1−δ′

δ′ > 1 since w.l.o.g. δ′ < 1/2. But if for any t there is ωt(v∗)
ωt(V \{xt}) > 1, then xt = v∗,

since ωt(v∗) > ωt(V \ {xt}) implies v∗ ̸∈ V \ {xt}. Thus we deduce that xQ = v∗.
Additionally, from ωQ(v∗)

ω(V \{v∗}) ≥
1−δ′

δ′ we get that v∗ is (1− δ′)-heavy, hence Q bounds
the strategy length.

From ζt+1 ∈ {ζt + 1 + log2 p, ζt + 1 + log2(1 − p)} and the minimality of Q we
deduce ζQ ≤ log2 n + log2

1−δ′

δ′ + 1 + log2(1− p) ≤ log2 n + log2
1
δ′ + 1. In particular

E[ζQ] ≤ log2 n + log2
1
δ′ + 1. (2.9)

Let Xt = ζt− ζt−1 and observe that E[Xt] = p(1 + log2 p) + (1− p)(1 + log2(1− p)) =
I(p) > 0. Also, Xi’s are independent and Q is a stopping time. Finally, we have
E[Q] < ∞ from Lemma 2.5.6 7. Therefore, we meet all conditions of the Wald’s
identity (Proposition 2.5.5) and we get (since ζ0 = 0) E[ζQ] = E[X1 + · · ·+ XQ] =
E[Q]I(p). Thus, by (2.9) we have 1 + log2

1
δ′ + log2 n ≥ E[ζQ] = E[Q]I(p), from which

the claim follows.

Lemma 2.7.10. Algorithm 2.7.8 finds the target correctly with probability at least
1− δ.

Proof. We first show correctness. Denote by A ≤ log 1−δ′
δ′

log 1−p
p

+ 1 the number of yes-
answers required to go from a vertex being 1/2-heavy to being (1− δ′)-heavy. For
now assume that A ≥ 2, we will deal with the other case later. For a non-target
vertex u to be declared by the algorithm as the target, it has to observe a suffix of
the strategy being a random walk on a 1-dimensional discrete grid [0, . . . , A] and
transition probabilities p for i → i + 1 and 1 − p for i → i − 1. We consider a
random walk starting at position A/2 and ending when reaching either 0 or A and
call it a subphase (w.l.o.g. assume that A is even). Any execution of the algorithm
can be partitioned into maximal in terms of containment, disjoint subphases. Each
subphase starts when one particular heavy vertex v receives A/2 more yes-answers
than no-answers within the interval in which v is heavy. Then, a subphase ends
when either the algorithm declares v to be the target or v stops being heavy. By
the standard analysis of the gamblers ruin problem, each subphase (where the heavy
vertex is not the target) has failure probability δ′′ = 1

1+( 1−p
p )A/2 ≤ 1

1+
√

1−δ′
δ′

= O(
√

δ′).

Let us denote by a random variable D the number of subphases in the execution of
7By plugging in ℓ = 1 + log2 p, r = 1 + log2(1− p) and T = log2

1−δ′

δ′ + log2 n.
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the algorithm. Let Fi be the length of i-th subphase. By the standard analysis of
the gamblers ruin problem,

E[Fi] = A/2
1− 2p

− A

1− 2p

1
1 + (1−p

p
)A/2 ≥

A/2
1− 2p

1− 2
1 +

√
1−δ′

δ′

 = Ω
( 1

ε2

)
,

where the asymptotic holds since w.l.o.g. δ′ < 1/3, and also since if ε < 1/3, then
A = Ω(1/ε), and otherwise A ≥ 2 = Ω(1/ε). Let F = F1+· · ·+FD be the total length
of all subphases. Observe that D is a stopping time, hence we have E[F ] = E[D]·Ω( 1

ε2 )
by Proposition 2.5.5. By Lemma 2.7.9, E[Q] = O(ε−2(log n + log δ′−1)) holds for the
strategy length Q. Since F ≤ Q, E[D] = O(log n + log 1/δ′) = O(log n + log 1/δ).

By application of the union bound, the error probability for the whole procedure
is bounded by δ′′ E[D] ≤ δ for appropriately chosen constant in the definition of δ′.

We now deal with case of A ≤ 1. This requires p < δ′, and ε > 1/3 (since if
ε < 1/3, appropriate choice of constant in δ′ enforces A ≥ 2) and so the expected
strategy length is E[Q] = O(log n + log 1/δ). By the union bound, algorithm
receives a single erroneous response with probability at most pE[Q] ≤ δ′ E[Q] =
O(δ2/(log n + log 1/δ)) ≤ δ.

2.8 Faster query processing in noisy graph search-
ing via median approximation

2.8.1 Introduction
So far in this chapter, we have focused on minimizing the number of queries asked
by the algorithm, i.e., its query complexity. This is typically motivated by the fact
that queries often model time-consuming and complex events, such as performing
an experiment [Hei+04; SCV94], conducting a software check to verify whether it
contains a malfunctioning piece of code [Cru25; Gu+24; Oca22], or asking users
for feedback [EZK17; EZ+20; GMR23]. However, as a secondary measure, the
computational complexity of processing each query comes into play. It is of practical
and theoretical interest to determine whether there exist an efficient query strategy
that simultaneously optimize the computational cost of performing queries. This
may be especially useful in cases where the responses arrive quickly.

Recall that in our graph searching algorithms from Section 2.7, each query involves
finding a median of a graph, defined as a vertex that minimizes the sum of weighted
distances to all other vertices. Computing these weighted sums for all vertices (in
order to select the minimum) takes O(n2) time, assuming access to an oracle that
provides the distance between any pair of vertices in constant time. Depending on
the application, this may become a bottleneck in the overall performance of the
algorithm. It is known that, in general, computing different types of ‘central’ vertices
in graphs is computationally costly; see [AGW14; AWW15; Cab17].

This leads us to a general statement of the research question we seek to answer
in this section.

By what amount can the computational complexity of an adaptive graph
query algorithm be improved without worsening the query complexity?
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2.8.2 Motivation
To illustrate potential applications of noisy graph searching and to discuss the
practical impact of efficient query processing, we present one of the scenarios described
in [EZK17]. These scenarios are rooted in the field of machine learning, and since
they share a common approach to how graphs are utilized, we refer to just one of
them.

Consider a situation in which a system aims to learn a clustering by asking
queries. Each query presents a potential clustering to a user, and if this is not the
target clustering, the user either points to two clusters that should be merged or
indicates one cluster that should be split (without specifying how to split it). Thus,
the goal is to construct a query algorithm to be used by the system. It turns out
that learning the clustering can be accomplished by asking queries on a graph: each
vertex v corresponds to a clustering, and a user’s reply for v will be aligned with one
of the edges incident to v. In other words, the reply can be associated with an edge
outgoing from v that lies on a shortest path to the desired target clustering.

We emphasize some properties of this approach. First, the fact that the reply
indeed reveals the shortest path to the target is an important property of the
underlying graph used by the algorithm, and thus this graph needs to be carefully
defined to satisfy it. Secondly, the user is not aware that such a graph-theoretic
approach is used, as only a series of proposed clusterings is presented. Moreover, this
framework can be made resilient to errors on the user side by using a noisy graph
searching algorithm. The presence of noise can be explained by various factors: some
replies may be incorrect because the user made a mistake, or alternatively, the user
may not be willing to reveal the truth.

It has been shown [EZK17] that, in a similar way, one can approach the problems
of learning a classifier or learning a ranking. For each of these problems, a specifically
tailored graph is defined and used to prove that the corresponding query strategy
yields the desired result. We note, however, that in these applications it is not
necessary to explicitly construct the graph in order to run the algorithm. Instead,
it may be sufficient to have an abstract encoding that allows us to compute the
next vertex to query and to determine the reply; we refer the reader to [EZK17] for
details.

We emphasize that in the scenarios like the ones mentioned above, the search
space of the algorithm is usually very large. In that case, the complexity of processing
a query might become a bottleneck in the overall performance of the algorithm.
Then, different techniques, like relying on the aforementioned encoding of the graph,
local search, etc. may prove crucial in order to obtain a practically feasible solution.

In the remainder of Section 2.8, we develop a set of tools that can be used for
speeding up the query processing in noisy graph searching. We treat the graph as an
abstract data structure, without relying on any specific properties that may arise in
particular applications.

2.8.3 Assumptions
In Section 2.7, we saw that the optimal query complexity for noisy graph searching
is equal (up to lower order terms) to log n+O(log δ−1)

I(p) . For the sake of simplicity, we
make the following assumptions: firstly, we assume that the noise parameter p is a
fixed constant, independent of n. Secondly, we focus on the regime of high probability
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algorithms, i.e., those that locate the target correctly with probability at least 1− 1
nc

for some c ≥ 1. In our terms, this means that δ = n−c, and thus the optimal
query complexity becomes O( log n

I(p) ) = O( log n
ε2 ), where the last equality is due to

Lemma 2.5.2.

Distance oracle access. We make an additional assumption: a distance oracle
is available to the algorithm and it gives the graph distance between any pair of
vertices. This assumption is motivated by the fact that, depending on the chosen
approach, the computation of multiple-pair shortest paths throughout the execution
of the algorithm could dominate the overall computational complexity.8

This assumption is reasonable in many practical scenarios. In the aforementioned
machine learning applications [EZK17], corresponding graphs may be constructed in
such a way that knowing which objects represent two vertices is sufficient to conclude
the distance between them, i.e., a low-complexity distance oracle can be indeed
implemented. This can be seen as a special case of a general approach of achieving
fast distance oracles through the so called distance-labeling schemes (see [Gav+04]
for a theoretical discussion and [Abr+16; KV17] for practical considerations). Even
more generally, for some problems in computational geometry, it is assumed that we
operate in a metric space with a metric (distance) function explicitly given.

We stress that getting the exact distances between pairs vertices is a crucial
assumption. If the distance oracle is allowed to provide even just a 1-additive
approximation of the distance, then every query algorithm needs to perform Ω(n)
queries for some graphs, even in the noise-free case, see [DMS19].

Finally, we note that in our algorithms (Theorem 2.8.4 and Theorem 2.8.5),
distance queries are used to resolve (multiple times) the following question: given
a vertex q, its neighbor v, and an arbitrary vertex u, does v lie on a shortest path
from q to u? Thus, in principle, a weaker oracle could be assumed instead.

2.8.4 Our results and techniques
For a query on a vertex q with a reply v, we say that a vertex u is consistent with
the reply if q = v = u, or q ̸= v but v lies on a shortest path between u and q; the
set of all such consistent vertices u is denoted by N(q, v) (see Figure 2.1).

Similarly to graph searching algorithms from Section 2.7, our method is again
based on the MWU: we start with a uniform assignment of weights and after every
reply the weight of each vertex that is not consistent with a reply is divided by an
appropriately fixed constant Ψ that depends on ε = 1

2 − p.
Recall that the median of a graph is a vertex that minimizes the sum of weighted

distances to all other vertices, i.e., it minimizes the function

Φ(v) =
∑
u∈V

d(v, u) · ω(u).

In Section 2.7, we used the median as the choice for the vertex to query. We have
seen that, thanks to the bisection property (Lemma 2.7.1), querying the median
guarantees optimal query complexity.

8In particular, it is conjectured that the problem of computing All-Pairs Shortest Paths (APSP)
in general graphs cannot be solved in truly subcubic time, i.e., in O(n3−ε) time for any ε > 0, see
e.g. [Wil18].
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q

v

N(q, v)

q

v1

v2

v3

N(q, v2)

N(q, v1)

N(q, v3)

Figure 2.1: Set N(v, ·) for single neighbor u (on the left) and sets N(v, ·) for the
remaining neighbors of vertex v (on the right). Observe that in particular these sets
might not be disjoint — e.g. N(v, u1) and N(v, u2) share one vertex.

However, as discussed in Section 2.8.1, computing a median is computationally
costly. Moreover, it turns out that using its multiplicative approximation, that
is, a function Φ′ such that Φ′(q) = (1 ± ε′)Φ(q) for any constant ε′ > 0, increases
the strategy length exponentially [DMS19]. Thus, trying to speed up the query
processing by finding multiplicative approximation to Φ is not a feasible approach.

We note, however, that the works of Deligkas et al. [DMS19] and Emamjomeh-
Zadeh et al. [EZK17] use a different potential function Λ to select the query vertex.
It is defined as follows:

Λ(v) = max
u∈N(v)

ω(N(v, u)),

where N(v) is the set of neighbors of v in the graph. It turns out, that approximating
a Λ-minimizer is a feasible for obtaining asymptotically optimal query complexity,
as showed by [DMS19].

Motivated by this property, we develop a fast method for efficient median ap-
proximation through approximate minimization of the potential Λ. We believe that
this algorithmic approach is of independent interest and can be used to solve other
graph-theoretic problems. It turns out that we do not even need a multiplicative
approximation of a Λ-minimizer; it suffices that Λ(q) is at most roughly half of the
total weight (see Definition 2.8.1). This approach is potentially applicable to other
scenarios where algorithms use some kind of graph bisection.9

Formally, seeking a bisection property similar to the one from Lemma 2.7.1, we
relax the notion of the median as follows.

Definition 2.8.1. A vertex q∗ is α-close to a median, where α > 0, if Λ(q∗) ≤(
1
2 + α

)
· ω.

To work-around the fact that Φ is hard to compute quickly, we introduce the
following relaxation of Φ:

Φ∗(q) =
∑
v∈S

d(q, v),

9One example of using balanced separators in graph searching can be found in the work of
Boczkowski et al. [Boc+21] that solves tree navigation with persistent random errors.
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where S is a random sample of vertices, chosen with a probability distribution
proportional to the weights (hence Φ∗(q) is a random variable dependent on a choice
of S).

We are now ready to formulate our main contribution in terms of new algorithmic
tools:
Median approximation. The relaxation of Φ to Φ∗ provides, with high probability,

a sufficiently accurate approximation of the median vertex in a graph.
We formalize this statement in the following way. Consider a sample size s = 8 ln n

α2 ,
where n is the number of vertices of the graph and the value of the parameter
α = Θ(ε) is specified in Section 2.8.7. This allows us to show how to approximate
the median efficiently through a local condition:
Theorem 2.8.2. Let q be a vertex such that for each v ∈ N(q) it holds Φ∗(q) ≤
Φ∗(v) + αs. Then, with high probability at least 1− n−3, the vertex q is α-close to a
median.
Corollary 2.8.3. Let q∗ = arg minv∈V Φ∗(v). Then, the vertex q∗ is α-close to a
median with high probability at least 1− n−3.

Returning to our search problem, these observations are enough to both find the
right query vertex in each step, keep the strategy length low, and have a centrality
measure that is efficient in terms of computational complexity. This leads us to
the following theorem that is based on MWU with some appropriately fixed scaling
factor Ψ.
Theorem 2.8.4. Let p = 1

2 − ε be the noise parameter for some 0 < ε ≤ 1
2 . There

exists an adaptive query algorithm that after asking τ = O( log n
ε2 ) queries returns the

target correctly with high probability. The computational complexity of the algorithm
is O(n log n

ε
) per query with high probability.

The algorithm behind the theorem iterates over the entire vertex set to find a
Φ∗-minimizer. We can refine this algorithm for graphs of low maximum degree ∆
and diameter D. For that we use a local search whose direct application requires
‘visiting’ D∆ vertices to get to a Φ∗-minimizer. However, we introduce two ideas
to speed it up. First, we add another approximation layer on top of Φ∗: it is not
necessary to find the exact Φ∗-minimizer but its approximation, which we do as
follows. Whenever the local search moves from one vertex u to its neighbor v and
the improvement from Φ∗(u) to Φ∗(v) is sufficiently small, then v turns out to be
sufficient for the next query. The second idea is to start the local search from the
vertex queried in the previous step. These two ideas combined lead to the second
main result.
Theorem 2.8.5. Let p = 1

2 − ε for some 0 < ε ≤ 1
2 . There exists an adaptive query

algorithm that after asking τ = O( log n
ε2 ) queries returns the target correctly with high

probability. The average computational complexity per query is O(n + D∆ log n
ε2 ) for

graphs with diameter D and maximum degree ∆.
Recall that our computational complexities are measured assuming oracle access

to distances in graph, i.e., the distance between any pair of vertices is available in
constant time. Additionally, if one is to measure bit-complexity of operations, the
time grows by a factor of roughly O(ε−1) coming from the bound on bit-lengths of
weights used in MWU.
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2.8.5 Related work

Median computation is one of the fundamental methods for finding central vertices in
a graph, with significant impact on practical research [Bav50; Bea65; Fre78; Hak64;
Sab66; TFL83]. A considerable amount of work has been devoted to efficient algo-
rithms for finding medians in networks [Ost78; TNK12; TNK17] or for approximating
this notion [Can+05; Cha12]. We highlight the seminal work of Indyk [Ind99], which
includes a 1 + ε (randomized) approximation to the 1-median in time O(n/ε5) in
metric spaces. We note that the form of approximation there differs from ours,
although the high-level technique of using random sampling is common. Similarly,
Chechik et al. [CCK15] use (non-uniform) random sampling to answer queries about
the sum of distances to queried vertices in graphs.

We also refer the reader to recent work on (deterministic) median computation
in median graphs; see Beneteau et al. [Bé+22] and references therein. Other related
centrality measures in graphs are discussed in [AGW14; AWW15; Cab17] in the
context of fine-grained complexity, showing, for example, that efficient computation
of a median vertex (in edge-weighted graphs) is equivalent under subcubic reductions
to the computation of All-Pairs Shortest Paths.

As shown in [DMS19], the median is sensitive to approximations in the following
way. When the graph searching algorithm keeps querying a (1 + ε′)-approximation
v of the current median (i.e., Φ(v) ≤ (1 + ε′) minu∈V Φ(u)), then for some graphs
O(
√

n) queries are required to complete the search. This result holds even in the
error-free case.

Furthermore, the authors of [DMS19] introduce the potential Λ (denoted by Γ
there). They prove, also for the error-free case, that querying a (1+ε)-approximation
of the Λ-minimizer in each step yields a strategy of length log2 n

1−log2(1+ε) ≈ (1 + ε) log2 n.
However, no considerations regarding the complexity of processing subsequent queries
have been made. These, along with the handling of noisy responses, are our two
main improvements compared to [DMS19]. We also point out that our definition of
α-closeness to a median differs from (1 + ε)-approximations in the sense that our
definition is much less strict: for a vertex q∗ that is α-close to a median, the value
Λ(q∗) may significantly deviate from minu∈V Λ(u).

Some aspects of fast query processing in noisy graph searching have been discussed
in [EZK17] from the perspective of targeting specific machine learning applications.
The Λ-minimizer has also been used there. To phrase results from that work in
a way that is comparable to ours, we need to distinguish between two input size
measures. In [EZK17], for a particular application, the input consists of a specific
machine learning instance, whose size we denote by ñ. In order to find a solution for
this instance, a graph G of size n is constructed, and an adaptive query algorithm is
run on this graph. It is assumed that log2 n is polynomial in ñ. The diameter D and
maximum degree ∆ of G are both assumed in [EZK17] to be polylogarithmic in ñ.
A local search is used to find a vertex that approximates the Λ-minimizer. For this,
in each step, sampling is used for approximation purposes: for each vertex v along
the local search, all its neighbors u are tested to find an approximate Λ, giving a
complexity of O(D∆). It is concluded that the overall complexity of performing a
single query is O(D∆poly(log n, 1

ε
)).
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2.8.6 Outline
We proceed as follows. Section 2.8.7 provides a ‘template’ strategy in which we
simply query a vertex that is α-close to a median. The strategy length is there fixed
carefully to meet the tail bounds on the error probability. Then, in Section 2.8.8, we
prove that our sample size is enough to ensure high success probability. Section 2.8.9
observes that the overall complexity of the algorithm can be reduced by avoiding
recasting the entire sample in each step: it is enough to replace only a small fraction
of the current sample when going from one step of the strategy to the next. We
then combine these tools to prove our main theorems in Section 2.8.10, where for
Theorem 2.8.5 we additionally make several observations on speeding-up the classical
local search in a graph.

2.8.7 The generic strategy
Results in this section are an adaptation of the techniques presented in [Der+18] to
the setting of querying an approximate median. Alternatively, one can also adapt
the algorithms covered earlier in Section 2.7.

As an intermediate convenient step, we recall the following adversarial error
model: given a constant r < 1/2, if the strategy length is τ , then it is guaranteed
that at most r · τ errors occur throughout the search (their distribution may be
arbitrary). We set our parameters as follows: let η = ε/2, r = 1

2 − η, and assume
without loss of generality that η < 1/8. (We can do this, since this increases the
complexity of the algorithm by at most a constant factor.) Let α = η/4. With these
parameters, we provide Algorithm LB-Search, which runs the multiplicative weight
update with Ψ = 1

1−4η
for τ = 10 log2 n

η2 steps. Then we prove (cf. Lemma 2.8.6) that
this strategy length is sufficient for correct target detection in this error model.

We remark that the vertex q is selected in line 3 in two different ways to meet
the complexities of Theorems 2.8.4 and 2.8.5. To obtain Theorem 2.8.4, we use a
Φ∗-minimizer as stated in Corollary 2.8.3. For Theorem 2.8.5, we also maintain the
function Φ∗ but use a local search to approximate a Φ∗-minimizer. In both cases,
line 3 requires a resampling that is covered in Section 2.8.9.

Algorithm LB-Search: Always query a α-close vertex to
a median.
1 ω(v) = 1

n
and ℓv = 0 for each v ∈ V

2 for τ = 10 log2 n
η2 steps do

3 Let q be any vertex that is α-close to a median
4 Query the vertex q
5 for each vertex u not consistent with the answer do
6 ω(u) = ω(u)/Ψ, where Ψ = 1

1−4η

7 ℓu = ℓu + 1
8 return the vertex v with the smallest ℓv

Lemma 2.8.6. If during the execution of Algorithm LB-Search over total τ queries
there were at most r · τ errors, then the algorithm outputs the target.
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Proof. If a vertex v at step t satisfies ωt(v) > (1
2 + α)ωt, then we say that v is heavy

at step t. We aim to prove that the overall weight decreases multiplicatively either
by at least (1− η)2 or Ψ+1

2Ψ per step. In the absence of a heavy vertex we get the first
bound, and it is an immediate consequence of the Equation (2.10) below. If we get a
heavy vertex at some point, none of these bounds may be true in this particular step
but we show below that the second one holds in an amortized way (cf. Lemma 2.8.8).

If at step t there is no heavy vertex, then assuming vertex q was queried, with
u being an answer, we have ωt(N(q, u)) ≤ (1

2 + α)ωt, since either u ∈ N(q) and
Lemma 2.7.1 applies bounding ωt(N(q, u)) ≤ 1

2ωt, or u = q and we use the fact that
N(q, u) = {q}. Then,

ωt+1 = ωt(N(q, u)) + ωt(V \N(q, u))
Ψ

≤
(

1
2 + α +

1
2 − α

Ψ

)
ωt (2.10)

= (1− 2η + 4ηα) ωt = (1− η)2ωt.

Assume otherwise that there is vertex v that is heavy at step t.

Lemma 2.8.7. If at any step t there is a heavy vertex v, then v is the only α-close
to a median vertex at this step.

Proof. For any u ̸= v, we have that Λ(u) ≥ ωt(v) > (1
2 + α)ωt, i.e., u is not α-close

to a median. On the other hand, Λ(v) ≤ ωt(V \ {v}) < (1
2 − α)ωt, i.e., v is α-close

to a median.

The above lemma implies that if some v is heavy, then it will be queried in this
particular step. The next lemma calculates the overall potential drop in a series of
steps in which some vertex is heavy.

Lemma 2.8.8. Consider the maximal consecutive segment of steps I where some q is
heavy. That is, we pick t1, t2 such that q is heavy in all steps t ∈ I = {t1, . . . , t2− 1}
and is not heavy in steps t1 − 1 and t2. Then, ωt2 ≤

(
Ψ+1
2Ψ

)t2−t1
ωt1 .

Proof. First note that, by Lemma 2.8.7, q is queried in each step in I. For a query
on q, we say that a reply v is a yes-answer if v = q, and otherwise it is a no-answer.
Denote by a and b the number of yes- and no-answers in I, respectively. Note that
a + b = t2 − t1. Moreover,

ωt2(q) =
( 1

Ψ

)b

ωt1(q), and ωt2(V \ {q}) ≤
( 1

Ψ

)a

ωt1(V \ {q}).

The vertex q being heavy at t1 implies ωt1 (q)
ωt1 (V \{q}) > 1/2+α

1/2−α
and similarly q not being

heavy at t2 implies ωt2 (q)
ωt2 (V \{q}) ≤

1/2+α
1/2−α

. Combining the equality and three inequalities
above, we obtain b ≥ a.

We assume without loss of generality that all the yes-answers were given before
all the no-answers in the range I. Indeed, we observe that rearranging these answers
does not change the state of the algorithm at step t2, and q remains heavy for all
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of the I. We have then, for the all of the a yes-answers and first a no-answers, the
following:

ωt1+2a ≤
( 1

Ψ

)a

ωt1 =
(

1√
Ψ

)2a

ωt1 ≤
(

Ψ + 1
2Ψ

)2a

ωt1 , (2.11)

where the first inequality is due to the fact that each of the a pairs (a pair understood
as a no-answer and a yes-answer) scales down each vertex by at least a factor of Ψ,
while in the last inequality we have used 1/

√
Ψ ≤ (Ψ + 1)/(2Ψ).

For the remaining b − a steps of I, the weight of q decreases by a factor of Ψ.
Thus, for each t ∈ {t1 + 2a, . . . , t2 − 1}, using that q is heavy in step t:

ωt+1 ≤ ωt(V \ {q}) + ωt(q)
Ψ ≤ ωt

(1
2 − α

)
+ ωt

Ψ

(1
2 + α

)
≤ ωt

2 + ωt

2Ψ = Ψ + 1
2Ψ · ωt.

Thus, ωt2 ≤
(

Ψ+1
2Ψ

)b−a
ωt1+2a, which together with (2.11) completes the proof of

Lemma 2.8.8.

Let q be the target, and u be the output of Algorithm LB-Search. Assume
w.l.o.g. that the algorithm run for τ ′ ≥ τ steps. Since

τ ′ ≥ 10log2 n

η2 ≥ log2 n

r log2(1− 4η)− 2 log2(1− η) ,

where the inequality follows from (1/2− η) · log2(1− 4η)− 2 log2(1− η) ≥ 1
10η2 when

0 ≤ η ≤ 1
8 , we obtain a bound

(1− 4η)rτ ′ ≥ (1− η)2τ ′ · n. (2.12)

We assume that the algorithm outputs an incorrect vertex u, and show that it
leads to a contradiction. We consider the state of the weights after τ ′ steps. We
consider two cases.

In the first case suppose that there is no heavy vertex after τ ′ steps. We observe
that the starting weight satisfies ω0 = 1, and by the bound on the number of
errors accumulated on target vertex v∗ (it cannot be more than rτ ′), we have ωτ ′ ≥
ωτ ′(v∗)+ωτ ′(u) > 1

n

(
1
Ψ

)rτ ′

. By Equation (2.10) and Lemma 2.8.8, we know that every
step contributed at least a factor (1− η)2 or (Ψ + 1)/(2Ψ) = (1− 2η) multiplicatively
to the total weight. Thus, by (2.12), ωτ ′ ≤ (1− η)2τ ′

ω0 ≤ 1
n
(1− 4η)rτ ′ = 1

n

(
1
Ψ

)rτ ′

,
which leads to a contradiction.

Now consider the second case. The returned vertex u is heavy after τ ′ steps. In
this case we cannot use Lemma 2.8.8 explicitly. We proceed as follow: we append at
the end of the strategy a virtual sequence of k identical query-answers: algorithm
queries u, and receives an no-answer pointing towards q. Here, k is chosen to be
minimal such that after τ ′ + k steps u is no longer heavy (it exists, since each such
query increases ℓu by 1, and leaves ℓq unchanged). However, at the end of τ ′ +k round
ℓu is minimal (possibly not necessarily uniquely minimal). We note that appending
those k steps did not increase the total number of errors from the answerer, and all
of the queries were asked to a heavy vertex u. This reduces this case to the previous
one, with increased value of τ ′.
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v

m1

m2

m3

m4

m5

m6

u1

u2

u3

N(v, u2)

N(v, u1)

N(v, u3) S = {m1, . . . ,m6}

S ∩N(v, u1) = {m1,m2,m3,m4}
S ∩N(v, u2) = {m5,m6}
S ∩N(v, u2) = {m4,m5}

Λ∗(v) = 4

Figure 2.2: Illustration for the definition of Λ∗.

We now transit from the adversarial search to the noisy setting. This is done
by using Algorithm LB-Search as a black box with η being fixed appropriately.
Recall that p = 1

2 − ε, and we will use the following dependence of η on ε (note that
by taking η smaller than ε we accommodate the necessary tail bound in the lemma
below, i.e., we ensure that the event of having more than rτ errors is sufficiently
unlikely).

Lemma 2.8.9. Run Algorithm LB-Search with r = 1
2 − η, where η = ε/2. If an

answer to each query was erroneous with probability at most p, independently, then
the algorithm outputs the target vertex with a high probability of at least 1− n−3.

Proof. Recall τ = 10 log2 n
η2 in Algorithm LB-Search. Denote by L the overall

number of errors that have occurred during the execution of the algorithm. The
expected number of errors is p · τ . By the Hoeffding inequality,

Pr[L ≥ r · τ ] ≤ exp
(
−2τ(r − p)2

)
= exp(−20 log2 n) ≤ n−3.

Thus with high probability number of errors is bounded so that we can apply
Lemma 2.8.6 (which in itself gives a deterministic guarantee).

2.8.8 Sampling guarantees
To take the ‘random sampling’ counterparts of Φ and Λ, consider a S = {m1, . . . , ms}
to be a multiset of s vertices sampled from V with repetitions, with sampling
probabilities p(v) ∼ ω(v). That is, for each mi, we have Pr(mi = v) = ω(v)

ω
and

choices made for mi are fully independent. To such an S, we refer as a random
sample. We then define the following potentials

Φ∗(v) =
∑
u∈S

d(u, v) and Λ∗(v) = max
u∈N(v)

|S ∩N(v, u)|,

where the intersection of a multiset S with some set X ⊂ V is defined as a multiset
S ∩X = {mi : i ∈ {1, . . . , s} ∧mi ∈ X} (see also Figure 2.2 for an illustration).

We note a specific detail regarding these functions – we will prove and use the
fact that in order to find a vertex that is α-close to a median (a vertex we need
to query), it is enough to pick an approximation of the Φ∗-minimizer. Note that
α-closeness is defined in terms of Λ which has a similar meaning to Λ∗. However, the
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subtlety here is due to a complexity issue — it is easier to recompute the Φ∗ upon
updating the sample S.

We denote s = |S| and assume in what follows that s = 8 ln n
α2 . In this section

we prove that this choice of s is sufficient, and then Section 2.8.9 deals with the
complexity issues of the sampling method.

Lemma 2.8.10. For each v, Λ(v)
ω
≤ Λ∗(v)

s
+ α/2 with a high probability at least

1− n−3.

Proof. Consider any neighbor u of v. Denote by Xi the indicator variable that
mi ∈ N(v, u). Observe that |S ∩ N(v, u)| = ∑

i Xi and E[Xi] = ω(N(v,u))
ω

and so
E[∑i Xi] = s · ω(N(v,u))

ω
. By a standard application of Hoeffding bound there is

Pr
(
E[
∑

Xi]− (
∑

i

Xi) ≥
sα

2

)
≤ e−2s(α/2)2 = 1

n4 .

So
ω(N(v, u))

ω
≤ |S ∩N(v, u)|

s
+ α/2

holds with probability at least 1− n−4.
Taking union bound over at most n neighbors v, we have that with probability

at least 1− n−3 the following hold

Λ(v) = max
u∈N(v)

ω(N(v, u))

≤ max
u∈N(v)

(
|S ∩N(v, u)|

s
+ α/2

)
· ω

=
(

Λ∗(v)
s

+ α/2
)
· ω.

Lemma 2.8.11. Let q be such that ∀v∈N(q)Φ∗(q) ≤ Φ∗(v)+αs. Then, Λ∗(q) ≤ s(1+α)
2 .

Proof. To see that suppose, towards a contradiction, that Λ∗(q) > s(1+α)
2 , i.e. there

is v ∈ N(q), such that |S ∩ N(q, v)| > s(1+α)
2 . Denote A− = S ∩ N(q, v) and

A+ = S \ A−. Using ∑
u∈A− d(v, u) = ∑

u∈A− d(q, u) − |A−| and ∑
u∈A+ d(v, u) ≤∑

u∈A+ d(q, u) + |A+|, we get

Φ∗(v) ≤ |A+|−|A−|+
∑
u∈S

d(q, u) <
s(1− α)

2 −s(1 + α)
2 +Φ∗(q) = Φ∗(q)−αs ≤ Φ∗(v),

which yields a contradiction.

Hence, we can prove Theorem 2.8.2: Combining Lemma 2.8.11 and Lemma 2.8.10,

Λ(q) ≤
(

Λ∗(q)
s

+ α/2
)
· ω ≤

(1
2 + α/2 + α/2

)
· ω

with probability at least 1− n−3.
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Algorithm Resampling: Update of the sample after step
t.
1 foreach xt ∈ St do
2 if xt is consistent with the reply in step t then
3 xt+1 = xt

4 else
5 with probability 1/Ψ do: xt+1 = xt

6 otherwise xt+1 is drawn randomly from V with
distribution proportional to the weights ωt+1

7 Insert xt+1 to St+1

2.8.9 Maintaining the sample
We now discuss the complexity of maintaining the sample S upon the vertex weight
updates. Given a sample set St at step t, the next sample St+1 is computed by a call
to Algorithm Resampling below. The correctness of Algorithm Resampling is
given by Lemma 2.8.12 whose proof is omitted due to space limitations. Its proof
follows the cases in the pseudo-code to show that both the vertices that remain in
the sample and the new ones meet the probability requirements for a random sample.
Lemma 2.8.12. Suppose that in Algorithm LB-Search, after each weight update
the current random sample S is recalculated by a call to Algorithm Resampling.
Then, with high probability at least 1 − n−3, at most 2ε|S| resampling operations
occur at each step.
Proof. Recall that after querying a vertex q at step t and receiving an answer v, the
weights are updated as follows. For each u ∈ V :

• if u ∈ N(q, v), then ωt+1(u) = ωt(u),

• if u ̸∈ N(q, v), then ωt+1(u) = ωt(u)/Ψ,
where we recall that Ψ = 1

1−4η
.

Consider a vertex xt. Assume that for every u ∈ V , Pr(xt = u) = ωt(u)
ωt

. We have
two cases:

1. If u ∈ N(q, v), then

Pr(xt+1 = u) = Pr(xt = u) + Pr(xt ̸∈ N(q, v)) ·
(

1− 1
Ψ

)
· Pr(xt+1 is sampled as u)

= ωt(u)
ωt

+ ωt(V \N(q, v))
ωt

(
1− 1

Ψ

)
ωt+1(u)

ωt+1

= ωt+1(u)
ωt

(
1 + ωt(V \N(q, v))

ωt+1

(
1− 1

Ψ

))

= ωt+1(u)
ωt

·
ωt+1 + ωt(V \N(q, v))

(
1− 1

Ψ

)
ωt+1

= ωt+1(u)
ωt

·
ωt(N(q, v)) + ωt(V \N(q, v)) 1

Ψ + ωt(V \N(q, v))
(
1− 1

Ψ

)
ωt+1

= ωt+1(u)
ωt

· ωt

ωt+1
= ωt+1(u)

ωt+1
.
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2. Otherwise, if u ̸∈ N(q, v), then

Pr(xt+1 = u) = Pr(xt = u) · 1
Ψ + Pr(xt ̸∈ N(q, v)) ·

(
1− 1

Ψ

)
· Pr(xt+1 is sampled as u)

= ωt(u)
ωt

1
Ψ + ωt(V \N(q, v))

ωt

(
1− 1

Ψ

)
ωt+1(u)

ωt+1

= ωt+1(u)
ωt

(
1 + ωt(V \N(q, v))

ωt+1

(
1− 1

Ψ

))

= ωt+1(u)
ωt+1

.

This proves that probabilities for each sample are maintained between steps. We
now bound the actual number of resampling operations necessary. Observe that each
element of St is re-sampled with probability at most 4η = 2ε. Let K denote number
of re-sampled vertices. E[K] = s · 2ε, and then by Chernoff bound Pr[K > 4sε] ≤
exp(−2sε/3) = exp(−1024 ln n

3ε
) ≤ n−3.

We comment on the computational complexity of sampling according to a distri-
bution proportional to weights.

Lemma 2.8.13. Sampling K vertices according to distribution ω can be done in
O(n + K log K) operations.

The time for sampling is O(K log K) for generating sorted list of K real-values
picked uniformly at random from [0, 1], and O(n) for linear scan of all of the weights
from ω.

2.8.10 Proofs of the main theorems
We start by proving Theorem 2.8.4.

Proof of Theorem 2.8.4. First, assume without loss of generality that log n
ε2 < n2, as

otherwise the claimed query processing complexity is ε−1n log n = Ω(n2). This can
be met by just running the Algorithm 2.7.6 from Section 2.7.

Run Algorithm LB-Search that performs τ = O( log n
ε2 ) queries by Lemma 2.8.9.

The algorithm maintains a sample St at each step t by using Algorithm Resampling.
By Corollary 2.8.3, the probability that each step of the algorithm indeed uses a
vertex that is α-close to a median is 1−n−3. After each query, the algorithm updates
the weights in time O(n), and O(εs) vertices are re-sampled by Lemma 2.8.12, for
the cost of O(n + εs log n) which is subsumed by other terms. Thus the cost of
maintaining the values of Φ∗ is O(εs) per vertex, or O(nεs) in total, which is the
dominant cost for the algorithm, with the update being performed as:

Φ∗(v) = Φ∗(v)−
∑

u∈St+1\St

d(u, v) +
∑

u∈St\St+1

d(u, v).

Taking a union bound over all steps, the success probability is 1−O(n−1).

Now we turn out attention to the proof of Theorem 2.8.5. Using local search
is natural and gives an improvement for low-degree low-diameter graphs. The
two ‘twists’ that we add are early termination (see the pseudo-code shown as
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Algorithm Local-Search) and resuming from the vertex that is the output of the
previous local search (which is used in the proof of Theorem 2.8.5). The former
allows us to directly bound the number of iterations; cf. Lemma 2.8.14.

Algorithm Local-Search: Find a local median starting
from an input vertex v

1 while true do
2 q = arg minu∈N(v) Φ∗(u)
3 if Φ∗(q) > Φ∗(v)− αs then
4 return v
5 else
6 v = q

Lemma 2.8.14. If Algorithm Local-Search run with an input vertex v returns a
vertex v′, then the number of iterations is upper-bounded by 1 + Φ∗(v)−Φ∗(v′)

αs
.

Now we prove Theorem 2.8.5. First, w.l.o.g. assume that log n/ε2 < n, by the
same reasoning as in the proof of Theorem 2.8.4. By Lemma 2.8.9, Algorithm LB-
Search that performs τ = O( log n

ε2 ) queries. We consider the following modification
to Algorithm LB-Search. As before, the algorithm updates weights in time
O(n) and maintains a sample St at each step t (by using Algorithm Resampling)
in time O(n + εs log n) which is subsumed by other terms. However, instead of
choosing a vertex that is α-close to a median in line 3, the updated algorithm runs
Algorithm Local-Search with the previously queried vertex as an input, and sets
the output vertex to be the vertex q to be queried. In other words, at each step t, it
uses Algorithm Local-Search with input vt−1 which returns vt, and queries q = vt.
The algorithm initializes v0 arbitrarily.

By Theorem 2.8.2, vt is α-close to a median. By Observation 2.8.14, we bound
the total number of iterations K done by Algorithm Local-Search by

K ≤
τ−1∑
t=0

(
1 + Φ∗

t+1(vt)− Φ∗
t+1(vt+1)

αs

)

= τ + Φ∗
1(v0) +∑τ−1

t=1 (Φ∗
t+1(vt)− Φ∗

t (vt))− Φ∗
τ (vτ )

αs

≤ τ + sD + 2τsεD

αs
= O(Dτ),

where we used that Φ∗
t+1(vt) − Φ∗

t (vt) ≤ 2sεD holds with high probability by
Lemma 2.8.12. Each iteration in Algorithm Local-Search has complexity O(∆s)
making the total complexity of the algorithm to be O(τ(n + D∆s)).

2.9 Open problems
We conclude this chapter with a list of open problems related to our results on Noisy
Binary Search and Noisy Graph Searching.
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Better lower order terms in noisy binary search. The main open problem
is to close the gap between the upper and lower bounds on the query complexity
of noisy binary search and noisy graph searching. Right now, we understand what
is the leading term of the query complexity, which is (1− δ) log n

I(p) and log n
I(p) , for the

expected and worst-case settings, respectively. Thanks to the recent result of Gu
and Xu [GX23], we also know the optimal constant in front of the log2 δ−1 term in
the expected setting. However, no tight bounds are known for the other lower order
terms. We conjecture that our query complexity for the worst-case setting in both
noisy binary search and noisy graph searching is actually optimal, up to possibly
constant factor improvements in the O(

√
log n log δ−1) and O(log δ−1) terms. We

base this conjecture on the fact that the O(
√

log n log δ−1) term seems to naturally
appear from the application of the concentration bounds.

Distributional version of the noisy searching with probabilistic errors.
Recall that in Section 2.2 we mentioned the distributional version of the noisy
searching with a fixed number of lies. In this problem, the target is chosen according
to a known probability distribution µ, and the adversary can choose up to k queries
and answer them incorrectly. It would be interesting to consider the distributional
version with probabilistic, independent errors, both in the binary search and graph
searching scenarios. The techniques presented in this chapter do not seem to
directly generalize to this distributional setting. We conjecture that the query
complexity for these problems is of the form 1

I(p)(H(µ) +O(H2(µ)) +O(log(δ−1))),
where H2(µ) = ∑

x µ(x) log2 log2
1

µ(x) . We also note that we suspect the binary
search version may be easier to solve, as in this case Bayesian updates guarantee
that the normalized weights follow the posterior of the initial distribution µ (recall
Lemma 2.6.4).

Algorithms for varying error probability. In our model, we assume that the
error probability p is the same for every query. However, it would be interesting to
consider a more general scenario in which the error probability can vary throughout
the execution of the algorithm.

We have already mentioned a similar model in Section 2.3.4, where the adversary
can choose not to lie. We leave it as an open problem to analyze our algorithms in
this setting.

Another possible generalization was stated as an open problem by Gu and Xu
[GX23].10 They asked about the case where the noise corresponding to the Binary
Symmetric Channel is replaced by a more general Binary Memoryless Symmetric
Channel (BMS). In this model, the probability of each error is chosen from a
distribution W with support on (0, 1

2), independently for every query. The algorithm
receives the response together with the error probability. They conjectured that the
query complexity in this model is roughly log n

Ep∼W [I(p)] .

Faster query processing in noisy graph search. This open problem concerns
the possibility of improving our results from Section 2.8. The most natural question
is whether we can obtain an even faster algorithm for processing queries while still

10To be precise, they stated this problem in the context of noisy sorting, but the same question
can be asked in the context of noisy searching.
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maintaining asymptotically optimal query complexity. One can also ask: what are
the possible trade-offs between these two running times? Can we show lower bounds
that reveal the limits of what is achievable in the context of this problem?

Other vertex functions for speeding up query processing. In Section 2.8,
we developed a method for speeding up query processing in noisy graph search by
efficiently approximating the median. Can we find other vertex-based functions that
can be computed or approximated efficiently and used to speed up query processing?

Other applications of the median approximation method. The method
of approximating the median presented in Section 2.8 appears to be quite general.
Can we find applications of our framework in other (possibly related) algorithmic
problems?
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Chapter 3

Cardinality Estimation

3.1 Introduction to cardinality estimation (dis-
tinct counting).

In the cardinality estimation problem (also known as distinct counting problem) we
are presented with a dataset consisting of many items, and some of these items might
appear more than once. Our goal is to process this dataset efficiently, in order to
estimate the number n of distinct elements it contains. Here, efficiently means in
small auxiliary space, and with fast processing time per each item. A natural scenario
to consider is a stream processing of a dataset, with stream of events being either
element insertions to the multiset or queries of the multiset cardinality. Additionally,
we assume that the algorithm can make only a single pass over the data.

It is known that the exact or deterministic computation of cardinality over
universe of u elements requires Ω(u) bits of memory [AMS96]. However, in many
practical settings, it is sufficient to provide an approximation of the actual cardinality
and the use of randomness is acceptable. It turns out that in this case one can design
efficiently updatable and small data structures (frequently called sketches) that can
provide a good approximation of the cardinality.

3.1.1 Brief history of the problem and related work
Theoretical study of sketching for cardinality estimation was initiated by the seminal
work of Flajolet and Martin [FNM85], where they introduced a sketch called Proba-
bilistic Counting with Stochastic Averaging (PCSA). From that point, two separate
lines of research follow.

Standard (ε, δ)-approximation model. First, there has been a considerable
effort put into developing approximation schemes with so called (ε, δ)-guarantees,
meaning that they guarantee outputting (1 + ε)-multiplicative approximation of the
cardinality, with probability at least 1− δ. Moreover, the algorithms in this model
can use random bits, but they are required to explicitly store hash functions they
use. This kind of setting has been also dubbed as the standard model [PW21] Here,
we mention [AMS96; BY+02; BYKS02; Bł18; Gib01; GT01; KNW10; Kar23] on the
upper bound side and [AMS96; BC09; IW03; JW11; Woo04] on the lower bound
side. The high-level takeaway message is that one can construct approximation
schemes that provide (1 + ε)-multiplicative approximation to the number of distinct
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elements, using an order of ε−2 space, and that this dependency on ε is tight. More
specifically, the work of Błasiok [Bł18] settles the bit-complexity of the problem,
by providing O( log δ−1

ε2 + log u) bits of space upper-bound, and this complexity is
optimal by a matching lower bound [JW11]. To shrink memory usage to optimal
levels, a number of issues have to be resolved, and a very sophisticated machinery of
expanders and pseudo-randomness is deployed. The hidden constants in the space
complexity of algorithms working in the standard model are usually quite large, and
these algorithms are not easy to implement in practice.

Random oracle model. In this setting, we assume oracle access to a perfectly
random hash function h : U → [0, 1]. One purpose of this assumption is to separate
the analysis of the algorithm’s space complexity from the space complexity required
for the source of randomness. Another reason is that, in practice, one might want to
use many counters (or other sketches) simultaneously, and then the cost of storing
the hash function is amortized over many instances.

Given an output n̂ for the true cardinality n, most works in this model ensure that
n̂ is a (nearly) unbiased estimator of the true cardinality (i.e., E[n̂] ≈ n). The quality
of the sketch is measured by the relative variance of the estimator, or equivalently
standard relative error (RSE), defined as

RSE =

√
Var[n̂]

n
.

The bounds on the RSE are usually of the form O(1/
√

k), where k is some
measure of the space complexity of the algorithms (e.g., the number of integer
registers used). Algorithms in the random oracle model are often provided with
explicit bounds on the constant factors related to the RSE and the memory usage of
the sketch. This approach includes the work of [Bey+09; Che+11; Coh15; DF03;
EVF06; Fla+07; CG06; Gir09; Lum10; PW21; Tin14; Hel+12]. We note that many
sketches designed in the random oracle model show good practical performance and
their behavior is consistent with the theoretical guarantees, even though they are
necessarily implemented using imperfect hash functions [Dat; HN17; HNH13; Lan17].

For further discussion of the differences between the two models and a more
detailed description of known cardinality estimation algorithms, we refer the reader
to [PW21].

LogLog and HyperLogLog algorithms

In this work, we provide new variants and a simplified analysis of two specific
algorithms, designed in the random oracle model, namely LogLog [DF03] and its
refined version called HyperLogLog [Fla+07].

The proven bounds on RSE for the original versions of these algorithms are
approximately 1.3/

√
k [DF03] and 1.04/

√
k [Fla+07] respectively, when using k

integer registers. Both sketches are based on a simple principle of observing the
maximum number of leading zeroes in the binary representation of hashes of elements
from the stream. They differ, however, in the way they extract the final estimate
from this observed value. We discuss it in more detail in Section 3.1.2.

In addition to being easy to state and provided with theoretical guarantees, both
LogLog and HyperLogLog prove to be efficient in practice. We note the following
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works on algorithmic engineering of the practical versions of these sketches [Ert17;
HNH13; Lan17; XZC17] and actual implementations in various libraries and systems
e.g. in Algebird [Con], BigQuery [Goo], Apache DataSketches [Dat], Presto [Pre]
and Redis [Red].

Despite its simplicity and popularity, LogLog and HyperLogLog are exceptionally
tough to analyze. We note that both papers analyzing LogLog [DF03] and later
HyperLogLog [Fla+07] make an extensive use of a heavy machinery of tools from
analytic combinatorics and complex function analysis e.g. Mellin transform, pois-
sonization and analytical depoissonization. In fact, unpacking the main tool used in
the paper requires understanding of another tens of pages from [Szp01]. Additionally,
both papers are presented in a highly compressed form. Thus, the analysis is not
easily digestible by a typical computer scientist.

This creates an unsatisfactory situation where one of the most popular and most
elegant algorithms for the cardinality estimation problem is frequently treated as
a black-box from the perspective of its performance guarantees. It is an obstacle
both in terms of popularization of the LogLog and HyperLogLog algorithms, and in
terms of scientific progress. We note that those algorithms are generally omitted
during majority of theoretical courses on streaming and big data algorithms (see e.g.
[Cha20; Che14; IR13; Mah21; McG18; Mus21; Nel20; Pri20; Vas11; Woo20; Yar15]).

Related work

The efficiency of cardinality estimation sketches can be measured in terms of the
product of the memory used and the variance of the estimator, known as the memory-
variance product (MVP). Recently, Pettie and Wang initiated a formal study of this
parameter [PW21]. They introduced a notion of the Fish-number of a sketch, which
incorporates the Fisher information, related to the variance of the (almost) optimal
unbiased estimator and the Shannon entropy of the optimally compressed sketch.
They analyzed the MVP of various versions of PCSA, LogLog and HyperLogLog in
terms of their Fish-numbers. They also proposed a Fishmonger sketch, based on a
smoothed version of PCSA, and proved that its Fish-number is close to optimal in
the wide class of sketches which they called linearizable sketches. In fact, it turns
out that all the popular mergeable sketches are linearizable. Later, Pettie, Wang and
Yin studied the MVPs of non-mergeable sketches [PWY21].

In another follow-up work that appeared after our paper [ŁU22], Wang and Pettie
[WP23] defined a class of generalized remaining area sketches and observed that
LogLog, HyperLogLog and variants of PCSA belong to this class. They provided a
precise analysis of the asymptotic relative variance of sketches in this class and this
analysis employed only basic tools from probability and calculus. This can be seen
as an alternative to our elementary analysis of HyperLogLog. However, we note that
while we provide bounds for any cardinality n, their analysis concerns the asymptotic
regime n → ∞. They also assume several deliberate smoothing simplifications to
the model, which are incomparable to our smoothing approach described later in
Section 3.2 .

3.1.2 Intuition and common techniques
The key concept used in virtually all cardinality estimation results, can be summarized
as follows: given a universe U of elements, we start by picking a hash-function. Then,
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given a subset M ⊆ U which cardinality we want to estimate, we proceed by applying
h to every element of M and operate only on M ′ = {h(x) : x ∈ M} ⊂ [0, 1]. The
next step is computing an observable – i.e. a quantity that only depends on the
underlying set and is independent of replications. In the final step we somehow
extract the estimate of the cardinality from the observable.

For example [BY+02] uses h : M → [0, 1] and the value y = min M ′ =
minx∈M h(x) as an observable. An elementary calculation reveals that E[y] = 1

n+1 ,
thus n̂ = 1

y
− 1 is used as an estimate of the cardinality n. However, since we need to

overcome the variance, one might need to average over many independent instances
of the process, in order to achieve a good estimation. In this particular example, to
get an (1 + ε) approximation, we need to average over O(ε−2) independent copies of
the sketch.

Stochastic averaging
Naively averaging over k independent copies of the algorithm has an important
drawback – the time for processing each query grows from O(1) to O(k). Stochastic
averaging is a technique designed to address that issue [FNM85]. In our setting
it works as follows: instead of processing each element in each of the k processes
independently (which is a bottleneck), we randomly partition our input into k disjoint
sub-inputs: M = M1 ∪ . . . ∪Mk and we run each copy of the algorithm only on
its corresponding sub-input. This is simulated by picking a second hash function
g : M → {1, . . . , k}, and when we are processing an element x, it is assigned to
Mg(x). Intuitively, we expect each Mi to contain roughly n/k elements. Note that
the actual number of elements in the sub-inputs follows a multinomial distribution,
and this presents an additional challenge in the analysis.

LogLog and HyperLogLog sketching
The main idea behind LogLog and HyperLogLog sketches is the following: we hash
the elements to bit strings, that is h : M → {0, 1}∞, and consider the bit-patterns
observed. For each element we find the value bit(x) such that h(x) has a prefix
0bit(x)1. Intuitively, the particular value bit(x) = c should be observed once every ∼ 2c

different hashes, hence it can be used to estimate the cardinality. The observable used
in both LogLog and HyperLogLog is the value maxx bit(x) among all elements. Since
we expect this value to be roughly of order log n, we can maintain it on O(log log u)
bits.

Denote the observables produced in the concurrent copies of the algorithm as
t1, . . . , tk. We expect the behavior of ti to be such that 2ti ∼ n/k. One can easily
show that for any ti, we have E[2ti ] =∞, thus taking the arithmetic mean over 2ti is
not a feasible strategy.

However, it turns out that the geometric mean works in this setting, and we
can expect k (∏i 2ti)1/k to be an estimate for n (one also needs a multiplicative
constant that depends solely on k to make this estimate asymptotically unbiased).
The analysis of the LogLog sketch in [DF03] shows that the RSE of this geometric
mean estimation tends to roughly 1.3/

√
k as n→∞ (and is very close to this limit

already for n = 128).
HyperLogLog ([Fla+07]) is an improvement over LogLog, with the key observation
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that the harmonic mean achieves better performance than the geometric mean. In
HyperLogLog, the estimator is k2 (∑i 2−ti)−1, again with some normalizing multi-
plicative constant that depends on k. The resulting algorithm has an RSE that is
roughly 1.04/

√
k.

In fact, it can be shown that the harmonic mean is the best choice in that setting:
among observables that constitute of taking maximum of a hash function, harmonic
average is a maximum likelihood estimator (see [CC12]). However, we note that
this claim has only been proven for sketches that run k independent copies of the
algorithm, rather than using stochastic averaging.

3.2 Our techniques and contributions

3.2.1 Making LogLog and HyperLogLog smoother using Gum-
bel distribution

As discussed, the key part of LogLog and HyperLogLog algorithms is counting the
leading zeroes in the binary representation of a hash of an element. This random
variable is distributed according to a geometric distribution. Both LogLog and
HyperLogLog estimate the cardinality using the maximum value of the count of
leading zeroes observed over all elements of the dataset. However, the distribution of
the maximum of many discrete random variables drawn from an identical geometric
distribution is not distributed according to a geometric distribution anymore. This
is unwieldy to handle in the analysis in [DF03; Fla+07].

We propose smoothed versions of LogLog and HyperLogLog where the elements
are hashed into continuous Gumbel distribution. We argue, that this regularization
arises naturally in the following way. As the first step let us replace the geometric
distribution with its continuous counterpart, i.e. the exponential distribution with the
CDF 1− e−x. Next, let us imagine taking a maximum of N independent repetitions
the algorithm. This could be simulated by, e.g., replacing each update x with N
updates of the form (x, i) for i ∈ [N ]. Intuitively, we expect this manipulation to
have a smoothing effect on the irregularities of LogLog and HyperLogLog. This yields
the CDF of the form (1−e−x)N . The third and final step is to take the limit N →∞,
while adding an appropriate normalization of the distribution. To this end, we take
a shift by ln N , resulting in a CDF of the form F (X) = limN→∞(1 − e−x−ln N)N .
A little manipulation gives us F (X) = limN→∞(1− e−x

N
)N = e−e−x which is precisely

the CDF of the Gumbel distribution.
In fact, the choice of renormalization by shifting the argument by ln N and the

resulting convergence to the Gumbel distribution is implied by the Fisher-Tippett-
Gnedenko theorem [DHF06], when applied to variables distributed according to
the exponential distribution. This theorem is the cornerstone of extreme value
theory. At a high level, it states that for any distribution D and independent
X1, . . . , XN ∼ D, if for some aN , bN the limit limN→∞

max(X1,...,XN )−bN

aN
converges to

some non-degenerate distribution, then it must be one of three possible distribution
families. These families are the Fréchet distribution, the Weibull distribution, or the
Gumbel distribution. Thus, the Fisher-Tippett-Gnedenko theorem can be viewed
as an analog of the Central Limit Theorem, when we study the behavior of the
maximum of many random variables. The derivation in the previous paragraph is a
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Figure 3.1: Distribution of max{X1, . . . , Xk} for k ∈ {1, 2, 4, 8, 16, 32, 64} where
Xi iid random variables distributed according to discrete Geometric distribution
(on the left) and Gumbel distribution (on the right). The discrete distribution
fk(x) = (1− 2−x−1)k − (1− 2−x)k is plotted with a continuous interpolation between
its values for improved visual appearance.

special case of this theorem, with the choice of scaling and centering sequences as
aN = 1 and bN = ln N .

Gumbel distribution exhibits the following property that is crucial for our purposes
(we state and prove it formally later as Property 3.3.3).

If X1, . . . , Xk are independent random variables drawn from a Gum-
bel distribution, then Z = max(X1, . . . , Xk) − ln(k) is also distributed
according to the same Gumbel distribution.

This allows us to simplify extraction of the value of k from max(X1, . . . , Xk), since
we are always dealing with the same type of error (distributed according to the
Gumbel distribution) on top of the value ln(k).

3.2.2 Simpler analysis
Our second contribution comes in the form of a simple analysis of the performance
guarantees of the estimation. We note that since our observable can be interpreted
as an observable from LogLog or HyperLogLog repeated N -times (for some very large
value of N), we expect to get a similar type of the guarantees. One should be able to
go with the tour-de-force analysis analogous to [DF03; Fla+07]. However, we find it
valuable to provide analysis that is tractable using just elementary and short proofs.
We show that by taking advantage of the Gumbel distribution being the limiting
distribution, one can isolate a very simple combinatorial problem capturing the
essence of the stochastic averaging. The analysis of this problem requires application
of only some basic probabilistic inequalities and multinomial identities.

It is important to note that this is not the first cardinality estimation algorithm
with a simple analysis, e.g. [BY+02; FNM85] algorithms have relatively elementary
analysis. However, none of those techniques apply to the simplification of LogLog
or HyperLogLog specifically, which are default practical choices for the cardinality
estimation.
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3.2.3 Non-asymptotic guarantees
The RSE guarantees proven for LogLog [DF03] and HyperLogLog [Fla+07] hold when
n→∞. However, both LogLog and HyperLogLog are known to have poor performance
when the cardinality is small, i.e. when n = O(k). This has been observed both
in the theoretical works [Fla+07; WP23] and in the practical experiments [Ert17;
HN17; HNH13]. In contrast to this phenomenon, thanks to the smooth behavior of
our sketches, we are able to prove bounds that hold for all values of n.

We mentioned in Section 3.1.2 that harmonic mean has been shown to be
Maximum Likelihood Estimator (MLE) for the observables used in LogLog and
HyperLogLog. It is known that under standard regularity conditions, MLE is asymp-
totically unbiased and asymptotically efficient, i.e. as the number of samples grows
the variance of the MLE approaches the so called Rao-Cramér lower bound (see
[HMC05, Chapter 6], for precise definitions of these terms and corresponding theo-
rems). However, in our context, the number of samples (observables) is k, the size of
our sketch – a quantity we would like to actually minimize. Therefore, the fact that
the harmonic mean is MLE does not give a fully satisfactory explanation of why it is
an efficient estimator in practice.

However, thanks to the smoothness of our sketches and specific properties of
the Gumbel distribution, in Section 3.7, we are able to prove a stronger statement
regarding the harmonic mean in our version of the HyperLogLog sketching. Namely,
we show that the harmonic mean is in fact the unique Minimum Variance Unbiased
Estimator (MVUE) of our observables, see Theorem 3.7.7. This claim holds for every
value of k. We must note, however, that the proof assumes that every observable
was obtained by independently processing n distinct values, in other words Theorem
3.7.7 works only when we don’t use stochastic averaging.

3.3 Preliminaries
Computational model. We assume oracle access to a perfectly random hash
function h : U → [0, 1]. If the sketch demands it, we allow it to access multiple
independent such sources, which can be simulated with a help of bit and arithmetic
operations.

Besides that, we assume standard RAM model, with words of size log u and
standard arithmetic operations on those words taking constant time.

Gumbel distribution. We use the following distribution, which originates from
the extreme value theory.

Definition 3.3.1 (Gumbel distribution [Gum35]). Let Gumbel(µ) denote the distri-
bution given by a following CDF:

F (x) = e−e−(x−µ)
.

Its probability density function is given by

f(x) = e−e−(x−µ)
e−(x−µ).

The definition implies that, if X ∼ Gumbel(µ), then X + c ∼ Gumbel(µ + c).
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We have the following basic property when X ∼ Gumbel(µ) (c.f. [Gum35]):

E[eαX ] = eαµ
∫ ∞

−∞
e−e−x

e(α−1)xdx = eαµΓ(1− α), (3.1)

from which it follows that E[e−X ] = e−µ and Var[e−X ] = e−2µ.
The following property is a standard way of sampling from an arbitrary continuous

distribution with strictly increasing CDF using a uniform random variable.
Property 3.3.2 (Sampling from Gumbel distribution.). If t ∈ [0, 1] is drawn
uniformly at random, then X = − ln(− ln t) + µ has the distribution Gumbel(µ).

The following property is the key property used in our analysis. It essentially states
that Gumbel distribution is invariant under taking the maximum of independent
samples (up to normalization).
Property 3.3.3. If x1, x2, . . . , xn ∼ Gumbel(0) are independent random variables,
then for Z = max(x1, . . . , xn) we have Z ∼ Gumbel(ln n).
Proof.

Pr(Z < x) =
∏

i

Pr(xi < x) = (e−e−x)n = e−e−x+ln n

.

Multinomial distribution. We now discuss the multinomial distribution and its
role in the analysis of the stochastic averaging.
Definition 3.3.4. We say that X1, . . . , Xk are distributed according to
Multinomial(n; p1, . . . , pk) distribution for some ∑i pi = 1, if, for any n1 +. . .+nk = n
there is

Pr[X1 = n1 ∧ . . . ∧Xk = nk] =
(

n

n1, . . . , nk

)
pn1

1 . . . pnk
k .

Consider a process of distributing n identical balls to k urns, where for each
ball we place it in the urn i with probability pi, fully independently between the
balls. Then, the vector of the total number of balls in each urn X1, . . . , Xk follows
Multinomial(n; p1, . . . , pk) distribution.

For our purposes we are interested in the following setting: let f be some real-
valued function. Lets say that we have a stochastic process of estimating cardinality
in a stream, that is if n distinct elements appear, the process outputs a value that is
concentrated around its expected value f(n). Now, we apply stochastic averaging,
by splitting the stream into sub-streams, and feed each sub-stream to estimation
process separately, say ni going into sub-stream i. We can look at the following
random variables:

Sn = E[
∑

i

f(ni)] and Pn = E[
∏

i

f(ni)].

We expect Sn ≈ kf(n/k) and Pn ≈ f(n/k)k. Deriving actual concentration bounds
for specifically chosen functions f gives us insight on how well harmonic average
or geometric average performs when concentrating cardinality estimation processes
under stochastic averaging.

The analysis of the stochastic averaging for a generic function f (under some
regularity constraints) has been done in [CC12]. We actually derive a stronger set of
bounds for very specific functions: f(x) = ln(x + 1) and f(x) = 1

x+1 .
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3.4 Geometric average estimation
We start by showing a simple concentration result for geometric average of indepen-
dent random variables distributed according to the Gumbel distribution.

Lemma 3.4.1. Let G1, . . . , Gk be independent random variables distributed according
to Gumbel(0), and let G = ∑

i Gi. If k > 1, then E[exp(G/k)] = Γ(1 − 1/k)k =
exp(γ)(1+ π2

12
1
k
+O(k−2)). If k > 2, then Var[exp(G/k)] = Γ(1−2/k)k−Γ(1−1/k)2k =

exp(2γ) ·
(

π2

6k
+O(k−2)

)
Proof.

E[exp(G/k)] =
∏

i

E[exp(Gi/k)] = Γ(1− 1/k)k

Var[exp(G/k)] =
∏

i

E[exp(Gi/k)2]−
∏

i

E[exp(Gi/k)]2

= Γ(1− 2/k)k − Γ(1− 1/k)2k.

From the Taylor expansion of the log-gamma function we get that Γ(1 − z) =
exp(γz + π2

12 z2 +O(z3)), which yields the desired approximations.

The following algorithm shows that if we are fine with slower updates, then the
Gumbel distribution fits nicely into the standard cardinality estimation framework.
The main idea is just to hash each element into a real-value distributed according to
Gumbel distribution, and take the maximum across the values.

Algorithm 3.4.1: Gumbel version of the LogLog cardinality estimation.
1 Procedure Init()
2 pick r1, . . . , rk : U → [0, 1] as independent hash functions
3 X1 = −∞, . . . , Xk = −∞
4 Procedure Update(x)
5 for 1 ≤ i ≤ k do
6 v = − ln(− ln ri(x)) // Gumbel(0) RV
7 Xi = max(v, Xi)
8 Procedure GeometricEstimate()
9 αk = Γ(1− 1/k)−k // normalizing factor, for large k:

αk ≈ exp(−γ)
10 return Z = exp( 1

k

∑
i Xi) · αk

Theorem 3.4.2. Applied to a stream of n distinct elements, Algorithm 3.4.1 outputs
Z such that E[Z] = n and if k > 2 then Var[Z] = n2

k

(
π2

6 +O(k−1)
)
. It uses k

real-value registers and spends O(k) operations per single processed element of the
input.

Proof. We analyze the Algorithm 3.4.1 after processing a stream of n distinct
elements. For each Xi, its value is a maximum of n random variables drawn from
Gumbel(0) distribution, so by Property 3.3.3 we have that Xi ∼ Gumbel(ln n). Hence,
Xi = Gi + ln n where all Gi are identically distributed according to the Gumbel(0).
Moreover, repeated occurrences of the elements do not change the state of the
algorithm. Denoting G = ∑

i Gi, we get

E[Z] = Γ(1− 1/k)−k E[exp(ln n + G/k)] = nΓ(1− 1/k)−kΓ(1− 1/k)k = n
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and

Var[Z] = n2Γ(1− 1/k)−2k Var[exp(G/k)] = n2
(

Γ(1− 2/k)k

Γ(1− 1/k)2k
− 1

)
.

3.4.1 Stochastic averaging
We refine the Algorithm 3.4.1 by adding stochastic averaging. Application of this
technique is straightforward, but for technical reasons we need to take care of the
initialization of the registers – since the expected value of Xi is the logarithm of
the number of the elements assigned to the i-th register, we don’t want any of the
registers to be empty at the end. Therefore, at the beginning we feed each of them
with an artificial random element.

Algorithm 3.4.2: Gumbel version of the LogLog cardinality estimation
with stochastic averaging.
1 Procedure Init()
2 pick h : U → {1, . . . , k} and r : U → [0, 1] as independent hash functions
3 for 1 ≤ i ≤ k do
4 Xi = − ln(− ln ui) where ui is picked uniformly from [0, 1].

// Gumbel(0) RV
5 Procedure Update(x)
6 t = h(x)
7 v = − ln(− ln r(x)) // Gumbel(0) RV
8 Xt = max(v, Xt)
9 Procedure GeometricEstimate()

10 αk = Γ(1− 1/k)−k // normalizing factor, for large k:
αk ≈ exp(−γ)

11 return Z = k · exp( 1
k

∑
i Xi) · αk

Theorem 3.4.3. Applied to a stream of n distinct elements, Algorithm 3.4.2 outputs
Z such that if k > 1 then n k

k+1 ≤ E[Z] ≤ n + k and if k > 2 then Var[Z] ≤
3.645n2

k
+O(n2/k2 + k2). It uses k real-value registers and spends constant number

of operations per single processed element of the input.

Proof. We analyze Algorithm 3.4.2 after processing stream S of n distinct elements.
Let n1, . . . , nk be the respective numbers of unique items hashed by h into registers
{1, . . . , k} respectively. It follows that n1, . . . , nk ∼ Multinomial(n; 1

k
, . . . , 1

k
). For

each Xi, its value is a maximum of ni +1 random variables drawn from the Gumbel(0)
distribution (taking into account ni updates to its value and the initialization). Thus,
conditioned on the specific values of n1, . . . , nk, we have that Xi follows the Gumbel
distribution – more specifically Xi|n1, . . . , nk ∼ Gumbel(ln(ni + 1)). Let us denote
Gi = Xi − ln(ni + 1), G = ∑

i Gi and Y = ∑
i ln(ni + 1). We observe that Gi’s are

independent random variables distributed according to Gumbel(0) (and independent
from Y ).

We now have
Z = kΓ(1− 1/k)−k exp(Y/k) exp(G/k).
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Since E[exp(G/k)] = Γ(1− 1/k)k and G and Y are independent, using Lemma 3.4.4
we get

E[Z] = k E[exp(Y/k)] ≥ n· k

k + 1 and E[Z] = k E[exp(Y/k)] ≤ n+k.

Now, using Var[AB] = Var[A]E[B2] + E[A]2 Var[B] identity for independent
random variables and Lemma 3.4.4 we can bound as follows, from which the claim
follows:

Var[Z] = k2Γ(1− 1/k)−2k
(
Var[exp(Y/k)]E[exp(G/k)2] + E[exp(Y/k)]2 Var[exp(G/k)]

)
≤ (k2 + 2n2/k +O(n2/k2)) Γ(1− 2/k)k

Γ(1− 1/k)2k
+ (n + k)2( Γ(1− 2/k)k

Γ(1− 1/k)2k
− 1)

= (k2 + 2n2/k +O(n2/k2))(1 +O(k−1)) + (n + k)2(π2

6k
+O(k−2)).

Lemma 3.4.4. Let n1, . . . , nk ∼ Multinomial(n; 1/k, . . . , 1/k) and let T = k

√∏
i(ni + 1) =

exp( 1
k

∑
i ln(ni + 1)). Then there is n/(k + 1) ≤ E[T ] ≤ n/k + 1 and Var[T ] ≤

1 + 2n2/k3 +O(n2/k4).

Proof. Denote Y = ∑
i ln(ni + 1). By Lemma 3.4.5 bound we have

E[exp(Y/k)] ≥
∫ ∞

0
exp(ln(n/k)− t/k)e−tdt

= n/k
∫ ∞

0
exp(−k + 1

k
t)dt

= n/(k + 1).

By concavity of a logarithm we have Y = ∑
i ln(ni + 1) ≤ k ln(n/k + 1), so

exp(Y/k) ≤ n/k + 1. Finally, by Lemma 3.4.5 bound we get

Var[exp(Y/k)] ≤ E[(exp(Y/k)− n/k)2]

≤ ((n/k + 1)− n/k)2 + n2

k2

∫ ∞

0
(1− e−t/k)2e−tdt

= 1 + n2

k2

(
1− 2 k

k + 1 + k

k + 2

)
.

Lemma 3.4.5. Let n1, . . . , nk ∼ Multinomial(n; 1/k, . . . , 1/k) and let Y = ∑
i ln(ni +

1). Then Y ≥ k ln(n/k)− t with probability at least 1− e−t.
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Proof. Consider E[e−Y ]. We have

E
n1,..,nk∼

Multinomial
[e−Y ] = E

n1,..,nk∼
Multinomial

[∏
i

1
ni + 1

]

=
∑

i1+...+ik=n

Pr[n1 = i1 ∧ . . . ∧ nk = ik]
∏

i

1
ii + 1

=
∑

i1+...+ik=n

k−n

(
n

i1, . . . , ik

)∏
i

1
ii + 1

= k−n
∑

i1+...+ik=n

n!
(i1 + 1)! · . . . · (ik + 1)!

= k−n
∑

i1+...+ik=n

(
n + k

i1 + 1, . . . , ik + 1

)
n!

(n + k)!

≤ k−nkn+k n!
(n + k)!

≤
(

k

n

)k

.

Thus, for any t > 0, by Markov’s inequality

Pr[Y ≤ k ln(n/k)− t] = Pr[e−Y ≥ et−k ln(n/k)]
≤ Pr[e−Y ≥ et · E[e−Y ]]
≤ e−t.

3.5 Harmonic average estimation
Just like in the original HyperLogLog algorithm [Fla+07], the only difference from
the LogLog version is the final estimation step, where we use the harmonic mean
instead of the geometric mean, see Algorithm 3.5.3.

Algorithm 3.5.3: Gumbel version of the HyperLogLog cardinality estima-
tion.
1 Procedure Init() // identical as in Algorithm 3.4.1
2 Update Update(x) // identical as in Algorithm 3.4.1
3 Procedure HarmonicEstimate()
4 return Z = (k − 1) · (∑i exp(−Xi))−1

We start the analysis by showing an important feature of the random variables
exp(−Xi) that appear in the harmonic mean estimator.

Lemma 3.5.1. Let X ∼ Gumbel(ln(n)). Then exp(−X) follows the exponential
distribution with rate parameter λ = n, i.e. exp(−X) ∼ Exponential(n).

Proof. From the CDF of the Gumbel distribution (Definition 3.3.1) we get that for
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any t > 0 we have

Pr[e−X ≤ t] = Pr[−X ≤ ln(t)]
= 1− Pr[X ≤ − ln(t)]
= 1− e−e−(− ln(t)−ln(n))

= 1− e−nt.

But this is exactly the CDF of the exponential distribution with rate n.

We are now ready to show that our harmonic mean estimator is unbiased and
has a small variance.

Theorem 3.5.2. Applied to a stream of n distinct elements, Algorithm 3.5.3 outputs
Z such that E[Z] = n and if k > 2 then Var[Z] = n2 1

k−2 . It uses k real-value registers
and spends O(k) operations per single processed element of the input.

Proof. We start by examining the distribution of Y =
k∑

i=1
e−Xi . By Lemma 3.5.1 we

have that e−Xi ∼ Exp(n). The sum of k independent exponential random variables
with rate n has a Gamma distribution with shape parameter k and scale parameter
1
n
, therefore Y ∼ Gamma(k, 1

n
). The reciprocal of a random variable distributed

according to Gamma(k, 1/n) has the so-called Inverse Gamma distribution with
parameters k and n, so Y −1 ∼ InvGamma(k, n). It is known that InvGamma(k, n)
has mean n

k−1 . Therefore,

E[Z] = E
[

k − 1
Y

]
= (k − 1) n

k − 1 = n.

Now, the variance of InvGamma(k, n) is n2

(k−1)2(k−2) , hence

Var[Z] = (k − 1)2 Var[Y −1] = (k − 1)2 n2

(k − 1)2(k − 2) = n2 1
k − 2 .

3.5.1 Stochastic averaging.
In this section we apply the stochastic averaging technique to speed up the update
time of the our HyperLogLog algorithm from the previous section. Once again, the
algorithm is almost identical to the corresponding LogLog version and differs only in
the last step, see Algorithm 3.5.4.

Algorithm 3.5.4: Gumbel version of the HyperLogLog cardinality estimation
with stochastic averaging.
1 Procedure Init() // identical as in Algorithm 3.4.2
2 Update Update(x) // identical as in Algorithm 3.4.2
3 Procedure HarmonicEstimate()
4 return Z = k2 · (∑i exp(−Xi))−1 − 1
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Theorem 3.5.3. Applied to a stream of n distinct elements, Algorithm 3.5.4 outputs
Z such that |Z − n| = O(nk−1/2 + n exp(−n/k)) holds with constant probability 3/4.
It uses k real-value registers and spends constant number of operations per single
processed element of the input.

Proof. We analyze Algorithm 3.4.2 after processing stream S of n distinct elements.
Let n1, . . . , nk be the respective numbers of unique items hashed by h into buckets
{1, . . . , k} respectively. It follows that n1, . . . , nk ∼ Multinomial(n; 1

k
, . . . , 1

k
). For

each Xi, its value is a maximum of ni + 1 random variables drawn from Gumbel(0)
distribution (taking into account ni updates to its value and initial value). Thus
conditioned on specific values of n1, . . . , nk, we have that Xi follows the Gumbel
distribution. More specifically Xi|n1, . . . , nk ∼ Gumbel(ln(ni + 1)). We also observe,
that for i ̸= j, Xi|n1, . . . , nk and Xj|n1, . . . , nk are independent random variables.

Denote Ui = e−Xi and U = ∑
i Ui. Observe that, by Lemma 3.5.1, Ui|n1, . . . , nk ∼

Exp(ni + 1). Hence, we derive the following bound on conditional expected value

E[U | n1, . . . , nk] =
∑

i

E[Ui | n1, . . . , nk]

=
∑

i

1
ni + 1 ,

and bound on the conditional variance

Var[U | n1, . . . , nk] =
∑

i

Var[Ui | n1, . . . , nk] (independence)

=
∑

i

1
(ni + 1)2

≤
∑

i

2
(ni + 1)(ni + 2) .

Denoting V = ∑
i

1
ni+1 and W = ∑

i
2

(ni+1)(ni+2) . Also, let βk = (1− 1/k)k ≤ 1/e
be a constant dependent only on k.

We have

E[U ] = E
n1,..,nk∼

Multinomial
[E[U | n1, . . . , nk]]

= E
n1,..,nk∼

Multinomial
[V ] (definition of V )

= k2

n + 1(1− β
n+1

k
k ), (by Lemma 3.5.4)

and

Var[U ] = E
n1,..,nk∼

Multinomial
[Var[U |n1, . . . , nk]] + Var

n1,..,nk∼
Multinomial

[E[U |n1, . . . , nk]]

(Law of Total Variance)
≤ E

n1,..,nk∼
Multinomial

[W ] + Var
n1,..,nk∼

Multinomial
[V ] (definition of W and V )

≤ 3 k3

(n + 1)2 + 2β
n+1

k
k

k4

(n + 1)2 . (Lemmas 3.5.5 and 3.5.6)
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Applying Chebyshev’s inequality, we have with constant probability at least 3/4:∣∣∣∣U − k2

n + 1

∣∣∣∣ ≤ k2

n + 1

(
β

n+1
k

k +O(k−1/2) +O(β
n+1
2k

k )
)

.

The claim follows from the fact that Z = k2U−1 − 1.

Lemma 3.5.4. Let n1, . . . , nk ∼ Multinomial(n; 1
k
, . . . , 1

k
) and let V = ∑

i
1

ni+1 . Then

E[V ] = k2

n+1(1− β
n+1

k
k ).

Proof. Consider the following

E[V ] = k E
[ 1
n1 + 1

]
= k

n∑
i=0

Pr[n1 = i] 1
i + 1

= k
n∑

i=0

(
n

i

)
(k − 1)n−i

kn
· 1

i + 1

= k

n + 1

n∑
i=0

(
n + 1
i + 1

)
(k − 1)n−i

kn

= k

n + 1 ·
(k − 1 + 1)n − (k − 1)n

kn

= k2

n + 1 ·
(

1−
(

1− 1
k

)n+1)
.

Lemma 3.5.5. Let n1, . . . , nk ∼ Multinomial(n; 1
k
, . . . , 1

k
) and let W = ∑

i
2

(ni+1)(ni+2) .
Then E[W ] ≤ 2k3

(n+1)2 .

Proof. Consider the following

E[W ] = k E
[

2
(n1 + 1)(n1 + 2)

]

= k
n∑

i=0
Pr[n1 = i] 2

(i + 1)(i + 2)

= k
n∑

i=0

(
n

i

)
(k − 1)n−i

kn
· 2

(i + 1)(i + 2)

= 2k

(n + 1)(n + 2)

n∑
i=0

(
n + 2
i + 2

)
(k − 1)n−i

kn

≤ 2k

(n + 1)(n + 2) ·
(k − 1 + 1)n+2

kn

= 2k3

(n + 1)(n + 2)

≤ 2k3

(n + 1)2 .
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Lemma 3.5.6. Let n1, . . . , nk ∼ Multinomial(n; 1/k, . . . , 1/k) and let V = ∑
i

1
ni+1 .

Then Var[V ] ≤ k3

(n+1)2 + k4

(n+1)2 · 2β
n+1

k
k , where βk ≈ 1/e.

Proof. Consider the following E[V 2] = E[∑i
1

(ni+1)2 ] + E[∑i ̸=j
1

(ni+1)(nj+1) ]. Since
1

(ni+1)2 ≤ 2
(ni+1)(ni+2) , by Lemma 3.5.5 first term satisfies

E[
∑

i

1
(ni + 1)2 ] ≤ E[W ] ≤ 2k3

(n + 1)2 .

For the second term, consider

E[
∑
i ̸=j

1
(ni + 1)(nj + 1)] ≤ k(k − 1)E

[
1

(n1 + 1)(n2 + 1)

]

= k(k − 1)
∑

i,j≥0
Pr[n1 = i ∧ n2 = j] 1

(i + 1)(j + 1)

= k(k − 1)
∑

i,j≥0

(
n

i, j, n− i− j

)
(k − 2)n−i−j

kn

1
(i + 1)(j + 1)

= k(k − 1)
(n + 1)(n + 2)

∑
i,j≥0

(
n + 2

i + 1, j + 1, n− i− j

)
(k − 2)n−i−j

kn

≤ k(k − 1)
(n + 1)(n + 2)

∑
i,j≥0

(
n + 2

i, j, n + 2− i− j

)
(k − 2)n+2−i−j

kn

= k3(k − 1)
(n + 1)(n + 2) ≤

k3(k − 1)
(n + 1)2 .

Additionally, following bound holds

Var[V ] = E[V 2]− (E[V ])2

≤ 2k3

(n + 1)2 + k3(k − 1)
(n + 1)2 −

k4

(n + 1)2

(
1− 2β

n+1
k

k

)

≤ k3

(n + 1)2 + k4

(n + 1)2 · 2β
n+1

k
k .

3.6 Discretization via rounding

3.6.1 Reducing memory footprint for geometric average es-
timator

Presented sketches use k real-value registers, which is in disadvantage when compared
with LogLog and HyperLogLog, where only k integers are used, each takingO(log log n)
bits. We now discuss how to reduce the memory footprint of the algorithms. This
section exemplifies the usefulness of Gumbel distributions. In particular, this is a
family of the limit distributions where additive error of registers corresponds to
multiplicative error of estimation.
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Simple rounding. First, we note that rounding the registers to nearest multiplicity
of ε for some ε > 0 introduces at most exp(ε) = 1+ε+O(ε2) multiplicative distortion,
both with the estimation procedure GeometricEstimate() from Algorithm 3.4.1 and
3.4.2 and with the estimation procedure HarmonicEstimate() from Algorithm 3.5.3
and 3.5.4. For example, for 3.4.1, we have, assuming X ′

i are rounded registers:
|X ′

i −Xi| ≤ ε, and so for Z ′ = αk exp( 1
k

∑
i X ′

i) there is Z′

Z
= exp( 1

k

∑
i(X ′

i −Xi)), so
exp(−ε) ≤ Z′

Z
≤ exp(ε). Since each register stores w.h.p. values of magnitude 2 log n,

it can be implemented on integer registers using O(log log n
ε

) = O(log log n + log ε−1)
bits.

Randomized rounding. We now show how to eliminate the log ε−1 term. We
define the following shift-rounding, for shift value c ∈ [0, 1):

fc(x) def= ⌊x + c⌋ − c.

We note two key properties:

1. shift-rounding commutes with maximum, that is, for any x1, . . . , xk, we have
max(fc(x1), . . . , fc(xk)) = fc(max(x1, . . . , xk)),

2. If c ∼ U [0, 1], then fc(x) ∼ U [x− 1, x], where U [a, b] denotes uniform distribu-
tion on range [a, b].

We thus show how to adapt the Algorithm 3.4.2 using shift-rounding.
Algorithm 3.6.5: Algorithm 3.4.2 with shift-rounding.
1 Procedure Init()
2 pick h : U → {1, . . . , k} and r : U → [0, 1] as independent hash functions
3 for 1 ≤ i ≤ m do
4 ci is picked uniformly from [0, 1]
5 X ′

i = ⌊− ln(− ln ui) + ci⌋ − ci

6 where ui is picked uniformly from [0, 1]. // Gumbel(0) RV +
randomized rounding

7 Procedure Update(x)
8 t = h(x)
9 v = ⌊− ln(− ln h(x)) + ui⌋ − ui

10 X ′
t = max(v, X ′

t)
11 Procedure GeometricEstimate()
12 α′

k = Γ(1− 1/k)−k(1− exp(−1/k))−kk−k // normalizing factor, for
large k: α′

k ≈ exp(1/2− γ)
13 return Z = k · exp( 1

k

∑
i X ′

i) · α′
k

The analysis of Algorithm 3.6.5 comes from following invariant: if Algorithms 3.6.5
and 3.4.2 are run side-by-side on the same input stream, at any given moment there
is X ′

i = fci
(Xi). Thus, we have the following X ′

i ∼ Gumbel(ln(ni + 1)) − U [0, 1] =
ln(ni + 1) + Gumbel(0)− U [0, 1].

Additionally, X ′
i are independent as Xi were independent. We observe that for

X ′ ∼ Gumbel(0) − U [0, 1], there is E[exp(X ′/k)] = Γ(1 − 1/k)(1 − exp(−1/k))k,
so we have equivalents of Lemma 3.4.1 in the following sense: E[exp( 1

k

∑
i G′

i)] =
Γ(1 − 1/k)k(1 − exp(−1/k))kkk ≈ exp(γ − 1/2)(1 + (π2

12 + 1
6) 1

k
+ O(k−2)), and

Var[exp( 1
k

∑
i G′

i)] ≈ exp(2γ − 1)((π2

6 + 1
3) 1

k
+O(k−2)).
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Thus an equivalent of Theorem 3.4.3 applies to Algorithm 3.6.5 with slightly
worse constants.

Theorem 3.6.1. Applied to a stream of n distinct elements, Algorithm 3.4.2 outputs
Z such that if k > 1 then n k

k+1 ≤ E[Z] ≤ n + k and if k > 2 then Var[Z] ≤
3.98n2

k
+O(n2/k2 + k2). It uses k integer registers of size O(log log n) bits each and

spends constant number of operations per single processed element of the input.

We note that each X ′
i takes values only from set Z − ci of magnitude at most

2 log n, it can be stored using O(log log n) bits. Values of ci do not need to be stored
explicitly, as those can be extracted by picking a hash function c : {1, . . . , k} → [0, 1]
and setting ci = c(i).

3.6.2 Reducing memory footprint for harmonic mean esti-
mator

We note that techniques used in Algorithm 3.6.5 can be applied with harmonic
estimation, leading the following algorithm.

Algorithm 3.6.6: Improved estimation for Algorithm 3.6.5.
1 Procedure Init() // identical as in Algorithm 3.6.5
2 Update Update(x) // identical as in Algorithm 3.6.5
3 Procedure HarmonicEstimate()
4 return Z = k · (1

2 + 1
k

∑
i exp(−X ′

i))−1 − 1
Using analysis similar to that in Theorem 3.6.1, we obtain the following guarantee.

Theorem 3.6.2. Applied to a stream of n distinct elements, Algorithm 3.6.6 outputs
Z such that |Z − n| = O(nk−1/2 + n exp(−n/k)) holds with probability 2/3. It
uses k integer registers of size O(log log n) bits each and spends constant number of
operations per single processed element of the input.

3.7 Optimality of the harmonic mean
In Theorem 3.5.2, we showed that the harmonic mean estimator (when stochastic
averaging is not used) is unbiased and we calculated its variance. In this section,
we demonstrate that this variance is the best possible. More precisely, we prove
that the harmonic mean is the unique optimal unbiased estimator for the cardinality
when the observables are maxima of random variables distributed according to the
Gumbel distribution.

First, we recall some standard definitions and theorems from the field of statistics.
For more details, see [HMC05, Chapter 7].

Definition 3.7.1 (Minimum Variance Unbiased Estimator (MVUE)). For a given
k ∈ N+, let Z = u(X1, . . . , Xk) be a statistic based on independent random variables
X1, . . . , Xk drawn from a distribution parameterized by θ. We call Z a minimum
variance unbiased estimator, (MVUE), of the parameter θ if Z is unbiased, that
is, E[Z] = θ and for any other unbiased estimator Z ′ of θ we have Var[Z] ≤ Var[Z ′]
for all values of θ.
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Definition 3.7.2 (Sufficient statistic). Let X1, . . . , Xk be a random sample from a
distribution with PDF f(x; θ) for some θ ∈ Ω. Let Z = u(X1, . . . , Xk) be a statistic
with PDF fZ(z; θ). We say that Z is a sufficient statistic for parameter θ if and
only if ∏k

i=1 f(xi; θ)
fZ(u(x1, . . . , xk); θ) = g(x1, . . . , xk),

where g does not depend on θ.

Definition 3.7.3 (Complete family of distributions). Let Z be a random variable
with PDF from a family of functions {f(z, θ) : θ ∈ Ω}. We say that this family of
probability density functions is complete if for every measurable function u, the
condition E[u(Z)] = 0 for all θ implies that u(Z) = 0 almost surely.

Definition 3.7.4 (Regular exponential family of distributions). Let {f(x; θ) : θ ∈ Ω}
be a family of PDFs where Ω = {θ : γ < θ < δ} is an interval between some known
constants γ, δ ∈ R∪{−∞,∞}. f(x; θ) is said to belong to the regular exponential
family of probability density functions if it can be expressed in the form

f(x; θ) =
exp (h(x)c(θ) + s(x) + q(θ)) , if x ∈ S

0, otherwise,

where S is the support of X and does not depend on θ, and moreover h(x), c(θ) are
continuous, nontrivial functions.

Theorem 3.7.5 (Theorem 7.5.2. from [HMC05]). Let f(x; θ) for γ < θ < δ belong
to the regular exponential family of distributions. Then if X1, . . . , Xk is a random
sample, the statistic Z = ∑k

i=1 h(x), where h(x) is like in Definition 3.7.4, is a
sufficient statistic for θ. Moreover, the family {f(x; θ) : γ < θ < δ} is complete. We
say that Z is a complete sufficient statistic for θ.

Theorem 3.7.6 (Lehmann-Scheffé theorem [LS12a; LS12b]). If T (X) is a complete,
sufficient statistic for parameter θ and φ(T ) is an unbiased estimator for θ, then
φ(T ) is the unique MVUE of θ.

We can now show that the harmonic mean estimator is the unique MVUE for
the cardinality n.

Theorem 3.7.7. Let X1, . . . , Xk be independent random variables distributed accord-

ing to Gumbel(ln(n)). Let Z = (k − 1) ·
(

k∑
i=1

e−Xi

)−1

. Then Z is the unique MVUE

for n.

Proof. Let X ∼ Gumbel(ln(n)). By definition of the Gumbel distribution (Definition
3.3.1) its PDF is

f(x; ln(n)) = e−(x−ln(n))−e−(x−ln(n))

= exp
(
−ne−x + ln(n)− x

)
.

By Definition 3.7.4, f(x; ln(n)) is a member of the regular exponential family of
distributions with h(x) = e−x, c(n) = −n, s(x) = −x, q(n) = ln(n). By Theorem
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3.7.5 we have that Y =
k∑

i=1
e−Xi is a complete sufficient statistic for n. We have

already established in Theorem 3.5.2 that Z = (k − 1) · Y is an unbiased estimator
for n. Therefore, by the Lehmann-Scheffé theorem, Z is the unique MVUE for n.
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Chapter 4

Vector Bin Packing Parameterized
by the Number of Small Items

4.1 Introduction
NP-hard problems often have special cases that can be solved in polynomial time,
e.g., Vertex Cover is tractable in graphs with the Kőnig property, Dominating Set is
tractable in trees, and Longest Common Subsequence is tractable in permutations.
Many of these problems remain (fixed-parameter) tractable with a distance from
the polynomially solvable case taken as a parameter, e.g., Vertex Cover Above
Matching [RO08], Dominating Set in bounded treewidth graphs [Alb+02], or Longest
Common Subsequence parameterized by the maximum occurrence number [GHN04].
In parameterized complexity, this concept is sometimes dubbed distance from trivial-
ity [GHN04].

In the Bin Packing problem, we are given n items from Q⩾0, and we have to pack
them into the smallest possible number of unit-sized bins. It is a classic strongly
NP-hard problem. When all items are large, i.e., greater than 1

3 , then no three items
can fit into a single bin and the problem reduces to the Maximum Matching problem,
and hence it can be solved in polynomial time [Edm65].

Bannach et al. [Ban+20a] are the first to study Bin Packing parameterized by the
number k of small (i.e., ⩽ 1

3) items – which is the distance from the above tractable
case. They give algorithms running in randomized O∗(k! · 4k) time, and deterministic
O∗
(
(k!)2 · 2k

)
time.1 Their randomized algorithm works even for a more general

Vector Bin Packing problem, in which items are d-dimensional vectors from Qd
⩾0, and

a set of items fits into a bin if their coordinate-wise sum does not exceed 1 in any
coordinate. (The notion of a small item is more complex in the multidimensional
case; see Section 4.1.1 for the definition.)

We improve upon their result by giving an O∗(2k) randomized time algorithm for
Vector Bin Packing. We complement it with a matching conditional lower bound,
showing that the constant 2 in the base of the exponent cannot be further improved,
unless the Strong Exponential Time Hypothesis (SETH) fails.

Our algorithm works by reducing the problem to finding a perfect matching of
a given total weight in an edge-weighted (multi-)graph. The graph has only O(n)

1We use O∗(·) notation to suppress factors polynomial in the input size n, i.e., O∗(f(k)) =
f(k) · nO(1).
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nodes, but can have up to O(2kn2) edges, whose weights are integers of the order
of 2k · k. To solve the matching problem in the desired O∗(2k) time, we give a
variant of the classic Mulmuley-Vazirani-Vazirani algorithm [MVV87] with only a
linear dependence on the edge weights and the number of edges – which may be of
independent interest.

Our techniques also lead to improved algorithms for the two other problems
studied by Bannach et al. [Ban+20a], i.e., the Vector Multiple Knapsack and Vector
Bin Covering problems, as well as for the Perfect Matching with Hitting Constraints
problem, studied by Marx and Pilipczuk [MP14].

4.1.1 Vector Bin Packing with Few Small Items

First, let us formally define Vector Bin Packing as a decision problem. We remark
that (Vector) Bin Packing is also often studied as an optimization problem – especially
in the context of approximation algorithms – but one can always switch between the
two variants via binary search, losing at most a factor of O(log n) in the running
time.

Vector Bin Packing

Given: a set of n items V = {v1, . . . , vn} ⊆ Qd
⩾0,

and an integer ℓ ∈ Z+ denoting the number of unit-sized bins.

Decide: if the items can be partitioned into ℓ bins B1 ∪ · · · ∪Bℓ = V such that∑
v∈Bi

v[j] ⩽ 1 for every bin i ∈ [ℓ] and every dimension j ∈ [d].2

Note that the assumption that bins are unit-sized is without loss of generality, as
one can always independently scale each dimension in order to meet that constraint.
We can also safely assume that V is a set, as one can handle multiple occurrences of
the same item by introducing one extra dimension with negligibly small but unique
coordinates.

Unlike in the one-dimensional Bin Packing problem, where a small item can be
defined simply as smaller or equal to 1

3 , we use a more complex definition, introduced
by Bannach et al. [Ban+20a]. Let V ⊆ Qd

⩾0 be a set of d-dimensional items. We say
that a subset V ′ ⊆ V is 3-incompatible if no three distinct items from V ′ fit into
a unit-sized bin, i.e., for every distinct u, v, w ∈ V ′ there exists a dimension i ∈ [d]
such that u[i] + v[i] + w[i] > 1. Now we can define the parameterized problem that
we study.

2We use [n] to denote the set of integers {1, 2, . . . , n}.
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Vector Bin Packing with Few Small Items

Parameter: the number of small items k.

Given: a set of n items V = {v1, . . . , vn} ⊆ Qd
⩾0,

a subset of k items VS ⊆ V such that VL = V \ VS is 3-incompatible,

and an integer ℓ ∈ Z+ denoting the number of unit-sized bins.

Decide: if the items can be partitioned into ℓ bins B1 ∪ · · · ∪Bℓ = V such that∑
v∈Bi

v[j] ⩽ 1 for every bin i ∈ [ℓ] and every dimension j ∈ [d].

We say that items in VS are small, and the remaining items in VL = V \ VS are
large. Note that we assume that a subset of small items is specified in the input.
This way we can study the complexity of the packing problem independently of the
complexity of finding a (smallest) subset of small items. This is similar, e.g., to the
standard practice for treewidth parameterization, where one assumes that a suitable
tree decomposition is given in the input (see, e.g., [Cyg+15]). We remark that if
only the set of all items V is given, a smallest possible subset of small items can be
found via a reduction to the 3-Hitting Set problem [Ban+20a], and therefore can be
computed in O∗(2.0755k) time [Wah07] 3.

4.1.2 Our results
Our main result is an O∗(2k) time randomized algorithm for Vector Bin Packing with
Few Small Items. The algorithm consists of two parts: reducing the packing problem
to a matching problem, and solving the matching problem. More formally, we first
prove the following.

Lemma 4.1.1. An n-item instance of Vector Bin Packing with k small items can be
reduced, in deterministic time O(2kn2kd), to the problem of finding an exact-weight
perfect matching in a (multi-)graph. The graph has O(n) vertices, O(2kn2) edges,
and non-negative integer edge weights that do not exceed O(2kk). The target exact
total weight of a matching is O(2kk).

The above matching problem is dubbed Exact Matching, and is known to be in
randomized4 (pseudo-)polynomial time since the Mulmuley-Vazirani-Vazirani algo-
rithm [MVV87]. The algorithm directly solves the 0/1 weights variant of Exact Match-
ing in simple graphs. A prior reduction of Papadimitriou and Yannakakis [PY82]
handles arbitrary non-negative integer edge weights and multiple parallel edges. The
reduction replaces each edge of weight w by a path of length 2w + 1 with alternating
0/1 edge weights.

This reduction multiplies the number of vertices by the edge weights and by the
number of edges. Further, Mulmuley-Vazirani-Vazirani is not a linear time algorithm.
Hence, this would give us only a 2O(k)nO(1) time solution for Vector Bin Packing.

3In fact, very recently Tsur [Tsu25] claimed an improved O∗(2.0409k) running time. His algorithm
is a modification of the Wahlström’s algorithm [Wah07].

4It is a big open problem to derandomize the algorithm, see, e.g., [ST17].
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This is already an improvement over the previous factorial time algorithm, but still
not our desired 2knO(1) running time.

There are more direct and faster ways to solve the general Exact Matching
problem than going through the Papadimitriou-Yannakakis reduction. It seems
folklore to handle arbitrary edge weights by replacing a monomial x, corresponding
to a weight-one edge in the Mulmuley-Vazirani-Vazirani algorithm, with xw, where
w is the edge weight. It remains to handle multiple parallel edges. A crucial part
of the algorithm is the so-called isolation lemma. It assigns random costs to edges,
ensuring that the minimum cost perfect matching of the target weight is unique,
and hence it cannot cancel out in the algebraic computations. The range of costs,
required to ensures that property, on one hand depends on the number of edges, and
on the other hand, determines the bitsize of the costs, on which the algorithm later
needs to do arithmetic.

Due to the number of edges in a graph produced by Lemma 4.1.1, a direct
application of isolation lemma would lead to an O∗(4k) time algorithm. To mitigate
this issue, we carefully apply isolation lemma to pairs of vertices, and hence the
number of edges appears in the running time only as a linear additive factor.
Theorem 4.1.2. Given an edge-weighted multigraph with n nodes and m edges, and
an integer t, a randomized Monte-Carlo algorithm can decide whether there is a
perfect matching of total weight exactly t in Õ(t · n8 + m) time.

Lemma 4.1.1 and Theorem 4.1.2 together imply our main result.
Theorem 4.1.3. There is a randomized Monte Carlo algorithm solving Vector Bin
Packing with Few Small Items in O∗(2k) time.

In Section 4.6 we give an alternative proof of Theorem 4.1.3, using a different
algorithm, whose running time has a better dependence on the number of items
n. This algorithm, however, presents a more complicated and tailored approach; in
particular, it does not seem to generalize to the Vector Bin Covering problem that
we discuss later.

Lower bound

We show that the above result is tight, via a matching conditional lower bound,
under the Strong Exponential Time Hypothesis (SETH) [IP01]. The hypothesis states
that deciding k-CNF-SAT with n variables requires time 2skn for limk→∞ sk = 1. In
particular, it implies that deciding CNF-SAT requires 2(1−ε)n time, for every ε > 0.
SETH is a standard hardness assumption for conditional lower bounds in fine-grained
and parameterized complexity [Cyg+15; Wil18]. We prove the following lower bound
for the (non-parameterized) Vector Bin Packing problem.
Theorem 4.1.4. Unless SETH fails, Vector Bin Packing cannot be solved in O∗(2(1−ε)n)
time, for any ε > 0. This holds even restricted to instances with only two bins and
dimension d = O(n).

Since k ⩽ n, the corollary for the parameterized version of the problem follows
immediately, proving that the algorithm of Theorem 4.1.3 is tight.
Corollary 4.1.5. Unless SETH fails, Vector Bin Packing with Few Small Items
cannot be solved in O∗(2(1−ε)k) time, for any ε > 0. This holds even restricted to
instances with only two bins and dimension d = O(n).
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We remark that our lower bound crucially relies on multiple dimensions. The
best known hardness result for the (one-dimensional) Bin Packing problem rules
out only 2o(n) time algorithms [JLL16], assuming the Exponential Time Hypothesis
(ETH) [IPZ98]. It is a big open problem whether an O(1.99n) time algorithm for Bin
Packing exists. Recently, Nederlof et al. [Ned+23] gave such an algorithm for any
constant number of bins. This is in contrast to Vector Bin Packing, which, as we
show, requires 2(1−ε)n time already for two bins.

Other applications

Bannach et al. [Ban+20a] studied two further problems closely related to the Vector
Bin Packing problem – namely, Vector Multiple Knapsack and Vector Bin Covering –
under similar parameterizations.

In the Vector Multiple Knapsack problem, each item comes with a profit, and
instead of having to pack all the items, we aim to pack a subset of the items into a
fixed number of bins while maximizing the overall profit of the packed items. In the
few small items regime, the fastest known algorithm so far has a running time of
O∗(k! · 4k), where k is the number of small items [Ban+20a]. Adapting our algorithm
to handle the profits and the obstacle that only a subset of items might be packed,
we obtain the following theorem.

Theorem 4.1.6. There is a randomized Monte Carlo algorithm solving Vector
Multiple Knapsack with Few Small Items in O∗(2k) time when item profits are
bounded by poly(n).

In the Vector Bin Covering problem, we aim to cover bins. Intuitively speaking,
instead of packing the items into as few bins as possible, we want to partition them
into as many bins as possible while satisfying a covering constraint for each bin. This
new desired property of a solution leads to a slightly different definition of the set
of small items: instead of any three large items not fitting together into a bin, now
they cover a bin. So far, the fastest algorithm solving this problem parameterized
by the number k of small items5 runs in time O∗(k! · 4k) [Ban+20a]. We give the
following improvement.

Theorem 4.1.7. There is a randomized Monte Carlo algorithm solving Vector Bin
Covering with Few Small Items in O∗(2k) time.

Further, our results directly imply an improved running time for the Perfect
Matching with Hitting Constraints problem. This problem asks whether we can find
a perfect matching in a graph using at least one edge from each of given subsets
of edges. It was studied by Marx and Pilipczuk [MP14] as a tool for solving a
subgraph isomorphism problem in forests. They gave an algorithm (for the matching
problem) running in time 2O(k)nO(1), where k is the number of edge subsets. Their
algorithm shares certain similarities with our Vector Bin Packing algorithm. They
use, however, a less efficient encoding of subsets into edge weights (using 2k bits,
compared to k log k bits we achieve in Lemma 4.2.2), and they only coarsely analyze

5Even though Bannach et al. do not explicitly adapt their definition of a small item to this
problem, they indeed work with the same definition as we do. In the full version on arXiv [Ban+20b,
page 11] they write: “The large vectors have the property that every subset of three vectors cover a
container.”
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the polynomial dependence on the weights when solving Exact Matching. Avoiding
these two inefficiencies, we prove the following theorem.

Theorem 4.1.8. There is a randomized Monte Carlo algorithm solving Perfect
Matching with Hitting Constraints in O∗(2k) time.

4.2 Reduction from Vector Bin Packing to Exact
Matching

Lemma 4.2.1. An n-item instance of Vector Bin Packing with k small items can be
reduced, in deterministic time O(2kn2kd), to the problem of finding an exact-weight
perfect matching in a (multi-)graph. The graph has O(n) vertices, O(2kn2) edges,
and non-negative integer edge weights that do not exceed O(2kk). The target exact
total weight of a matching is O(2kk).

Proof. We interpret the problem of finding a packing as the problem of finding
a perfect matching with a certain total weight in an edge-weighted (multi-)graph.
Intuitively, each large item is represented by a vertex, and an edge connects two
large items if they fit together into a bin. The edge weight indicates a set of small
items which can be packed together with the endpoints (i.e., the corresponding large
items). The goal is to match (pack) all large items while achieving the total weight
that corresponds to all small items being assigned to some pairing of large items.

Formally, we first add 2ℓ− |VL| dummy items ⟨0, . . . , 0⟩ ∈ Qd
⩾0 to the set VL so

that each bin will contain exactly two large items. A dummy item can be paired
with another dummy item (no original large item is in that bin), or with an original
large item (only one original large item is in that bin). For each large item v ∈ VL

(including the dummy items), create a vertex uv. For each pair of large items
v1, v2 ∈ VL, v1 ̸= v2, and for each subset V ′

S ⊆ VS of small items, introduce an edge
between uv1 and uv2 if v1[i] + v2[i] +∑

v∈V ′
S

v[i] ⩽ 1 for all i ∈ [d], i.e., the small items
fit together with the two large ones into a bin.6 The weight of the edge will depend
on V ′

S (but not on v1 and v2).
We need to design the edge weights such that each collection of edges of a certain

total weight corresponds to a collection of subsets of small items that form a partition
of the set of all small items Vs, and vice versa. A naive, but incorrect, solution
would be to label the small items with integers 1, 2, . . . , k, and assign to a subset
X ⊆ [k] the integer whose binary representation corresponds to the indicator vector
of X, i.e., ∑x∈X 2x−1. It is true that, with such weights, any collection of edges
whose associated subsets form a partition of Vs has the total weight 1 . . . 12 = 2k − 1.
However, the reverse statement is not true: it is possible to obtain the total weight
2k − 1 by, e.g., taking 2k − 1 edges that each allow small item 1 but no other small
items.

As we will show in Lemma 4.2.2, in order to prevent such false positives, it suffices
to concatenate the indicator vectors with (log k)-bit counters denoting the number

6Note that it is important to add an edge for each fitting subset, and not, e.g., only for inclusion-
wise maximal fitting subsets. That is because we design the edge weights so that an exact matching
corresponds to a partition (and not to a cover) of the set Vs.
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of elements in a set.7 More formally, we assign to a subset X ⊆ [k] the weight
|X| · 2k + ∑

x∈X 2x−1, i.e., the (k + log k)-bit integer whose k least significant bits
correspond to the indicator vector of X and the log k most significant bits form the
integer equal to the cardinality of X. The target total weight k · 2k + (2k − 1) can
only be achieved by summing weights given to subsets forming a partition of Vs, i.e.,
by assigning each small item to (exactly) one matching edge.

Lemma 4.2.2. Fix the universe size k ∈ N, and let f : 2[k] → N be given by

f(X) = |X| · 2k +
∑
x∈X

2x−1.

Then, a family X1, . . . , Xn ⊆ [k] is a partition8 of [k] if and only if

f(X1) + · · ·+ f(Xn) = k · 2k + (2k − 1).

Proof. The “partition⇒ sum” direction follows from a simple calculation. Let us
prove the “sum⇒partition” direction. For i ∈ [k], let ci denote the number of sets
containing element i. We want to show that ci = 1, for every i. We have

f(X1) + · · ·+ f(Xn) =
(

k∑
i=1

ci

)
· 2k +

k∑
i=1

ci2i−1.

Note that the k least significant bits of the sum f(X1) + · · · + f(Xn) are lower
bounding the term ∑k

i=1 ci2i−1, and the remaining bits are upper bounding the term∑k
i=1 ci, that is,

k∑
i=1

ci2i−1 ⩾ 2k − 1 =
k ones︷ ︸︸ ︷
1 . . . 12, and

k∑
i=1

ci ⩽ k.

For i = 0, 1, . . . , k, let pi = c1 + · · ·+ ci, with p0 = 0. Observe that pi ⩾ i, for every
i, as otherwise there are not enough bits to set the one in every position among the
i least significant bits of the sum f(X1) + · · ·+ f(Xn).9 Moreover, pk = ∑k

i=1 ci ⩽ k,
and thus pk = k. Last but not least, by definition, ci = pi − pi−1. We have

2k − 1 ⩽
k∑

i=1
2i−1ci =

k∑
i=1

2i−1(pi − pi−1) =
k∑

i=1
2i−1pi −

k∑
i=1

2i−1pi−1

=
k∑

i=1
2i−1pi −

k−1∑
i=0

2ipi = 2kpk +
k∑

i=1
(2i−1 − 2i)pi − 20p0 = 2kpk −

k∑
i=1

2i−1pi

= 2k · k −
k∑

i=1
2i−1pi

⩽ 2k · k −
k∑

i=1
2i−1i = 2k · k −

(
(k − 1) · 2k + 1

)
= 2k − 1.

7Marx and Pilipczuk [MP14] solve a similar issue by concatenating the indicator vector with its
reverse, i.e., they assign to X weight

∑
x∈X(22k−x + 2x−1). Their approach results in weights of

the order of 4k, which is prohibitively large for achieving O∗(2k) running time.
8That is, X1 ∪ · · · ∪Xn = [k], and Xi ∩Xj = ∅ for every i ̸= j.
9It follows from the fact that the number of one-bits in the sum is less or equal to the total

number of one-bits in the summands, and that this holds even if we look only at the i least significant
bits.
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Hence, all the inequalities must be tight. In particular, pi = i for every i, and
thus ci = 1, i.e., each element of the universe is contained in exactly one set of the
family.

4.3 Fast Exact Weight Matching in Multigraphs
In this section we give our variant of the Mulmuley-Vazirani-Vazirani algorithm, with
only a linear dependence on the edge weights and a linear additive dependence on
the number of edges, proving Theorem 4.1.2.

4.3.1 The Pfaffian
At the heart of the matching algorithm lies a computation of the Pfaffian of a
skew-symmetric matrix of certain polynomials. In order to introduce the notion of a
Pfaffian properly, let us fix some definitions and notation first.

For an n× n matrix A, we denote by A[i, j] the value in the i-th row and j-th
column. We say that A is skew-symmetric if and only if A[i, j] = −A[j, i] for every
i, j ∈ [n]. Let M be a perfect matching in the complete graph Kn. We can look at
M as a sequence of edges in some arbitrary order, i.e.,

M = (i1, j1), (i2, j2), . . . , (in/2, jn/2),

where, by convention, ik ⩽ jk for any k. Now, we define the sign of M as follows:

sgnM = sgn
(

1 2 3 4 ··· n−1 n
i1 j1 i2 j2 ··· in/2 jn/2

)
,

where the right-hand side is the sign of a permutation. One can easily show that
this definition does not depend on the chosen order of the edges.

Now, we are ready to give the definition of a Pfaffian.

Definition 4.3.1 (Pfaffian). Let A be an n×n skew-symmetric matrix. The Pfaffian
of A is denoted by pf(A) and is defined as follows

pf(A) =
∑{

sgnM ·
∏

(ik,jk)∈M
A[ik, jk]

∣∣∣∣∣M perfect matching in Kn

}
.

We note that since A is skew-symmetric, our convention that ik ⩽ jk does not
affect the definition of the Pfaffian at all – if we were to switch ik and jk, the sign of
the matching changes, but so does the sign of the product of the weights.

Several equivalent definitions of a Pfaffian exist in the literature. However, we
have chosen this one, as it immediately illustrates the connection between the Pfaffian
and perfect matchings.

The Pfaffian of a matrix over an arbitrary field can be computed by, e.g., a variant
of the Gaussian elimination. However, since we are dealing with polynomial matrices,
we would like to avoid divisions. Fortunately, several division-free polynomial time
algorithms for computing Pfaffian exist [MSV99; Rot01; Urb10].

Incidentally, Mahajan, Subramanya, and Vinay [MSV99] give a dynamic program-
ming algorithm computing the Pfaffian of a matrix with entries from an arbitrary
ring that makes O(n4) additions and multiplications (see also survey [Rot01] for an
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alternative exposition)10. By analysing the structure of their algorithm, we get the
following result for matrices with polynomial entries.

Theorem 4.3.2 (cf. [MSV99], Section 4). Given an n× n matrix A of univariate
polynomials of degree at most d and integer coefficients bounded by M , the Pfaffian
pf(A) can be computed in Õ(n6d log M) time.

Proof. The algorithm in [MSV99], Section 4, is described as a weighted DAG HA

with each vertex corresponding to a state of the dynamic program. The weights on
the edges are signed entries of the matrix A. There is an auxiliary starting state
s ∈ HA and the dynamic programming value for a state v ∈ HA is a sum of products
of weights along all the paths from s to v.

Moreover, HA has O(n3) vertices, depth equal to O(n) and indegree of each
vertex equal to O(n). Therefore, if the entries of A are polynomials of degree d and
coefficients bounded by M , then the values of the dynamic programming states are
polynomials with a degree bounded by O(nd) and coefficients bounded by O(nnMn).
Hence, by using FFT, we can perform each arithmetic operation in Õ(n2d log M)
time. The number of arithmetic operations needed is proportional to the number of
edges in HA, which is O(n4). This yields the desired time bound.

Since we do not need to compute the whole Pfaffian in the Exact Matching
problem, but are only interested in the coefficient of the monomial xt (which conveys
the information about matchings of the target weight t), we can speed up the
computation by a factor of n.

Corollary 4.3.3. Given an integer t and an n×n matrix A of univariate polynomials
with integer coefficients bounded by M , a coefficient of the monomial xt in pf(A) can
be computed in Õ(n5t log M) time.

Proof. In the algorithm from Theorem 4.3.2, we can perform all the arithmetic
operations modulo xt+1. Then, the degree of the polynomials is bounded by O(t)
instead of O(nd), and a similar analysis follows.

4.3.2 The algorithm
We first recall the central lemma of the Mulmuley-Vazirani-Vazirani algorithm, used
to deal with possible cancellations caused by varying signs in the Pfaffian definition.

Lemma 4.3.4 (Isolation Lemma, cf. [MVV87]). Let S be a finite set, and let F ⊆ 2S

be a family of subsets of S. To each element x ∈ S, we assign an integer cost c(x)
chosen uniformly and independently at random from {1, . . . , 2|S|}. For a subset
S ′ ⊆ S, we define a total cost of S ′ to be c(S ′) = ∑

x∈S′ c(x). Then,

P(there is a unique minimum total cost set in F ) ⩾ 1
2 .

Now we are ready to present the matching algorithm.
10Urbańska’s algorithm [Urb10] runs even faster, in O(n3.004201) time. But since we care more

about getting linear dependence on the target weight in our matching algorithm, rather than
optimizing the polynomial dependence on n, we have chosen to use a slightly slower, yet simpler
algorithm for the sake of clarity.
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Theorem 4.3.5. Given an edge-weighted multigraph with n nodes and m edges, and
an integer t, a randomized Monte-Carlo algorithm can decide whether there is a
perfect matching of total weight exactly t in Õ(t · n8 + m) time.

Proof. We first present the algorithm. Then we argue its correctness and analyse
the running time.

Algorithm. For every {u, v} ∈
(

V
2

)
, let E{u,v} = {e ∈ E : e connects u and v}

denote the set of (parallel) edges between nodes u and v. For an edge e ∈ E, we use
w(e) ∈ Z⩾0 to denote the weight of e. Moreover, we assume w.l.o.g. that V = [n].

The algorithm works as follows.

1. Set λ = 2mn.

2. For every {i, j} ∈
(

V
2

)
, assign a cost c({i, j}) uniformly at random from

{1, . . . , 2
(

n
2

)
}.

3. Set up an n× n matrix A of univariate polynomials: For each i, j ∈ [n], i ⩽ j,
put

A[i, j] = λc({i,j})∑
e∈E{i,j}

xw(e), and A[j, i] = −A[i, j].

4. Compute the coefficient of xt in pf(A) using the algorithm from Corollary 4.3.3.

5. If the coefficient of xt in pf(A) is nonzero return YES, otherwise return NO.

Correctness. We use coeft(pf(A)) to denote the coefficient of xt in pf(A). For
every perfect matching M in the complete graph Kn, let

f(M) = sgn M · λc(M) · #perfect matchings in G of weight t contained11 in M

denote the contribution of matching M to the coefficient coeft(pf(A)). Now, we
have

coeft(pf(A)) =
∑{

f(M)
∣∣∣M perfect matching in Kn

}
. (4.1)

Let F be the family of all perfect matchings in Kn that contain a perfect matching
in G of weight exactly t. If F = ∅, then every summand in (4.1) is zero. Hence,
coeft(pf(A)) = 0 and our algorithm answers correctly.

If F ̸= ∅, then by Isolation Lemma, with probability at least 1
2 , there is only one

minimum cost perfect matching N ∈ F .
Let c = c(N ). Observe that the number of perfect matchings in G of weight t that

are contained in N is trivially bounded by mn < λ. This means that |f(N )| < λc+1.
In other words, f(N ) is divisible by λc, but not by λc+1. On the other hand, every
other summand in (4.1) is divisible by λc+1, as N is the unique minimum cost
matching. Therefore, coeft(pf(A)) is divisible by λc, but not by λc+1 – so it cannot
be zero.

If we want to amplify the probability of giving the correct answer to 1− 1
nC , for

some constant C > 0, we repeat the algorithm C log n times.
11We say that a matching (in multigraph G) is contained in another matching (in the complete

graph Kn) if the set of n/2 pairs of endpoints is the same for the two matchings.
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Time cost analysis. The time needed to complete steps 1–3 is O(n2 + m). Since
the coefficients of the polynomial entries of A are bounded by 2mn·2(n

2) = 2O(n3 log m),
we get that invoking the algorithm from Corollary 4.3.3 takes Õ(t · n8 log m) time.
In total, that yields Õ(t · n8 + m) time complexity.

4.4 Lower bound
Theorem 4.4.1. Unless SETH fails, Vector Bin Packing cannot be solved in O∗(2(1−ε)n)
time, for any ε > 0. This holds even restricted to instances with only two bins and
dimension d = O(n).

Proof. Given a CNF formula with n variables and m clauses,12 we will construct
n + 1 instances of Vector Bin Packing such that the formula is satisfiable if and only
if at least one of them is a yes-instance. Intuitively, every instance corresponds to
guessing the number of variables set to true in a satisfying assignment. Formally, for
t ∈ {0, . . . , n}, the t-th Vector Bin Packing instance is a yes-instance if and only if
the formula has a satisfying assignment with exactly t variables set to true.

Let us fix t. The t-th instance consists of n + 2 items V = {v1, . . . , vn, T, F} ⊆
Qm+2

⩾0 . The first n items correspond to the n variables; the remaining two items T
and F are used to break the symmetry – in any feasible solution they are necessarily
in two different bins, which we call the T -bin and the F -bin, respectively. Packing
item vi to the T -bin corresponds to setting variable i to true, and packing it to the
F -bin corresponds to setting the variable to false.

The items are (m + 2)-dimensional. The first m dimensions correspond to clauses,
and we will discuss them in a moment. Dimension m + 1 ensures that T and F go
to different bins; we have T [m + 1] = F [m + 1] = 1, and vi[m + 1] = 0 for every
i ∈ [n]. Dimension m + 2 ensures that (at most) t items go to the T -bin and (at
most) n− t items go to the F -bin; we have T [m + 2] = (n− t)/n, F [m + 2] = t/n,
and vi[m + 2] = 1/n for every i ∈ [n].

Now, fix a clause j ∈ [m]. We set

vi[j] =


0

2n
, if variable i appears in a positive literal in clause j,

1
2n

, if variable i does not appear in clause j,

2
2n

, if variable i appears in a negative literal in clause j.

Let nj denote the number of variables that appear negated in clause j. We set

T [j] = 1− t + nj − 1
2n

, and F [j] = 0.

This ends the description of the instance. To finish the proof, it remains to show
that the above items can be packed into two bins if and only if the formula has
a satisfying assignment with exactly t variables set to true.

Note that there is a natural one-to-one correspondence between (not necessarily
satisfying) assignments that set exactly t variables to true and (not necessarily
feasible) Vector Bin Packing solutions that are feasible in the last two dimensions.
We now show that, for j ∈ [m], such an assignment satisfies clause j if and only if

12Note that, thanks to the sparsification lemma [IPZ98], we can assume that m = O(n).
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the corresponding solution is feasible in dimension j. The F -bin is never overfull in
dimension j. To analyse the T -bin, let α, β, γ denote the numbers of variables set
to true that, in clause j, appear in a positive literal, do not appear, and appear in a
negative literal, respectively. Let δ denote the number of variables set to false that
appear in clause j in a negative literal. Note that t = α + β + γ, and nj = γ + δ.
Consider the following chain of equivalent inequalities, starting with the condition
saying that the T -bin is not overfull in dimension j.

α · 0
2n

+ β · 1
2n

+ γ · 2
2n

⩽ 1− T [j]

β + 2γ ⩽ t + nj − 1
β + 2γ ⩽ (α + β + γ) + (γ + δ)− 1

1 ⩽ α + δ

The last inequality states that clause j is satisfied.

4.5 Other applications

In this section we explain how the techniques presented in our work can be adapted
to also solve Vector Multiple Knapsack and Vector Bin Covering, two closely related
problems to the Vector Bin Packing problem. The main difference lies in the reduction
to the Exact Matching problem, which has to integrate profits of the items, or the
new covering property, respectively. Further, we show that our techniques directly
apply to the Perfect Matching with Hitting Constraints problem, leading to an
improved running time.

Vector Multiple Knapsack

In Vector Multiple Knapsack, instead of packing all items into the smallest number
of bins, we aim to place a subset of items with profits into a fixed number of bins
while maximizing the profit of the packed items. Like in Vector Bin Packing, small
items hinder us from solving the problem using a polynomial time algorithm for the
maximum weight perfect matching. Hence, following Bannach et al. [Ban+20a], we
study the problem parameterized by the number k of small items.
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Vector Multiple Knapsack with Few Small Items

Parameter: the number of small items k.

Given: a set of n items V = {v1, . . . , vn} ⊆ Qd
⩾0, item profits p(v1), . . . , p(vn) ∈ Z+,

a subset of k items VS ⊆ V such that VL = V \ VS is 3-incompatible,

an integer ℓ ∈ Z+ denoting the number of unit-sized bins,

and an integer P ∈ Z+, denoting the goal profit.

Decide: if a subset V ′ of the items can be partitioned into ℓ bins B1 ∪ · · · ∪Bℓ = V ′

such that
∑

v∈Bi
v[j] ⩽ 1 for every bin i ∈ [ℓ] and every dimension j ∈ [d],

and
∑

v∈V ′ p(v) ⩾ P .

To solve the problem, we reduce the instance to the Exact Matching problem as
in Section 4.2. It remains to handle the fact that only a subset of items has to be
packed, and that we need to integrate the profits. We do so in the following manner:
With each edge between v1 and v2 and the weight corresponding to V ′

S ⊆ VS, we
associate the cost of p(v1) + p(v2) +∑

v∈V ′
s

p(v). Further, we introduce g = n− 2 · ℓ
new vertices b1, b2 . . . , bg, called blocker vertices. These vertices serve as “garbage
collectors” for the items which are not packed in any of the ℓ bins, i.e., they match
g unpacked items, and by that block them. To do so, for each V ′

S ⊆ VS, each large
vector vi, and each blocker vertex bj, introduce an edge between vi and bj with
weight dependent on V ′

S as before, and cost 0. Note that, because of the dummy
items introduced in the reduction in Section 4.2, we can assume that each bin in an
optimal solution contains exactly two large items (some original, some dummy), so
we know that exactly g = n− 2 · ℓ large items has to be handled by blockers.

Using Lemma 4.2.2, clearly, each yes-instance of the Vector Multiple Knapsack
problem has a prefect matching of weight exactly k · 2k + (2k − 1) and cost at least
P in the above graph, and vice versa. This is due to the equivalence of choosing ℓ
edges with non-zero costs and the packing of the ℓ bins. The remaining items can
be matched with the blocker vertices, and all small items are covered due to the
weights.

We are left with solving the following matching problem: Given a (multi-)graph
with edge weight and edge costs, find a perfect matching with a given total weight
and the maximum possible total cost. This can be done with a slight modification of
the algorithm of Theorem 4.1.2. Indeed, note that the algorithm already looks for a
perfect matching minimizing the sum of edge costs coming from Isolation Lemma.
All we have to do is to (1) combine input costs with Isolation Lemma costs, and
(2) turn minimization into maximization. For (1), it suffices to put the input cost
into the most significant bits, and the Isolation Lemma cost into the least significant
bits of the combined edge cost. For (2), to find out what the maximum (instead
of the minimum) possible total cost is, it suffices to look at the most (instead of
the least) significant digit in the λ-ary representation of the coefficient coeft(pf(A)).
Last but not least, we remark that Isolation Lemma is symmetric with respect to
minimization/maximization, i.e., it also ensures that the maximum total cost set is
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unique with probability at least 1
2 .

To analyze the running time, let pmax = maxv∈V p(v) denote the maximum item
profit. The maximum input cost of an edge is (k+2)pmax. Hence, the coefficients of the
polynomial entries of matrix A are now bounded by 2m(k+2)pmaxn·2(n

2) = 2O(pmaxn4 log m),
and the matching algorithm takes Õ(t·pmaxn9 log m) time. This leads to the following
theorem.

Theorem 4.5.1. There is a randomized Monte Carlo algorithm solving Vector
Multiple Knapsack with Few Small Items in O∗(2k) time when item profits are
bounded by poly(n).

Vector Bin Covering

Another set of problems asks to cover the largest number of bins possible. In the
one-dimensional setting, covering typically refers to the bin capacity being exceeded
by the set of items packed into it. This property can be extended in multiple ways
to a d-dimensional case, for example by requiring that at least one dimension is
exceeded. However, other properties, such as “all dimension have to be exceeded”,
“certain set combinations of dimensions have to be exceeded”, et cetera, are possible
as well. Our algorithm works for all such definitions of covering. Thus, in the
following, we refer to the one chosen as the covering property P .

Following our story line to study a parameter capturing a distance to triviality,
we consider the problem variant parameterized by the number k of small items.
However, the property of being a small item depends on P, so we introduce a new
definition for the covering problems: We say that a subset V ′ ⊆ V is 3-covering if
every three distinct items from V ′ cover a unit-sized bin w.r.t. P .

Vector Bin Covering with Few Small Items

Parameter: the number of small items k.

Given: a set of n items V = {v1, . . . , vn} ⊆ Qd
⩾0,

a subset of k items VS ⊆ V such that VL = V \ VS is 3-covering w.r.t. P,

and an integer ℓ ∈ Z+ denoting the number of unit-sized bins.

Decide: if the items can be partitioned into ℓ bins B1 ∪ · · · ∪Bℓ = V such that∑
v∈Bi

v satisfies P for every bin i ∈ [ℓ].

The algorithm proceeds similarly to the one for Vector Bin Packing. However,
we have to handle the fact that a bin can contain more than two large items in
this case. Thus, we first guess the number of bins ℓi admitting i large items for
i ∈ {0, 1, 2}. This yields O(ℓ3) = O(n3) guesses. The remaining bins will be
covered by triples of the unassigned large items. Hence, the guess has to satisfy that
ℓ0 + ℓ1 + ℓ2 + ⌊(n− k − ℓ1 − 2ℓ2)/3⌋ ⩾ ℓ.

Now we construct the graph as in Section 4.2 with 2ℓ0 + ℓ1 dummy items. For
each V ′

S ⊆ VS, an edge is introduced between v1 and v2 if v1 + v2 +∑
v∈V ′

S
v covers

the bin w.r.t. P. The weight of the edge is defined by V ′
S as before. Additionally,
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we introduce (n− k − ℓ1 − 2ℓ2) blocker vertices, and introduce an edge of weight 0
between each blocker vertex and each large item. The blocker vertices collect all
large items not being placed into bins with 0, 1, or 2 large items.

With Lemma 4.2.2 being proven, clearly, each yes-instance of the Vector Bin
Covering problem has a perfect matching of weight k · 2k + (2k − 1) in the above
graph, and vice versa. Indeed, a matching has to choose (n − k − ℓ1 − 2ℓ2) edges
between blocker vertices and large items. These are the ones greedily packed as
triples. Note that this might leave up to two large items unpacked, which will be
assigned to an arbitrary, already covered bin. The remaining packing is defined by
the remaining matching edges as previously.

This together with Theorem 4.1.2 leads to the following result.

Theorem 4.5.2. There is a randomized Monte Carlo algorithm solving Vector Bin
Covering with Few Small Items in O∗(2k) time.

Perfect Matching with Hitting Constraints

The Perfect Matching with Hitting Constraints problem asks whether there exists
a perfect matching in a graph using at least one edge from each given set of edges.
Formally, the problem is defined as follows.

Perfect Matching with Hitting Constraints

Parameter: the number of edge subsets k.

Given: a graph G = ⟨V, E⟩,

and k (not necessarily disjoint) edge subsets E1, . . . , Ek ⊆ E.

Decide: if there is a perfect matching M in G such that

there exists k distinct edges e1, . . . , ek ∈M such that ei ∈ Ei for every i ∈ [k].

We again reduce this problem to finding an exact weight perfect matching in
a multigraph. Our approach is similar to the one of Marx and Pilipczuk [MP14].
However, in their reduction, they introduce larger edge weights, and, by that, obtain
a larger running time. We can circumvent this using edge weights as defined in
Lemma 4.2.2.

In detail, we create a copy of each edge e ∈ Ei, for each i ∈ [k], and assign weight
1 · 2k + 2i−1 to it – i.e., we concatenate the indicator vector of the singleton {i} with
the counter set to 1, as previously. The original edge gets weight 0. The target
weight is t = k · 2k + (2k − 1). Clearly, there exists a perfect matching with hitting
constraints in G if and only if there is a perfect matching in the transformed graph
with edge weights summing up to the correct target value t, see Lemma 4.2.2.

This together with Theorem 4.1.2 leads to the following result.

Theorem 4.5.3. There is a randomized Monte Carlo algorithm solving Perfect
Matching with Hitting Constraints in O∗(2k) time.
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4.6 Alternative algorithm for Vector Bin Packing
In this section, we develop an alternative algorithm for Vector Bin Packing with a
better dependence on the number of items n than the algorithm from Theorem 4.1.3.
We follow the approach of Gutin et al. [GWY17] for the Conjoining Bipartite
Matching problem that is based on the following lemma by Wahlström [Wah13].

Lemma 4.6.1 (cf. [Wah13], Lemma 2). Let P (x1, . . . , xn) be a polynomial over a field
of characteristic 2. For a set I ⊆ {x1, . . . , xn}, define P−I(x1, . . . , xn) = P (y1, . . . , yn)
where yi = 0 if xi ∈ I, and yi = xi otherwise. For a J ⊆ {x1, . . . , xn} define

ΦJ(P ) =
∑
I⊆J

P−I .

For a monomial T and a polynomial Q let us use coefT (Q) to denote the coefficient
of T in Q. Then, for any monomial T we have

coefT (ΦJ(P )) =
coefT (P ), if T is divisible by ∏

xi∈J xi,

0, otherwise.

We are also going to use the classic Schwartz-Zippel lemma:

Lemma 4.6.2 (Schwartz-Zippel, [Sch80; Zip79]). Let P (x1, . . . , xn) be a multivariate
polynomial of maximum degree at most d over a field F, and assume that P is
not identically equal to zero. Pick r1, . . . , rn uniformly at random from F. Then
P(P (r1, . . . , rn) = 0) ⩽ d/|F|.

Theorem 4.6.3. There is a randomized Monte Carlo algorithm solving Vector Bin
Packing with Few Small Items in O(2knω+o(1) + 2kkn2 polylog(n)) time.

Proof. Recall the (multi-)graph that we construct in the proof of Lemma 4.1.1. Let
us call it G, and assume w.l.o.g. that the vertex set of G is [N ], for N = O(n).
Recall that each of the M = O(2kn2) edges of G represented a subset of [k]. For
the purpose of the current proof, we modify the edge weights – in Lemma 4.1.1,
we set integer weights, but now, to every edge of G, we assign a weight that is an
appropriately chosen polynomial over a field of characteristic 2.

More specifically, for every i ∈ [k], we create a variable xi. Moreover, for every
edge e, we create an auxiliary variable ze. Now, for every pair of vertices i, j ∈ [N ]
and every subset J ⊆ [k], we define

Pi,j,J =


ze
∏

s∈J
xs, if between vertices i and j there is edge e corresponding to J,

0, otherwise.

Note that we interpret Pi,j,J as a polynomial over a finite field F of characteristic 2,
with the exact size of F to be determined later.

Next, we construct a matrix A of polynomials over F in such a way that the
Pfaffian of A conveys information about existence of a solution for our Vector Bin
Packing instance. For each i, j ∈ [N ], with i ⩽ j, let us put

A[i, j] =
∑

J⊆[k]
Pi,j,J , and A[j, i] = −A[i, j].
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Observe that, thanks to the introduction of z-variables, there are no term can-
cellations in the Pfaffian pf(A). Therefore, a solution to the Vector Bin Packing
instance exists if and only if there exists a monomial in pf(A) divisible by ∏k

i=1 xi.
By Lemma 4.6.1, this is equivalent to ΦX(pf(A)), for X = {x1, . . . , xk}, being not
identically equal to zero. That, on the other hand, can be checked using Schwartz-
Zippel lemma. In order to use that lemma, we would like to show how to evaluate
ΦX(pf(A)) efficiently.

Observe that deg ΦX(pf(A)) ⩽ (k + 1)n. Hence, let us fix F to be the field of size
2q for q = ⌈log(2(k + 1)n)⌉. Now, let us choose values r1, . . . , rk and s1, . . . , sM (for
x-variables and z-variables, respectively) uniformly at random from F. Let us refer
to these two vectors of numbers as r̄ and s̄ for brevity. By Schwartz-Zippel lemma,
if ΦX(pf(A)) ̸≡ 0, then P(ΦX(pf(A))(r̄, s̄) = 0) ⩽ 1/2.

We have
ΦX(pf(A))(r̄, s̄) =

∑
I⊆[k]

pf(A)−I(r̄, s̄).

It is well known that pf(A)2 = det(A) (for a proof see e.g. [Rot01]). Since in a
field of characteristic 2, for any x ∈ F , we have x = −x, and also

√
x exists and is

unique. Therefore, we can write

ΦX(pf(A))(r̄, s̄) =
∑

I⊆[k]

√
det(A)−I(r̄, s̄).

For every I ⊆ [k], let us define an auxiliary n× n matrix BI over F such that

BI [i, j] = A[i, j]−I(r̄, s̄)

for every i, j ∈ [N ]. It is easy to see that det(A)−I(r̄, s̄) = det(BI). Hence,

ΦX(pf(A))(r̄, s̄) =
∑

I⊆[k]

√
det(BI). (4.2)

In order to compute the expression (4.2), we need to know the matrices BI for all
I ⊆ [k]. However, there are 2k such matrices and each entry in A−I is a polynomial
built of up to 2k monomials, making the naive evaluation far too slow. Fortunately,
for a fixed i, j ∈ [N ], we can compute all the values BI [i, j] simultaneously and
efficiently, using dynamic programming, as follows.

Let us fix i, j ∈ [N ] and define function f : 2[k] → F such that, for every J ⊆ [k],

f(J) = Pi,j,J(r̄, s̄).

It is straightforward to compute all the values of f in O(2kk) arithmetic operations.
Note that F is isomorphic to F2[x] modulo an irreducible polynomial of degree q.
Hence, any arithmetic operation takes O(q polylog(q)) = O(polylog(n)). This yields
O(2kk polylog(n)) time for computing all the values of f .

Now, let us define function g : 2[k] → F such that, for every I ⊆ [k], g(I) =∑
J⊆I f(J). It is now easy to see that BI [i, j] = g([k] \ I). Further, g is the so called

zeta transform of f , and can be computed in O(2kk) arithmetic operations [Yat37]
using dynamic programming. This leads to O(2kk polylog(n)) time in our case.

We can therefore compute the functions f and g for all i, j ∈ [N ], and consequently
find the matrices BI for all I ⊆ [k], in O(2kkn2 polylog(n)) total time.
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It is well known that the determinant of an n×n matrix with entries from a field
can be computed in O(nω+o(1)) arithmetic operations (see, e.g., [AHU74, Chapter
6]), where ω < 2.37286 is the matrix multiplication exponent [AW21]. This means
that we can evaluate the expression (4.2) using additional O(2knω+o(1)) time.

4.7 Open problems
We conclude with a list of open problems related to our results on Vector Bin Packing
and exact weight perfect matching.

One of the natural questions is whether the polynomial dependency on n in our
exact perfect matching algorithm in multigraphs can be improved, since currently
it is of order n8, which is a relatively high degree polynomial. This polynomial
dependency comes mainly from the cost of computing the Pfaffian without divisions
and from the size of polynomial coefficients we get from our application of the
Isolation Lemma.

Improving the running time of the Pfaffian computation without divisions (or,
equivalently, over a commutative ring) is an interesting problem in its own right.
Currently, the best known algorithm is by Urbańska [Urb10] and runs in O(n3.004201)
time 13. On a high level, this algorithm may be viewed as an algebraic version of
the Mahajan-Vinay algorithm [MSV99] with several computations being grouped
in batches of size O(

√
n) which improves the running time from O(n4) to O(n3.5).

Then, on top of that Urbańska shows how to use fast matrix multiplication to speed
up the computation even further. It would be interesting to study if cubic or subcubic
algorithms for the division-free Pfaffian computation are possible (the running time
would become O(n3) if it turns out that ω = 2, which is a major open problem).
Alternatively, one could try to prove fine-grained lower bounds for this problem.

A big open problem is to find a deterministic polynomial time algorithm for exact
weight perfect matching in general graphs. For some recent related works see [AM25;
AV20; FGT16; GG17; ST17]. A more general question is the derandomization of the
Isolation Lemma [MVV87]. For results in this direction, see [AGT20; AM08; AV20;
CRS93; GTV21].

In our algorithms we used both the Isolation Lemma [MVV87] and Schwartz-
Zippel Lemma [Sch80]. We find it an interesting open problem to study the relation
between derandomizing these two, seemingly very different, lemmas, as they both
seem to be common bottlenecks in derandomization of algebraic algorithms.

Currently, the time complexity of computing the set of small items would dominate
the time complexity of our Vector Bin Packing algorithm. It can be computed via
reduction to 3-Hitting Set [Ban+20a]. The time complexity of best known algorithms
for this problem areO∗(2.0755k) [Wah07] andO∗(2.0409k) [Tsu25] (announced recently
and not peer-reviewed yet), while our Vector Bin Packing algorithm runs in O∗(2k)
time. It is an interesting open problem to either improve the time complexity of

13The running time of Urbańska’s algorithm is Õ(nx+ω+o(1)+n1+ω(1,1,1−x)+o(1)) for some x ∈ [0, 1],
where ω(1, 1, 1−x) is the exponent of fast multiplication of an n×n matrix by an n×n1−x matrix,
and ω is the exponent of square matrix multiplication. We computed the optimal value of x and
obtained the O(n3.004201) running time using the tool [Bra], which incorporates the upper bounds
for fast rectangular matrix multiplication from [Wil+24]. At the time of publication of Urbańska’s
paper [Urb10], she claimed an O(n3.03) running time based on older bounds for rectangular matrix
multiplication.
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3-Hitting Set computation down to O∗(2k), or to find a different way to compute the
set of small items.

The Bin Packing problem with n items can be easily reduced to the Set Cover
problem,14 for which the best known exact algorithm runs in O∗(2n) time [BHK09].
Since Bin Packing is a special case of Vector Bin Packing with d = 1, our algorithm
in particular provides an alternative solution with O∗(2n) running time. However, our
lower bound crucially relies on multiple dimensions, and therefore is not applicable
to the Bin Packing case. The known lower bound for Bin Packing rules out O∗(2o(n))
time algorithms under Exponential Time Hypothesis (ETH) [JLL16]. It is therefore
open if an O∗((2 − ε)n) time algorithm for Bin Packing exists. The only known
improvements work in the case where the number of bins is constant [Len+13;
Ned+23].

14To create an instance of Set Cover, consider all subsets of items such that the sum of all items
in the subset does not exceed one (assuming unit-sized bins).
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