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Evaluation of the Dissertation
“Applications of Continuous Mathematics in Design and Analysis
of new Combinatorial Algorithms”
by Mr. Aleksander Lukasiewicz

The dissertation of Aleksander Lukasiewicz is concerned with the design and
analysis of combinatorial algorithms in different, largely independent settings.
In particular, it studies (a) searching arrays and graphs in the presence of random
errors, (b) estimating the number of unique elements in large datasets, and
(¢) parameterized algorithms for vector bin packing. For each of these domains,
Mr. Lukasiewicz presents algorithms that are conceptually simpler and/or provide
improved guarantees compared to the state of the art.

These results are obtained via a range of algorithmic (throughout), probabilistic
(Chapters 2 & 3), analytic (Chapter 3), and algebraic (Chapter 4) techniques.
The unifying theme is the use of tools from areas of mathematics traditionally
considered “pure” to study discrete algorithmic questions.

In the brief Introduction, the author describes his personal motivation and
outlines the thesis and the publications contained in it.

In light of the relatively independent results and the general and far-reaching
title, I would have appreciated an introduction that ties the results together and
undertakes some effort to justify and discuss how the the overarching theme
manifests in each of the chapters. In particular, how exactly does the invocation
of “continuous mathematics” make a substantial difference for the individual
results? ‘To put this into a broader context, a survey of work in combinatorial
optimization based on the same principle might have made sense. That being
said, each of the individual chapters is prefaced with its own introduction, only
a bit of coherence between the parts is missing. Similarly, the thesis does not
have a Conclusion section, but Chapters 2 and 4 conclude with independent
discussions of open problems.

The main focus of this review is Chapter 2, which is concerned with searching
problems under random errors. This problem is investigated in a binary-search
setting as well as in a graph search setting. Both settings allow to access the
underlying structure via queries with an independent error probablity of p < 1/2.
The goal is to design adaptive search strategies to find a given target element
with high probability, while minimizing the number of queries in expectation
or in the worst-case.

In the binary-search variant of the problem, a target element v* has to be found
in a sorted array that can only be accessed via (faulty) comparison v* with the
element v; at a given position i. The query is binary in the sense that it either
yields v* < v; or v* > v;, with the outcome being correct with probability 1 — p
independently of other queries. In particular, there is no dedicated query outcome
for the case v* = v;. In contrast, in the graph search variant of the problem,
queries are for vertices v of a (known) graph and the outcome of each query is
again a vertex ¢. An outcome of ¢ = v* indicates v = v*, and an outcome ¢ # v*
indicates that g is a neighbor of v on a shortest path from v to v*. An error in
this setting is any outcome with a wrong indication.
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The main contribution are simple algorithms whose query complexities match the information-theoretic lower
bounds up to lower-order terms, simplifying and improving earlier results. The algorithms use a common template
based on a multiplicative-weights update, where each element of the underlying structure is associated with a weight
(initially 1) that is updated after each query by a factor of 2(1 — p) or 2p, depending on whether the query outcome
is compatible with the element being the target. Crucial components of the algorithms that depend on the setting
at hand are (a) the selection rule that decides which query to perform in each step, based on the current weights,
and (b) the stopping criterion. The selection rule is chosen according to the weighted median of the underlying
structure, or an approximation thereof. The stopping criterion depends on the performance measure: For expected
query complexity, the algorithms stop once an element has accumulated sufficiently large relative weight, for the
worst-case (high-probability) query complexity, a predetermined number of steps is used, which is derived from the
bounds in the analysis of the corresponding stochastic processes.

A significant part of the technical work lies in analyzing the evolution of the weights under the probabilistic errors.
The analysis shows that, in expectation and with high probability, the weight of the true target grows (relatively) at
a rate that allows to identify it after roughly log(n)/I(p) queries. To establish this, the number of erroneous replies
and the resulting weight changes are controlled via concentration bounds (Lemma 2.5.8), and suitable progress
measures, based on the total weight or total weight excluding the target or heaviest vertex, are shown to decrease
in expectation (Lemmas 2.6.2 and 2.7.2-2.7.5).

The results of Chapter 2 have led to two publications at IWOCA 2021 and STACS 2025, respectively. In my
estimation, the results are strong and significantly improve on the state of the art. I particularly appreciate the
conceptually elegant approach and the clean analysis in terms of stochastic processes. Regarding presentation, it is
not ideal that the formal problem definition is presented late (Section 2.5) in the chapter, which makes some of the
earlier discussions hard to follow on the first read (such as the distinction between expected and worst-case query
complexity). Also, [ am not convinced that the binary- and graph search settings cannot be unified in the sense that
graph search on a path should fully coincide with binary search - ideally leading to a simultaneous analysis for
both settings. The fact that both settings cannot be integrated appears to be an artefact of the model rather than a
structural hurdle.

Chapter 3 studies the cardinality estimation problem, where the goal is to efficiently process a stream of data with
the goal of counting the number of distinct items in the stream. The challenge is to approximate this number in
randomized fashion and with limited memory and computational effort. Known approaches to this problem are
based on hashing schemes that induce discrete distributions resulting in technical analyses. The main contribution
of the chapter is a continuized perspective that replaces these distributions by their continuous counterparts, which
ultimately leads to a hashing scheme using the Gumbel distribution. The major advantage of this modification is a
substantial simplification and unification of the analysis, as well as some improved guarantees.

The results of Chapter 3 were published at ESA 2022. I again consider these results to be strong. The unified and
- generalized treatment provides a much clearer picture of previous approaches and represents a valuable contribution
to the field.

Finally, Chapter 4 is concerned with the parameterized complexity of vector bin packing, parameterized by the
number k of items with sizes at most 1/3. The main result is a randomized algorithm with running time O*(2%),
based on a reduction from vector bin packing to exact-weight perfect matching. The latter is solved by adapting the
Mulmuley-Vazirani-Vazirani algorithm, using Pfaffian-based encodings and isolation lemma arguments. The result is
complemented by a matching lower bound under the Strong Exponential Time Hypothesis (SETH).

The results of Chapter 4 were published at ICALP 2022 and are comparable in strength to the result of the previous
chapters. Their relevance lies in the tightness of the derived bounds and the natural parameterization.

Overall, I evaluate the results of the dissertation as strong and clearly sufficient to grant a PhD. The results have
led to 4 publications overall, three of which at strong European venues (ICALP, ESA, STACS). It should also be
mentioned that the publications are with different sets of 1-2 senior coauthors, which emphasizes the contribution
of the candidate to the results. The thesis does not include publications at international top venues such as SODA,
STOC, FOCS.

In terms of methods, I am particularly impressed by the wide spectrum of techniques, ranging from algorithmic
approaches, over probabilistic methods, to algebraic tools.

The thesis is well-written, however the parts are a bit incoherent, as mentioned above.

Based on this evaluation, I award the dissertation the grade

very good (magna cum laude).
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