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Subject Matter of the Dissertation

This doctoral dissertation addresses an important and current class of problems in statistical machine
learning, namely the probabilistic modeling of sequential data by means of latent-state models that remain
interpretable, data-efficient, and methodologically principled. The work is focused on Hidden Markov
Models (HMMs), Switching Linear Dynamical Systems (SLDS), explicit-duration models, and Bayesian
nonparametrics. Its central goal is to overcome two well-known weaknesses of classical switching models:
the restrictive geometric assumption on state durations and the overly rigid treatment of transition dynamics.
These issues are not just technical problem, they do affect the usefulness of such models for real world
problem, because they lead to state collapse, over-segmentation, and a loss of interpretability precisely in
those applications where one would most like to identify meaningful latent regimes.

The dissertation is well motivated and the problem studied is very well explained and motivated. The
author studies several datasets from different domains for which interpretable temporal segmentation is
valuable: neural recordings, animal behavior, movement trajectories, and related spatiotemporal processes.

In the thesis, the introductory and motivation chapters define the problem carefully and explain why classical
HMMs and SLDS formulations remain relevant. The background chapter provides a brief background
on the statistical and probabilistic tools needed to understand the thesis. Including a comprehensive list
of distribution (but forgetting the for thesis crucial Dirichlet distribution). The core of the dissertation
consists of four closely connected methodological developments. In Chapter 4 the author introduces the
Explicit Duration Switching Linear Dynamical System, in which state durations are modeled explicitly and,
importantly, with infinite support. This eliminates the need to impose an, often artificial, maximal segment
length in advance and leads to more transparent duration semantics. The chapter also presents an extended
beam-sampling procedure for posterior inference, which is a nontrivial achievement because the model
combines discrete switching, continuous latent trajectories, and duration constraints in a single Bayesian
framework. The numerical study shows that this construction alleviates state-collapse phenomena and
improves the smoothness of segmentation.

Chapter 5 extends this line of thought by incorporating recurrence into explicit-duration switching models.
The resulting REDSLDS framework allows both switching behavior and duration structure to depend
on continuous latent variables. The author develops an inference scheme based on Pólya–Gamma
augmentation and studies both categorical and Negative Binomial duration mechanisms.

Chapter 6 moves to the nonparametric setting and introduces the Recurrent Sticky HDP-HMM. Here the
author transfers the idea of recurrence from finite-state switching systems to Bayesian nonparametric
HMMs, thereby allowing transition behavior to depend on position or context while the effective number
of states is learned from data. The resulting model is well suited to settings in which standard ARHMM or
HDP-HMM constructions tend to over-segment the data. The experiments indicate smoother and more

1



stable segmentations, particularly on motion and behavioral data.

The culmination of the dissertation is Chapter 7, which presents the Recurrent Explicit Duration HDP-HMM.
This model unifies three desiderata that are usually treated separately in the literature: nonparametric
state-space complexity, explicit duration modeling, and recurrent context-dependent switching. The author
not only formulates the model but also provides a workable sampling strategy and demonstrates that the
approach is competitive on well motivated benchmarks.

Taken as a whole, the dissertation is well written, and coherent in both motivation and execution. The
research questions are well chosen, there is a methodological contributions, and the empirical validation is
very broad.

Scientific Competence and Originality

This dissertation demonstrates a strong competence in probabilistic modeling, Bayesian inference, state-
space methods, and machine learning methodology. The work does not merely apply known models to
new data. It proposes new model classes, derives inference procedures for them, explains their relation to
earlier frameworks, and validates them experimentally on established benchmarks.

The originality of the dissertation lies in several directions. First, the thesis introduces explicit infinite-
support duration modeling within the SLDS framework. Second, it develops recurrent explicit-duration
extensions of switching linear dynamical systems. Third, it extends recurrent ideas to the Bayesian
nonparametric HMM setting and, finally, combines recurrence, explicit duration modeling, and HDP-based
complexity control in a unified framework. These appear to be substantial and original contributions
relative to the literature discussed in the thesis.

The empirical part of the work is very thorough and well motivated. The author evaluates the proposed
models on a well thought out data set, like NASCAR trajectories, honeybee dance data, mouse behavior,
and C. elegans neural recordings. The reason for studying these datasets are clear and well motivated.

The dissertation also provides evidence of the candidate’s research independence and scientific maturity
through publication activity. Core results were presented at ICONIP 2023 and AISTATS 2025, while the
work on the recurrent nonparametric model was accepted at ECAI 2025. In my assessment, the dissertation
confirms that the candidate is capable of carrying out independent research at an international level.

Questions and Comments

The following are my questions and comments from the thesis that I believe would benefit from further
discussion or clarification.

• Although the dissertation discusses block sampling, burn-in, convergence behavior, and initialization
at several points, I believe that the issue of MCMC mixing would benefit from a more explicit and
self-contained discussion. In particular, it would be helpful to explain more systematically how mixing
was assessed for the more complex models, how burn-in was determined in practice, and how the
mixing changes with more complex hyperpiors.

• Related, the trace plots shown in the dissertation often appear to suggest very rapid stabilization; in my
experience (although for simpler switching models) this is not always the case, so my question is this
due to the particular datasets and models studied, or to the choice of hyperparameters, or to the use of
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more efficient sampling techniques such as beam sampling? Also regarding this many of the figures
showing the mixing of the likelihood should remove the burn-in period (see Figure 6.8 for instance) as
it very hard to see the mixing.

• Another issue is the possibility of local optima, or, in Bayesian terms, the presence of multiple posterior
modes. The dissertation contains several remarks indicating that initialization and broader exploration
of the parameter space do matter. Working with the non-parameteric methods I have found that the
they can be stuck in local modes, again is there any reason why this does not appear to occur in the
presented work?

• I would welcome a fuller explanation of the extended beam sampler. Although the dissertation
does mention that beam-sampling ideas are used, the local discussion in the inference section could
state more explicitly that the auxiliary-variable construction is precisely the beam-sampling step. In
particular, how it reduces the computional burden of the message passing sampling step, it would also
help to take parts from B.2 and move it to the main text. Relatedly, Figure 4.2 could be linked more
closely to the surrounding text. A clearer caption and a more explicit reference in the main discussion
would make it easier for the reader to understand exactly what part of the beam-sampling construction
the figure is intended to illustrate.

Summary and Recommendation

In conclusion, the doctoral dissertation Advancing Bayesian Models with Latent States and Markovian
Dynamics by Mikołaj Słupiński is a very good thesis. It addresses an important problem, presents original
methodological contributions, and offers a thorough analysis of the proposed methods. In my opinion, the
dissertation satisfies the requirements customarily imposed on doctoral theses in the field of Computer
Science.

Jonas Wallin
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Minor comment

• p.21 The defintion of 𝑋 |𝑌 ∼ 𝑍 is not standard, and I assume it is just wrong.

• p.24 Why is 𝐻 a probability measure?

• p.26 𝛿(𝑧, 𝐾 + 1) is not defined.

• p.29 𝜃 not defined in (3.52).

• p.31 I can’t at all understand what is written in 3.17.

• p.58 𝑝(𝑑1 |𝑠1) = 𝐷𝑢𝑟𝑠1 (𝑑𝑡 − 1) is a typo.

• p.70 In (5.4) the duration variable is 𝑑𝑡 but in (5.6) it is 𝑑𝑡−1.

• p.101 𝜋 is not defined in the transition distribution for 𝑧𝑡 .
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