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Abstract

This thesis develops probabilistic models for sequential data with a focus on interpretability, data
efficiency, and the ability to capture complex, non-stationary dynamics. Classical approaches such
as Hidden Markov Models (HMMs) and Switching Linear Dynamical Systems (SLDS) are often lim-
ited by simplistic assumptions on state durations and transitions, leading to state collapse or over-
segmentation. To address these challenges, this work introduces new models that combine explicit
duration distributions, recurrent structure, and Bayesian nonparametric methods.

Key contributions include: the Explicit Duration SLDS (EDSLDS), which integrates explicit,
infinite-support duration variables to improve interpretability and robustness; the Recurrent Explicit
Duration SLDS (REDSLDS), which incorporates recurrent dependencies to capture long-term tempo-
ral patterns; and two nonparametric extensions, the Recurrent Sticky HDP-HMM (RS-HDP-HMM)
and the Recurrent Explicit Duration HDP-HMM (RED-HDP-HMM), which unify infinite state spaces,
explicit duration modeling, and recurrent context-dependent transitions. Efficient inference is achieved
through advanced Markov Chain Monte Carlo methods, including beam sampling and Pólya–Gamma
augmentation.

Extensive experiments on synthetic benchmarks and real-world datasets—including honeybee dance
communication, mouse behavior, and C. elegans neural recordings—demonstrate that explicit duration
modeling consistently improves segmentation accuracy, recurrence enhances robustness, and nonpara-
metric formulations allow flexible adaptation to complex dynamics. The proposed models achieve state-
of-the-art results in segmentation tasks while maintaining interpretability and analytical tractability.

Overall, this thesis highlights the enduring value of probabilistic state-space models in the deep
learning era. By combining principled Bayesian modeling with modern machine learning techniques,
it contributes hybrid approaches that provide robust, interpretable, and data-efficient solutions for
spatiotemporal data analysis.

Partial results of the research were presented on ICONIP 2023 [102], AISTATS 2025 [93], ECAI
2025, and published in conference proceedings.
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Streszczenie

Niniejsza praca doktorska rozwija modele probabilistyczne dla danych sekwencyjnych z naciskiem na
interpretowalność, efektywność danych oraz zdolność do uchwycenia złożonych, niestacjonarnych dy-
namik. Klasyczne podejścia, takie jak ukryte modele Markowa (HMM) i przełączające się liniowe sys-
temy dynamiczne (SLDS), są często ograniczone przez uproszczone założenia dotyczące czasów trwania
stanów i przejść, co prowadzi do zapadania się stanów lub nadmiernej segmentacji. Aby sprostać tym
wyzwaniom, niniejsza praca wprowadza nowe modele łączące jawne rozkłady czasów trwania, struktury
rekurencyjne i nieparametryczne metody bayesowskie.

Kluczowe wkłady obejmują: SLDS o jawnym czasie trwania stanów (EDSLDS), który integruje
jawne zmienne czasu trwania o nieskończonym nośniku w celu poprawy interpretowalności i odporności;
SLDS o rekurencyjnym jawnym czasie trwania (REDSLDS), który uwzględnia zależności rekuren-
cyjne do uchwycenia długoterminowych wzorców czasowych; oraz dwa rozszerzenia nieparametryczne:
rekurencyjny lepki HDP-HMM (RS-HDP-HMM) i HDP-HMM o rekurencyjnych jawnych czasach tr-
wania (RED-HDP-HMM), które łączą nieskończone przestrzenie stanów, modelowanie jawnego czasu
trwania i rekurencyjne przejścia zależne od kontekstu. Efektywna inferencja jest osiągana poprzez
zaawansowane metody próbkowania Monte Carlo łańcuchami Markowa, w tym próbkowanie wiązkowe
(ang. beam sampling) i augmentację Pólya–Gamma.

Obszerne eksperymenty na syntetycznych testach porównawczych i rzeczywistych zbiorach danych
— w tym komunikacja taneczna pszczół miodnych, zachowanie myszy i nagrania neuronalne C. ele-
gans — demonstrują, że jawne modelowanie czasu trwania konsekwentnie poprawia dokładność seg-
mentacji, rekurencja zwiększa odporność, a sformułowania nieparametryczne umożliwiają elastyczne
dostosowanie do złożonych dynamik. Proponowane modele osiągają najlepsze w swojej klasie wyniki w
zadaniach segmentacji, zachowując jednocześnie interpretowalność i analityczną łatwość obliczeń.

Ogólnie rzecz biorąc, niniejsza praca doktorska podkreśla trwałą wartość probabilistycznych modeli
przestrzeni stanów w erze głębokiego uczenia. Łącząc modelowanie bayesowskie z nowoczesnymi tech-
nikami uczenia maszynowego, wnosi hybrydowe podejścia, które zapewniają solidne, interpretowalne i
efektywne pod względem danych rozwiązania do analizy danych czasoprzestrzennych.

Częściowe wyniki badań zostały zaprezentowane na międzynarodowych konferencjach ICONIP 2023
[102], AISTATS 2025 [93], ECAI 2025 i opublikowane w materiałach pokonferencyjnych.
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1
Introduction

1.1 Introduction

This chapter first outlines the organization of the dissertation, describing the content of each chapter
in turn, before presenting an overview of the methods developed and their principal contributions.

1.2 Thesis Organization

Chapter 1 introduces the central problem addressed in this dissertation. It motivates the need for
effective segmentation of spatiotemporal data, highlights the challenges posed by non-stationary and
non-geometric dynamics, and outlines the scope and contributions of the research. The chapter also
provides a roadmap for the remainder of the thesis.

Chapter 2 provides the motivation for this research by analyzing the limitations of existing ap-
proaches to spatiotemporal data segmentation. It examines the challenges posed by traditional Hid-
den Markov Models and Switching Linear Dynamical Systems when modeling real-world temporal
sequences, highlighting issues such as state collapse, geometric duration assumptions, and inadequate
handling of position-dependent transitions. The chapter establishes the research questions that drive
the subsequent technical contributions and demonstrates why current methods are insufficient for com-
plex spatiotemporal data analysis.

Chapter 3 provides the necessary background and foundations for the work. Reviews probabilis-
tic sequential models, with particular focus on Hidden Markov Models (HMMs), Switching Linear
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Dynamical Systems (SLDS), and their nonparametric extensions. Key inference techniques and evalu-
ation protocols are described, alongside a discussion of why HMMs and SLDS continue to be of enduring
importance despite the rapid advances of deep learning. The chapter also addresses why classic bench-
marks from neural and behavioral data remain relevant in 2025, continuing to be used and built upon
in high-impact research for validating state-of-the-art models. This chapter establishes the theoretical
grounding for the developments presented in later chapters.

Chapter 4 addresses the problem of state underutilization in SLDS models. Introduces the Explicit
Duration Switching Linear Dynamical System (EDSLDS), which incorporates explicit duration vari-
ables with infinite support into the SLDS framework. The chapter details the formulation of the model,
explains the extended beam sampling algorithm developed for inference, and presents experimental re-
sults demonstrating how explicit duration modeling improves segmentation performance and resolves
the state persistence problem. The core contributions were published at the ICONIP 2023 conference
[102], with preliminary results presented at the HZDR-UWr PhD Seminar and the Big Data Analytical
Methods for Complex Systems workshop in October 2022.

Chapter 5 extends the EDSLDS framework by integrating recurrent connections into explicit du-
ration models. The resulting Recurrent Explicit Duration SLDS (REDSLDS) allows both state and
duration transitions to depend on continuous latent variables, thereby capturing regularities in state
durations and long-term dependencies. The chapter discusses both categorical and Negative Binomial
duration formulations, describes the use of Pólya–Gamma augmentation for efficient inference, and
evaluates the models on synthetic and real datasets, highlighting the advantages of combining recur-
rence with explicit durations. Part of this work was published at the AISTATS 2025 conference [93],
with preliminary results presented at the “Pierwsza Unwersytecka Konferencja Artificial Intelligence
∀” conference at the University of Wrocław in October 2024.

Chapter 6 moves into a nonparametric Bayesian setting and develops recurrent models within the
HDP-HMM family. Presents the Recurrent Sticky HDP-HMM (RS-HDP-HMM), which augments the
sticky HDP-HMM with recurrence to produce smoother and more stable segmentations. The chapter
provides inference details, empirical evaluations, and demonstrates how nonparametric approaches can
automatically discover appropriate model complexity while incorporating position-dependent transi-
tion dynamics. The work was accepted for publication at the 28th European Conference on Artificial
Intelligence (ECAI 2025), with preliminary results presented at the “Pierwsza Unwersytecka Konfer-
encja Artificial Intelligence ∀” conference and the Polish Association for Artificial Intelligence (PSSI)
symposium.

Chapter 7 presents the culminating contribution by unifying all previous developments into the
Recurrent Explicit Duration HDP-HMM (RED-HDP-HMM). This comprehensive model combines in-
finite state spaces, explicit duration modeling, and recurrent context-dependent transitions in a single
framework. The chapter details the technical challenges of inference in this complex model, introduces
novel algorithmic solutions, and demonstrates state-of-the-art performance across multiple benchmarks.

2
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This work represents the most sophisticated model developed in the dissertation, showing how multiple
modeling innovations can be successfully integrated.

Chapter 8 concludes the dissertation by summarizing the major findings, highlighting the broader
impact of the proposed models, and outlining promising directions for future research. It reflects on the
enduring role of probabilistic models in the era of deep learning, emphasizing their value in applications
that require interpretability, robustness, and data efficiency.

Finally, the appendices provide supplementary material that supports the main chapters. These
include derivations of conditional posteriors for REDSLDS, details of message-passing algorithms for
recurrent connections, and sampling procedures for HDP-HMM variants.

1.3 Overview of Methods and Contributions

The central challenge of this dissertation is the effective segmentation of spatiotemporal data, with an
emphasis on interpretability, efficiency, and the ability to model complex non-stationary dynamics.
Standard HMMs and SLDS often fail in this regard, due to their reliance on geometric duration
assumptions or constant transitions, which can lead to state collapse or over-segmentation. Motivated
by practical applications such as neural data analysis, behavioral segmentation, and monitoring tasks,
this thesis develops new probabilistic models that overcome these limitations.

The Explicit Duration SLDS introduced explicit duration variables with infinite support, eliminat-
ing the need to prespecify a maximum segment length and removing self-transitions. This provided
clearer interpretability of state durations and avoided state collapse. Inference was achieved through an
extended beam sampling algorithm capable of exploring complex posterior spaces effectively. Building
on this, the Recurrent Explicit Duration SLDS unified explicit durations with recurrent transitions,
allowing richer temporal dynamics to be modeled. Variants using Poisson and Negative Binomial dura-
tions were evaluated, and efficient inference was made possible through Pólya–Gamma augmentation.

In parallel, recurrent connections were explored in nonparametric Bayesian settings. The Recurrent
Sticky HDP-HMM improved segmentation stability by conditioning persistence on past observations,
while the Recurrent Explicit Duration HDP-HMM combined infinite state spaces, explicit durations,
and recurrent transitions in a single framework. This model achieved state-of-the-art results on mul-
tiple synthetic and real-world benchmarks. Across all contributions, experimental results consistently
demonstrated improvements in segmentation quality, avoidance of state collapse, and the benefits of
recurrence. The choice of MCMC inference was validated for its unbiased estimates and robustness in
complex models.

Taken together, these contributions reaffirm the relevance of probabilistic models with latent
Markov structure in the deep learning era. They offer interpretability, structural learning, and robust-
ness that remain critical in many applications, while also complementing modern neural approaches.
The thesis thus contributes both methodological innovations and practical insights, paving the way for
future work at the interface of probabilistic modeling and real-world spatiotemporal data analysis.

3
10:35165



2
Motivation

2.1 Motivation

Spatiotemporal data segmentation is a fundamental problem with both theoretical significance and
practical relevance. To illustrate, consider the case of a shipping company that contracts multiple
carriers for smaller-scale deliveries. Due to the sensitive nature of certain cargo, such as vaccines, the
shipments are required to be transported using shock-minimizing modalities, for example rail transport.

The company suspects, however, that one of its contractors occasionally deviates from the pre-
scribed mode of transport, potentially substituting part of the route with a truck. To investigate this,
the company seeks to segment each trajectory into intervals with homogeneous movement characteris-
tics. A segment displaying an anomalous profile relative to the rest of the route would provide strong
evidence that the contractor failed to comply with the specified transport requirements.

In principle, the company has two options: either employ human analysts to inspect the data or
develop an automated system. While the first approach may yield reliable results, it is costly, labor-
intensive, and does not scale well as the number of routes grows. Thus, the development of automated
segmentation methods is the more attractive long-term solution.

Nevertheless, several challenges complicate such automation. First, the data are largely unlabeled,
necessitating models that can operate in a self-supervised manner. A small amount of labeled data
may exist, for instance from preliminary annotations carried out by human experts, but reliance on
such labels must remain minimal. Second, interpretability is crucial. If the company wishes to confront
a contractor, an explanation such as: “You are not fulfilling our specification because, on this segment,
shock measurements are ten times higher than on the rest of the route, and such values are absent in
the data from other contractors” provides a far stronger argument than the opaque statement: “Our
machine learning model detected a violation”. Finally, it is desirable to incorporate prior knowledge

4
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into the modeling process. For example, if measurements collected from trucks within the company’s
own fleet are available, this domain knowledge should inform the segmentation model.

2.2 Bayesian Learning in Sequential Data Modeling

In the realm of sequential data analysis, Bayesian learning provides a principled framework for incorpo-
rating prior knowledge, quantifying uncertainty, and enabling flexible model adaptation. Unlike purely
algorithmic approaches that focus on pattern recognition through optimization, Bayesian methods treat
model parameters and latent variables as random quantities governed by probability distributions. This
probabilistic foundation becomes particularly valuable when dealing with complex spatiotemporal data,
where uncertainty is inherent and interpretability is crucial.

The Bayesian paradigm offers several key advantages for sequential modeling. First, it enables
the natural incorporation of prior knowledge about the structure of the data-generating process. For
instance, if we expect certain behavioral states to persist for extended periods, we can encode this belief
through appropriate prior distributions on duration parameters. Second, Bayesian inference provides
principled uncertainty quantification, allowing us to distinguish between confident and uncertain model
predictions—a critical capability in high-stakes applications. Third, the framework supports model
selection and structure learning, automatically determining appropriate model complexity from the
data rather than requiring extensive hyperparameter tuning.

Perhaps most importantly for this dissertation, Bayesian methods excel at handling the hierarchical
structure inherent in many sequential phenomena. Real-world time series often exhibit multiple levels
of organization: individual observations nest within segments, segments form longer episodes, and
episodes may be grouped into higher-level categories. Bayesian hierarchical models can capture these
nested dependencies while maintaining computational tractability through carefully designed inference
algorithms.

In the context of switching models like Hidden Markov Models (HMMs) and Switching Linear
Dynamical Systems (SLDS), the Bayesian approach addresses several fundamental challenges. Tradi-
tional maximum likelihood estimation can lead to overfitting, particularly when the number of states
is large relative to the amount of data. Bayesian priors naturally regularize model complexity, pre-
venting pathological solutions while allowing the data to guide the final model structure. Furthermore,
Bayesian nonparametric extensions, such as those based on the Hierarchical Dirichlet Process, can
automatically determine the appropriate number of latent states, eliminating the need for extensive
model selection procedures.

The relevance of Bayesian learning extends beyond technical advantages to encompass broader
scientific and practical considerations. In domains such as neuroscience, behavioral analysis, and
environmental monitoring—areas that feature prominently in this dissertation—researchers require
models that not only make accurate predictions but also provide interpretable insights into underlying
mechanisms. Bayesian sequential models naturally decompose complex phenomena into interpretable
components (states, transitions, durations) while quantifying the confidence associated with each in-
ference. This interpretability proves essential when models must inform scientific understanding or
support decision-making in uncertain environments.

5
12:14609



2.3 The Enduring Importance of SLDS and HMMs in the Deep Learning Era

Switching Linear Dynamical Systems (SLDS) [74] and Hidden Markov Models (HMMs) [6] are classic
probabilistic models characterized by latent Markovian structure. In an SLDS, a sequence of observa-
tions is explained by switching among a set of linear dynamical regimes, each associated with a discrete
hidden state and its own linear state-space dynamics. HMMs, similarly, posit a chain of discrete hidden
states that emit observations according to state-specific probability distributions. These models en-
joyed decades of success in sequential data domains, but the recent dominance of deep neural networks
(e.g. recurrent neural networks and deep generative models) has led many to sideline them. This
chapter argues that despite the huge rise of deep learning, variants of SLDS and HMMs remain vital
to explore. The theoretical and practical motivations for continuing research on these probabilistic
models with latent Markov structure are explored, emphasizing their interpretability and modest data
requirements.

Deep neural networks have undoubtedly achieved state-of-the-art performance in speech recogni-
tion, language modeling, and other sequential tasks. However, they are often criticized as black boxes
[57] whose inner workings are hard to interpret. Practitioners in high-stakes fields (like healthcare [57])
remain reluctant to trust an opaque model’s decisions. Moreover, neural networks tend to be data
gluttons [28], typically requiring far more training data than traditional model-based approaches.
These limitations have slowed the adoption of deep learning in domains where data are scarce or inter-
pretability is paramount. In this context, HMMs and SLDSs offer compelling advantages: they provide
transparent, structured representations of sequences and often perform robustly with limited or noisy
data.

The following sections delve into these advantages – interpretability, data efficiency, structure
learning, and analytical tractability – and review current research that integrates probabilistic and
deep learning methods.

2.3.1 Interpretability and Model-Based Insight

A key theoretical appeal of HMMs and SLDSs is their interpretability. These models describe data-
generating processes in terms of latent states and transitions that have clear probabilistic meaning.
Each discrete state in an HMM or SLDS can often be interpreted as a distinct regime or category of
dynamics (for example, a behavioral mode or a neural state [120]), rather than an arbitrary learned
encoding. This stands in contrast to recurrent neural networks (RNNs) [57] whose hidden units mix
information in a distributed, hard-to-parse manner. Indeed, RNNs are often viewed as black boxes –
powerful function approximators with hidden states that do not correspond to any obvious semantic
units. This opacity is problematic for scientific applications and decision-critical systems. As Krakovna
& Doshi-Velez [57] noted, while RNNs have revolutionized fields like speech recognition, their lack of
transparency makes practitioners hesitant to use them for crucial decisions (e.g. in healthcare). In such
cases, making the model’s inner workings more interpretable is essential.

Probabilistic models with latent Markov structure inherently lend themselves to interpretation. An
HMM explicitly represents transition probabilities between discrete states and emission probabilities for
observations. These parameters can often be inspected and understood – for example, an HMM trained
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on physiological data might reveal discrete “state 1” corresponds to rest vs. “state 2” to movement, with
a high self-transition probability encoding state persistence. Similarly, an SLDS breaks complex time
series into simpler linear dynamical segments, each with its own state-space parameters. Researchers
can examine the learned linear dynamics (matrices Ak, Ck, etc.) for each regime and potentially relate
them to known processes (e.g. specific neural circuit dynamics or behavioral patterns) [120, 5]. By
“piecing together successive regimes of simpler dynamics” [96], switching models can offer explanatory
power – they decompose complicated nonlinear phenomena into understandable parts. In other words,
instead of a monolithic black box, we get a structured narrative of the data: “first the system was in
regime A, producing observations via a linear dynamics with parameters X; then at time t1 it switched
to regime B with parameters Y,” and so on.

This interpretability is not just a nicety; it is often crucial for scientific insight. In neuroscience,
for example, researchers seek models that reveal latent brain states or network dynamics underlying
recorded activity. Switching state-space models have been embraced in this area precisely because they
produce human-interpretable explanations of neural data. A recent study by Song & Shanechi [96] on
latent neural dynamics remarked that switching dynamical system models provide “explanatory power
and interpretability by piecing together successive regimes of simpler dynamics”. By detecting discrete
state changes in neural recordings, these models have illuminated phenomena like regime shifts during
different task epochs or cognitive states. Importantly, the latent states inferred by an HMM/SLDS
can often be aligned with behavioral or experimental events, yielding a direct interpretation (e.g. a
particular state might correspond to a subject’s engagement vs. disengagement, or different phases
of a trial). This stands in contrast to deep learning approaches, where any “states” are implicit in
a high-dimensional vector and not readily assignable to specific meanings without extensive post-hoc
analysis.

The literature has also seen approaches that combine deep networks with HMMs specifically to gain
interpretability. For instance, Krakovna & Doshi-Velez [57] demonstrate that an HMM can be used to
interpret the hidden states of an LSTM by training an HMM on the LSTM’s state sequence. The HMM,
being “a simpler and more transparent model” [57], extracts discrete state clusters from the RNN, and
the combination revealed that the two models capture complementary aspects of the data. Such hybrid
models underscore that even in the deep learning era, HMMs remain valuable as interpretable interfaces
to complex predictors. In summary, the Markov latent structure provides a level of model-based insight
that purely neural models struggle to offer. Whether used standalone or in tandem with deep nets,
HMM/SLDS-style models allow us to trace which state or dynamic is responsible for each portion of a
sequence – a powerful aid in understanding and trusting the model’s behavior.

2.3.2 Data Efficiency and Low-Resource Robustness

Beyond interpretability, probabilistic Markov models tend to require less data and make better use of
limited data than deep neural networks [57, 95], provided their assumptions are reasonably accurate.
Neural networks are universal function approximators with millions of parameters, which makes them
very flexible but also data-hungry and prone to overfitting when data are scarce. In contrast, an HMM
or SLDS imposes strong structural assumptions (Markov transitions, simple linear dynamics or emission
distributions, etc.), effectively reducing the hypothesis space and acting as an inductive bias. When
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those model assumptions are appropriate for the domain, the algorithm can learn good representations
from far fewer samples than a deep net would need. As a recent review succinctly put it, “one of
the disadvantages of deep neural networks is data gluttony, as they generally require more data than
traditional ML algorithms” [95]. The same review also noted that neural nets suffer from the classic
black-box problem and can be labor-intensive to train. These are areas where HMMs and SLDSs shine:
they are relatively data-efficient and their training often involves analytically grounded procedures (like
EM or Gibbs sampling) that are less sensitive to hyperparameter fiddling than stochastic deep learning
optimizations.

Several characteristics give SLDS/HMM models an edge in low-data or noisy-data regimes.

Stronger Prior Knowledge: We can encode domain knowledge through model structure and
priors. For example, if we know a system has a few distinct modes, we can set that number of states in
an HMM/SLDS (or use a nonparametric prior to infer it [103]). We can choose appropriate emission
models (Gaussian, Poisson, etc.) and even inform priors for their parameters. This injects prior
information that a generic RNN lacks, thus reducing the data burden. Fox et al. [35] demonstrate this
by using a hierarchical Dirichlet Process prior to let the model infer an unknown number of dynamical
modes, with a bias toward persistent and smooth dynamics as often observed in real sequences. This
Bayesian nonparametric SLDS could automatically discover the needed complexity from data, and it
was applied successfully to sequences as diverse as dancing honey bees, the IBOVESPA stock index,
and a maneuvering target tracking problems – all without huge datasets in each case.

Reduced Overfitting: By design, an HMM/SLDS has far fewer free parameters for a given task
than a deep model. For instance, a basic HMM with N states has N2 transition probabilities and
perhaps on the order of N ×M (observation dimension) parameters for emissions. A comparable RNN
might have thousands of weights with no sparsity. With limited data, the HMM’s simpler structure can
fit the essential patterns while ignoring spurious noise that a neural net might latch onto. Empirically,
it’s known that an RNN often needs extensive regularization or data augmentation to avoid overfitting
on small data [65], whereas an HMM with proper Bayesian priors can be data-conservative [101] by
default.

Robustness to Noise and Missing Data: Probabilistic models handle noise by explicit modeling
(e.g. Gaussian noise covariance in an SLDS’s observation model). They also accommodate missing
data elegantly via the inference process (e.g. the forward-backward algorithm can naturally bypass
missing observations). Deep neural networks typically require more ad-hoc solutions for missing inputs
or noise, and they might need high-quality (denoised) training data to learn effectively. In scenarios
with low signal-to-noise ratio or partial observability (common in scientific experiments), model-based
approaches maintain performance where deep nets might falter.

Concrete evidence of the data efficiency of Markov models comes from recent research in neu-
roscience. An unsupervised switching dynamical system model for neural data, paired with a novel
inference method, was shown to learn latent state sequences more accurately especially on smaller
datasets, compared to earlier methods. Song & Shanechi [96] report that their method’s improvements
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“were larger for smaller data sizes, showing that PCF-based learning was more data efficient and en-
abled more reliable regime identification”. Notably, this approach uncovered interpretable, behaviorally
relevant neural regimes in an entirely unsupervised manner. Such results highlight that a well-specified
probabilistic model can extract meaningful patterns where a data-hungry deep network might struggle.
Similarly, in time series segmentation tasks, HMM-based models often excel with limited training data
– for example, in low-resource speech segmentation or niche biomedical signals, HMMs can be trained
from scratch reliably, whereas an RNN might require transfer learning from a larger corpus [90].

Of course, there are trade-offs. The bias introduced by an HMM or SLDS (e.g. assuming linear
dynamics, or Markovian independence beyond one step) can become a limitation if the true system
is more complex and data is plentiful. In extremely large-data regimes, a deep neural network may
eventually outperform a constrained model by learning subtle nonlinearities that an SLDS cannot
capture. Nonetheless, for moderate data regimes or high-noise settings, the probabilistic models often
achieve better effective generalization [112, 19, 15]. The continued use of HMMs in fields like ecology
[85, 70], speech alignment [66], or behavior modeling [58, 5] – even as deep learning dominates elsewhere
– attests to their reliability when data is not abundant or when careful unsupervised learning is needed.

2.3.3 Structure Learning and Analytical Tractability

Another strong motivation for studying HMM and SLDS variants is the opportunity for structure
learning and the availability of analytical tools to study these models. By “structure learning”, we refer
to learning aspects of the model design from data: for example, how many latent states are needed,
what the state hierarchy or duration distributions should be, or how states are organized. Probabilistic
frameworks make such problems mathematically tractable via well-defined priors and Bayesian inference
techniques. In contrast, deep neural networks usually have a fixed architecture chosen a priori, and
discovering structure (like the number of hidden units or an interpretable hierarchy of features) is
generally an external model selection problem rather than an internal learning process.

Bayesian nonparametric HMM/SLDS models are a prime example. The Hierarchical Dirichlet
Process HMM (HDP-HMM) [103] allows the number of states to grow with the data, rather than being
fixed. This approach was extended with the “sticky” HDP-HMM, adding a bias for self-transitions to
encourage state persistence, which is often appropriate in real sequences (long dwell times in each state).
Such innovations address a key structural question: how complex should the model be? – and they do
so within the model by introducing new latent variables (e.g. infinite-state indicators, self-transition
indicators) and deriving inference algorithms to learn them. Fox et al. [35] demonstrated the power of
Bayesian nonparametrics in an SLDS context: their HDP-SLDS could infer an “unknown number of
persistent, smooth dynamical modes”, effectively learning both the count and the parameters of modes
from data. This means the model itself determines if, say, 3 modes suffice or if 10 are needed, based
on evidence – something very hard to achieve with a neural network without training many different
architectures.

There is active research pushing this idea further. For instance, recent work introduced a disentan-
gled sticky HDP-HMM (DS-HDP-HMM) to allow the self-persistence probability to vary with the state.
The ability to incorporate such structured priors or hierarchical organizations (like states grouped into
higher-level “super-states”) is a clear advantage of the probabilistic approach. By contrast, while deep
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learning can simulate anything given enough neurons, it does not inherently reveal or enforce these
structurings – one would have to design a specialized architecture or interpret it post-hoc.

Analytical tractability is another noteworthy strength. Because HMMs and SLDSs are grounded in
probability theory, one can often derive exact or approximate inference algorithms with convergence
guarantees. The classical Forward-Backward algorithm for HMMs gives exact hidden state posteriors
in time linear in sequence length. The Kalman filter and smoother yield exact inference for linear
dynamical systems (and are leveraged within each mode of an SLDS for the continuous states). Even
when exact inference is intractable (which is the case for general SLDS due to the coupling of discrete
and continuous states), approximate methods that are provably convergent can be designed, e.g. Gibbs
sampling [35] or variational inference [27] – thanks to the statistical structure of the model. For
example, Linderman et al. [60] introduced a Pólya-Gamma auxiliary variable scheme for recurrent
SLDS models, enabling efficient blocked Gibbs sampling in an otherwise tricky model. The availability
of such mathematically principled inference techniques means that researchers can understand the
behavior of the learning algorithm itself (e.g., ensuring that it has a known stationary distribution or
monitoring its convergence).

In contrast, training a deep RNN is an optimization problem in a high-dimensional non-convex
space, where convergence is not guaranteed and analysis is difficult. While gradient-based training is
incredibly powerful, it often requires extensive tuning and lacks the guarantees that many Bayesian
inference algorithms provide (e.g. an EM algorithm will monotonically increase the data likelihood each
iteration – a reassuring property not shared by stochastic gradient descent). Moreover, probabilistic
models make it easier to compute uncertainty estimates. An HMM can provide the probability of being
in each state at each time (the posterior marginal), giving a sense of confidence in the segmentation.
An RNN might output a softmax over classes, but interpreting that as a calibrated probability is
fraught; typically one must resort to techniques like Bayesian neural networks or Monte Carlo dropout
to estimate uncertainty, which add complexity [84]. With model-based approaches, uncertainty is a
natural byproduct of the inference.

Finally, continuing to explore SLDS and HMM variants leads to theoretical insights that can inform
other domains. For example, recent work by Chen & Poor [20] provided an algorithm for learning
mixtures of linear dynamical systems with theoretical guarantees on solution quality. Such results
advance our understanding of what can (or cannot) be learned efficiently in dynamic models, and this
knowledge can sometimes translate to designing better deep learning models too. Analytical tractability
also means we can sometimes prove properties about the learned model – e.g. stability of linear dynamics
in each regime [14], or bounds on state prediction errors [4, 7] – which is exceedingly hard for a generic
RNN. This is particularly meaningful in fields like control engineering or neuroscience, where one may
desire not just any model that fits the data, but one that obeys known physical or biological constraints
that can be verified analytically.

In sum, the probabilistic approach invites us to learn and reason about the structure in sequential
data, offering rigorous tools to do so. The ability to determine model structure from data (nonpara-
metrically or via latent variables for durations [53], hierarchies [103], etc.) and to derive exact inference
or learning algorithms are significant advantages that motivate ongoing research into HMMs, SLDSs,
and their modern variants.
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2.3.4 Comparison with Deep Neural Network Approaches

It is instructive to compare HMMs/SLDSs and deep neural networks head-to-head, to clarify when
each approach excels and how they can complement each other. Below, we summarize key points of
comparison, drawing from the literature that directly evaluates these methods.

Expressive Power vs. Parsimony: Deep neural models (like RNNs, LSTMs, or deep generative
sequence models) are universal function approximators with enormous expressive power. They can,
in principle, approximate the dynamics of any sequence, including those with long-range dependencies
that exceed Markovian assumptions. HMMs/SLDSs are more limited in that they assume a particular
form of dynamics (memoryless transitions, linear-Gaussian continuous evolutions, etc.). However, that
limitation is a strength when data is limited – it acts as a regularizer. In practice, an adequately complex
neural net can outperform a simple HMM on predictive accuracy given enough training data and if we
only care about end results (e.g. modern speech recognizers use end-to-end RNN/Transformer models).
But the gap closes or even reverses in low-data regimes: RNNs require large data for a good prediction
while the HMM can work great with a small dataset, because the HMM’s stronger assumptions guide
it to reasonable solutions with less information. In summary, deep neural networks win in asymptotic
expressiveness; probabilistic models win in data-limited scenarios with the right inductive bias.

Interpretability and Transparency: As discussed, HMMs and SLDSs provide interpretable
structure (state sequences, transition matrices, etc.), whereas neural nets learn distributed represen-
tations that are hard to interpret. Even proponents of RNNs acknowledge this trade-off [57]: “our
approach to increasing interpretability is by combining an RNN with an HMM, a simpler and more
transparent model”. When interpretability is not just a luxury but a requirement (for user trust, sci-
entific insight, or regulatory reasons), pure deep learning models often fall short. Probabilistic models
can step in as either replacements or supplements to provide the needed transparency. For example, in
finance or medicine, one might prefer an HMM that explicitly shows different market regimes or patient
states, even if a black-box neural net could eke out a slightly higher predictive score. In many cases,
accuracy needs to be balanced with explainability, and HMM/SLDS models strike a more interpretable
balance.

Training and Inference: Neural networks are typically trained with gradient-based optimization
(backpropagation), which can be computationally intensive and requires careful hyperparameter tuning
(learning rates, regularization, etc.). HMMs can be trained with Expectation-Maximization (EM) or
Bayesian sampling methods that are often simpler to configure. These algorithms guarantee likelihood
improvement and can be easier to debug when things go wrong (one can inspect, for instance, which
sequences of states are problematic). The downside is that EM can get stuck in local optima too, and
sampling methods can be slow – so neither approach is trivial. But anecdotally, many practitioners find
that if you have a reasonable model, EM just works for HMMs/SLDSs [74, 13], whereas training a deep
net might require lots of tricks. Runtime inference also differs: HMMs allow dynamic programming
for exact decoding (Viterbi algorithm) [92] which scales as O(T · N2) for T time-steps and N states,
often quite feasible. RNNs perform inference in O(T · U) where U is the number of units, which can
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also be feasible but note that U might be large to achieve needed accuracy. Importantly, uncertainty
estimation is baked into HMM/SLDS inference but not in neural nets (which typically produce point
estimates unless one uses Bayesian NN techniques).

Where Probabilistic Models Outperform: There are several scenarios where HMMs and
SLDSs still outperform deep models in practice:

1. Unsupervised segmentation and discovery of states: If the task is to discover latent structure in
sequences without labeled data, HMMs/SLDSs are often the go-to. For example, Fox et al. [35]
showed an HDP-SLDS can learn meaningful modes in honeybee dance movements unsupervised.
Similarly, switching models have been used to segment animal behavior into motifs [5, 79] (e.g.
syllables of mouse behavior) without any manual labels – something deep nets would not easily
do without pretraining or self-supervised objectives [33, 63, 48]. Probabilistic models excel at
unsupervised learning through principled likelihood maximization or Bayesian inference. Deep
neural networks can be used in unsupervised ways (like autoencoders or self-supervised learn-
ing), but identifying discrete regimes or dynamically switching patterns is not their forte unless
explicitly engineered.

2. Small data or rare events: In domains like aerospace, robotics, or clinical medicine, data might
be expensive and limited. A carefully constructed HMM can incorporate domain knowledge and
handle those scenarios better than a data-hungry neural network. For instance, in a rare disease
progression modeling, an HMM can be built with a few states corresponding to disease stages,
and even if only dozens of patient sequences are available, it can be inferred (possibly with
informative priors). A deep sequence model would likely overfit given the same small sample.
As evidence, the earlier-mentioned neural data study [95] found much better learning of latent
regimes with their switching model on small training sets.

3. Interpretable or safety-critical settings: As noted, when interpretability is non-negotiable,
HMMs/SLDSs often are the solution, not just outperforming but enabling outcomes that black-
box models cannot. If a regulator or scientist asks “why did the model make this prediction?”, a
neural net has little to say, whereas an HMM might answer “because the system was in State 3,
which is characterized by high volatility, leading to that observation distribution”. The clarity of
probabilistic states and parameters can be crucial. In engineering control systems, a model-based
approach is often required to verify system behavior under all conditions, something a learned
neural policy might not guarantee.

Where Deep Learning Excels: On the other hand, deep neural networks have clear wins: tasks
with extremely large and complex data (e.g. raw video or language modeling with huge vocabularies)
where the richness of patterns goes beyond simple discrete modes or linear dynamics. They can learn
end-to-end mappings (say, from pixels to actions) that bypass the need for an intermediate state repre-
sentation. They also benefit from hardware acceleration (GPUs/TPUs) and have a massive community
driving rapid improvements. For straightforward prediction problems, once data is sufficient, a well-
tuned neural network often beats a human-designed model. But it’s worth noting that even here, hybrid
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approaches are emerging – for example, neural HMMs [71] or Deep Markov Models [29] where the state
evolution or emission probabilities are parameterized by neural networks, combining flexibility with
some latent structure. One such example is the Recurrent Explicit Duration Switching (REDSDS)
proposed by Ansari et al. [2], which incorporates a neural inference network to assist in learning a
switching dynamical system with explicit state duration modeling. This model achieved “considerable
improvement in time series segmentation and competitive forecasting performance” compared to state-
of-the-art models. The success of REDSDS illustrates that injecting domain structure (here, a discrete
state with an explicit duration variable) into a deep learning framework can outperform purely neural
approaches on segmentation tasks. In a related vein, Dong et al. [27] used neural networks to define
the nonlinear dynamics in each regime of a Switching Nonlinear Dynamical System, while still exactly
marginalizing the discrete state sequence. Their “collapsed amortized variational inference” scheme
showed the ability to segment video and pose data into meaningful regimes by marrying deep neural
flexibility with HMM-style discrete switching. These hybrids often alleviate the weaknesses of purely
model-based or model-free approaches: the neural components add representational power, while the
probabilistic backbone ensures interpretability and efficient inference of the latent structure.

Complementary Use-Cases: Rather than viewing deep nets and HMMs as competitors, it’s pro-
ductive to see how they can complement each other. We already mentioned using an HMM to interpret
an RNN’s hidden states. Another scenario is using HMMs to initialize or guide neural networks. For
example, one might train an HMM for coarse segmentation of a long sequence, then feed the segmented
chunks to a deep network for fine-grained analysis – effectively using the HMM to simplify the problem
for the neural net. Conversely, one could use a neural network’s outputs as observed features for an
HMM (e.g. using a pretrained deep model to extract high-level features, then an HMM to model their
sequence – common in activity recognition pipelines [47]). There is also growing interest in probabilis-
tic programming and deep probabilistic models, which allow specification of models like SLDSs but
with some components implemented as neural nets. This way, we maintain the overall interpretable
structure and probabilistic semantics, while letting neural nets handle very complex mappings (like
image observations or highly nonlinear emissions).

To summarize the comparison: HMMs/SLDSs vs. deep neural networks is not a binary choice but
a spectrum of trade-offs. Probabilistic models prioritize structure, interpretability, and often do well
with little data or strong prior knowledge; deep models prioritize flexibility and raw predictive power in
big-data settings. The continued development of variants that incorporate the best of both (structured
deep models, or using one to aid the other) suggests that the future lies in their synergy. The next
subsection highlights specific application areas where this synergy or the superiority of probabilistic
models is evident.

2.3.5 Applications and Ongoing Relevance in Neuroscience and Behavior

The motivations discussed above are not merely theoretical – they manifest in practical research prob-
lems, especially in fields like neuroscience and behavior analysis. These domains deal with complex,
noisy sequential data and have a strong need for interpretability, making them fertile ground for
HMM/SLDS approaches. We highlight a few representative examples that underscore the continuing
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importance of latent Markov models despite the deep learning wave:

Neuroscience: Understanding brain activity through recorded neural signals (spikes, EEG, fMRI,
etc.) often boils down to identifying latent states or dynamical motifs that recur over time. SLDS
and HMM variants have proven extremely useful here. For instance, recent work by Song et al. [95]
introduced a switching multiscale dynamical system to jointly model spiking neurons and local field
potentials. This model could detect changes in the regime of neural dynamics (e.g. engaged vs. dis-
engaged states during a task) while fusing information across scales. The authors reported that by
allowing an unobserved discrete regime state to govern the dynamics at each time step, they achieved
more accurate tracking of latent brain state than methods that ignore regime switching. Another study
by Osuna-Orozco & Santacruz [80] applied switching linear dynamics to recordings from distributed
neural populations and found that abrupt switching dynamics corresponded to distinct behavioral
events in a monkey task. Their analysis showed that allowing for time-varying linear dynamics (essen-
tially an SLDS) improved prediction error compared to a stationary model, and the identified switching
points clearly aligned with task onset events.

Perhaps most striking is when new inference advances unlock performance that rivals or beats
deep learning on neural data. We mentioned a Song et al. [95] approach using a Poisson observations
switching model with a novel filter (the Poisson Cubature Filter). This method achieved more reliable
unsupervised regime identification in motor cortex spiking data than prior methods, and notably those
improvements were “larger for smaller data sizes” – precisely where deep learning tends to struggle.
Moreover, the discovered latent states were interpretable and corresponded to behaviorally relevant
conditions, something a generic RNN would not easily provide. Such results underscore that in cutting-
edge neuroscience research, probabilistic models with latent Markov structure are not only relevant but
often state-of-the-art for extracting meaning from neural time series.

Behavioral Data and Ethology: Animal and human behavior often consists of sequential motifs
– think of a mouse performing grooming behaviors, or a person with sequences of daily activities. HMM-
based models have been at the forefront of unsupervised behavior segmentation. A notable example is
the analysis of rodent grooming and exploration: Batty et al. [5] have used AR-HMMs (Auto-Regressive
HMMs, essentially an SLDS with AR dynamics) to discover “behavioral syllables”, which are repetitive
segments of movement, from high-dimensional pose tracking data. These syllables emerged as discrete
states in the HMM, and the transition matrix revealed how the animal strings them together (much like
a language) – an insight that would be very difficult to obtain from an uninterpretable deep clustering
of the same data. Wiltschko et al. [113] and subsequent works (e.g. Berman et al. [9]) showed that
such switching linear dynamics models could segment video-based mouse behavior into meaningful
units without any labels, providing a quantitative language of behavior for neuroscientists. While deep
learning (e.g. deep clustering or autoencoder methods) has also been used for behavior analysis, the
HMM/SLDS approach stands out in its ability to yield modular, explainable units of behavior that
experts can name and study (e.g. “rear-up” vs “digging” states).

Even in more structured domains like speech and handwriting, where deep learning now reigns
for end-to-end tasks, HMMs are still used as benchmarks or components. For example, HMMs are
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used to force-align speech data or to segment phonemes, tasks where their segmentation capability
and simplicity make them robust and interpretable [69, 16]. In text processing, HMMs and semi-
Markov models are used for unsupervised part-of-speech tagging or information extraction in low-
resource languages, where neural methods might not have sufficient data to train [99]. Suleiman et al.
[100] conducted a survey in Arabic NLP applications and found that HMMs remained competitive
especially in tasks like morphological analysis and part-of-speech tagging, often as a preprocessing step.
This underlines that for structure learning problems (finding states, segment boundaries, alignments),
HMMs are frequently the tool of choice or at least an essential baseline.

Hybrid Systems and Forecasting: Another area where probabilistic models complement deep
learning is in time-series forecasting and anomaly detection. For instance, an SLDS can serve as a
generative model for time-series with regimes, which can detect anomalies when the sequence deviates
from all learned regimes. Deep learning models can also forecast, but they might not naturally isolate
why a forecast went wrong (was it because an unusual regime occurred?). Mixtures of linear dynamical
systems, learned from data, can sometimes yield better long-term forecasts when data is limited or
highly structured (e.g. economic indicators with recession vs growth regimes [86]). In such scenarios,
a deep net might overfit or underutilize the clear regime structure, whereas an SLDS explicitly models
it and can sometimes even beat deep models in accuracy for moderate data sizes. The REDSDS model
by Ansari et al. [2] is a case in point – by incorporating recurrent connections and explicit duration
in a switching model, it achieved competitive forecasting performance with the state-of-the-art deep
learning approaches, while also delivering improved segmentation. This suggests that incorporating
Markov structure can enhance performance even in tasks (like forecasting) that neural networks are
known to handle well, especially when the data has regime-dependent dynamics.

In conclusion, across neuroscience, behavior analysis, and various time-series domains, HMMs and
SLDSs continue to play a critical role. They offer model-based insight into complex phenomena – re-
vealing discrete states, durations, and transitions that correspond to meaningful real-world phases –
and often do so with less data and more user trust than required by deep learning methods. These
applications demonstrate that the question is not “HMM or deep network?” but rather “what com-
bination of tools gives us the best of both?”. The enduring presence of HMM/SLDS approaches in
contemporary research validates the importance of continuing to develop and explore these models.

2.3.6 Conclusion

Despite the dominance of deep learning in many benchmarks, probabilistic models with latent Markov
structure remain indispensable for a wide range of problems. The theoretical motivations – from inter-
pretability and transparency to the ability to learn model structure and provide analytical guarantees
– ensure that HMMs and SLDSs offer something fundamentally different from generic neural networks.
Practically, their data efficiency and robustness make them superior choices in low-data or high-noise
settings, and their outputs are often easier to integrate into human decision-making processes. We have
reviewed how modern research is not only still using these models, but actively improving them: adding
recurrent features to capture nonstationarity, addressing state collapse issues when mixing with neural
networks, introducing explicit duration modeling for better state persistence, and marrying deep neural
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components with switching frameworks to handle more complex data while retaining interpretability.
Far from being obsolete, HMMs and SLDSs are evolving in the deep learning era, often outperforming
or augmenting deep models on problems where structure and insight matter.

In the grand scope of sequential modeling, one might say we are converging toward a synthe-
sis: leveraging the richness of deep neural networks together with the clarity of probabilistic state-
space models. Researchers are increasingly recognizing that these approaches are complementary. As
Krakovna & Doshi-Velez [57] concluded, “the LSTM and HMM learn complementary information”. By
exploring variants of SLDS and HMMs, we ensure that we do not throw out the principled strengths of
generative models as we embrace the power of deep learning. Instead, we can build models that learn
like deep networks but think (and explain themselves) like HMMs. Such models stand to offer the best
of both worlds: high performance and high interpretability.

In summary, the continued importance of HMMs and SLDSs lies in their ability to provide model-
based insights, structural learning, and analytical tractability that are often beyond the reach of un-
structured deep networks. They excel in domains where understanding the latent process is as impor-
tant as predicting the observations. As we have seen in contexts from neural data to animal behavior,
these probabilistic models not only hold their own against deep learning, but indeed often empower
breakthroughs by uncovering the structure that deep models tend to obscure. The ongoing research
and applications reviewed in this chapter affirm that exploring new variants of SLDS and HMMs is
both relevant and necessary – not in spite of the deep learning revolution, but as a key part of the next
revolution: intelligible and data-efficient machine learning.
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3
Background

This chapter provides the theoretical foundations necessary to understand the models and methods
developed in this dissertation. While the breadth of material covered—from basic probability distribu-
tions to advanced Bayesian nonparametric methods—might initially appear disparate, each component
serves a specific purpose in the larger theoretical edifice we will construct.

It is organized to follow a logical progression from fundamental building blocks to increasingly
sophisticated modeling frameworks. We begin with basic probability distributions and exponential
family theory, which provide the probabilistic foundation for all subsequent developments. We then
introduce key computational tools, particularly Gibbs sampling, which will be central to the inference
algorithms developed throughout this work.

The middle sections focus on the core modeling frameworks that form the backbone of this dis-
sertation: Hidden Markov Models (HMMs) and Switching State Space Models (SLDS). These models
provide the structural foundation for sequential data analysis, but their standard formulations suffer
from several limitations that motivate the contributions of this thesis. Understanding these baseline
models and their shortcomings is essential for appreciating the innovations presented in later chapters.

Then we transition to nonparametric Bayesian methods, beginning with Dirichlet Processes and
their various representations (stick-breaking, Pólya urn, Chinese Restaurant Process). While these top-
ics might seem tangential to sequential modeling, they are crucial for understanding the Hierarchical
Dirichlet Process (HDP) framework that enables automatic determination of model complexity—a key
capability that distinguishes the models developed in this dissertation from their parametric counter-
parts.

Advanced topics include explicit duration modeling and Pólya-Gamma augmentation techniques.
Explicit duration modeling addresses a fundamental limitation of standard HMMs and SLDS—their
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geometric duration assumptions—and forms a central theme throughout this work. Pólya-Gamma
augmentation provides computational tools that enable efficient inference in models with discrete choice
structures, making several of our proposed methods tractable.

The chapter concludes with practical considerations: evaluation protocols for sequential models and
justification of benchmark selection. These sections might appear mundane compared to the theoretical
developments, but they are essential for rigorous empirical evaluation. The challenge of evaluating
unsupervised sequential models fairly and the selection of appropriate benchmarks significantly impact
the conclusions we can draw about model performance.

Finally, we position this work within the broader landscape of sequential modeling research, clar-
ifying how our contributions build upon and extend existing methods. This positioning is crucial for
understanding both the novelty of our contributions and their relationship to the extensive prior work
in this area.

The seemingly unrelated nature of these topics dissolves when viewed through the lens of our central
objective: developing interpretable, flexible, and computationally tractable models for sequential data
analysis. Each theoretical tool introduced serves this overarching goal, whether by providing prob-
abilistic foundations, computational machinery, or evaluation frameworks. The theoretical diversity
reflected in this chapter mirrors the multifaceted nature of the challenges we address—from handling
uncertainty and incorporating prior knowledge to enabling automatic model selection and ensuring
computational feasibility.

3.1 Definitions of Commonly Used Distributions

The following common probability distributions are used throughout this thesis without explicit defi-
nition in the main text. For completeness, we provide their standard mathematical forms here.

The Normal (Gaussian) distribution in the univariate case with mean µ ∈ R and variance
σ2 > 0 is

x ∼ N (µ, σ2), p(x) =
1√
2πσ2

exp

(
−(x− µ)2

2σ2

)
. (3.1)

The multivariate form with mean vector µ ∈ Rd and covariance matrix Σ ∈ Rd×d is

p(x) =
1√

(2π)d|Σ|
exp

(
−1

2
(x− µ)⊤Σ−1(x− µ)

)
. (3.2)

The Categorical distribution for a discrete random variable x ∈ {1, . . . ,K} with parameter
vector π satisfying πk ≥ 0 and

∑K
k=1 πk = 1 is

p(x = k) = πk, k = 1, . . . ,K. (3.3)

The Poisson distribution for a nonnegative integer-valued random variable x ∈ N0 with rate
parameter λ > 0 is

p(x) =
λxe−λ

x!
. (3.4)
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The Beta distribution for x ∈ (0, 1) with shape parameters α, β > 0 is

p(x) =
Γ(α+ β)

Γ(α) Γ(β)
xα−1(1− x)β−1. (3.5)

The Bernoulli distribution for a binary random variable x ∈ {0, 1} with success probability
p ∈ [0, 1] is

p(x) = px(1− p)1−x. (3.6)

The Gamma distribution for x > 0 with shape α > 0 and rate β > 0 is

p(x) =
βα

Γ(α)
xα−1e−βx. (3.7)

An alternative parameterization uses the scale θ = 1/β.
The Uniform distribution for x ∈ [a, b] with a < b is

p(x) =
1

b− a
. (3.8)

The Dirac delta δ(·) is a generalized function with the property∫ ∞

−∞
δ(x− a)f(x) dx = f(a), (3.9)

representing a point mass at x = a.
The Matrix-Normal Inverse-Wishart (MNIW) prior is used as a conjugate prior for autore-

gressive emission parameters. Conditional on Σj ∈ Rd×d (positive-definite), the matrix of autoregres-
sive coefficients Aj ∈ Rd×d follows a matrix-normal distribution MN (M,Σj , V ) with mean matrix
M ∈ Rd×d and column covariance V ∈ Rd×d (positive-definite):

p (Aj | Σj) =
1

(2π)d2/2 |V |d/2 |Σj |d/2
exp

(
−1

2
tr
[
(Aj −M)⊤Σ−1

j (Aj −M)V −1
])

. (3.10)

The covariance matrix Σj itself follows an inverse-Wishart distribution IW(S0, n0) with scale matrix
S0 ∈ Rd×d (positive-definite) and degrees of freedom n0 > d− 1:

p (Σj) =
|S0|n0/2

2n0d/2 Γd(n0/2)
|Σj |−(n0+d+1)/2 exp

(
−1

2
tr
(
Σ−1
j S0

))
, (3.11)

where Γd(·) is the multivariate gamma function and d is the dimension of the observation vector yt.

3.2 Exponential Family

While the preceding section catalogued specific probability distributions used throughout this disser-
tation, exponential families provide a unifying mathematical framework that encompasses most of
these distributions and reveals their shared structural properties. Understanding exponential families
is crucial for several reasons that directly impact the models and inference methods developed in this
work.
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First, exponential families possess remarkable mathematical elegance and computational advan-
tages. The canonical form of an exponential family separates the parameter-dependent terms from
the data-dependent terms in a way that facilitates efficient computation of key quantities like suffi-
cient statistics and gradients. This separation becomes particularly valuable when designing inference
algorithms, as it allows for natural factorizations and closed-form updates in many Bayesian procedures.

Second, exponential families have natural conjugate priors, which enable analytically tractable
Bayesian inference. The concept of conjugacy—where the posterior distribution belongs to the same
family as the prior—is fundamental to the Gibbs sampling algorithms that form the computational
backbone of this dissertation. Many of the distributions introduced in the previous section (Beta-
Binomial, Gamma-Poisson, Normal-Inverse-Gamma) exemplify these conjugate relationships within
the exponential family framework.

Third, exponential families provide the theoretical foundation for understanding sufficient statistics—
quantities that capture all the information in the data relevant for parameter estimation. In sequential
models like HMMs and SLDS, sufficient statistics play a crucial role in the forward-backward and
Expectation-Maximization algorithms. The exponential family structure ensures that these statistics
have well-defined forms and can be computed efficiently.

Finally, the exponential family framework facilitates the development of flexible yet tractable mod-
els. Many of the innovations in this dissertation involve combining or extending exponential family
components while preserving analytical tractability. For instance, the Pólya-Gamma augmentation
techniques introduced later rely heavily on exponential family properties to maintain computational
efficiency in otherwise intractable models.

Definition 1 (Exponential family). We say a family of densities p with respect to a base measure ν
indexed by a parameter vector θ is an exponential family of densities if it can be written as

p(x | θ) = h(x) exp{⟨η(θ), t(x)⟩ − Z(η(θ))} (3.12)

where ⟨·, ·⟩ is an inner product on real vector spaces. We call η(θ) the natural parameter vector, t(x)
the (sufficient) statistic vector, h(x) the base density, and

Z(η) ≜ ln

∫
e⟨η,t(x)⟩h(x)ν(dx) (3.13)

the log partition function.

Definition 2. Given two families of densities p1(θ | α) and p2(x | θ) indexed by parameters α and θ,
respectively, we say the pair (p1, p2) are a conjugate pair of densitics if for all α, x, and θ we have

p1(θ | α)p2(x | θ) ∝ p1
(
θ | α′) (3.14)

for some α′ = α′(x, α) that may depend on x and α.

Conjugate pairs are especially beneficial in Bayesian analysis. If we have a family of distributions
p(θ | α) and data is generated according to the likelihood p(x | θ), then the posterior p(θ | x, α) belongs
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to the same family as the prior. In the realm of Bayesian updating, the hyperparameter is referred to
as α and the posterior hyperparameter is denoted as α′.

We can always establish a prior that is conjugate to a regular exponential family likelihood.

Proposition 1. Given a regular exponential family

pX|θ(x | θ) = hX(x) exp {⟨ηX(θ), tX(x)⟩ − ZX (ηX(θ))

= hX(x) exp {⟨(ηX(θ),−ZX(η(θ))) , (tX(x), 1)⟩}
(3.15)

then if we define the statistic tθ(θ) ≜ (ηX(θ),−ZX(η(θ))) and an exponential family of densities
with respect to that statistic as

pθ|α(θ | α) = hθ(θ) exp {⟨ηθ(α), tθ(θ)⟩ − Zθ (ηθ(α))} (3.16)

then the pair
(
pθ|c, pX|θ

)
is a conjugate pair of families with

p(θ | α)p(x | θ) ∝ hθ(θ) exp {⟨ηθ(α) + (tX(x), 1) , tθ(θ)⟩} . (3.17)

Therefore, the posterior hyperparameter can be expressed as α′ = η−1
θ (ηθ(α) + (tX(x), 1)) when the

prior family is parameterized with its natural parameter, which is η′ = η+ (tX(x), 1).[50]

3.3 Gibbs Sampling

The aim of Gibbs sampling is to generate samples from a desired distribution in order to estimate
any probability or statistic using the sample population. This Markov Chain Monte Carlo (MCMC)
technique produces samples for a set of random variables X by simulating a Markov chain on the range
of X such that the stationary distribution of the chain is the same as the target distribution of X. In
the Bayesian context, the distribution of interest is usually an intractable posterior.

The Gibbs sampling algorithm involves iteratively sampling each of the n random variables in a
collection, X = {Xi : i ∈ [n]}, conditioned on the sampled values of the others. When the random
variables are Markov on a graph G = (V,E), the conditioning can be simplified to the respective
Markov blanket of each variable.

3.4 Hidden Markov Models

A Hidden Markov Model (HMM) on N states defines a joint distribution over a state sequence x1:T and
an observation sequence y1:T , with the following parameters: an initial state distribution π(0) ∈ RN+ , a
transition matrix A ∈ RN×N

+ , and emission θ =
{
θ(i)
}N
i=1

. We denote the ith row of A with π(i) and
group the transition rows and the initial state distribution into π =

{
π(i)
}N
i=0

for simpler notation.
Remember that when two random variables X and Y have the same distribution, we denote this

by writing X ∼ Y . Similarly, when three random variables X,Y , and Z have the same distribution,
we denote this by writing X | Y ∼ Z. Additionally, when a random variable X has a density p, we
denote this by writing X ∼ p(·). This notation is used to define generative models, as in the following
definition.
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Definition 3 (Hidden Markov Model). We say sequences of random variables (x1:T , y1:T ) are distributed
according to a Hidden Markov Model, and write (x1:T , y1:T ) ∼ HMM(π, θ), when they follow the
generative process

x1 ∼ π(0),

xt+1 | xt ∼ π(xt) t = 1, 2, . . . , T − 1,

yt | xt ∼ p
(
· | θ(xt)

)
t = 1, 2, . . . , T.

(3.18)

Definition 4 (Bayesian Hidden Markov Model). We say (θ, π, x1:T , y1:T ) are distributed according to
a with hyperparameters α =

{
α(i)
}N
i=1

and λ =
{
λ(i)
}N
i=1

, and write (θ, π, x1:T , y1:T ) ∼ BayesHMM
(α, λ), when they follow the generative process

π(i)
iid∼ Dir

(
α(i)
)

θ(i)
iid∼ p

(
· | λ(i)

)
(x1:T , y1:T ) | π, θ ∼ HMM(π, θ).

(3.19)

3.5 Switching State Space Models

There is a very large selection of models using both state-space modeling, as well as discrete Markovian
states, however, one may argue that Switching Linear Dynamical Systems are the most basic building
block for more sophisticated constructions.

Switching Linear Dynamical System [56] is the generative model, defined as follows. At each time
t = 1, 2, . . . , T there is a discrete latent state st ∈ {1, 2, . . . ,K} following Markovian dynamics,

st+1 | st, {πk}Kk=1 ∼ πst , (3.20)

where {πk}Kk=1 is the Markov transition matrix and πk ∈ [0, 1]K is its k th row. In addition, a
continuous latent state xt ∈ RM follows conditionally linear dynamics, where the discrete state st

determines the linear dynamical system used at time t :

xt+1 = Ast+1xt + vt, vt
iid∼ N

(
0,Qst+1

)
, (3.21)

for matrices Ak,Qk ∈ RM×M (where Ak is linear transformation matrix between subsequent continuous
states, and Qk is their covariance) for k = 1, 2, . . . ,K. Finally, at each time t a linear Gaussian
observation yt ∈ RN is generated from the corresponding latent continuous state,

yt = Cstxt +wt, wt
iid∼ N (0,Sst) , (3.22)

for Ck ∈ RN×M ,Sk ∈ RN×N , where Ck is an emission matrix an Sk is covariance of the measurement
noise. The system parameters comprise the discrete Markov transition matrix and the library of linear
dynamical system matrices, which we write as

θ = {(πk,Ak,Qk,Ck,Sk)}Kk=1 . (3.23)
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To learn an SLDS using Bayesian inference [35], conjugate Dirichlet (Dir) priors are placed on each
row of the transition matrix and conjugate Matrix Normal Inverse Wishart (MNIW) priors on the
linear dynamical system parameters, writing

πk

∣∣∣α iid∼ Dir(α), Ak,Qk

∣∣∣λ iid∼ MNIW(λ),

Ck,Sk | η
iid∼ MNIW(η),

(3.24)

where α, λ, and η denote hyperparameters.
SLDS serve as a backbone for more sophisticated models, which were investigated in recent years.

Linderman et al. [60] proposed novel methods for learning recurrent Switching Linear Dynamical
Systems rRSLDS). They used information of position in latent hyperplane to influence the proba-
bility of future hidden state, thus incorporating nonstationarity into the state distribution (namely
p(st|st−1, xt−1) ̸= p(st|st−1))).

A similar approach was applied by Dong et al. [27] however, the authors replaced linear transfor-
mations with neural networks. To the best of our knowledge, it is the first work naming the problem
“state collapse”.

Models incorporating duration variables into both Switching Linear Dynamical Systems [79, 21, 22]
or Switching Nonlinear Dynamical Systems [2] were using finite support for duration variable.

Alternative approaches with switching regimes, not directly linked to Switching Linear Dynamical
Systems were presented by Farnoosh et al. [32]. The authors approximate high dimensional data by a
product between time-dependent weights and spatially dependent factors. In their work, they presented
the states that were detected however, the main part of their evaluation is concerned with forecasting.

Xu & Chen [114] proposed model adding additional continuous latent space.
A slightly different approach was introduced by Mudrik et al. [72]. The authors proposed a model

based on a sparse linear generative model of the dynamics. It can be considered a “soft switching“
variation of SLDS.

Recently, Chen & Poor [20] proposed an algorithm for learning the mixtures of Linear Dynamical
Systems, which provides theoretical guarantees on the quality of solutions.

3.6 Nonparametric modeling

It is desirable to explore models that are not restricted to finite parameterizations, and thus necessitate
the definition of prior distributions on these infinite-dimensional objects. Bayesian nonparametric tech-
niques circumvent the frequently restrictive assumptions of parametric models by defining distributions
on function spaces such as that of probability measures. If properly designed, these methods enable
efficient, data-driven posterior inference.

3.7 Dirichlet Processes

A Dirichlet process is a probability distribution on probability measures on a measurable space Θ.
It is uniquely determined by a base measure H on Θ and a concentration parameter γ, denoted as
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DP(γ,H). This stochastic process is formally defined by the distributions it induces on finite partitions
of Θ.

Theorem 1. Let H be a probability distribution on a measurable space Θ, and γ a positive scalar.
Consider a finite partition {A1, . . . , AK} of Θ :

K⋃
k=1

Ak = Θ Aj ∩Ak = ∅, j ̸= k. (3.25)

A random probability measure G0 on Θ is a draw from a Dirichlet process if its measure on every
finite partition follows a Dirichlet distribution:

(G0 (A1) , . . . , G0 (AK)) | γ,H ∼ Dir (γH (A1) , . . . , γH (AK)) . (3.26)

For each such base measure H and concentration parameter γ, there exists a unique stochastic
process satisfying the above conditions, which we denote by DP(γ,H).

The proof is provided by [34] and [91]p.
One can establish that for any A ⊂ Θ[36],

E [G0(A) | H] = H(A) G0 | H, γ ∼ DP(γ,H). (3.27)

Based on an observation θ′ ∼ G0 that falls within an element Ak of a given partition {A1, . . . , AK}
one can show that [34]

(G0 (A1) , . . . , G0 (AK)) | θ′,H, γ ∼ Dir (γH (A1) , . . . , γH (Ak) + 1, . . . , γH (AK)) . (3.28)

Ferguson [34] demonstrated that a collection of independent observations θ′1, . . . , θ′N , θ′i ∼ G0 results
in a posterior distribution

G0 | θ′1, . . . , θ′N ,H, γ ∼ DP

(
γ +N,

γ

γ +N
H +

1

γ +N

N∑
i=1

δθ′i

)
, (3.29)

where δθ is a unit-mass measure focused at θ. From (3.27), we conclude that for any A ⊂ Θ,

E
[
G0(A) | θ′1, . . . , θ′N ,H, γ

]
=

γ

γ +N
H(A) +

1

γ +N

N∑
i=1

δθ′i(A), (3.30)

which implies that,

lim
N→∞

E
[
G0(A) | θ′1, . . . , θ′N ,H, γ

]
=

∞∑
k=1

βkδθk(A). (3.31)

The set of observations {θ′i}
∞
i=1 contains unique values {θk}∞k=1, and the limiting empirical frequency

of each θk is denoted by βk.
Assuming the posterior is concentrated around its mean, (3.31) implies that a realization from

a Dirichlet process is discrete with probability one. Sethuraman [91] offers a formal proof of the
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discreteness of the Dirichlet process random measure G0, and links the weights βk of this atomic
measure to a constructive process.

3.8 Stick breaking construction

Let us consider a probability mass function (pmf) {βk}∞k=1 defined on a countably infinite set. The
discrete probabilities are defined as follows:

vk | γ ∼ Beta(1, γ) k = 1, 2, . . .

βk = vk

k−1∏
ℓ=1

(1− vℓ) k = 1, 2, . . .
(3.32)

We have split a stick of unit length into sections determined by the weights βk: the kth weight is a
random fraction vk of the stick that is left after the preceding (k − 1) weights have been determined.
This stick-breaking construction is generally denoted by β ∼ GEM(γ). Sethuraman [91] proved that
with probability one, a random draw G0 ∼ DP (γ,H) can be expressed as

G0 =

∞∑
k=1

βkδθk θk | H ∼ H, k = 1, 2, . . . , (3.33)

We can observe that the Dirichlet process defines a distribution over discrete probability measures.
The stick-breaking construction provides us with an understanding of how the concentration parameter
γ affects the relative magnitude of the weights βk.

3.9 Pólya Urn Predictions

The Dirichlet process has a variety of characteristics that make it possible to do inference based on this
nonparametric prior in a computationally feasible way. Suppose we have a set of observations {θ′i}

N
i=1

θ′i | G0 ∼ G0. (3.34)

As the Dirichlet process produces discrete probability measures, there is a nonzero probability of
multiple observations θ′i taking the same value from the set {θk}∞k=1, with θk defined in (3.33). Blackwell
& MacQueen [10] proposed a Pólya urn representation of the θ′i that is derived from integrating the
random measure G0 (distributed as in (3.27)):

θ′i | θ′1, . . . , θ′i−1 ∼
γ

γ + i− 1
H +

i−1∑
j=1

1

γ + i− 1
δθ′j

∼ γ

γ + i− 1
H +

K∑
k=1

Nk

γ + i− 1
δθk .

(3.35)

The set {θk}∞k=1 is expressed in a different way, with Nk being the number of times each of these
parameters was seen in the set {θ′i}

N
i=1.

A formal proof is written by Blackwell & MacQueen [10].
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Equation (3.35) can be used to draw samples from a Dirichlet process without having to explicitly
construct the random probability measure G0 ∼ DP(γ,H).

3.10 Chinese Restaurant Process

For each value θ′i, let zi be a random variable that indicates the specific θk for which

θ′i = θzi (3.36)

holds true.
Equation (3.35) implies that the predictive distribution of the indicator random variables is as

follows:

p (zN+1 = z | z1, . . . , zN , γ) =
γ

N + γ
δ(z,K + 1) +

1

N + γ

K∑
k=1

Nkδ(z, k), (3.37)

where Nk is the number of indicator random variables that take the value k, and K + 1 is an unseen
value.

The partition distribution generated by the sequence of conditional distributions in Equation (3.37)
is often referred to as the Chinese restaurant process. This analogy is beneficial in constructing various
extensions of the Dirichlet process, and it goes like this:

A customer θ′i entering a restaurant with an infinite number of tables, each offering a distinct dish
θk, will select a table zi in accordance with the number of customers already seated at that table. There
is a positive probability, proportional to γ, that the customer will start a new, unoccupied table K+1.
The Chinese restaurant process reveals that the Dirichlet process has a reinforcement characteristic
that leads to a clustering of values θk.

From Equation (3.37), we can deduce that when zi is distributed according to β and β is distributed
according to the Generalized Ewens Measure (GEM) with parameter γ, we can obtain a closed-form
predictive distribution for zi. Additionally, we can calculate the distribution of the number of unique
values of zi (i.e., the number of occupied tables in the Chinese restaurant process) resulting from N

draws from the measure β. [3] derives this distribution to be:

p(K | N, γ) = Γ(γ)

Γ(γ +N)
s(N,K)γK (3.38)

where s(n,m) are unsigned Stirling numbers of the first kind.
By referencing Equation (3.38) [3], it can be seen that the expected number of occupied tables in

the Chinese restaurant process is approximately γ log
(
γ+N
γ

)
. This implies that the number of occupied

tables will approach (almost surely) γ log(N) as N grows infinitely large.

3.11 Dirichlet Process Mixture Models

The Dirichlet process is frequently used as a prior for the parameters of a mixture model with a random
number of components. This type of model is known as a Dirichlet process mixture model. To generate
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observations, we draw
θ′i | G0 ∼ G0

yi | θ′i ∼ F
(
θ′i
) (3.39)

for an indexed family of distributions F (·). This sampling process is also often described in terms of
the indicator random variables zi; in particular, we have

zi | β ∼ β

yi | {θk}∞k=1 , zi ∼ F (θzi) .
(3.40)

An observation is implicitly linked to a parameter, which divides or groups the data. The Chinese
restaurant process representation suggests that the Dirichlet process offers a prior that makes it more
likely to connect an observation to a parameter that has already been associated with other observa-
tions. This reinforcing property is essential for inferring finite, condensed mixture models. Under mild
conditions, it can be demonstrated that if the data was produced by a finite mixture, then the Dirichlet
posterior process is guaranteed to converge (in distribution) to that finite set of mixture parameters
[45].

We can get the Dirichlet process mixture model as the result of a series of finite mixture models.
Suppose there are L components in a finite mixture model and we assign a finite-dimensional, symmetric
Dirichlet prior to these mixture weights:

β | γ ∼ Dir(γ/L, . . . , γ/L). (3.41)

It has been demonstrated [44, 46] that for any measurable function f that is integrable with respect
to the measure H, the finite distribution GL0 converges weakly to a countably infinite distribution G0

distributed according to a Dirichlet process. This is expressed as∫
θ
f(θ)dGL0 (θ)

D→
∫
θ
f(θ)dG0(θ) (3.42)

as L→ ∞ for G0 ∼ DP (γ,H), where GL0 =
∑L

k=1 βkδθk .
It may be desirable to have a finite approximation of the Dirichlet process mixture model in certain

situations. One way to achieve this is to stop the stick-breaking process before it is completed and
assign the remaining weight to a single component. This is known as the truncated Dirichlet process.
Another approach, which is based on the guarantee of convergence in Equation (3.42), is to consider
the degree L weak limit approximation of the Dirichlet process [46],

GEML(α) ≜ Dir(α/L, . . . , α/L), (3.43)

where the number L is greater than the total number of expected mixture components.
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3.12 Hierarchical Dirichlet Processes

In many cases, it is assumed that data collected from a sensor network is generated by related, yet
distinct, processes. An example of this is when time-varying conditions have an effect on the quality of
the data. Data that has been gathered under certain circumstances should be classified and character-
ized using a model that is similar, yet distinct, from the model used for other data. The hierarchical
Dirichlet process (HDP) [103] extends the Dirichlet process to such scenarios by taking a hierarchical
Bayesian approach: the group-specific distributions Gj , with

Gj | G0, α ∼ DP(α,G0) , (3.44)

are tied together via a global base measure G0, which is itself given a Dirichlet process prior:

G0 | H, γ ∼ DP(γ,H), (3.45)

As given by Equation (3.27), for every A ⊂ Θ,

E [Gj(A) | G0] = G0(A). (3.46)

We can view G0 as a typical distribution among all the groups.

3.13 Stick-Breaking Representation

The set of observations in group j is denoted as
{
yj1, . . . , yjNj

}
and there are J such groups of data. By

substituting each Dirichlet process random measure with its associated stick-breaking representation,
the generative model can be expressed as follows:

G0 =
∑∞

k=1 βkδθk β | γ ∼ GEM(γ)

θk | H,λ ∼ H(λ) k = 1, 2, . . .

Gj =
∑∞

t=1 π̃jtδθ∗jt π̃j | α ∼ GEM(α) j = 1, . . . , J

θ∗jt | G0 ∼ G0 t = 1, 2, . . .

(3.47)

θ′ji |Gj ∼ Gj yji| θ′ji ∼ F
(
θ′ji

)
j = 1, . . . , J

i = 1, . . . , Nj .
(3.48)

We can observe that by using a Dirichlet process prior on G0, a common (and unlimited) support
is created for each of the group-specific distributions

p (tji | tj1, . . . , tji−1, α) ∝
Tj∑
t=1

ñjtδ (tji, t) + αδ (tji, Tj + 1)

p
(
kjt | k1, k2, . . . , kj−1, kj1, . . . , kjt−1, γ

)
∝

K∑
k=1

m·kδ (kjt, k) + γδ (kjt,K + 1) ,

(3.49)

where m·k =
∑

jmjk and kj =
{
kj1, . . . , kjTj

}
. The quantity ñjt represents the number of customers
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in restaurant j seated at table t, while mjk is the number of tables in the same restaurant that offer
dish k. Additionally, Tj is the number of tables currently occupied in restaurant j, and K is the total
number of different dishes served in the franchise. It is worth noting that m·k is a combination of the
number of tables in each restaurant that serve dish k, which demonstrates the sharing that is enabled
by the hierarchical model.

Equation (3.49) suggests that when a customer enters the jth restaurant in the CRF, they will
be seated at an already occupied table tji with a probability that is proportional to the number of
customers already seated there. Alternatively, they may start a new table Tj + 1 with a probability
that is proportional to α. When a customer is the first to sit at a table in any of the J restaurants,
they will go to the buffet line and select a dish kjt for their table. This selection will be based on the
number of times that dish has been chosen previously by any table in the franchise, with a probability
proportional to this number. If the dish has not been chosen before, the customer will order a new
dish θK+1 with a probability proportional to γ. This predictive distribution is based on the idea that
customers will make decisions based on the observed popularity of the dishes when the dish ratings β
are taken into account.

3.14 Compressed Indicator Variable Representation

Since each distribution Gj is drawn from a Dirichlet process with a discrete base measure G0, it is
possible that multiple θ∗jt may have the same value θk for different values of t, meaning that multiple
tables in the same restaurant could be served the same dish. This can be expressed as a function of
the unique dishes Gj [103]:

Gj =
∞∑
k=1

πjkδθk , πj |α, β ∼ DP(α, β), θk|H ∼ H, (3.50)

where πj denotes a distribution over dishes served rather than over tables, which is specific for a
restaurant, with

πjk =
∑

t|kjt=k

π̃jt. (3.51)

The indicator random variable zji for the unique dish eaten by customer yji can be expressed as
zji = kjtji . An alternate representation of the generative model is in terms of these indicator random
variables:

πj | α, β ∼ DP(α, β)

zji | πj ∼ πj

yji | {θk} , zji ∼ F
(
θzji
)
.

(3.52)

The Dirichlet process and the HDP mixture model have a similar interpretation, as the limit of a
finite mixture model. A finite Dirichlet prior is placed on β, which then induces a finite Dirichlet prior
on πj (using Equation (3.26) and the fact that πj ∼ DP(α, β) ):

β | γ ∼ Dir(γ/L, . . . , γ/L)

πj | α, β ∼ Dir (αβ1, . . . , αβL) .
(3.53)
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As L increases, this model approaches the HDP mixture model [103].
The sticky HDP-HMM from Fox [36] modifies the transition matrix prior by introducing a point

mass distribution with a stickiness parameter κ to encourage state persistence. This is done by setting
the transition matrix prior to πj ∼ DP(αβ + κδj) , j = 1, 2, · · · , where δj is the Dirac measure centered
on j.

Zhou et al. [117] proposed a new model - Disentangled Sticky HDP-HMM, separating the strength of
self-persistence from the similarity of the transition probabilities. The authors modified the transition
matrix prior as

κj
iid∼ beta (ρ1, ρ2) , (3.54)

π̄j
iid∼ DP(αβ), (3.55)

πj = κjδj + (1− κj) π̄j , j = 1, 2, · · · , (3.56)

where the transition distribution πj is a mixture distribution. A sample from πj has the probability of
self-persistence of κj coming from a point mass distribution at j, and has the probability 1−κj coming
from π̄j , a sample from DP with a base measure β. We call this new model the disentangled sticky
HDP-HMM.

3.15 Explicit Duration Modeling

One may observe that using classic Markovian transitions, the duration time of a single state always
follows the geometric distribution, and that may not be true for real-life data.

Explicit Duration Switching Dynamical Systems are a family of models introducing additional
random variables to explicitly model the switch duration distribution. Explicit duration variables have
been applied to both HMMs [26] and SDS with continuous states [21, 22, 79]. Several methods have
been proposed in the literature for modeling the switch duration, e.g., using decreasing or increasing
count, and duration-indicator variables [21, 22].

In most of the cases of SDS with explicit state duration variable, the duration variable is modeled
using a categorical variable with support {1, 2, . . . , Dmax}[2, 21, 22].

3.16 Limitations of HDP-HMM, sticky HDP-HMM and disentangled sticky HDP-
HMM

The HDP-HMM makes use of the concentration parameter α to modify the prior strength of the
transition matrix or the similarity of the rows of the transition matrix. A high α value implies that
the transition probability for each state is close to the global transition distribution β.

The sticky HDP-HMM introduces a parameter κ in comparison to the HDPHMM. The ratio κ/(α+
κ) determines the average self-persistence probability, or the mean of the transition matrix’s diagonal.
Both similarity of the rows of the transition matrix and the strength of the self-persistence prior are
regulated by α + κ. The disentangled sticky HDP-HMM’s beta prior (ρ1, ρ2) has the capability to
control both the expectation of self-persistence and the variability of self-persistence. At the same
time, α is free to control the variability of the transition probability around the mean transition β.
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All of the models based on HDP-HMM assume that the state transition is stationary. This is
especially problematic for spatiotemporal systems, where the states may be dependent on the position.
For example, we anticipate that a car will respond to any obstacles on the road.

3.17 Pólya-Gamma augmentation

The primary outcome of Polson et al. [83] is that binomial probabilities can be expressed as a com-
bination of Gaussians in terms of a Pólya-Gamma distribution. The essential integral identity at the
core of their finding is that, for b > 0,(

eψ
)a

(1 + eψ)
b
= 2−beκψ

∫ ∞

0
e−ωψ

2/2p(ω)dω (3.57)

where κ = a− b/2 and ω ∼ PG(b, 0). The conditional distribution of ω given ψ is a Pólya-Gamma one,
which facilitates a straightforward Gibbs sampling approach for a variety of binomial models. All that
is required is to draw from a Gaussian distribution for the main parameters and from a Pólya-Gamma
distribution for the latent variables.

Suppose the observation of the system at time t follows

p (wt+1 | xt) = Bern (σ (vt)) =
(evt)wt+1

1 + evt
,

vt = RTxt + r,

(3.58)

where C ∈ Rdx , r ∈ R. Then if we introduce PG auxiliary variables ηn,t, conditioning on η1:T ,
(3.58) becomes

p (wt | xt, ηt) = e−
1
2
(ηtvt−2ωtvt)

∝ N
(
RTxt + r | ωt/ηt, 1/ηt

)
where ωt = wt − 1

2 .

3.18 Evaluation Protocols

The evaluation protocols described in this thesis exhibit differences primarily due to the need to address
model-specific challenges and advancements, to effectively leverage the unique characteristics of various
datasets, and to reflect the varying inference and initialization strategies selected for each model.
Each chapter introduces a novel model or significant extension, necessitating a tailored evaluation to
demonstrate its particular contributions and to overcome specific limitations observed in prior work.

Specifically, each chapter introduces a novel model or a significant extension, necessitating a cus-
tomized evaluation to demonstrate its particular contributions and to overcome specific limitations
observed in prior work. For example, Chapter 4, focusing on State Persistence (EDSLDS), aimed to
introduce explicit duration variables with infinite support to SLDS models. This directly addressed
the Dmax assumption of categorical explicit duration models and sought to mitigate the “state col-
lapse” problem where models ignore certain states. The evaluation in this chapter, therefore, centered
on comparing Poisson and Categorical EDSLDS with standard SLDS, critically examining the impact
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of “loopy” versus “non-loopy” transitions on interpretability and learning dynamics. The synthetic
“Spikes” dataset was chosen because it is simple for human segmentation but presents a challenge for
SLDS due to its high dimensionality and sparsity, along with the non-geometric constant duration
times of its states, thus specifically testing EDSLDS’s ability to handle these characteristics. The
“Bouncing Ball” dataset, a toy problem, was used to investigate edge cases with only two states and to
demonstrate how the model manages scenarios with significantly different state durations. The Lorenz
Attractor, with its inherent non-linear dynamics, was utilized for qualitative evaluation of dimension-
ality reduction and segmentation, allowing for visual assessment of the model’s capacity to identify
distinct regimes in a complex system.

Chapter 5, on Recurrent Explicit Duration Modeling (REDSLDS), aimed to overcome rSLDS’s
limitations in capturing state duration regularity and long-term time-dependent switching patterns
by integrating recurrent explicit duration variables. A key justification for its evaluation design was
to test performance with limited independent observations or short trials, reflecting real-world data
acquisition challenges. The selection of MCMC over variational inference for REDSLDS was justified
by MCMC’s precision for complex, intractable distributions, its versatility, and its ability to avoid the
“state-collapse” issues sometimes seen in variational inference models. The NASCAR® dataset was
used in this chapter to test the model’s effectiveness with limited independent observations by dividing
runs into various numbers of “chunks”, assessing its ability to learn from short, independent sequences
from the same distribution. The Honeybee Dance and Mouse Behavior datasets were chosen to test
segmentation in data characterized by rapid, unstable movements and high-dimensional challenges,
respectively, aligning with the goal of improving segmentation for complex, real-world behaviors.

Chapter 6, detailing Recurrent Nonparametric Modeling (RS-HDP-HMM), tackled the stationarity
assumption prevalent in traditional HDP-HMMs, which is particularly problematic for spatiotemporal
systems where state transitions depend on position. The RS-HDP-HMM aimed to provide smoother
and more stable segmentation and to mitigate the “over-segmentation” problem common in ARHMMs.
Consequently, comparisons were primarily made against other state-of-the-art Bayesian nonparametric
HMMs, such as HDP-HMM, sticky HDP-HMM, and disentangled sticky HDP-HMM, as these models
share the nonparametric objective of inferring the number of states from data. Direct comparison
with parametric HMMs was considered problematic due to their fundamentally different assumptions
and objectives. The NASCAR® dataset was again justified due to its four distinct states with vary-
ing velocities and position-influenced transitions, making it ideal for testing a model that explicitly
conditions self-persistence on the previous observation. The Honeybee Dance dataset highlighted its
non-geometric duration and the link between segment length and food source proximity, which the
RS-HDP-HMM explicitly aimed to capture. The Mouse Behavior (BehaveNet) dataset was used to
demonstrate the model’s capability for smoother and more stable segmentation, addressing the over-
segmentation issue. Finally, C. elegans Neural Recordings were chosen because their neural dynamics
had been previously analyzed and interpreted using recurrent switching models, providing a strong ba-
sis for validating improvements in a Bayesian nonparametric setting. The varying dimensionality across
individuals also justified applying PCA for reduction and fitting separate models for each individual.

Furthermore, the selection and application of different datasets are justified by their unique prop-
erties and the specific challenges they pose to the models. Synthetic datasets like Spikes, Bouncing
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Ball, and NASCAR® allow for quantitative evaluation with known ground truth and provide con-
trolled environments to isolate specific model behaviors, such as handling non-geometric durations or
recurrent switching. NASCAR®, for example, was specifically designed to stress a model’s ability to
detect nuanced, timing-based switches and capture state-dependent transitions. Real-world datasets,
including the Honeybee Dance, Mouse Behavior, and C. elegans Neural Recordings, are included to
demonstrate the models’ applicability to complex, noisy, and high-dimensional data from scientific
domains. These are widely recognized and foundational benchmarks in the community (detailed jus-
tification is provided in Section 3.19), enabling comparisons with state-of-the-art models and ensuring
the relevance of the proposed methods. Their temporal structures, like non-geometric durations in
honeybee dance or cyclic patterns in neural activity, directly motivate and test the specific duration
modeling and recurrent features of the proposed models.

Finally, the specific choices in inference and initialization strategies reflect critical trade-offs between
computational efficiency, precision, and the complexity of the model being fitted. MCMC algorithms
were favored in Chapters 4 and 5 due to their precision in addressing intricate, multidimensional proba-
bility distributions that lack analytical solutions, providing unbiased estimates upon convergence. This
choice was also supported by MCMC’s reported lack of “state-collapse” issues seen in some variational
inference models. Specific MCMC techniques like Beam Sampling and Truncated Gibbs Sampling were
chosen for explicit duration models, with Beam Sampling being particularly useful for models with
infinite support duration variables, which significantly improves efficiency. Initialization schemes like
PCA and ARHMM are standard practices to provide reasonable starting points for complex SLDS-
based models, accelerating convergence. The distinction between “Init I” and “Init II” for REDSLDS
in Chapter 5 was justified by the model’s complex nature, which requires a broader exploration of the
parameter space during initial phases for improved convergence in more intricate scenarios.

Across these chapters, there are also notable similarities in the evaluation approaches. The selection
and application of different datasets are consistently justified by their unique properties and the specific
challenges they pose to the models. Synthetic datasets like Spikes, Bouncing Ball, and NASCAR® allow
for quantitative evaluation with known ground truth and provide controlled environments to isolate
specific model behaviors, such as handling non-geometric durations or recurrent switching. Real-
world datasets, including the Honeybee Dance, Mouse Behavior, and C. elegans Neural Recordings,
are included to demonstrate the models’ applicability to complex, noisy, and high-dimensional data
from scientific domains. These are widely recognized and foundational benchmarks in the community,
enabling comparisons with state-of-the-art models and ensuring the relevance of the proposed methods.
Their temporal structures, like non-geometric durations in honeybee dance or cyclic patterns in neural
activity, directly motivate and test the specific duration modeling and recurrent features of the proposed
models.

Furthermore, the specific choices in inference and initialization strategies reflect critical trade-offs
between computational efficiency, precision, and the complexity of the model being fitted. MCMC
algorithms were favored in Chapters 4 and 5 due to their precision in addressing intricate, multidi-
mensional probability distributions that lack analytical solutions, providing unbiased estimates upon
convergence, and their reported lack of “state-collapse” issues sometimes seen in variational inference
models. Techniques like Beam Sampling and Truncated Gibbs Sampling were chosen for explicit du-
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ration models, with Beam Sampling particularly improving efficiency for infinite support duration
variables. Initialization schemes like PCA and ARHMM are standard practices to provide reasonable
starting points for complex SLDS-based models, accelerating convergence.

In conclusion, the variations in evaluation protocols are not arbitrary but are meticulously designed
to underscore the specific theoretical and practical advantages of each proposed model variant in
addressing distinct problems within the broader field of self-supervised time series segmentation, while
also building upon established benchmarks and computational strategies.

3.19 Justification of benchmark selection

Modeling complex neural and behavioral time series data – especially segmenting such sequences into
meaningful states – is a central challenge in computational neuroscience and AI. Over the past decade,
several benchmark datasets have become foundational resources for developing and testing new models
in this domain. Three influential examples are

1. the Kato et al. [55] neural recording dataset, which captured nearly all neurons in the nematode
C. elegans during spontaneous behavior;

2. the mouse behavior dataset from the BehaveNet study [5], which linked high-dimensional video
of an behaving mouse to its neural activity;

3. the honey bee “waggle dance” dataset by Oh et al. [79], which recorded distinct phases of bee
communicative dances.

These datasets were pioneering at their time of introduction and established canonical segmentation
problems – from decoding global brain states to parsing behavioral motifs.

Why revisit these benchmarks in 2025? In short, they continue to be used and built upon in
high-impact research. Recent literature still employs these datasets to validate state-of-the-art models,
underscoring their ongoing relevance. Moreover, since their release, numerous other datasets with
similar temporal segmentation structure, neural/behavioral complexity, or multimodal recordings have
emerged. Comparing the original benchmarks with newer datasets helps illuminate how the field has
progressed and why the original ones remain essential. In this section, we review each of the three classic
datasets and cite recent examples of their use. We then discuss newer benchmark datasets introduced
after these, focusing on those with analogous segmentation challenges or complexity. We include
comparison tables summarizing key characteristics – data modality, temporal resolution, segmentation
tasks, and domains of use – to situate each dataset in context. Finally, we emphasize the foundational
nature of the Kato, BehaveNet, and bee dance datasets and justify their selection for contemporary
research, particularly for modeling complex behavioral or neural time series.

3.19.1 Neural Recording Benchmark

Description and Significance: The dataset by Kato et al. [55] was a groundbreaking effort to
record the activity of virtually an entire nervous system in real time. Using a genetically encoded
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calcium indicator in Caenorhabditis elegans, Kato and colleagues simultaneously imaged 1̃30 neurons
(the majority of the worm’s head neurons) while the worm engaged in spontaneous locomotor behaviors.
Importantly, although the worm was immobilized under the microscope, its neural activity exhibited
clear global state dynamics corresponding to latent behavioral intentions like forward crawling, backward
crawling, turning, and quiescence. Kato et al. [55] identified prototypical activity patterns – essentially
brain-wide neural states – that correlated with the worm’s motor commands (forward vs. reverse
movement). This revealed that even a simple nervous system can switch between high-dimensional
activity “modes” associated with behavior, a discovery that has influenced how researchers think about
brain-wide dynamics organizing behavior.

Beyond the original study’s biological insights, the Kato dataset became a benchmark for modeling
neural dynamics. It poses a challenging segmentation problem: given 1̃00-dimensional time-series of
neural fluorescence, can one detect the segments corresponding to different behavioral states (forward,
reverse, etc.)? The data are continuous-valued and noisy, with nonstationary dynamics as the worm
switches states. Models must capture both the smooth neural activity trajectories and the discrete
state transitions. Early analyses relied on methods like PCA and manual clustering, but in recent
years the dataset has been a testbed for advanced algorithms (e.g. switching linear dynamical systems
[39], variational autoencoders [108], recurrent networks [59]) that aim to infer latent states from neural
time series. Because the “ground truth” (behavioral state) was independently annotated by Kato et al.
[55] using imaging of motor neurons, the dataset provides a rare opportunity to quantitatively evaluate
segmentation accuracy in an unsupervised setting.

Continued Use in Recent Literature: Even in 2024–2025, this C. elegans neural recording is
regularly used in high-impact studies. For example, Zhou et al. [119] applied deep learning to Kato’s
data to uncover subtle neural dynamics beyond the original discrete states. In another recent work,
Mudrik et al. [73] introduced a Decomposed Linear Dynamical System (dLDS) model and validated it
on Kato’s benchmark. Their dLDS was able to identify the known locomotion states from the worm’s
neural recordings and even revealed finer structure within each state. In that study, the authors
explicitly “benchmarked dLDS against rSLDS in the experiments where Kato et al. [55] inferred the
immobilized worms’ pirouetting behavior… from the neural activity” [73]. The fact that new models are
still benchmarked on this 2015 dataset speaks to its enduring value. It is considered a gold-standard for
testing whether computational methods can recover known brain-state switches from complex neural
time series.

Additionally, the Kato dataset has seeded further dataset creation and integration. Subsequent
studies expanded on the paradigm: Nguyen et al. [77] and Venkatachalam et al. [107] recorded whole-
brain activity in freely-moving or stimulus-evoked contexts, and Nichols et al. [78] examined global
neural dynamics during worm sleep and wakefulness. Rather than superseding Kato’s data, these built
on its approach, confirming that global activity patterns underlie multiple behaviors and even behav-
ioral states like sleep. Most recently, a multi-lab consortium unified 118 whole-brain imaging datasets
(including Kato’s and others) into a common repository called WormID [97]. This 2025 report notes
that such a resource enables researchers to “develop and benchmark algorithms for automated neuron
detection, segmentation, cell identification, tracking, and activity extraction” [97] across datasets. In
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other words, Kato’s dataset is now part of a much larger benchmark suite – yet it remains a cornerstone
example within that suite, due to its rich content and historical importance.

Similar and Newer Datasets: In the realm of neural recordings with temporal segmentation,
Kato’s work has few equals even a decade later. However, a comparable benchmark in a different
system is the Neuropixels dataset from the The International Brain Laboratory et al. [104], which
offers large-scale neural recordings in mouse cortex during decision-making tasks. While the IBL data
are spiking activity (not calcium imaging) and are segmented by trial events rather than spontaneous
states, they likewise present high-dimensional neural time series with behavioral correlates. Another
example is the Allen Brain Observatory’s 2-photon imaging dataset [25] for mouse visual cortex, which,
though task-driven, has been used to test latent dynamics models. These newer datasets are larger
in scale (thousands of neurons) but are often more structured (repeated trials or stimuli) than the C.
elegans free-behavior recording. Crucially, none of these newer datasets diminishes the relevance of
Kato et al.’s benchmark – in fact, the worm’s entire-brain recording with clearly defined behavioral
states remains a unique case. It represents an idealized challenge: a completely observed neural system
with well-defined yet nontrivial state transitions. As such, it continues to be a baseline for testing
modeling approaches before tackling more complex and less understood mammalian data.

3.19.2 Mouse Behavioral Dataset

Figure 3.1: Visualization of mouse behavioral data segmentation from Costacurta et al. [23], licensed under CC-
BY-NC 4.0 International license. A. A single depth video frame captures a mouse in a natural state. B. Using an
autoregressive HMM (ARHMM), frames are decomposed into the top ten principal components (black lines) and
divided into distinct syllables (colors). C. Syllables, characterized by autoregressive (AR) dynamics, are represented
as flow fields in PCA space; the scatter plot illustrates frame distribution across the top two PCs, with red-to-blue
paths showing multiple occurrences of a single state. D. Observations reveal that syllables correspond to recognizable
behaviors such as exploring, rearing, and descending from a reared position, as depicted.

Description and Significance: The BehaveNet dataset, introduced by Batty et al. [5], arose from
an effort to integrate behavioral video and neural data in a probabilistic modeling framework. In this
study, a head-fixed mouse performed a learned visual decision-making task while being recorded by
a camera (to capture detailed movements) and simultaneously by neural sensors (e.g. two-photon
imaging or electrophysiology in specific brain regions). The specific dataset often referenced from
BehaveNet is a mouse locomotor and decision behavior video (with or without accompanying neural
signals) that was used to demonstrate the BehaveNet model’s capabilities. The video is high-resolution
and high-framerate (on the order of tens of frames per second) and captures nuanced movements of the
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mouse (e.g. paw movements, licking, turning). The neural recordings (if included) add another high-
dimensional time series in synchrony with the video. The task structure introduces natural temporal
segments: for instance, trial phases such as stimulus presentation, waiting, decision (with whisker
movements or licking indicating choice), and reward consumption. Even outside of trial structure, the
mouse exhibits spontaneous behaviors (grooming, fidgeting) that are interleaved with task events.

From a modeling perspective, the BehaveNet dataset exemplifies a multi-modal segmentation prob-
lem: one needs to compress and segment a video stream into behavioral states, and optionally relate
those to hidden neural states. Batty et al. [5] approached this with a two-step model: a deep con-
volutional autoencoder to embed video frames, followed by an autoregressive hidden Markov model
(ARHMM) to segment the latent video embedding into discrete states. They also showed the model
could decode neural activity from video – essentially learning a mapping from behavior to brain state.
The result was an unsupervised identification of behavior “syllables” (recurrent motifs of movement)
analogous to those found by human observation. This dataset (and the BehaveNet method) was signif-
icant because it bridged computer vision and neuroscience, demonstrating a way to rigorously extract
behavioral structure from video and link it to neural data. It became a template for many subsequent
studies aiming to parse behavior without manual labels.

Continued Use in Recent Literature: The mouse behavior dataset from BehaveNet remains
highly relevant as of 2025. A number of recent modeling papers include this dataset in their benchmarks.
In fact, past work by Zhou et al. [117] or Zhao & Linderman [116] incorporated the BehaveNet mouse
data to validate new algorithms.

Beyond segmentation algorithms, the BehaveNet dataset concept has influenced new research in
unsupervised behavior analysis. Techniques like PS-VAE (Partitioned Subspace VAE) by Whiteway
et al. [111] were applied to similar mouse video data, aiming to disentangle behavior into interpretable
factors (e.g. separating grooming movements from unrelated variability). Moreover, the advent of
pose tracking tools (DeepLabCut [68], SLEAP [82], etc.) has allowed researchers to extract keypoint
trajectories from such videos, which are then fed into segmentation models. For example, Keypoint-
MoSeq [110] takes tracked body landmarks of a mouse (which could be from an open dataset of
mouse behavior) and discovers discrete “syllables”, extending the unsupervised behavioral segmentation
pioneered by BehaveNet.

Figure 3.1 gives intuitions about the mouse behavioral data.

Similar and Newer Datasets: Since 2019, the landscape of mouse behavior datasets has expanded
considerably. One prominent example is the Motion Sequencing (MoSeq) dataset Wiltschko et al. [113],
where depth cameras recorded freely-moving mice, and unsupervised algorithms discovered 5̃0 reusable
sub-second behavior patterns (“syllables”). MoSeq introduced the idea of modular action segments in
mouse behavior and has been used to study how genetics or neural manipulations alter the frequency
of these modules.

In the realm of neuroscience, the International Brain Laboratory (IBL) dataset (2021) [104] provides
a standardized set of >100 mice performing decision tasks with both neural recordings (Neuropixels
probes) and video monitoring; while primarily designed for trial-based analysis, it has been mined for
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spontaneous behavioral motifs as well. B-SOiD [43] is an unsupervised behavior identification algorithm
that was demonstrated on various new datasets (from mouse grooming to fly courtship), effectively
creating benchmark examples of short video clips with distinct action segments. Each of these newer
datasets shares elements with the BehaveNet mouse dataset: high-dimensional observations (video or
keypoints), multiple behavior types interleaved in time, and the need for segmentation or clustering to
make sense of the time series.

What distinguishes the original BehaveNet dataset is its integration of neural and behavioral data
and its focus on a cognitively engaged animal (performing a task). This makes it a one-of-a-kind
benchmark for algorithms that attempt to link brain and behavior. For example, an algorithm might
attempt to decode the mouse’s internal state or upcoming choice purely from its movement patterns
– something BehaveNet itself demonstrated. While newer datasets provide either larger scale or dif-
ferent contexts (open-field behavior, social interactions, etc.), the BehaveNet dataset remains a go-to
standard for testing multimodal models because of its well-defined task structure and the availability
of both video and neural recordings in sync. In summary, the field has produced many complementary
benchmarks, but this dataset continues to be cited and used because it set a high bar for complexity
and continues to yield insights when probed with modern methods.

3.19.3 Bee Waggle Dance Dataset

Figure 3.2: Visualization of honeybee dance taken from Wario et al. [109], licensed under CC-BY-NC 4.0 International
license. The left side shows three food sources positioned in the field at different angles relative to the sun’s direction:
A) 45 degrees to the left, B) straight ahead at 0 degrees, and C) 90 degrees to the right. The right side depicts
how these locations are communicated through the corresponding waggle dance patterns performed on a vertical
honeycomb surface.

Description and Significance: The honey bee “waggle dance” dataset collected by Oh et al. [79]
is a classic benchmark for time-series segmentation with a clear ethological grounding. In honey bee
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colonies, foragers perform waggle dances to communicate the location of food sources. A single dance
consists of a waggle phase (the bee runs forward while vibrating its body) followed by a return phase,
usually a turn to the left or right to circle back, and then another waggle run, and so on (see Figure 3.2).
Essentially, the dance is a sequence of repeated motifs: waggle – turn – waggle – turn, where turns
alternate direction (left/right). Oh et al. [79] obtained video recordings of dancing bees and extracted
the 2D or 3D trajectory of the dancer over time. From these trajectories (position and orientation
vs. time), they created a time series representation of the dance. The dataset notably includes six
dance sequences, each several hundred to a thousand frames long, with ground-truth segmentation of
each frame into one of three phases: waggle, right-turn, or left-turn. The dance thus has a known
“syntax”, but real data are noisy – bees do not execute each waggle or turn identically, and sometimes
extra shuffling or jitter occurs. This makes the dataset a non-trivial segmentation challenge, despite
the small number of states.

The bee dance dataset is foundational in the field of switching dynamical systems and Bayesian
HMMs. It was among the first real-world examples used to demonstrate advanced models like the Sticky
HDP-HMM [36] and Parametric Switching Linear Dynamical System Oh et al. [79]. For instance, Fox
[36] specifically used the waggle dance as a case to show how a Bayesian nonparametric HMM could
correctly segment the waggle vs. turn phases without knowing the number of states a priori. Similarly,
Oh et al. [79] extended SLDS models to include a global angle parameter and demonstrated improved
segmentation of the bee dance compared to standard SLDS. The appeal of this dataset is that it has
a ground truth segmentation (manually labeled by experts) and an intuitive interpretation: successful
models should output “waggle” during the straight runs and the correct “turn” (left vs right) during
the circling phases. It became a benchmark problem for change-point detection in time series, akin to
the “Hello World” of behavioral segmentation algorithms. Moreover, it has importance in biology –
decoding the waggle dance – lending practical significance to performance on this dataset.

Continued Use in Recent Literature: Despite being well over a decade old, the bee waggle
dance dataset is still actively used in 2020s research as a stress test for new segmentation models.
A very recent example is by Ansari et al. [2], who developed the RED-SDS model mentioned earlier.
Their model, which incorporates explicit duration modeling for each state, was able to better handle the
variable-length waggle runs than previous approaches – highlighting exactly why the dataset remains
relevant (to test handling of variable segment durations and frequent switching). In short, the bee
dance still serves as a benchmark for evaluating segmentation accuracy: if a new model can’t get the
waggle phases right, it likely isn’t capturing the dynamics well.

Earlier in the 2020s, other studies on changepoint detection [105] and time-series clustering [42]
also featured the bee dance. For instance, an online change-point detection method by Tsaknaki et al.
[105] evaluated on this dataset. The persistent citation of Oh et al. [79] in method papers underscores
that it is still seen as a canonical test sequence.

Similar and Newer Datasets: The waggle dance dataset inspired analogous benchmarks in other
species, though none have achieved quite the same prominence. One similar example is the Drosophila
fruit fly courtship song segmentation – an acoustic time series where segments correspond to pulse vs.
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sine song bouts; this has been used to test audio segmentation algorithms, somewhat parallel to how
waggle dance tests video/trajectory segmentation. Another is human activity segmentation in video:
for example, the Weizmann human action dataset [11] (collected 2̃005) has videos of people performing
actions like walking, jumping, waving, and researchers have concatenated these to create long sequences
for segmentation algorithms to decode. In fact, Hoai & Torre [42] used both the Weizmann actions
and the honeybee dance in evaluating their maximum-margin temporal clustering, treating them as
analogous segmentation challenges. In animal behavior, the fruit fly locomotion dataset by Berman
et al. [9, 8], which recorded unsupervised fly movements and revealed dozens of stereotyped behaviors,
can be seen as a modern high-dimensional counterpart – though it deals with many more states and
continuous transitions rather than a simple three-state repeating pattern. Additionally, recent work on
rodent behaviors (e.g., Rat behavioral motifs from Marshall et al. [67]) provides trajectories of animal
movement with identifiable segments for things like rearing, grooming, turning. These newer datasets
contribute to a richer variety of benchmarks, often with more complex or subtle segment structures
than the bee dance.

Nonetheless, the bee waggle dance remains singularly important. It is one of the few benchmarks
that is small and interpretable enough for new students and algorithms to grasp easily (it’s easy to
visualize a bee trace with colored segments) while still being challenging for automated analysis. Its
temporal structure – a repeating but variable pattern – is representative of many real-world scenarios
(e.g. periodic motion with noise, like gestures in sign language or patterns in EEG sleep spindles).
Thus, it continues to be cited as a prototypical example of segmenting “distinct patterned behaviors”
from time-series data The fact that it originates from an entomology context yet is used in general
machine learning shows how foundational it has become. We anticipate that as long as researchers
need a quick, meaningful test of a segmentation algorithm’s prowess, the waggle dance will be part of
the conversation.

3.19.4 Comparative Analysis of Datasets and Their Characteristics

To better understand the three highlighted datasets in context, Table 3.1 compares their key charac-
teristics with a selection of other benchmark datasets introduced in subsequent years. We focus on
properties relevant to modeling: the type of data (modality), temporal resolution, the segmentation
challenge (number and nature of behavioral states to distinguish, or whether ground truth is provided),
and the typical domains/uses of each dataset. This comparison highlights both the common threads
(all involve temporally structured behaviors or dynamics) and the diverse range of species and data
types now available.
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Dataset (Year) Data Modality Segmentation Challenge Domain & Usage

Kato et al. [55]
(2015) – C. elegans
whole-brain imaging

Calcium fluorescence signals
from 1̃30 neurons (head of
worm); + behavioral annota-
tions (fwd/rev/turn)

4 discrete states (forward, reverse, sus-
tained reverse, turn) segmented from
continuous neural activity. States are
latent (inferred from neural data, with
behavior as ground truth).

Neuroscience benchmark for brain-
wide neural dynamics; used to test
state detection in small neural systems.

Nichols et al. [78]
(2017) – C. elegans
sleep dataset

Calcium imaging (whole-brain)
during developmental quies-
cence (lethargus) vs. wake

Global ”brain state” (quiescent vs. ac-
tive) plus transient arousals. Two pri-
mary states (sleep-like vs wake) with
sharp transitions.

Neuroscience (systems neuroscience);
demonstrated state switching in worm
sleep, complements Kato by examining
different behavioral context.

Batty et al. [5]
(2019) – BehaveNet
mouse video

Behavioral video of head-fixed
mouse (high-dim pixel data or
tracked keypoints); ± simul-
taneous neural recordings (e.g.
neurons or widefield)

Complex multi-state behavior: task-
related actions (e.g. stimulus period,
decision lick) plus spontaneous move-
ments. No explicit labels in raw data –
model discovers 5̃–10 latent behavioral
”syllables”. Segmentation is unsuper-
vised, evaluated by consistency or cor-
relation with task events/neural sig-
nals.

Neuroethology / AI benchmark for un-
supervised behavior segmentation and
neural decoding. Used in ML for test-
ing video embedding + HMM mod-
els (e.g. ARHMM in BehaveNet) and
in neuroscience for linking behavior to
brain activity.

The International
Brain Laboratory
et al. [104] (2021)
– Mouse decision task
dataset

Neuropixels spiking data
(3̃0,000 neurons across cortex)
+ body camera videos +
licking/lever signals

Task-structured segmentation: trials
with cue, decision, outcome; plus spon-
taneous inter-trial behaviors. Hun-
dreds of repeated trials, segment
boundaries known (trial events) but
micro-behaviors within trials are la-
tent.

Neuroscience large-scale data resource;
used to benchmark decoding algo-
rithms, neural population dynamics
models, and pose-tracking based be-
havior analyses. Serves as a modern,
high-dimensional complement to Be-
haveNet’s single-session dataset.

Oh et al. [79] (2008)
– Honey bee waggle
dance

trajectory of a dancing bee (x,
y, heading angle vs time), from
video tracking

3 defined states (waggle, turn-left,
turn-right), in repeating sequences.
Segments last 1̃–2 seconds but with
variability. Ground truth labels pro-
vided for every frame (manual annota-
tion).

Machine learning benchmark for time-
series segmentation; also of interest
in ethology for decoding bee commu-
nication. Widely used to evaluate
HMM/SLDS models’ accuracy on a
real patterned sequence.
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Wiltschko et al.
[113] (2015) - MoSeq
– Mouse behavior in
open field

3D depth camera video of
freely moving mouse, processed
into low-dimensional posture
dynamics

5̃0 latent ”syllables” (unsupervised dis-
crete behaviors) discovered by algo-
rithm. Segments 0̃.5–1.5 s, naturally
defined by statistical discontinuities in
motion. No manual labels; segmenta-
tion validated by consistency and cor-
relation with interventions.

Neuroscience/behavior analysis; intro-
duced modular action concepts. Used
to profile behavior changes due to ge-
netics, drugs, etc. Benchmark for un-
supervised clustering of continuous be-
havior into discrete units.

Berman et al. [8]
(2016) – Fruit fly be-
havior map

2D pose-derived features of
fruit fly (principal components
of posture), continuous trajec-
tories

Dozens of micro-behavior clusters (un-
supervised). Not strictly segmented
time units, but a continuum embed-
ded in a low-D ”behavior space” with
regions corresponding to grooming,
walking, etc. Segmentation can be
done by projecting trajectory into clus-
ters.

Theoretical and computational biol-
ogy; illustrates hierarchical and pre-
dictable structure in behavior. Often
cited alongside benchmarks, though it
emphasizes clustering over explicit seg-
mentation.

Marshall et al. [67]
(2021) - R24M – Rat
multi-limb behavior
dataset

3D motion capture of rats (7
markers), variety of behaviors
in lab environment

Several defined behavior classes (rear-
ing, locomotion, etc.) with start/stop
times; also suitable for unsupervised
segmentation. High-frequency limb
movements and periodic gaits are chal-
lenges.

Behavior understanding in AI and
biomechanics; provides a high-
resolution test of segmenting fine-
grained movements. Used for testing
pose-based segmentation algorithms
and skill learning models.

Table 3.1: Comparison of original benchmark datasets (top rows) with selected newer datasets (bottom rows). Each dataset is characterized by its data type, the
segmentation or state discovery challenge it poses, and its main use domains. Notably, the foundational datasets by Kato 2015, Batty/BehaveNet 2019, and Oh 2008
(highlighted) have inspired or been complemented by newer resources, yet remain uniquely useful for testing algorithms on fully observed neural dynamics (Kato), joint
neural-behavior modeling (BehaveNet), and patterned behavioral segmentation (bee dance).
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3.19.5 Foundational Nature and Justification for Ongoing Use

The continued prominence of the [55] worm recordings, the BehaveNet mouse behavior data, and the
Oh et al. [79] bee dance sequences is not merely historical inertia – it reflects their deep utility and
foundational role in the study of complex time series. Each embodies a canonical problem at the
intersection of neuroscience and machine learning, providing a testbed that is both challenging and
interpretable:

• Neural dynamics dataset [55]: It was the first to show whole-brain neural activity with single-cell
resolution during natural behavior. As a result, it established a baseline for what it means to
“understand an entire nervous system’s dynamics”. New methods that can tease out structure
from this dataset gain credibility for application to larger brains. The dataset’s enduring rele-
vance is seen in how frequently it is used to validate state-of-the-art latent variable models [73].
It remains one of the few cases where ground truth brain states (like forward vs backward motion
intent) are known a priori, enabling quantitative benchmark comparisons. Using Kato’s dataset
is justified because it ensures that a proposed modeling technique can handle real neural noise
and complexity on a fully-defined problem before one tackles unknown brain states in mammals.
In short, it is foundational for proving concepts in dynamical systems modeling of neural data.

• BehaveNet Mouse Dataset: This dataset sits at the core of a trend in 21st-century neuroscience:
correlating behavior with neural activity through data-driven methods. It was among the early
published attempts to decode neural signals from video using deep learning. Its design (head-
fixed but naturalistic movements, with a task) strikes a critical balance: rich enough to require
sophisticated modeling, but controlled enough to interpret the results (since we know when
stimuli occurred, etc.). Continuing to use this dataset (and ones like it) is important for bench-
marking multimodal models – algorithms that jointly model vision and brain data. The fact that
it is still chosen by recent papers for evaluation attests to its representative difficulty. Moreover,
as the field moves toward larger and more complex datasets, the BehaveNet data serves as a
manageable proxy: a researcher can develop a method on this benchmark (ensuring it can seg-
ment video and align with neural events), and only then scale up to massive datasets like IBL.
Its foundational status comes from being an archetype of integrated behavior-neural analysis,
which is a cornerstone of modern systems neuroscience.

• Bee Dance: The waggle dance dataset might appear domain-specific, but it has played an out-
sized role in inspiring and testing general segmentation algorithms. It offers a clear example of
a real biological sequence with a known “language” – ideal for method development. In machine
learning, having a reliable, interpretable benchmark accelerates progress, and the bee dance has
been exactly that for temporal segmentation. It forces models to deal with quick switches and
variable segment lengths (waggle durations can differ), issues that also appear in domains like
speech processing or gesture recognition. Its foundational nature is evident from how often it
is cited alongside new methods. One can confidently say that if an algorithm cannot segment
the bee waggle dance, it is probably not yet ready for more complex unstructured problems.
Conversely, an algorithm that excels on it (and other benchmarks) gains trust. Therefore, re-
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searchers continue to justify using this dataset in 2025 as a minimal but rigorous test of temporal
segmentation performance – a role that few other datasets fill as neatly.

In addition to these individual merits, there is a broader justification for the continued use of
established benchmarks: they provide continuity and comparability. Science progresses by building on
prior results, and benchmarks enable direct comparison to earlier models. By evaluating new methods
on Kato’s worm data or the bee dance, researchers can quantitatively show improvements over the state-
of-the-art reported in past years. This cumulative progress would be harder to trace if benchmarks
were constantly discarded in favor of new ones. Instead, the community has wisely kept these datasets
in the toolkit while also adding new ones around them. Indeed, as shown with the WormID repository
and others, the trend is to incorporate the classic datasets into larger collections rather than replace
them. Their foundational status grants them a kind of “must-include” aura in comprehensive studies.

Finally, it is worth noting the utility of these datasets for modeling complex time series in general.
Each involves phenomena that are multi-scale and high-dimensional: the worm brain spans multiple
neural circuits, the mouse behavior involves many joints and muscles, and the bee dance has multi-
part sequences with an embedded message (the angle encodes direction to food). Modeling such data
challenges algorithms to capture both fine-grained dynamics and long-range transitions. The enduring
use of these datasets indicates that they successfully “stress test” models in these aspects. As of 2025,
no model has“solved” them in the sense of perfect segmentation or decoding – there is still room for
improvement, which drives further research. This open challenge aspect is precisely why they remain
in play. They are rich enough to keep yielding new insights when analyzed with modern techniques.
For example, new analyses of Kato’s data continue to reveal previously obscured patterns in neural
activity [73], and re-analyses of the bee dance with more sophisticated algorithms are quantifying dance
features (waggle duration, angle) with greater precision than before.

In summary, the neural recordings, the BehaveNet mouse behavior dataset, and the bee dance
dataset have proven to be cornerstones in their fields. They set a foundation upon which a decade
of research has been built, and they continue to be highly relevant in 2025. By using and building
upon these benchmarks, researchers ensure that their new models are tested against some of the best-
understood, most challenging examples of neural and behavioral time series.

This not only justifies the selection of these datasets for contemporary studies, but it also helps
unify the field – connecting new advances with the classic literature and ensuring that progress is
measurable and meaningful. As the field evolves, these datasets are likely to remain in the pantheon
of benchmarks, continually teaching new generations of models (and researchers) the timeless lessons
of complex dynamics and structured behavior.
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3.19.6 Synthetic NASCAR® Dataset
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Figure 3.3: Trajectory of NASCAR ® used to test the models.

This dataset deserved its separate section, as it is the only synthetic benchmark among the ones
discussed, and it has played a pivotal role in the development of recurrent switching linear dynamical
systems (rSLDS) and their applications to time-series segmentation [60].

Design and Generation: The synthetic NASCAR® dataset is a controlled time-series benchmark
first introduced by Linderman et al. [60] to illustrate recurrent switching linear dynamical systems
(rSLDS). It simulates a 2-dimensional continuous latent trajectory that loops around an oval track –
much like a race car on a NASCAR® circuit – under the influence of four discrete dynamical states
(segments) that govern the motion. Each latent state corresponds to a different linear dynamical regime
(e.g. a particular heading or turn), and as the system transitions through states 1 → 2 → 3 → 4 in
sequence, the latent position xt ∈ R2 continuously traces out an oval path (hence the “NASCAR®”
nickname). Observations yt are generated by linearly projecting this 2D latent state into a higher-
dimensional observed space (typically 10 dimensions) and adding Gaussian noise. In Linderman’s
original setup, T = 104 time steps were simulated with yt ∈ R10, giving a rich high-dimensional
sequence with a known underlying state sequence and dynamics. Figure 3.3 visually depicts the setup.

Segmentation Challenge and Benchmark Utility: Segmenting the NASCAR® data means
correctly identifying which of the four dynamical modes is active at each time – essentially partitioning
the continuous trajectory into four recurring segments. This is non-trivial because the latent motion is
smooth and cyclical, so change-points between modes are subtle and only evident from slight shifts in
dynamics (e.g. the car “turning” into a new segment of the oval) rather than abrupt observation jumps.
Linderman’s rSLDS inference results showed that while the model could recover the oval trajectory and
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the four state segments, it exhibited uncertainty near mode transition points (reflected by mixed state
assignments in posterior samples). This highlights the segmentation challenge: adjacent states produce
similar behaviors (all parts of one looping trajectory), and distinguishing them requires capturing
context (the position on the track and momentum) rather than just instantaneous observations. The
dataset has therefore become a useful benchmark for evaluating state-segmentation algorithms, since
the true state sequence is known and the task stresses a model’s ability to detect nuanced, timing-based
switches. Crucially, the NASCAR® benchmark allows controlled comparison of algorithms under an
idealized yet complex scenario: there are clear periodic state transitions to be found, but simpler
models (e.g. standard HMMs or non-recurrent SLDS) struggle unless they account for the underlying
continuous-state evolution. This makes it an excellent testbed for segmentation performance and a
way to demonstrate the benefit of model innovations.

Role in Algorithm Development: The NASCAR® simulation played a key role in the develop-
ment of recurrent segmentation models. In their 2017 paper, Linderman et al. [60] used it as a didactic
example to show how allowing transition probabilities to depend on the continuous latent state yields
more realistic behavior than a standard switching model. Specifically, an ordinary switching linear
dynamical system (SLDS) with Markov (state-independent) transitions would generate random, mem-
oryless switching and produce irregular state durations, as illustrated in Linderman’s comparisons
(Figure 3e vs 3f of the original paper). By contrast, the rSLDS learned to switch modes only when the
latent car had completed a segment of the oval, thus producing periodic, predictable state durations
that matched the ground truth. This example cemented the value of the NASCAR® dataset as a
controlled setting where rSLDS could be shown to outperform traditional models in capturing state-
dependent switching [75] then built on this idea, extending rSLDS to a tree-structured recurrent SLDS
for multi-scale dynamics. Although their work focused on hierarchical switching (e.g. capturing coarse
and fine time-scale states), the same NASCAR® concept — a system with cyclic, state-dependent
transitions — underpins their motivation and evaluations. In essence, Linderman and colleagues intro-
duced NASCAR® to demonstrate how and why recurrent state-space models improve segmentation,
and Nassar and others subsequently used it to test increasingly sophisticated variants (e.g. incorpo-
rating hierarchical priors or longer-term dependencies in the switching structure).

Continued Use in Recent Work (2020–2025): The synthetic NASCAR® dataset has remained
a popular benchmark for segmentation algorithms in the last several years, often appearing in papers as
a toy demonstration of a new model’s capabilities. For instance, Lee et al. [58] include the NASCAR®

sequence in evaluating their Switching Autoregressive Low-rank Tensor (SALT) model. Their results
showed that SALT could accurately reconstruct both the latent oval trajectory and the discrete state
sequence, performing on par with a fully-specified SLDS in terms of filtering and segmentation ac-
curacy. This confirms that modern variants still treat NASCAR® as a ground-truth benchmark for
jointly modeling continuous and discrete dynamics. Similarly, other recent methods have referenced
the NASCAR® example when introducing new inference techniques.

Beyond the state-space model literature, the NASCAR® data is frequently used as a proof-of-
concept in studies on hybrid models and Bayesian filtering. In summary, over 2017–2025 the NASCAR®
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dataset appears in numerous papers’ experiment sections, serving as a common touchstone to validate
that a new segmentation or state-space model can indeed identify the known four-state pattern. This
sustained use underlines the dataset’s generality and reliability as a benchmark.

Comparison to Real-World Datasets: Although entirely synthetic, the NASCAR® benchmark
was expressly designed to mimic properties of real behavioral sequences in a simplified form. Notably,
it enforces structured transitions and non-geometric state dwell-times – the system spends a consistent
length of time in each state (each quarter of the “lap”) before switching, instead of exhibiting the mem-
oryless (geometrically distributed) sojourn times of a standard HMM. This feature makes it analogous
to certain real-world patterns where actions have characteristic durations. For example, in the honey-
bee waggle dance, a bee will waggle for a sustained period (to convey distance/direction to food) before
turning, rather than randomly switching at any moment; the waggle phase thus has a roughly fixed
duration by design. The NASCAR® simulation captures this idea by having each state correspond to a
purposeful phase of movement (a fixed segment of the trajectory) rather than allowing arbitrary short
visits. Likewise, many animal behaviors and neuroscience experiments exhibit repetitive, cyclic struc-
ture: a mouse may perform a grooming sequence composed of repeating syllables, or a worm’s brain
might cycle through recurring activity states – these phenomena violate the i.i.d. switching assumption
and instead have state transitions coupled to an underlying cycle or context. The NASCAR® dataset
offers a distilled analog of such scenarios. It provides clear periodicity and state-dependent switching in
a way that real data often do (but without the noise and idiosyncrasies that complicate real recordings).
Of course, real datasets like Kato et al. [55] C. elegans neural recordings or the mouse behavioral videos
in the MoSeq/BehaveNet project are far more complex – with higher-dimensional observations, richer
dynamics, and sometimes unknown true segmentations. In comparison, the NASCAR® toy example
has a small, fixed number of states (4) and a perfectly repeating sequence, so it does not capture the full
unpredictability of real behavior. However, it does replicate key challenges in miniature: distinguishing
subtle shifts in dynamics, handling long (non-geometric) state durations, and integrating continuous
state information to predict switches. By demonstrating an algorithm’s ability to recover the known
“lap” structure, the NASCAR® dataset builds confidence that the same method can then be applied to
real-world data with recurring patterns (like the waggle dance or stereotyped lab animal behaviors). In
sum, the synthetic NASCAR® dataset serves as a bridge between theory and application – it is simple
enough to have ground-truth segmentation, yet complex enough to embody the temporal structures
and segmentation difficulties of real sequential phenomena, making it a valuable benchmark alongside
datasets like the bee dance, Kato’s neural data, and other behavioral time series.

3.20 Placement of this work

Since their introduction, models with latent Markovian transitions, have came a very long way.
The classical Hidden Markov Model (HMM) [6] is defined over a finite set of discrete latent states

evolving according to a first-order Markov chain, with each state emitting observations from a state-
specific distribution. Because state transitions are memoryless, the implied dwell-time distribution in
each state is geometric, which can lead to overly rapid switching and underestimation of persistence
in many real-world sequences. Learning in the HMM is typically performed via the Expectation–

47
54:71032



Model # States Duration Model Recurrent? Observation Model References
HMM (classic) Finite Implicit (Geometric) No Direct Baum & Petrie [6]
HSMM (explicit duration HMM) Finite Explicit (parametric, e.g., Poisson, Categorical) No Direct Chiappa [21]
HDP-HMM Infinite Geometric (implicit) No Direct Teh et al. [103]
S-HDP-HMM Infinite Geometric (implicit), biased for persistence No Direct Fox et al. [35]
DS-HDP-HMM Infinite Geometric (implicit), biased for persistence No Direct Zhou et al. [117]
HDP-HSMM Infinite Explicit (state-specific distribution) No Direct Johnson & Willsky [53]
S-HDP-SLDS Infinite Geometric (implicit), biased for persistence No Direct Fox et al. [35]
rSLDS Finite Implicit Yes Linear latent Linderman et al. [60]
SNLDS Finite Implicit Yes Latent nonlinear Dong et al. [27]
REDSDS Finite Explicit (recurrent, conditionally categorical) Yes Latent nonlinear Ansari et al. [2]
EDSLDS Finite Explicit (parametric, e.g., Poisson, Categorical) No Linear latent Chiappa [21], Infinite duration variant introduced here
REDSLDS Finite Explicit (recurrent, conditionally categorical) Yes Linear latent Introduced here
RS-HDP-HMM Infinite Geometric (implicit), biased for persistence No Direct Introduced here
RED-HDP-HMM Infinite Explicit Yes Direct (extendable to LDS) Introduced here

Table 3.2: Conceptual comparison of the proposed model with related models.

Maximization (EM) algorithm (Baum–Welch) using the forward–backward algorithm for inference [13],
or via Viterbi decoding for maximum a posteriori state sequences [92].

To overcome the geometric-duration limitation, the Hidden Semi-Markov Model (HSMM) [21]
augments each state with an explicit dwell-time variable drawn from a state-specific distribution. This
semi-Markov extension allows modeling of peaked, heavy-tailed, or otherwise non-geometric dwell-
time distributions. Inference proceeds via dynamic programming over segment boundaries rather than
individual time steps, yielding improved segmentation fidelity at the cost of increased computational
complexity proportional to the maximum modeled duration.

A parallel line of work removes the restriction to a fixed number of states through Bayesian nonpara-
metrics. The Hierarchical Dirichlet Process HMM (HDP-HMM) [103] replaces the fixed-size transition
matrix of the HMM with an HDP prior, allowing the model to flexibly grow the number of states with
the data. A global stick-breaking measure defines the shared support over states, and each row of the
transition matrix is drawn from a Dirichlet process centered on this global measure. This construction
couples the state-specific transition distributions and promotes state reuse, but in its vanilla form it
retains geometric dwell times and tends to switch rapidly among redundant states. The sticky HDP-
HMM (S-HDP-HMM) [35] addresses this rapid-switching pathology by introducing a self-transition bias
parameter that explicitly encourages persistence, significantly improving segmentation quality in set-
tings where regimes last for multiple time steps. However, in the S-HDP-HMM the self-persistence bias
and the base transition structure remain statistically entangled. The disentangled sticky HDP-HMM
(DS-HDP-HMM) [117] introduces a parameterization that separates these effects, allowing independent
control over overall persistence and the structure of off-diagonal transitions.

Explicit duration modeling has also been incorporated into the nonparametric setting. The HDP-
HSMM [53] integrates the explicit-duration modeling of the HSMM with the nonparametric state-
space capacity of the HDP-HMM, yielding a model capable of representing an unbounded number of
states with arbitrary, state-specific dwell-time distributions. Inference typically employs either direct-
assignment or weak-limit Gibbs samplers, both leveraging HSMM-style dynamic programming for
efficient segmentation.

In addition to advances in duration and state-space modeling, considerable work has extended the
observation model beyond direct emissions to latent dynamical systems. The switching linear dynamical
system (SLDS) couples a discrete regime process with continuous latent dynamics, where each mode
governs a linear Gaussian state-space model. The S-HDP-SLDS [35] extends the SLDS by placing an
HDP prior over the mode transitions and adding stickiness to encourage persistence, thereby allowing
the number of modes to be learned from data while retaining linear dynamical structure within each
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mode. This model has been effective in domains such as maneuvering target tracking and motion
primitive discovery, where piecewise-linear latent dynamics are appropriate.

The recurrent SLDS (rSLDS) [60] departs from purely Markovian switching by allowing the discrete
mode transition probabilities to depend on the current continuous latent state and optional exogenous
inputs. This is achieved via a stick-breaking logistic regression formulation, yielding interpretable deci-
sion boundaries in the latent space and enabling context-dependent switching between linear regimes.
Bayesian inference exploits Pólya–Gamma augmentation for the logistic gates, coupled with Kalman
message passing for the continuous states. Moving toward greater expressivity, the switching nonlinear
dynamical system (SNLDS) [27] generalizes the rSLDS by replacing mode-specific linear dynamics with
nonlinear functions, often parameterized by neural networks. Inference is performed using collapsed
amortized variational methods, exactly marginalizing the discrete modes while using inference networks
for the continuous states. This yields highly expressive models suitable for complex, high-dimensional
observation sequences, albeit with heavier computational demands and reduced interpretability com-
pared to linear models.

Most recently, the recurrent explicit-duration switching dynamical system (REDSDS) [2] combines
the recurrent gating of the rSLDS with the explicit-duration modeling of the HSMM. It introduces a
run-length variable to represent the time spent in the current regime and conditions transitions on both
this variable and the continuous latent state. Inference combines exact HSMM-style forward–backward
algorithms for the discrete modes and durations with amortized variational inference for the continuous
dynamics. This approach captures both context-dependent switching and non-geometric dwell times
in complex nonlinear regimes.

Overall, the development of these models reflects four main trends: moving from finite-state models
to Bayesian nonparametric approaches that can infer the number of regimes from data; replacing
implicit geometric dwell-time distributions with explicit, state-specific models to better match empirical
sojourn statistics; introducing recurrence, in which mode transitions depend on continuous latent states
or covariates, allowing context-sensitive switching; and increasing the expressivity of within-regime
dynamics from direct-emission models to linear and ultimately nonlinear dynamical systems. Each of
the models discussed above occupies a distinct point in this design space, trading off interpretability,
computational complexity, and modeling flexibility in different ways.

Building on explicit-duration ideas [21], EDSLDS couples state-specific parametric duration dis-
tributions with linear Gaussian segment dynamics. Our infinite-duration-support variant allows un-
bounded dwell times without truncation, preserving Kalman-filter interpretability while capturing re-
alistic sojourn patterns that geometric models cannot.

REDSLDS introduces history-dependent switching together with explicit durations in a linear dy-
namical backbone. This fills a gap between rSLDS (recurrent but geometric) and REDSDS (explicit
and recurrent but deep/nonlinear): we obtain explicit dwell-time control and recurrent gating while
retaining the tractability and interpretability of LDS segments.

Within the nonparametric HMM family, RS-HDP-HMM provides a persistence-biased prior over
transitions (in the spirit of Fox et al. [35]) while maintaining infinite state capacity. It targets settings
where geometric durations are acceptable but need stronger, structured persistence than the vanilla
HDP-HMM offers.
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RED-HDP-HMM unifies three desiderata that had not co-existed in a single nonparametric model:
infinite state space (HDP), explicit state-specific durations (HSMM-style), and recurrent, context-
dependent transitions (rSLDS-style) Compared to HDP-HSMM (explicit durations, no recurrence) we
add recurrence; compared to S-/DS-HDP-HMM (recency bias, geometric) we replace geometric with
explicit durations; compared to rSLDS/SNLDS (recurrent, geometric) and REDSDS (recurrent, explicit
but finite/nonlinear), we retain explicit durations while moving to the HDP nonparametric regime and
keeping a direct-emission front end that is readily extendable to LDS. This makes RED-HDP-HMM
the nonparametric, explicit-duration, recurrent counterpart to the most widely used families above.

These models are particularly useful in domains where the underlying processes exhibit complex
temporal dynamics, such as neuroscience, robotics, and econometrics. They are designed to handle se-
quences with non-geometric dwell times, allowing for more accurate modeling of real-world phenomena
where states can persist for varying lengths of time, rather than being constrained to a fixed geomet-
ric distribution. Explicit durations (EDSLDS/REDSLDS/RED-HDP-HMM) match such statistics,
avoiding the systematic biases of geometric persistence (HMM/HDP-HMM/rSLDS/SNLDS).

The HDP backbone in RS-HDP-HMM and RED-HDP-HMM accommodates an unknown number of
regimes without fragile model-order selection, improving robustness in long or heterogeneous sequences
relative to finite SDS variants.

Recurrence lets transitions depend on continuous latents, inputs, and covariates. This captures
context (e.g., velocity-gated switching in movement data, load-dependent failure modes) that static
transition matrices miss. REDSLDS and RED-HDP-HMM offer this while preserving explicit dwell
times.

Linear LDS segments (EDSLDS/REDSLDS) support Kalman filtering/smoothing, segment-level
diagnostics, and physical interpretability. RED-HDP-HMM’s direct-emission form is modular: it can
be extended to LDS when continuous latent dynamics are present.

Our contributions bridge previously disjoint design choices—nonparametric state spaces, explicit
duration modeling, and recurrent transitions—and provide linear-dynamics and direct-emission instan-
tiations that align with contemporary trends toward expressive yet interpretable sequential models.
When it comes to HMM and HDP-HMM [6, 103], we generalize beyond geometric durations; HDP
machinery is preserved in RED-HDP-HMM, extended with explicit durations and recurrence. As to
Sticky/DS variants [37, 117]. Their persistence biases approximate longer dwell times but remain
geometric. RS-HDP-HMM refines persistence in the nonparametric HMM line; RED-HDP-HMM in-
stead models durations explicitly and allows recurrence. With HSMM / HDP-HSMM [21, 52], we
inherit explicit durations and bring recurrence (REDSLDS, RED-HDP-HMM) and, in the latter, HDP
nonparametrics with recurrence, which HDP-HSMM lacks. Regarding rSLDS / SNLDS [60, 27]. We
retain recurrent gating but address their implicit duration limitation by making durations explicit
(REDSLDS) and pushing to infinite-state settings (RED-HDP-HMM). As for REDSDS [2], it shares
the explicit-duration + recurrence motif but in a finite, deep/nonlinear SDS. REDSLDS offers a lin-
ear alternative for interpretability and Kalman-based inference; RED-HDP-HMM extends the idea to
nonparametric state spaces and supports direct emissions (with a path to LDS).

In short, our contributions bridge previously disjoint design choices—nonparametric state spaces,
explicit duration modeling, and recurrent transitions—and provide linear-dynamics and direct-emission
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instantiations that align with contemporary trends toward expressive yet interpretable sequential mod-
els.
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4
State Persistence

4.1 Introduction

This chapter addresses the fundamental problem of state underutilization in Switching Linear Dynam-
ical Systems (SLDS), where models tend to collapse and use only a subset of available discrete states.
We introduce Explicit Duration Switching Linear Dynamical Systems (EDSLDS), which incorporates
explicit duration variables with infinite support to overcome this limitation and improve temporal
sequence modeling.

Our approach represents the first application of infinite-support duration modeling to SLDS, ex-
tending ideas from Hidden Semi-Markov Models (HSMMs) to the more complex setting of switching
dynamical systems with continuous latent states. We propose using Poisson distribution for state du-
rations, eliminating the need to pre-specify maximum segment lengths and removing self-transitions for
clearer state duration interpretation. This theoretical innovation demonstrates that infinite-support
duration modeling can be successfully integrated with continuous latent dynamics, addressing an open
question in the field.

To enable effective inference in this challenging model, we develop an extended beam sampling
MCMC algorithm that efficiently handles the hybrid discrete/continuous state space. This algorithm
represents a significant methodological contribution, allowing us to traverse the complex posterior
landscape that arises from the combination of discrete mode switching and continuous dynamics with
explicit duration constraints.

Through comprehensive experiments on synthetic datasets including Spikes and Bouncing Ball sce-
narios, as well as real-world data from the Lorenz Attractor, we demonstrate that EDSLDS significantly
improves state segmentation accuracy compared to standard SLDS approaches. Our results show that
the model avoids state collapse, produces smoother and more interpretable regime transitions, and
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successfully utilizes all available discrete states. These empirical findings establish explicit duration
modeling as an effective solution for persistent state problems in switching dynamical systems, pro-
viding both theoretical foundations and practical algorithms for improved temporal sequence analysis.
The core contributions of this chapter were published at the ICONIP 2023 conference [102]. Prelim-
inary results from this work were also presented at the HZDR-UWr PhD Seminar in October 2022,
providing valuable feedback that helped refine the approach. Additional results were presented at the
Big Data Analytical Methods for Complex Systems workshop organized jointly with CASUS institute
in October 2022 at the Institute of Computer Science, University of Wrocław.

4.2 Problem Statement

One major challenge in fitting Switching Linear Dynamical Systems (SLDS) is the tendency of the
model to underutilize the available discrete states. In practice, an SLDS with a fixed number of
possible regimes may effectively ignore some of them, collapsing to use only a subset of the states.
This is problematic when we have strong prior reasons to believe a certain number of states is needed
– the model’s tendency to ignore states means it fails to capture some regimes of the data. This
issue is especially important in long sequential observations where many data points belong to the
same underlying state. For example, consider using smartphone sensors or fitness trackers to identify
transportation modes over time. Such devices sample motion at a high frequency (often on the order
of 1 Hz or higher), so successive measurements are highly correlated and remain in the same physical
activity regime for extended periods. Actual transitions between modes of transportation occur much
less frequently. In a traditional hidden Markov model (HMM) applied to these data, one often observes
long runs of the same state, which manifests as an almost diagonal transition matrix (most probability
mass on self-transitions). In other words, the standard HMM assumption of geometric state durations
(implied by allowing self-transition with high probability) leads to very persistent states. This motivates
the idea of modeling state duration explicitly, to better capture the segmentation of the sequence into
meaningful regimes.

Explicit duration modeling has indeed been explored in prior work on switching dynamic models.
In HMMs, incorporating a separate duration variable leads to the hidden semi-Markov model (HSMM),
which allows non-geometric duration distributions for each state. This can yield more interpretable
models when the state dwell-times are not memoryless geometric. In the context of Switching Dy-
namical Systems (SDS) with continuous latent states (of which SLDS is a subclass), researchers have
also introduced explicit duration variables (sometimes called explicit-duration switching dynamical sys-
tems) by augmenting the model with additional count-down or count-up variables to track how long the
system stays in a given regime. For example, Chiappa and Peters (2010) and Chiappa (2014) included
duration counters in continuous-state switching models. These works typically modeled durations with
a categorical distribution defined over a fixed support 1, 2, . . . , Dmax, meaning the duration is assumed
to have an upper bound Dmax. While explicit-duration models proved effective in limiting unrealisti-
cally long state persistence, they introduce new difficulties. First of all, one must specify an appropriate
maximum duration Dmax in advance. In practice we might not have reliable prior knowledge of typical
segment lengths, and a poor choice of Dmax can bias the model. If Dmax is set too low to cover all real
segment lengths, the model is forced to either mis-segment the data or revert to using self-transitions
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to artificially extend state durations. Indeed, some HSMM implementations allow a non-zero self-
transition probability P (st = s | st−1 = s) in parallel with the explicit duration variable as a fallback
for longer durations. However, introducing self-loops alongside an explicit duration undermines the
interpretability of the duration distributions – the model could “cheat” by both sampling a duration
and then extending it via self-transition. Moreover, maintaining a categorical duration distribution for
each of K states means storing K × Dmax free parameters, which becomes cumbersome for large K.
These drawbacks motivate us to seek an infinite-support duration model that avoids truncation and
self-loops.

4.3 Proposed Approach

To address the above issues, we remove self-transitions entirely (setting P (st = s | st−1 = s) = 0) and
explicitly model each state’s sojourn time with a parametric distribution that has infinite support on
the positive integers. This way, when the model enters a state, it commits to a duration sampled from
that distribution, and cannot extend the stay via a loop – the duration is thus truly explicit.

We choose the Poisson distribution for this role.
The Poisson is a natural choice because:

• it has infinite support (no fixed maximum duration needed),

• it is unimodal on the integers (unlike the geometric distribution which has a maximum at 1 step,
the Poisson can represent a typical duration with a peak at its mean),

• it belongs to the exponential family, which facilitates easier inference and parameter learning
(conjugate update techniques and other convenient properties).

Each state s in our SLDS is assigned a Poisson duration parameter λs, and when the system
transitions into state s, it will remain in s for a random duration τ ∼ Poisson(λs) (or some variant
ensuring τ ≥ 1). By using an infinite-support distribution, we eliminate the need to predetermine a
maximum segment length or to introduce loop probabilities for safety. This approach puts appropriate
pressure on the model to switch states when due – once the sampled duration is over, a transition must
occur – and ensures that the learned duration distribution for each state is directly interpretable as
the actual distribution of segment lengths in that regime.

When selecting a distribution for explicit state durations in SLDS, we considered several alterna-
tives, including Normal, Lognormal, and Negative Binomial distributions. The Poisson distribution was
ultimately chosen for both theoretical and practical reasons. First, durations are inherently discrete
and positive, and Poisson naturally models integer-valued counts, whereas a Normal distribution is
continuous and symmetric, requiring additional truncation or rounding to handle non-negative integer
durations, which complicates inference.

Lognormal, while strictly positive, is also continuous and introduces non-conjugacy into the model,
leading to more challenging inference and the need for approximations.

The Negative Binomial distribution can introduce conjugacy issues depending on its parameteri-
zation and how it is used in explicit duration modeling for SLDS. The distribution can be expressed
either in terms of the number of failures before a fixed number of successes, or in a mean–variance
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formulation that highlights its ability to model overdispersed count data. In the context of state du-
rations, we would typically treat the duration as a discrete count and aim to infer both the shape and
probability parameters.

Unlike the Poisson distribution, which belongs to the exponential family and enjoys straightforward
Poisson–Gamma conjugacy when paired with a Gamma prior on its rate parameter, the Negative
Binomial does not provide equally convenient posterior updates. While it can be interpreted as a
Poisson–Gamma mixture, making partial conjugacy possible for the Poisson rate, the additional shape
parameter breaks full conjugacy. This means that the joint posterior over the shape and probability
parameters cannot be expressed in closed form and would require sampling via Metropolis-Hastings,
slice sampling, or other non-conjugate methods.

In contrast, the Poisson distribution is both simpler and computationally more tractable in an
MCMC setting. Its single rate parameter allows for fully conjugate updates under a Gamma prior,
which integrates seamlessly with Gibbs sampling and beam sampling in SLDS. The Negative Binomial,
by introducing an additional free parameter to model overdispersion, increases inference complexity
without providing a clear benefit in scenarios where durations are moderately variable and do not
require heavy overdispersion modeling. This conjugacy advantage is one of the key reasons for preferring
Poisson for explicit duration modeling in SLDS. However, we will revisit the idea of using Negative
Binomial distribution in Chapter 5.

In contrast, Poisson is unimodal, has a single intuitive rate parameter λ, and belongs to the ex-
ponential family, which provides convenient conjugacy for Bayesian updates and simplifies MCMC
sampling in the SLDS framework. Furthermore, for many practical scenarios such as human activity
or mode-switching in sensors, state durations are moderately variable and not extremely overdispersed,
making Poisson a parsimonious yet expressive choice that balances model interpretability, computa-
tional tractability, and alignment with the nature of the data.

It is worth noting that, to the best of our knowledge, no previous work has applied an infinite-
support duration model in the context of SLDS. Explicit-duration HMMs and related nonparametric
models have been studied (e.g. parametric HSMMs with Poisson or other durations, and Bayesian
nonparametric HSMMs allowing unbounded durations), but in those cases the observation models
were either discrete or simple parametric emissions. SLDS, on the other hand, involves switching
between state-space models (linear dynamical systems) as emissions. The direct transfer of ideas from
HMM/HSMM to SLDS is non-trivial – an HMM’s discrete state directly dictates the distribution of each
single observation, whereas in an SLDS the discrete mode governs the temporal dynamics of a sequence
of observations. How an infinite-support duration prior will interact with the continuous dynamics was
an open question. Our proposed model fills this gap by marrying the HSMM-style duration modeling
with the rich dynamics of an SLDS. We hypothesize that this will improve regime segmentation by
preventing the model from over-relying on any single state for too long and by enforcing that each
state’s dwell-time distribution is learned from data rather than defaulting to a geometric distribution.

After defining the model, the remaining question is how to perform inference and learning for an
SLDS with explicit durations. While modern variational inference (VI) techniques are popular for
their scalability, we opted to develop a Markov chain Monte Carlo (MCMC) sampling scheme for this
model. Our choice is driven by the complex, high-dimensional posterior distributions that arise in
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SLDS models. MCMC methods excel at exploring such complicated posteriors because they do not
require making restrictive assumptions about the distribution’s form – given enough samples, MCMC
can directly approximate the true posterior arbitrarily well. In contrast, variational inference posits
a simplified family of distributions and finds the member of that family closest to the true posterior.
This simplification can lead to bias in the estimates; if the chosen variational family cannot capture
important aspects (e.g. multimodality or strong correlations) of the true posterior, the result will be
systematically off no matter how much data we have. In fact, unlike MCMC, the approximation error
of VI does not vanish even in the limit of infinite data or iterations, because the model bias is baked
into the assumed family. MCMC, by contrast, is asymptotically unbiased – as the number of samples
grows, the Monte Carlo estimate converges to the exact posterior expectation (provided the chain has
mixed well). This accuracy advantage of MCMC is especially valuable for SLDS models, which often
have multimodal posteriors due to discrete mode switching and continuous latent states. Moreover,
MCMC offers great versatility: it can be applied with minimal modifications across a wide range of
models and priors, making it well-suited for our purposes of exploring a new model variant.

That said, we acknowledge that MCMC can be computationally intensive. Each iteration involves
sampling all latent variables, and many iterations may be required to reach convergence, especially in
high-dimensional or long time-series data. Variational methods are typically faster – often dramatically
so – because they turn inference into an optimization problem and can leverage stochastic gradient
techniques and amortization. In scenarios where computational resources or time are limited, a varia-
tional approach to SLDS inference might be preferable. Indeed, recent work on deep switching models
has used variational inference with neural networks to scale to large datasets. In our case, however,
we focus on demonstrating proof-of-concept accuracy of the model rather than real-time performance.
We therefore design an MCMC algorithm (extending the Gibbs/beam sampling methods for HSMMs
to the SLDS setting) to efficiently sample the mode sequence, durations, and continuous states from
the posterior. As we will show in the experiments, this MCMC-based approach successfully recovers
the intended state segmentation and dynamics, whereas a simpler variational strategy struggled in our
initial trials (likely due to the complex posterior landscape).

In summary, addressing the state underutilization problem is important because it improves the
interpretability and fidelity of the learned model. By incorporating an explicit duration variable with
infinite support, we encourage the SLDS to use all of its allotted states and to model the dwell times
in each regime in a data-driven way. This aligns with expert recommendations in the literature that
adding time-dependent (duration) modeling can significantly enhance the learning of complex switching
dynamics. Our choice of a Poisson duration distribution balances flexibility with parsimony, avoiding
the pitfalls of truncated categorical durations. Furthermore, our inference approach leverages the
strengths of MCMC – its generality and accuracy – to handle the complex posterior of the SLDS,
at the cost of more computation. This approach is well-suited for off-line analysis where accuracy is
paramount, whereas alternative approaches (e.g. stochastic variational inference) could be substituted
in an online or real-time setting if needed. We believe these contributions will make SLDS models more
robust and applicable in scenarios where long, persistent states are present and accurate segmentation
is critical.

The main contributions of this chapter are:
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• Explicit Infinite Duration Modeling: Introducing explicit duration variables with infinite
support into SLDS models, thereby eliminating the need to pre-specify maximum segment lengths
and removing self-transitions for clearer state duration interpretation. To our knowledge, this is
the first such application in an SLDS context, extending ideas from HSMMs to continuous latent
dynamics.

• Extended Inference Algorithm: Developing an extended beam sampling MCMC algorithm
capable of handling the hybrid discrete/continuous state space of an SLDS with explicit dura-
tions. This includes efficient block-sampling of state sequences and duration variables, demon-
strating that the sampler can traverse the complex posterior landscape of the model. We show
that this approach improves state segmentation and regime discovery in challenging time-series
data, addressing the state underutilization issue motivating this work.

4.4 Model Formulation

Figure 4.1: The graphical model of EDSLDS

Building upon the SLDS, we propose Explicit Duration Switching Linear Dynamical System (EDSLDS).
Rather than using implicit geometrical durations, we propose explicit Poisson duration variables.

Let’s consider the graphical model defined as

p(y1:T ,x1:T , s1:T , d1:T ) = p(y1 | x1)p(x1 | s1)p(d1 | s1)p(s1)

· [
T∏
t=2

p(yt | xt)p(xt | xt−1, st)p(st | st−1, dt)p(dt | st, dt−1)].
(4.1)

The corresponding visual representation is presented in Figure 4.1. Analogously to regular SLDS, the
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probabilities follow distributions defined below

p (s1) = Cat (s1;π0)

p (d1|s1) = Durs1(dt − 1)

p (x1 | s1) = N
(
x1;µ

init
s1 ,Σinit

s1

)
p (xt | xt−1, st) = N

(
xt;Astxt−1,Qst

)
p (yt | xt, st) = N (yt;Cstxt,Sst) ,

(4.2)

where π0 is a vector of initial state probabilities, µinits1 := As1µs1 and Σinit
s1 := As1Σs1A

T
s1 +Qs1 .

The transition of duration dt and state st variables is defined as

p (dt | st, dt−1) =

δ(dt−1−1) if dt−1 > 1

Durst(dt − 1) if dt−1 = 1
, (4.3)

where Durst is duration distribution in state st, δ(x) is Dirac’s delta, and

p (st | st−1, dt−1) =

δst−1 if dt−1 > 1

π(st−1) if dt−1 = 1
, (4.4)

where π(i) is discrete transition matrix.
The described model is presented in Figure 4.1.
This model formulation allows us to efficiently represent state durations. An alternative way to

model explicit durations (employed, for example, by Ansari et al. [2], Oh et al. [79]) is to use increasing
counter variables ct instead of decreasing duration variables dt. However, we believe that in our case,
the duration variables allowed for easier model formulation.

For a comparison of these two modeling approaches, refer to Chiappa [21].
We test two duration models:

Categorical: there is a finite support of duration time, namely {1, . . . , Dmax}. In this case Durst =
Cat

(
st;π

Dur
st

)
, and the prior is set to πDurk |αCatdur

iid∼ Dir(αCatdur ).

Poisson: Durst(dt − 1) = Poisson(µst , dt), with Gamma prior

µk
iid∼ Gamma(αPoidur , β

Poi
dur ) (4.5)

We chose Poisson as our duration distribution because it is discrete, unimodal, and belongs to the
Exponential Family. These properties allow for easy sampling. However, at this point, we have to note
that the inference algorithm would also work for any other distribution with infinite-duration support.
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Figure 4.2: Visualization of beam sampling.

4.5 Inference and Learning

In most of the proposed inference methods, the forward-backward algorithm was used to obtain the
distribution of the latent discrete factors [2, 27, 120] or at least forward probability was computed [60].
We compute this probability dynamically, which requires O(K2T ) time, where K is the number of
states, and T is the length of the time series.

Let us define zt := (st, dt), then our model becomes an SLDS with an infinite number of states. In
the case of the Poisson duration model, we cannot compute the forward probability directly, because
zt has infinite support.

To overcome this problem, we use a trick known from the inference of iHMM models [106], also used
for hidden semi-Markov models [26]. The whole algorithm was generalized to work for SLDS-based
models.

First, for each t we introduce an auxiliary variable ut with conditional distribution ut ∼ Uniform
(0, p(zt|zt−1)). Namely, let’s sample

p (ut | zt, zt−1) =
I (0 < ut < p (zt | zt−1))

p (zt | zt−1)
. (4.6)

It allows us to limit each sum in the forward pass to a finite number of terms while still allowing all
possible durations. This mechanism is the application of a mechanism called “slice sampling” [76].

We sample the sequence x1:T and treat it as pseudo-observations.
We can get an approximation of the forward probability:

α̂t (zt) = p (zt,y1:t,x1:t, u1:t)

=
∑
zt−1

p (zt, zt−1,x1:t,y1:t, u1:t)

∝
∑
zt−1

p (ut | zt, zt−1) p (zt, zt−1,x1:t,y1:t, u1:t−1)

=
∑
zt−1

I (0 < ut < p (zt | zt−1)) p (yt,xt | zt) α̂t−1 (zt−1) .

(4.7)

The states are sampled backward using

p (zt−1 | zt,x1:t,y1:T , u1:T )

∝ p (zt, zt−1,x1:t,y1:T , u1:T )

∝ p (ut | zt, zt−1) p (zt | zt−1) α̂t−1 (zt−1)

∝ I (0 < ut < p (zt | zt−1)) α̂t−1 (zt−1) .

(4.8)
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4.6 Experiments

In this section, we evaluate our method. Since it is difficult to evaluate segmentation without labels,
we use two synthetic datasets, where we know the ground truth (i.e. “Spikes” and “Bouncing Ball”),
for quantitative evaluation. We also qualitatively evaluate the segmentation of a Lorenz attractor.

(a) Spike dataset visualization for D = 3, N = 100 and T =
300.

(b) SLDS segmentation using Laplace EM algorithm

(c) Poisson EDSLDS Non-loopy segmentation (d) Categorical Loopy EDSLDS segmentation

Figure 4.3: Comparison of “Spikes” data segmentation

We decided on the above three datasets for several reasons. They are simple enough to gain insight
into what the model is learning. Although the data set “Spikes” is simple, it is challenging enough for
SLDS. The “Bouncing Ball” is a basic benchmark that often appears as a toy problem; however, it allows
us to show how the modeling scheme works in an edge case where we have only two states. The Lorenz
Attractor is an example more related to the real world and serves as a nice visual representation of both
dimensionality reduction and segmentation capabilities. Because inference requires costly sequential
sampling, we limited ourselves to only three data sets, which seems to be standard in the domain of
switching state-space models [60, 75].

In each case, we fit the model to the data and then sample the underlying states. Since the model is
unidentifiable, the state labels have no meaning, so we postprocess them by selecting the permutation
that maximized the accuracy.

It is a common practice to have equal emission for all states, that is, ∀kCk = C (this setup is used,
for instance, by [60, 35, 27]). We also decided to do that in our experiments for faster convergence.

In the experiments below, by categorical EDSLDS we denote Explicit Duration Switching Linear
Dynamical System with categorical duration time, by Poisson EDSLDS with duration time modeled
by Poisson distribution. As a baseline, we use the SLDS implemented by us using Gibbs to infer
parameters and the implementation by S. Linderman fitted with black-box variational inference (BBVI)
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Table 4.1: (a) The results of “Spikes” data segmentation after 200 steps. (b) The best results of “Spikes” data
segmentation coming from the whole history.

(a)

Weighted F1 Accuracy
SLDS (Laplace EM) 0.18 0.24
SLDS (BBVI) 0.18 0.24
SLDS (MCMC) 0.33 0.46
SLDS (MCMC) without init 0.30 0.44
Poisson EDSLDS 0.94 0.94
Poisson EDSLDS Loopy 0.83 0.86
Poisson EDSDLDS Truncated 0.28 0.42
Categorical EDSLDS 0.14 0.30
Categorical EDSLDS Loopy 0.96 0.96

(b)

Weighted F1 Accuracy
SLDS (Ours) 0.37 0.48
SLDS (Ours) without init 0.46 0.49
Poisson EDSLDS 0.94 0.94
Poisson EDSLDS Loopy 0.84 0.87
Poisson EDSLDS Truncated 0.30 0.44
Categorical EDSLDS 0.31 0.33
Categorical EDSLDS Loopy 0.97 0.97

and Laplace EM algorithm∗. By “Truncated” we refer to models fitted without Beam Sampling, but
truncating the states with low probability. By “Loopy”, we mean models that allow for self-transitions.

The prototype code was implemented in Python3 using NumPy and SciPy. All the computations
were performed on a PC with AMD Ryzen Threadripper 3970X 32-Core Processor.

4.6.1 Spikes

Motivation: We chose this benchmark because it is straightforward to segment by humans but
challenging for SLDS independently of the fitting algorithm. This comes from the fact that the signal
is relatively high-dimensional and sparse.

The data was created given the pattern:

Xd(t) = Id(t)| sin(
tπ

N
)|, (4.9)

where Id(t) := I((d − 1)N < (t mod DN) ≤ dN), X ∈ RD, N ∈ N+, where D is the number of
dimensions and the number of hidden states, N is the length of a single spike, t ∈ {1, . . . , T} is the
current time point. In this case st = d if Id(t) = 1. They all have a constant duration time, so the
duration time is not geometrically distributed.

We noticed that in the case of this dataset, Poisson EDSLDS benefit from a pre-initialization,
that is, for ninit = 100 iterations we approximate the forward probability by the HMM with emission
probability equal to

p (yt | st) = p(yt|xt) · N
(
xt;Astµst ,AstΣstA

T
st +Qst

)
.

However, it seems that it does not bring any improvement to plain SLDS.
In our setup, we used D = 10, N = 15, and 2400 data points.
Table 4.1(a) presents the results of segmentation after 200 sampling steps (or 2000 variational

inference steps). The best score was achieved by the model with loops and a categorical duration
distribution.

∗We used implementation of rSLDS and SLDS provided by Linderman et al. https://github.com/
lindermanlab/ssm
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However, the Poisson duration model also managed to perform this task quite well, both with and
without loops. It may be worth noting here that the Poisson duration model may be a nice alternative
to categorical duration modeling if we do not know what might be actual Dmax. The trained model
can also serve as an initialization for the categorical duration.

Interestingly, Poisson EDSLDS without loops fails to learn the true duration distribution, while
Categorical EDSLDS seems to benefit from incorporating loops.

The Poisson EDSLDS and Categorical EDSLDS with loops were able to use all of the possible states.
With well-initialized SLDS all the states were used, but three of them were used less than eighteen
times. SLDS trained with BBVI and Laplace EM collapsed to eight states. The loopy variant of
Poisson collapsed to nine states. The most prevalent case of collapse occurs in the case of a truncated
Poisson, which collapses to five states, and Categorical EDSLDS with no loops, collapsing to three
states. Because we noticed that some models would score higher accuracy if sampling were finished
earlier, we also present their maximum accuracy scores. These results are presented in Table 4.1(b).
The qualitative comparison can be seen in Figure 4.3.
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Figure 4.4: Visualisation of “Bouncing Ball” dataset. The color represents a dimension.

Table 4.2: Bouncing Ball segmentation results with 64 steps of “going up” and 16 steps of “going down”.

Weighted F1 Accuracy

Poisson EDSLDS Loopy 0.97 0.97
SLDS (Ours) 0.72 0.80
Categorical EDSLDS 0.92 0.92
Categorical EDSLDS Loopy 0.97 0.97
Poisson EDSLDS 0.77 0.79

62
69:11554



(a) Three state segmentation (b) Two state segmentation

Figure 4.5: Visualization of the segmentation of “ball” movement when one of the states is significantly longer. The
two-state model is over-segmenting the longer state.

(a) Three state segmentation (b) Two state segmentation

Figure 4.6: Visualization of the segmentation of “ball” movement when both of the segments are relatively short.
As we can see the model behaves relatively correctly even after merging the states.

4.6.2 Bouncing Ball

Motivation: We have to keep in mind here that two hidden states are a special case for the non-loopy
models. In this situation, the transition matrix becomes(

0 1

1 0

)
.

Because of that, those models suffer from poor performance while using only two states. Similarly to
Johnson et al. [51] and Dong et al. [27], we simulate the movement of a bouncing ball. The underlying
system switches between two operating modes. We experimented with the number of states and the
“speed” of motion.

In our setup, the ball is a point moving from point [1, 2]T to point [16, 32]T and back to point [1, 2]T

following a linear dynamic.
In the first case, we tried 64 steps of “going up” and 16 steps of “going down”. The entire time

series had 7920 time points. Inference with three states took six hours and 150 steps). The results of
this experiment are presented in Table 4.3(a).

If we still want to use the non-loopy Poisson model (because we want Poisson parameters to be
interpretable), we can use three states to initialize the model. In our experiments, two of the state
modes have almost identical continuous state linear transformation matrices (the Frobenius norm of
their difference is equal to 0.01). By treating those two states as one, we get an accuracy equal to 0.98
(see Figure a). If we try to use it as initialization for the two-state model, the accuracy tends to drop
to 0.87 (see Figure b). This is probably the effect of the variance of the Poisson distribution which is
equal to its mean. That lets us think that using distribution giving more control in the future will be
a better idea.

In the second case, we tried 16 steps of “going up” and 16 steps of “going down”. The whole time
series had 3120 time points. This time the reduction of accuracy after merging was not as prevalent.
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Table 4.3: Results of segmentation of (a) uneven (b) even bouncing ball.

(a)

Weighted F1 Accuracy
Poisson EDSLDS Loopy 0.97 0.97
SLDS (Ours) 0.72 0.80
Categorical EDSLDS 0.92 0.92
Categorical EDSLDS Loopy 0.97 0.97
Poisson EDSLDS 0.77 0.79

(b)

Weighted F1 Accuracy
Poisson EDSLDS Loopy 0.91 0.90
SLDS (Ours) 0.82 0.82
Categorical EDSLDS 0.73 0.73
Categorical EDSLDS Loopy 0.97 0.97
Poisson EDSLDS 0.77 0.77

By treating two states as one in the case of Poisson EDSLDS we get an accuracy equal to 0.98, but
after treating the learned model as the initialization for the two-state model it drops to 0.97 (which
is the same as for the Categorical EDSLDS model). The segmentation results are presented in Table
4.3(b).

4.6.3 Lorenz Attractor

Motivation: Lorenz Attractor is one of the most popular data sets used to benchmark nonlinear
dynamical systems, appearing in many works on state space modeling and switching regime detection
[2, 60, 120, 75].

Its non-linear dynamics are given by:

dx

dt
= σ(y − x),

dy

dt
= x(ρ− z)− y,

dz

dt
= xy − βz. (4.10)

We trained models on 5000 timepoints sampled for σ = 10, ρ = 28, β = 2.667. For the reasons

(a) Segmented emission of Lorenz Attractor (b) The learned latent 2D space

Figure 4.7: The visualization of learned Lorenz Attractor model
The dimensionality was reduced from three to two dimensions. The arrows in the latent continuous space visualization
show the direction of linear transformations. The color used represents a latent discrete state.

described above, we decided to use three hidden states.
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The results of the segmentation using Poisson EDSLDS are presented in Figure a. One can see
that the model distinguished between the left and right “wings” and a special state to switch between
planes. Figure b presents the two-dimensional latent space. It is similar to the projection of the Lorenz
attractor on the xz plane.

Compared to the results presented by Linderman et al. [60] our segmentation, even though it
demands one more state, is much smoother, in the sense that it does not do single-state switches.

4.6.4 Experiments summary

The “Spikes” dataset was found to be challenging, resulting in “state collapse” for models without
explicit duration modeling.

Due to the construction of the transition matrix in the case of models not allowing loops, we
evaluated them on the special case with just two hidden states. Despite the fact that there were two
states with linear dynamics (i.e. going up and down), the Poisson EDSLDS did not collapse into two
states, which further shows its “state collapse” avoiding properties.

The last experiment shows that explicit duration in SLDS can smoothen state segmentation. Fur-
thermore, it allows visual comparison with other variations of dynamical systems, since the Lorenz
attractor is a popular benchmark [60].

4.7 Conclusions

We argue that modeling explicit duration with infinite support is a reasonable alternative to categorical
explicit duration variables, which have been previously used.

The experiments utilized three datasets: two synthetic and one real-world, chosen for their sim-
plicity to provide insights into what the model learns:

• “Spikes” dataset: A synthetic dataset designed to be easy for humans to segment but challenging
for SLDS, particularly due to its high dimensionality and sparsity. The data was generated
with a constant duration time for each “spike”, meaning the duration time is not geometrically
distributed.

• “Bouncing Ball” dataset: A basic synthetic benchmark simulating the movement of a bouncing
ball, switching between two operating modes (going up and going down). This dataset allowed
for testing the modeling scheme in an “edge case” with only two states.

• “Lorenz Attractor”: A real-world-related example often used for benchmarking nonlinear dy-
namical systems, providing a visual representation of dimensionality reduction and segmentation
capabilities.

The models were trained using MCMC algorithms, which were chosen for their efficiency in addressing
complex, multidimensional probability distributions that lack analytical solutions. MCMC techniques
progressively approach the desired distribution through random sampling, offering more precise approx-
imations of posterior distributions, especially for complex and multimodal distributions encountered
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in fitting SLDS. This contrasts with variational inference, which relies on simplified distributions and
can result in biased estimates if the variational family doesn’t accurately represent the true posterior.

For inference and learning, the experiments primarily used a Gibbs sampling approach. A key
challenge in SLDS with infinite states (like those resulting from Poisson duration models) is that the
forward probability cannot be computed directly. To overcome this, we employed a trick known from
iHMM models: introducing an auxiliary variable ut with a conditional uniform distribution, which
allows limiting each sum in the forward pass to a finite number of terms while still accounting for all
possible durations. This mechanism is an application of ”slice sampling”. We also discuss extending
the beam sampling algorithm to handle SLDS-based models.

The experimental results directly supported our thesis that explicit duration variables significantly
help with segmentation in SLDS-based models:

The “Spikes” dataset was challenging for standard SLDS, often leading to “state collapse” (where
the model ignores or fails to recognize some states, permanently using a smaller subset). Poisson
EDSLDS and Categorical EDSLDS with loops generally achieved high segmentation scores (e.g., Cate-
gorical EDSLDS Loopy scored 0.96-0.97 Weighted F1), demonstrating their ability to utilize all possible
states and effectively segment the data. The Poisson duration model, even without loops, performed
quite well (0.94 Weighted F1), showing its viability as an alternative to categorical duration modeling
when Dmax is unknown. The experiments revealed that explicit duration modeling helps avoid state
collapse, particularly for models with loops, which is a significant drawback for standard SLDS.

When it comes to segmenting bouncing ball movement, even in the challenging two-state scenario,
loopy explicit duration models (Poisson EDSLDS Loopy and Categorical EDSLDS Loopy) achieved high
accuracy (0.97 Weighted F1), outperforming the standard SLDS (0.72-0.80). Non-loopy Poisson models
struggled with only two states, but when initialized with three states and then merging two similar
states, they could achieve high accuracy (0.98), further highlighting their “state collapse” avoiding
properties.

The segmentation obtained by Poisson EDSLDS on the Lorenz Attractor was smoother and avoided
single-state switches compared to previous results, showing that explicit duration in SLDS can smoothen
state segmentation and provide interpretable results (distinguishing between left/right “wings” and a
switching state).

In summary, the experiments demonstrated that introducing explicit duration variables significantly
improves segmentation in SLDS-based models. The use of infinite support duration variables (like
Poisson) proved to be a reasonable and effective alternative to categorical explicit duration variables,
especially when Dmax is unknown, and it helped in avoiding “state collapse” and producing smoother
segmentations in various challenging scenarios. Interestingly, a model using explicit duration variables
with infinite support is a reasonable alternative to categorical explicit duration variables, which have
previously been used in combination with SDS models [2, 21, 79].

As we show in the Chapters 6 and 5, explicit-duration variables can be successfully incorporated
into the rSLDS framework.

Infinite explicit-duration variables can serve as a building block for fully nonparametric models,
like the ones introduced by Johnson et al. [51]. An example of such a model will be introduced in
Chapter 6.
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5
Recurrent Explicit Duration Modeling

Part of the work presented in this chapter was published at the AISTATS 2025 conference [93]. Pre-
liminary results were also presented at the “Pierwsza Unwersytecka Konferencja Artificial Intelligence
∀” conference at the University of Wrocław in October 2024, where valuable feedback was received that
helped refine the approach.

Since we established in Chapter 4 that explicit modeling of duration times in SLDS improves
its segmentation capabilities, it is tempting to modify in a similar way rSLDS. As we mentioned,
SLDS serve as the basis for more sophisticated models, which have been investigated in recent years.
Linderman et al. [60] proposed novel methods for learning Recurrent Switching Linear Dynamical
Systems (rSLDS).

They used information on position in the latent hyperplane to influence the probability of future
hidden states, thus incorporating non-stationarity into the state distribution (namely p(st|st−1,xt−1) ̸=
p(st|st−1))).

Another component of recurrent SLDS is stick-breaking logistic regression, and for efficient block
inference updates, we use a recent Pólya-gamma augmentation strategy [60]. This augmentation allows
certain logistic regression evidence potentials to appear as conditionally Gaussian potentials in an
augmented distribution, which enables our fast inference algorithms.

Consider a logistic regression model from regressors x ∈ RM to a categorical distribution on the
discrete variable s ∈ {1, 2, . . . ,K}, written as

s | x ∼ πSB(v
S), vS = RSx+ r, (5.1)

where R ∈ R(K−1)×M is a weight matrix and r ∈ RK−1 is a bias vector. Unlike standard multiclass
logistic regression, which uses a softmax link function, we instead use a stick-breaking link function
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x1 x2 x3 x4

s1 s2 s3 s4

y1 y2 y3 y4

Discrete states

Continuous states

Observations

d1 d2 d3 d4Durations

RARHMM RSLDS REDSLDS

Figure 5.1: The graphical model of REDSLDS. The discrete random variables are denoted by square nodes, the
continuous ones are represented by circles. The optional dependencies are denoted by dotted arrow. To put emphasis
on the novelty we distinguished the conditioning of explicit duration variables by red color.

Figure 5.2: The visualization of stick-breaking.

πSB : RK−1 → [0, 1]K (see Figure 5.2), which maps a real vector to a normalized probability vector via
the stick-breaking process.

πSB(v
S) =

(
π
(1)
SB(v

S) · · · π
(K)
SB (vS)

)
π
(k)
SB (v

S) = σ
(
vSk
)∏
j<k

(
1− σ

(
vSj
))

= σ
(
vSk
)∏
j<k

σ
(
−vSj

) (5.2)

for k = 1, 2, . . . ,K − 1 and π
(K)
SB (vS) =

∏K
k=1 σ

(
−vSk

)
, where σ(x) = ex/ (1 + ex) denotes the
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logistic function. The probability mass function p(st | xt−1) is

p(st | xt − 1) =

K∏
k=1

σ
(
vSk
)I[st=k]

σ
(
−vSk

)I[st>k]
, (5.3)

where I[·] denotes an indicator function that takes value 1 when its argument is true and 0 otherwise.
If we use this regression model as a likelihood p(s | x) with a Gaussian prior density p(x), the posterior
density p(x | s) is non-Gaussian and does not admit easy Bayesian updating. However, Linderman
et al. [62] show how to introduce Pólya-gamma auxiliary variables ω = {ωk}Kk=1 so that the conditional
density p(x | s,ω) becomes Gaussian. In particular, by choosing ωk | x, s ∼ PG

(
I[s ≥ k], vSk

)
, we have,

x | s, ω ∼ N
(
Ω−1κ,Ω−1

)
,

where the mean vector Ω−1κ and covariance matrixΩ−1 are determined by

Ω = diag(ω), κk = I[s = k]− 1

2
I[s ≥ k].

Thus instantiating these auxiliary variables in a Gibbs sampler or variational mean field inference
algorithm enables efficient block updates while preserving the same marginal posterior distribution
p(x | s).

rSLDS was further extended by Nassar et al. [75] by adding a tree-based structure of recurrent
probabilities. A similar approach was applied by Dong et al. [27]. However, the authors replaced linear
transformations with neural networks.

5.1 Problem Statement

In real-world applications, the data often comes from many independent short trials. This may happen
because the data acquisition process is costly (for instance involves live animals) or the phenomenon
we are trying to investigate is bound in time (for instance, sleep).

In real-life scenarios we cannot always control whether the measurements are taken in the way,
which allows for unbiased representation of the whole spatiotemporal phenomenon. For this reason,
some regimes in the data can be underrepresented.

In models without explicit duration variables, self-persistence (i.e. the tendency to stay in the same
state) is strictly related to transition probability, implicitly following the geometric distribution.

On the other hand, numerous natural temporal phenomena display consistent patterns in the
duration of a specific model or regime. In these instances, the standard SLDS model fails to accurately
capture the regularity of the data. A prime example of this is the honeybee dance, where a dancing
bee strives to remain in the waggle regime for a specific period to effectively convey a message. In such
cases, it is evident that the actual duration deviates from a geometric distribution.

rSLDS makes transition probability dependent on the position, thus self-persistence no longer
follows geometric distribution. However, first-order Markovian recurrence does not adequately address
long-term time-dependent switching.

To overcome the problems with rSLDS not capturing the state duration regularity in the data, we
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introduce recurrent explicit duration variables.

5.2 Conditionally Categorical Model Formulation

We will try to unify EDSLDS and rSLDS framework by the approach outlined below.
Let’s consider the graphical model (presented in the Figure 5.1) defined as

p (y1:T ,x1:T , s1:T , d1:T ) = p (y1 | x1) p (x1 | s1)

· p (d1 | s1) p (s1)

[
T∏
t=2

p (yt | xt, st) p (xt | xt−1, st)

· p(st | st−1, dt,xt−1)p(dt | st, dt−1,xt−1)

]
.

(5.4)

We call this model Recurrent Explicit Duration Switching Linear Dynamical System (REDSLDS).
The distributions p (s1) , p (d1|s1) , p (x1 | s1) , p (xt | xt−1, st) , p (yt | xt, st) are defined as in Equa-

tion (4.2).
The transition of duration dt and state st variables is defined as

p (dt | st, dt−1,xt−1) =

δ(dt−1−1) if dt−1 > 1

Durst,xt−1(dt) if dt−1 = 1
, (5.5)

where Durst,xt−1 is duration distribution in state st, δ(x) is Dirac’s delta, and

p (st | st−1, dt−1,xt−1) =

δst−1 if dt−1 > 1

πSB(v
S
t ) if dt−1 = 1

, (5.6)

where vSt = RS
st−1

xt−1 + rst−1 and RS
k ∈ R(K−1)×M is a weight matrix and rk ∈ RDmax−1 is a bias

vector.
This model formulation allows us to efficiently represent state durations. An alternative way to

model explicit durations (employed, for example, by Ansari et al. [2], Oh et al. [79]) is to use increasing
counter variables ct instead of decreasing duration variables dt. However, we believe that in our case,
the duration variables allowed for easier model formulation.

In our case,

Durst,xt−1 = πSB(v
D
t ),

vDt = RD
stxt−1 + rst ,

(5.7)

where RD
k ∈ R(Dmax−1)×M is a weight matrix and rk ∈ RDmax−1 is a bias vector.

We utilized the MNIW(M,V,S, n) prior (described in Section 3.1 ) to use for autoregressive dy-
namics and emissions in each of the experiments.
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5.3 Related Work

Our model is an extension of the rSLDS model proposed by Linderman et al. [60].
We note here that it can be regarded as a simpler variant of the REDSDS model proposed by

Ansari et al. [2]. However, their model uses deep neural networks instead of linear models as transition
functions.

There are several benefits of our modeling scheme: we don’t have to use variational posterior, we
can use Markov Chain Monte Carlo (MCMC) inference to sample it directly, we do not report problem
with “state-collapse” as did the models using variational inference [27, 2]. Our model allows us not
only to perform segmentation and prediction, but we are still able to perform smoothing and filtering
(see, for example, [35] or algorithms in the Appendix).

5.4 Assessing the Performance of Categorical Durations

Table 5.1: Results of data segmentation. The means and standard deviations are calculated from ten separate MCMC
runs that are independent. We measured accuracy, weighted F1, and log-likelihood. The best scores using Init 1 are
underlined. The best results are bold.

rSLDS (Init I) REDSLDS (Init I) rSLDS (Init II) REDSLDS (Init II)

N
A

SC
A

R
®

da
ta

se
t Sp

lit
5 Acc 0.31± 0.01 0.63± 0.13 0.54± 0.08 0.71± 0.01

Ll −1.16 · 1012 ± 5.07 · 1011 −1.21 · 106 ± 7.86 · 105 7.84 · 104 ± 1.39 · 104 8.07 · 104 ± 2.30 · 103

W F1 0.33± 0.05 0.71± 0.08 0.60± 0.05 0.76± 0.03

Sp
lit

10 Acc 0.48± 0.02 0.65± 0.01 0.51± 0.01 0.63± 0.07

Ll 9.13 · 104 ± 1.01 · 103 9.04 · 104 ± 1.90 · 103 7.04 · 104 ± 5.81 · 102 7.23 · 104 ± 2.15 · 103

W F1 0.49± 0.03 0.68± 0.02 0.49± 0.01 0.68± 0.07

Sp
lit

15 Acc 0.52± 0.05 0.52± 0.09 0.48± 0.08 0.69± 0.00
Ll 8.20 · 104 ± 8.85 · 102 7.93 · 104 ± 1.50 · 103 6.34 · 104 ± 1.60 · 103 6.68 · 104 ± 7.32 · 102
W F1 0.55± 0.05 0.55± 0.09 0.54± 0.06 0.73± 0.01

Sp
lit

20 Acc 0.35± 0.01 0.42± 0.06 0.42± 0.06 0.51± 0.05
Ll 4.91 · 104 ± 6.44 · 103 4.62 · 104 ± 3.61 · 103 3.43 · 104 ± 4.80 · 103 3.83 · 104 ± 2.64 · 103
W F1 0.47± 0.03 0.46± 0.10 0.51± 0.02 0.54± 0.05

Be
e

da
ta

se
t

4,
5,

6 Acc 0.37± 0.01 0.85± 0.02 0.43± 0.03 0.70± 0.03
Ll −5.42 · 103 ± 1.88 · 102 −4.73 · 103 ± 2.99 · 102 −3.19 · 108 ± 3.50 · 108 −3.03 · 103 ± 2.79 · 103

W F1 0.40± 0.00 0.85± 0.02 0.45± 0.04 0.68± 0.02

A
ll

Acc 0.37± 0.02 0.42± 0.02 0.40± 0.00 0.62± 0.01
Ll −1.53 · 102 ± 2.13 · 1010 8.62 · 103 ± 2.62 · 102 −3.80 · 103 ± 1.27 · 102 −2.83 · 102 ± 6.04 · 102
W F1 0.43± 0.05 0.50± 0.00 0.57± 0.00 0.62± 0.01

To assess our model’s effectiveness with limited independent observations, we tested it on three
benchmarks: a simulated NASCAR® dataset (from Linderman et al. [60]), and two real-world datasets
on honeybee dances and mouse behavior. Labels in all experiments were obtained in a fully self-
supervised manner.

NASCAR® provides a controlled environment to compare REDSLDS with traditional rSLDS mod-
els. The data were sampled to mimic independent samples without clear process periodicity.

The honeybee dataset [79] features complex dance patterns, making it suitable for testing segmen-
tation in rapid, unstable movements. This aligns with our assumption of independent trials from a
shared process.

The mouse behavior dataset [5] presents a high-dimensional challenge, allowing us to test RED-
SLDS’s ability to segment complex behaviors.
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(a) Split 5 Ground Truth (b) Split 15 Ground Truth

(c) Split 5 REDSLDS (d) Split 15 REDSLDS

(e) Split 5 rSLDS (f) Split 15 rSLDS

(g) Split 10 Ground Truth (h) Split 20 Ground Truth

(i) Split 10 REDSLDS (j) Split 20 REDSLDS

(k) Split 10 rSLDS (l) Split 20 rSLDS

Figure 5.3: NASCAR® segmentations obtained for the S ∈ {5, 10, 15, 20}. We can observe that REDSLDS tends to
have smoother and more coherent segmentations. However, it tends to ignore the second “straight-on” state.

These datasets are widely used in the community, including by Linderman et al. [60], Nassar et al.
[75], Ansari et al. [2], Lee et al. [58], Zhou et al. [117].

As a baseline, we use rSLDS. Appendix provides results for SLDS and EDSLDS ∗.
To score the models we use accuracy and weighted F1.

Initialization Proper initialization of SLDS-based models is still an open area of research and
there are many different schemes [60, 75, 102]. We initialize the latent continuous state using principal
component analysis (PCA), similar to Linderman et al. [60]. Then we fit five Autoregressive Hidden
Markov Models (ARHMMs). Of them, we choose the one with the highest log-likelihood. The states
decoded by this model serve as initial state assignment for the REDSLDS model. It was observed that
the convergence of the models was quicker when, after their initialization with ARHMM, an additional
five iterations were performed with the model parameters kept constant at z1:T and x1:T , a process
we denote in Table 5.1 as “Init I”. However, in more complex scenarios, the REDSLDS model showed
improvements when the extra iterations were skipped, a phase that we call “Init II”. This pattern was
not significantly evident in simpler models such as rSLDS. This can be attributed to the complex nature
of the model, which requires a broader exploration of the parameter space during the initial phases.

The detailed priors for each run as well as the sampling scheme are provided in the Appendix.

5.4.1 NASCAR®

We begin with a straightforward illustration, where the dynamics exhibit oval shapes resembling those
of a stock car on a NASCAR® track[60]. The details of the dataset were described in Section 3.19.6.
As a reminder, the dynamics is determined by four distinct states, st ∈ {1, . . . , 4}, which govern a

∗The Python3 implementation of the prototype code utilized the NumPy and SciPy libraries, it can be
accessed under https://github.com/CIRGLaboratory/REDSLDS.
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continuous latent state in two dimensions, xt ∈ R2. The observations yt ∈ R10, are obtained by
linearly projecting the latent state and introducing Gaussian noise.

We are interested in investigating the performance of SLDS-based models when applied to in-
dependent sequences originating from the same distribution. In order to accomplish this, we gen-
erated 10 independent runs of NASCAR® with 12000 sample points. We split each run into S ∈
{5, 10, 15, 20} chunks (multiples of chunks were chosen arbitrarily, there is no reason it should not work
for {3, 6, 12, 24} or {2, 5, 12, 20}).

By chunks, we mean that we divided each dataset, which consists of 12,000 data points, into S
equal consecutive segments for the purposes of our experiments. Specifically: for S = 5, we split the
dataset into 5 chunks, each containing 2,400 data points, for S = 10, we split the dataset into 10 chunks
of 1,200 data points each, for S = 15, we split the dataset into 15 chunks of 800 data points each.

From the set of the chunks we sampled N = 0.8S chunks, so the whole data set has 9,600 points.
Every model was sampled using 10000 Gibbs iterations.

The segmentation quality measures and the log-likelihood scores of the models are shown in Table
5.1. The sample segmentations for rSLDS and REDSLDS are presented in Figure 5.3.

It can be seen that, in general, our model achieved the highest segmentation scores.
We observe that, in general, for each model, the log-likelihood of the model decreases as the number

of splits increases (except 5 splits in “Init I”, but the results suggest that those were underfitted). This
enables us to infer that it provides a better fit to the data compared to other models. This aligns with
our intuition that shorter sequences pose a greater challenge to all models in accurately representing
the data. The (recurrent)explicit duration variables force the model to stay in a state for a while,
whereas in (r)SLDS states can be switched freely.

As can be seen in Table 5.1 we benefit both from incorporating recurrence and duration modeling.

(a) Ground Truth

(b) REDSLDS

(c) rSLDS

Figure 5.4: Sample segmentations of the dance bee data set. As we can see, rSLDS tends to over-segment the bee
movement. It especially struggles with “waggle” movement.

5.4.2 Dancing Bee

We utilized the publicly accessible dancing bee dataset [79], which is known for its complex nature and
has previously been examined in the realm of time series segmentation. The detailed description of the
dataset was provided in Section 3.19.3.
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(b) rSLDS

Figure 5.5: The segmentation of BehaveNet data obtained by: a) rSLDS model: the figure clearly illustrates that
the majority of the data clusters together in a single state, b) REDSLDS model: the presence of a notable degree
of self-persistence among the states is apparent. The states exhibit different magnitudes, and the orange state, in
particular, demonstrates the least variation in measurement.

Since the data set comprises separate recordings of bee dances, it aligns with our assumption that
the data consists of independent trials from a shared process.

We scored models on both the whole dataset and the subset of the last three subsequences, since
the first three have slightly different characteristics and lengths. Every model was sampled using 10000
Gibbs iterations.

The Table 5.1 displays the complete segmentation scores and model log-likelihoods. It can be seen
that our model outperforms all of the other baselines. For comparison, REDSDS for Ansari et al. [2]
scored the precision of (0.73± 0.10). Figure 5.4 presents the sample segmentations.

The rSLDS algorithm faces challenges in capturing long-term motion patterns, resulting in a large
number of segments. This problem is especially noticeable during the “waggle” phase of the dance,
which is characterized by rapid and unsteady movements, as shown in Figure 5.4c.

5.4.3 BehaveNet

We also used our model on a publicly available dataset of mouse behavior [5], described in Section 3.19.2.
We focused solely on the behavior video data, which consisted of gray-scale video frames with dimen-
sions of 128x128 pixels. The behavior video was captured using two cameras, one providing a side
view and the other providing a bottom view. Due to the high dimensionality of the behavior video,
we directly utilized the dimension reduction results from a previous study. These results consisted of
9-dimensional continuous variables estimated using a convolutional autoencoder. As there are no labels
in this dataset, we treat it as a qualitative experiment. Every model was sampled using 5000 Gibbs
iterations.

For this experiment, we only used rSLDS and REDSLDS, using initialization scheme 2. Of the
whole dataset, we sample ten sequences with uniform probability. We standardize the measurements.

The use of ARHMM for segmentation in this data set is susceptible to over-segmentation, a concern
that has recently been tackled by [23]. In their study, the authors introduced auxiliary variables that
added additional noise to the conventional ARHMM model.
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In models based on SLDS, we introduce extra noise to the autoregression process through the
emission layer.

The segmentation obtained by the rSLDS model is shown in Figure 5.5a. This model achieved the
highest log-likelihood of −13420.80. It can be seen from the figure that most of the data converges to
a single state.

The segmentation achieved by the REDSLDS model is shown in Figure 5.5b, with a log-likelihood
value of −13245.71. It can be seen that there is a significant level of self-persistence among states.
The various states clearly exhibit distinct amplitudes, with the orange state particularly displaying the
lowest change in measurement.

5.5 Addressing the Assumption of Finite Support

As was presented in the Chapter 4 distributions with infinite support serve can be used to mitigate the
assumption on maximal duration time. The question then arises: how can we condition these variables
on observed data?

Zhou et al. [118] presented a mixed negative binomial (NB) regression model tailored for count
data, which is denoted as the Lognormal and Gamma Mixed Negative Binomial (LGMNB).

Let i be the index of the data sample, then we can describe LGMNB model by following hierarchical
probabilistic formulation:

di ∼ NB(r, pi) , ψi = logit (pi) = xTi β + ln ϵi

ϵi ∼ lnN
(
0, φ−1

)
, φ ∼ Gamma (e0, 1/f0)

β ∼
M∏
m=0

N
(
0, α−1

m

)
, αm ∼ Gamma (c0, 1/d0)

r ∼ Gamma (a0, 1/h) , h ∼ Gamma (b0, 1/g0) ,

(5.8)

where logit (pi) = ln pi
1−pi .

This model assigns a lognormal distribution lnN
(
0, σ2

)
as a prior to the multiplicative random

effect term ϵi (or phrased differently - noise), and a gamma distribution is used as a prior for r. In
this case, φ is the reciprocal of σ2 and a0, b0, c0, d0, e0, f0, and g0 are gamma hyperparameters, which
influence the degree of sample influence on the count regression coefficients. They are set to 0.01 in
our experiments, to keep them uninformative.

Given that di follows a negative binomial distribution NB (r, pi) as per equation (5.8), it can
be restructured into a gamma-Poisson format as di following a Poisson distribution Pois (λi) and λi

following a Gamma distribution
(
r, exp

(
xTi β

)
ϵi
)
. If we denote X as

[
xT1 , . . . ,x

T
N

]T , we can restate Ψ

as [ψ1, . . . , ψN]
T in the model above. This leads to the expression

ψ ∼ N
(
Xβ, φ−1I

)
.

We will use this count regression model as a basis for recurrent explicit duration process. Consider-
ing that the negative binomial includes both geometric and Poisson distributions as specific cases, our
model is capable of handling not just data suitable for conventional SLDS but also additional duration
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models that have proven effective and rely on the Poisson distribution [26, 51, 102].
We understand that due to its complexity, LGMNB model seems rather unintuitive. To make it

more accessible to wider audience, below we provide discussion on some of its hyperparameters:

a0 and b0 These hyperparameters define the gamma prior on the dispersion parameter r. The
prior for r is given by r ∼ Gamma(a0, 1/h). In this formulation, a0 acts as the shape parameter of
the gamma distribution, while h is another parameter that is assigned a gamma prior with its own
hyperparameters. These parameters influence the prior belief about the distribution of the dispersion
parameter, and therefore, the model’s sensitivity to the degree of overdispersion.

h: While not a hyperparameter, it is useful to consider h in the context of its hyperparameters b0
and g0. The parameter h has a gamma prior of the form h ∼ Gamma(b0, 1/g0). It is a parameter in
the gamma prior for r which is another hierarchical level of modeling in this formulation.

c0 and d0: These hyperparameters define the gamma prior on αp, which is itself a parameter in the
prior for the regression coefficients β. Specifically, β ∼ N (0, α−1

m ) and αm ∼ Gamma(c0, 1/d0). If αm
is marginalized out, a Student-t prior is obtained for βm, which promotes sparsity in the regression
coefficients. Therefore, c0 and d0 influence how much the model encourages some regression coefficients
to be zero or close to zero, and in this way can be understood as being related to the model’s tendency
toward sparsity in regression coefficients.

e0 and f0: These hyperparameters define the gamma prior on φ, which is the precision (inverse vari-
ance) parameter of the lognormal distribution for ϵi. The prior on φ is given by φ ∼ Gamma(e0, 1/f0).
These parameters affect the prior belief about the variability of the random effect term ϵi and, thus,
the degree of overdispersion accounted for by the lognormal component.

g0: This hyperparameter defines the scale of the gamma prior on h. It appears in the prior distribution
h ∼ Gamma(b0, 1/g0), which, along with b0, shapes the prior for h which influences the prior on the
dispersion parameter r.

5.5.1 Relationship with Count Dynamical Systems

Our recurrent explicit duration regression model can be viewed as a type of count-based dynamical
system, where the counts are hidden in our case.

One of the most recognized instances of count dynamical systems is the Poisson-gamma dynamical
system (PGDS) [89]. Within the PGDS,

θ
(t)
k ∼ Gam

τ K∑
k2=1

πkk2θ
(t−1)
k2

, τ


such that E

[
θ(t) | θ(t−1)

]
= Πθ(t−1).
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The PGDS establishes direct nonconjugate dependencies between the latent gamma states. The
complete conditional P

(
θ
(t)
k | −

)
cannot be obtained in a closed form, and posterior inference is de-

pendent on an advanced data augmentation scheme. The recent enhancement - Poisson Randomized
Gamma Dynamical System (PRGDS)[89] alternatively presents intermediate Poisson states that dis-
rupt the unmanageable dependencies between the gamma states.

PGDS and its deep versions [41, 40] are an extension of gamma process dynamic Poisson factor
analysis (GP-DPFA) [1], which is based on a basic random walk θ(t)k ∼ Gam

(
θ
(t−1)
k , c(t)

)
. In a broader

sense, gamma shape and rate chains are instances of nonnegative chains. These chains are particularly
relevant in the scenario of Poisson factorization, which is highly efficient when only non-negative prior
distributions are employed. Generally, the Poisson factorization assumes that each observed count yi is
derived from a Poisson distribution with a hidden rate µi that is a function of the model parameters, that
is, yi ∼ Pois (µi). When the rate is linear, that is, µi =

∑K
k=1 µik− Poisson factorization is allocative

[Schein] and allows for a latent source representation [30, 18], where yi ≜
∑K

k=1 yik is determined to be
the total of K hidden sources yi1, . . . , yiK and yik ∼ Pois (µik).

Efficient Poisson factorization is only feasible when the rate µi is a linear function of the model
parameters and the rate, according to the definition of the Poisson distribution, is nonnegative. This
necessitates the use of non-negative priors. To model time series and other intricate dependence
structures through efficient Poisson factorization, it is essential to devise new motifs that do not include
the Gaussian priors, which have been the go-to choice for researchers due to their analytical convenience
and tractability. For instance, the Poisson linear dynamical system [94, 81, 64] establishes a connection
between the commonly used Gaussian linear dynamical system [54]

5.5.2 Model Formulation

We present the Negative Binomial Recurrent Explicit Duration Switching Linear Dynamical System
(NBREDSLDS). It is a special case of REDSLDS presented previously. To model explicit duration
variables, we employ the regression model in Equation (5.8) without including the lognormal error
term. This revision ensures stability in inference because our counts are latent, unlike in traditional
count-regression problems. The inclusion of another error term would disrupt inference. Additional
information on message passing in this context is available in the Appendix.

The duration distribution is defined as

p (dt | st, dt−1,xt−1) =

δ(dt−1−1) if dt−1 > 1

NB (dt − 1 | r, pt−1) if dt−1 = 1
, (5.9)

where
ψt−1 = logit (pt − 1) = xTt−1βst + βbiasst , (5.10)

similarly to Equation (5.8) β is a regression coefficients vector, and we add the bias term βbiasst .
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5.5.3 Inference and Learning

In the majority of suggested inference techniques, the forward-backward algorithm has been employed
to determine the distribution of discrete latent factors [2, 27, 120], or at the very least, the forward
probability has been calculated [60]. We dynamically calculate this probability, necessitating O(K2T )

time, where K represents the state count, and T signifies the time series length.
As in Chapter 4 two different sampling schemes were used: beam sampling and truncation sampling.

Detailed sampling scheme is provided in the Appendix.

5.6 Assessing the Performance of Negative Binomial Durations

In order to evaluate the self-supervised segmentation performance of our model, we conducted tests using
three distinct benchmarks. These included a simulated NASCAR® dataset, as referenced by Linderman
et al. [60], along with two datasets derived from real-world scenarios. The latter encompassed data
pertaining to honeybee dance patterns, and neural activity in C. elegans.

Importantly, the labeling process across all these experiments was achieved through a fully self-
supervised methodology.

NASCAR® serves as a controlled setting for evaluating NBREDSLDS in comparison to conventional
rSLDS models. The data were collected to resemble independent samples lacking distinct periodic
patterns in the process.

The honeybee dataset [79] includes intricate dance patterns, making it appropriate for examining
segmentation in swift and unstable motion scenarios.

We used the dataset by Kato et al. [55], which captures neural activity in the head ganglia of immo-
bilized C. elegans. Despite only a subset of neurons being confidently labeled, the data reveals shared
brain states and dynamics, with similar activity patterns suggesting a lower-dimensional continuous
state. This makes it ideal for analysis using recurrent switching models.

Numerous researchers have extensively utilized these datasets, as noted by Linderman et al. [60],
Nassar et al. [75], Ansari et al. [2], Lee et al. [58], Zhou et al. [117], Yezerets et al. [115].

As a baseline, we use rSLDS, SLDS and EDSLDS. Due to limited space, additional metrics are
placed in the Appendix.

In the experiments, we consider two variations of our model, Negative Binomial Recurrent Explicit
Dynamical System (NBREDSLDS) - where probabilities of switching state follow the same scheme
as in rSLDS Linderman et al. [60] and additionally Negative Binomial partially Recurrent Explicit
Dynamical System (NBpREDSLDS) where state switches are categorical.

The prototype code was implemented in Python3 using NumPy and SciPy libraries†.

Initialization The topic of effectively initializing SLDS-based models is still under investigation,
with numerous methods suggested [60, 75, 102].

Our method involves using principal component analysis (PCA) to initialize the continuous latent
state, as recommended by Linderman et al. [60].

†https://github.com/CIRGLaboratory/REDSLDS
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Subsequently, we assess three Autoregressive Hidden Markov Models (ARHMMs) and select the
one achieving the highest log-likelihood value. The states decoded from this model provide the initial
setup for the NBREDSLDS model. Starting with the ARHMM initialization followed by five extra
iterations with fixed z1:T and x1:T led to enhanced convergence.

We use 500 iterations for initialization and 1000 iterations for sampling model parameters.

5.6.1 NASCAR®

Table 5.2: Results of data segmentation. The means and standard deviations are calculated from three separate
MCMC runs that are independent. We measured Accuracy and Weighted F1. The best scores are bold.

Model Acc W F1
Bee Dance (selected)

NBREDSLDS (Beam) 0.77± 0.00 0.78± 0.00
NBREDSLDS (Truncated) 0.42± 0.00 0.49± 0.00
NBpREDSLDS (Beam) 0.73± 0.02 0.73± 0.02
NBpREDSLDS (Truncated) 0.45± 0.02 0.47± 0.02
EDSLDS (Beam) 0.76± 0.00 0.77± 0.00
EDSLDS (Truncated) 0.42± 0.00 0.49± 0.00
rSLDS 0.49± 0.00 0.49± 0.00
SLDS 0.49± 0.00 0.50± 0.00

Bee Dance (Full)
NBREDSLDS (Beam) 0.45± 0.01 0.48± 0.01
NBREDSLDS (Truncated) 0.37± 0.01 0.46± 0.05
NBpREDSLDS (Beam) 0.46± 0.00 0.49± 0.00
NBpREDSLDS (Truncated) 0.45± 0.01 0.50± 0.01
EDSLDS (Beam) 0.45± 0.00 0.49± 0.01
EDSLDS (Truncated) 0.38± 0.00 0.44± 0.00
rSLDS 0.40± 0.00 0.40± 0.00
SLDS 0.42± 0.00 0.44± 0.00

Neural Data
NBREDSLDS (Beam) 0.49± 0.07 0.49± 0.07
NBREDSLDS (Truncated) 0.47± 0.08 0.54± 0.09
NBpREDSLDS (Beam) 0.55± 0.12 0.57± 0.09
NBpREDSLDS (Truncated) 0.42± 0.04 0.45± 0.05
EDSLDS (Beam) 0.49± 0.07 0.51± 0.06
EDSLDS (Truncated) 0.41± 0.04 0.43± 0.05
rSLDS 0.49± 0.03 0.51± 0.03
SLDS 0.39± 0.04 0.41± 0.04

Synthetic Nascar
NBREDSLDS (Beam) 0.95± 0.00 0.95± 0.00
NBREDSLDS (Truncated) 0.42± 0.06 0.53± 0.10
NBpREDSLDS (Beam) 0.93± 0.00 0.93± 0.00
NBpREDSLDS (Truncated) 0.35± 0.00 0.40± 0.03
EDSLDS (Beam) 0.44± 0.00 0.44± 0.01
EDSLDS (Truncated) 0.35± 0.01 0.45± 0.06
rSLDS 0.92± 0.00 0.92± 0.00
SLDS 0.33± 0.00 0.36± 0.00

Similarly, to the previous model, we begin with a simple example where the dynamics displays oval
trajectories similar to those of a stock car racing on a NASCAR® circuit [60]. Table D.3 presents the
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metrics that assess the quality of the segmentation.
Firstly, we can see, that despite the simplicity of the benchmark, the models not modeling recur-

rence, fail to segment it properly. Secondly, including recurrent explicit duration variables, both with
and without recurrent transition seem to outperform vanilla rSLDS. Finally, this experiment seems to
validate claims of 4 that beam sampling is beneficial when dealing with explicit durations with infinite
support.

5.6.2 Dancing Bee

We employed the publicly available dancing bee dataset [79], recognized for its intricate characteristics
and previously explored within the field of time series segmentation.

While the durations of particular movements, seem quite consistent, there is no clear recurrence
here.

We evaluated models on the complete dataset as well as on the subset comprising the last three
subsequences, given that the initial three subsequences exhibit marginally distinct characteristics and
lengths.

The results are presented in Table 5.2. First of all, SLDS and rSLDS clearly underperform here.
Since waggle movement is similar to turning left and right for short periods of time, they seem to have
issues with segmentation without some explicitly modeling duration variables. Furthermore, we can
see that still, extending explicit durations with recurrence improves the score. Once again, we can
observe that beam sampling is superior to Gibbs sampling with truncation. Interestingly, when we fit
the model to the full version of the dataset, recurrence in state switches seems to disturb, rather than
help.

5.6.3 Neural Data

The dataset by Kato et al. [55] captures neural activity within the head ganglia of immobilized C.
elegans and aligns it with partial observations from various specimens to discern common brain states
and dynamics. Each neuron in C. elegans belongs to a distinct cell class, yet identifying these neurons
is a meticulous manual process, with only some neurons being assigned with certainty. Consequently,
each sequence has varying dimensionality, as not every neuron is known. The justification for the use
of this dataset is provided in Section 3.19.1.

Among the five worms, 59 neurons were identified in at least one session. Numerous other neurons
were visible in the calcium imaging videos, but lacked sufficient identification confidence to be included
in this dataset.

The most striking aspect of this data is the highly similar activity patterns across numerous neurons.
These resemblances indicate that the activity of the entire population can be efficiently summarized
using a continuous state of reduced dimensionality. An expert categorized C. elegans movements,
identifying behaviors such as forward movement, reversing, and turning, which collectively resulted in
8 distinct states.

We chose this dataset, as those types of neural dynamics have been previously analyzed and inter-
preted using recurrent switching models [61] and decomposed Linear Dynamical Systems [115].
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Due to different dimensionality of observations between subsequent individuals, we fit a separate
model for each individual, and the average the scores. The results for individuals are presented in the
Appendix. As we can see, the recurrent explicit duration variables seem to be useful.

5.7 Conclusions

In this chapter, we proposed REDSLDS, being an extension of rSLDS with recurrent explicit duration
variables, as well as the inference and learning scheme with Pólya-gamma augmentation. Adding
time-dependent switching supported state-dependent switching from the original rSLDS and led to a
significant improvement of the learning process. As computational experiments showed, our model
significantly outperformed the segmentation capabilities of the original rSLDS on three benchmark
datasets, usually used in the evaluation of the SLDS models.

The primary novelty presented in this chapter is the incorporation of recurrent explicit duration
random variables in (r)SLDS. The utility of these variables was previously demonstrated by Ansari
et al. [2], who extended SNLDS by Dong et al. [27] in a manner similar to our extension of REDSLDS.

In the Appendix, we share our computations and details of the message passing scheme, both for
REDSLDS and rSLDS, to facilitate easy reproduction of our work.

We also examined the impact of the length of the sampled spatiotemporal data on the learning
process in switching dynamical models, which we believe has not been done before.

We evaluated our model using three well-established benchmarks in the community and demon-
strated its effectiveness.

Future work may involve evaluation on more complex datasets. Since our model has shown an
improvement in performance over rSLDS in the segmentation task, it is worth investigating applications
of this model in tasks where rSLDS or SLDS are applied. Those may involve neural data modeling [120,
80, 96, 49, 17], early warning of systemic banking crises [24], or monitoring of neonatal conditions [98].
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6
Recurrent Nonparametric Modeling

The work presented in this chapter was accepted for publication at the 28th European Conference on
Artificial Intelligence (ECAI 2025) in Bologna, Italy. Preliminary results were also presented at the
“Pierwsza Unwersytecka Konferencja Artificial Intelligence ∀” conference at the University of Wrocław
in October 2024. Additionally, the results were presented as invited speakers at the Symposium of the
Polish Association for Artificial Intelligence (PSSI).

Imagine watching a race car navigating a complex track. As the car approaches a sharp turn,
it naturally slows down and adjusts its trajectory. When it enters a straightaway, it accelerates and
maintains a steady course. The car’s behavior at any moment depends critically on where it is on the
track—a gentle curve poses no challenge on a wide highway but becomes a critical decision point on a
narrow mountain road.

But here’s the modeling challenge: how many distinct behavioral states should we expect? Is
”turning left” different from ”turning right”? Should we distinguish between ”slight curves” and ”sharp
turns”? What about ”acceleration zones” versus ”maintenance speeds”? In traditional parametric
approaches, we must decide upfront whether our model should have 3, 5, or 10 states. Choose too
few, and we miss important behavioral nuances. Choose too many, and we risk overfitting to noise or
creating redundant states that don’t reflect meaningful differences.

82
89:44541



(a) Sticky HDP-HMM

(b) Disentangled sticky HDP-HMM

(c) Recurrent sticky HDP-HMM

Figure 6.1: Graphical models for sticky HDP-HMM (a) and disentangled sticky HDP-HMM (b) and recurrent sticky
HDP-HMM (c)

This dilemma becomes even more complex when we add position-dependent behavior. Not only
must we determine how many behavioral states exist, but we must also model how the tendency to
switch between these states changes based on context. A parametric model might force us to predefine
both the number of states and the specific functional form of how position influences transitions.

The Bayesian nonparametric approach offers an elegant solution: let the data tell us both how many
behavioral states are meaningful and how they should depend on position. Through the Hierarchical
Dirichlet Process framework, we can discover that our race car actually exhibits 4 distinct behavioral
modes, or perhaps 7, or whatever number the data supports. Simultaneously, we can learn that turning
behavior becomes more likely near certain track positions without having to specify this relationship
in advance.

This combination—nonparametric discovery of behavioral states with recurrent, position-dependent
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transitions—addresses two fundamental limitations of existing approaches: the arbitrary choice of state
numbers and the assumption of position-independent switching probabilities.

In Section 3.12 we introduced the background of Bayesian nonparametric models. In this chapter,
we will investigate how to bring the idea of recurrence to the Bayesian nonparametric setting, en-
abling models that can simultaneously discover appropriate behavioral complexity and learn context-
dependent switching dynamics.

6.1 Recurrent Sticky HDP-HMM

One of the problems of models based on HDP-HMM is that they assume that self-transition probability
is constant. It is especially problematic in a setting where we try to model motion [117, 35, 53].

Let us imagine that we want to model the car’s behavior. We want to make the vehicle more likely
to be in the ”turn” state, when it is closer to the obstacle.

To achieve position dependence we condition self-persistence on the previous observation. This
way, our system is reactive to the environment, similarly to recurrent ARHMM proposed by Luxem
et al. [63]. We can do that by performing logistic regression (given by Eq. (3.58)) in computing the
parameter κ. To do that we use Pólya-Gamma augmentation (see Eq. (3.35)), which allows us for
efficient Gibbs sampling. Therefore, following model is introduced, using notation that is in line with
the conventions outlined in Section 3.12 (presented in the Figure 6.1c):

Transition prior: κj,1
iid∼ beta (ρ1, ρ2) , (6.1)

vj,t = RTj yt + rj , (6.2)

κj,t+1 =
(evj,t)

1 + evj,t
, (6.3)

π̄j
iid∼ DP(αβ), (6.4)

πj,t = κj,tδj + (1− κj,t) π̄j , (6.5)

j = 1, 2, . . . and t = 1, . . . , T.

As we can see, the main difference from Equation (3.54) is conditioning the stickiness factor on
previous observation.

This transition formulation differs fundamentally from the stick-breaking logistic regression ap-
proach introduced in Chapter 5. While the stick-breaking method from rSLDS and REDSLDS uses a
sequential breaking process to construct categorical distributions over K states through (K−1) logistic
regressions, our approach here employs a simpler binary logistic regression to model state persistence.
The stick-breaking formulation πSB(v

S) computes transition probabilities to all states simultaneously
via π(k)SB (v

S) = σ
(
vSk
)∏

j<k

(
1− σ

(
vSj

))
, requiring careful handling of the sequential dependencies be-

tween components. In contrast, our nonparametric formulation separates the decision into two stages:
first determining whether to persist in the current state via the logistic function κj,t+1 = σ(vj,t), then
drawing from a Dirichlet Process base distribution π̄j if a transition occurs. This decomposition lever-
ages the natural sticky behavior inherent in HDP-HMM frameworks while maintaining computational
efficiency through Pólya-Gamma augmentation.
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The key advantage of Pólya-Gamma augmentation in our stickiness setting lies in its natural com-
patibility with binary logistic regression. Since we only need to model the binary decision of whether
to persist in the current state (κj,t), the Pólya-Gamma augmentation directly applies to transform the
logistic likelihood into a conditionally Gaussian form, enabling efficient Gibbs sampling. This binary
structure aligns perfectly with the sticky HDP-HMM framework where self-persistence is naturally
separated from transition decisions.

In contrast, applying stick-breaking approaches in the nonparametric Bayesian setting faces fun-
damental challenges. The stick-breaking construction requires a fixed, finite number of states K to
define the (K − 1) logistic regressions, which conflicts with the infinite state space assumption of non-
parametric models. While truncation approximations could theoretically address this, they introduce
additional computational complexity and approximation errors. Moreover, the sequential dependen-
cies in stick-breaking (

∏
j<k terms) create intricate correlation structures that are difficult to handle

efficiently when the number of potential states is infinite or large. The Pólya-Gamma augmentation
for stick-breaking would require augmenting all (K− 1) logistic components simultaneously, leading to
a high-dimensional auxiliary variable space that scales poorly with the truncation level.

The key similarity lies in both approaches using recurrent connections where transition probabil-
ities depend on the continuous latent state yt, enabling position-dependent switching behavior that
traditional constant-transition HMMs cannot capture.

An equivalent formulation of zt ∼ πzt−1 as in the disentangled sticky HDP-HMM is as follows:

Latent states : wt ∼ Bern
(
κzt−1,t

)
, (6.6)

zt ∼ wtδzt−1 + (1− wt) π̄zt−1 , (6.7)

t = 1, · · · , T,

In this way, our self-persistence probability becomes position- and state-dependent. When consid-
ering motion, the likelihood of transitioning to a different state is contingent upon one’s location.

6.2 Inference and Learning

We present two learning and inference algorithms which are inline with samplers existing in previous
works for instance [37, 117, 103].

6.2.1 Direct Assignment Sampler

The direct assignment sampler for HDP-HMM marginalizes transition distributions πj and parameters
θj and sequentially samples zt given all the other states z\t (where the notation z\t denotes all states
except zt, i.e., {z1, . . . , zt−1, zt+1, . . . , zT }), observations {yt}Tt=1, and the global transition distribution
β.

Our direct assignment sampler is based on the direct assignment sampler for DS-HDP-HMM, which
means that instead of only sampling zt (as in the sampler for HDP-HMM), we sample {zt, wt, wt+1}
in blocks. We sample α, β, γ only using zt that switch to other states by π̄zt−1 (wt = 0), and sample
{κj,t}K+1

j=1 , ρ1, ρ2 only using zt that stick to state zt−1 (wt = 1). The main difference between the
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samplers presented in [35, 117] comes from the fact that κj is now a vector and we have to additionally
sample the auxiliary variables.

Algorithm 1 Direct assignment sampler for RS-HDP-HMM
1: Sequentially sample {zt, wt, wt+1} for t = 1, . . . , T .
2: Sample {κj,1} for j = 1, . . . , K+1, and compute {κj,t+1} for t = 1, . . . , T−1, j = 1, . . . , K+1

K is defined as number of unique states in {zt}Tt=1.
3: Sequentially sample auxiliary variables {ηj,t} for t = 1, . . . , T − 1, j = 1, . . . , K + 1.
4: Sample β. (Same as HDP-HMM).

5: Sample hyperparameter α, γ, ρ1, ρ2, R.

• For Step 1, we compute the probability of each possible posterior case of

p
(
zt, wt, wt+1 | z\t, w\{t,t+1}, {yt}Tt=1 , α, β, {κj,1:T }

K+1
j=1

)
in sequence and sample the corresponding categorical distribution for {zt, wt, wt+1}. If zt = K+1,
that is, a new state appears, we increment K, sample the regression parameters RK+1 for the new
state from the prior state, and update β using stick breaking. This requires O(TK) operations.

• For Step 2, given wt+1 whose corresponding zt is j, we sample κj,1 using beta-binomial conjugacy
and compute κj,t using Equation (3.58), performing the O(TK) steps.

• Step 3 involves sampling T (K + 1) auxiliary variables, requiring O(TK) steps.

• Step 4 involves introducing auxiliary variables {mjk}Kj,k=1 and sampling β using Dirichlet cate-
gorical conjugacy, which requires O(K) draws.

• Step 5 computes the empirical transition matrix {njk}Kj,k=1, where njk is the number of tran-
sitions from state j to k with wt = 0 in {zt}Tt=1, and introduces additional auxiliary variables.
Then the posteriors of α and γ are conjugated with Gamma, given the auxiliary variables. We
approximate the posterior of ρ1, ρ2 by finite grids. This last step has a computational complexity
of O(K). The total complexity per iteration is O(TK).

As mentioned in the study by Fox et al. [35], when the entire latent sequence {zt, wt}Tt=1 is sampled
jointly, it significantly improves the mixing rate. This is particularly crucial for models with dynamics,
such as ARHMM and SLDS, where the correlated observations can further slow down the mixing rate
of the direct assignment sampler. For this reason, we did not utilize this sampler in our experiments.
However, we have included its description for the sake of comprehensiveness in this study.

6.2.2 Weak-Limit Sampler

Before proceeding with the weak-limit sampler, it is essential to understand its fundamental differences
from the direct assignment sampler and the reasons for preferring it in practice.

86
93:20940



The weak-limit sampler represents a fundamentally different approach to inference compared to
the direct assignment sampler. While the direct assignment sampler marginalizes out the infinite-
dimensional transition distributions πj and directly samples the discrete state sequences, the weak-limit
sampler exploits a key mathematical property: it approximates the infinite HDP-HMM with a finite
but sufficiently large model that converges to the infinite model as the truncation level increases.

The core insight is that the Dirichlet process, being a discrete measure, can be well-approximated
by truncating the stick-breaking construction at a finite level L. This truncation creates a finite HMM
with L states, enabling the use of standard forward-backward algorithms for joint sampling of the
entire state sequence. As L → ∞, this finite approximation converges in distribution to the true
infinite HDP-HMM.

The primary advantage lies in improved mixing properties. The direct assignment sampler up-
dates states sequentially, one at a time, which can lead to poor mixing when observations are highly
correlated—as is typical in autoregressive models like ARHMM. Each individual state update depends
heavily on neighboring states, creating strong dependencies that slow convergence.

In contrast, the weak-limit sampler performs block sampling of the entire sequence {zt, wt}Tt=1

simultaneously using the forward-backward algorithm. This joint update breaks the local dependencies
that trap the direct assignment sampler, leading to dramatically improved mixing rates.

For models with temporal dynamics (ARHMM, SLDS), where consecutive observations are strongly
correlated, this improvement in mixing efficiency is particularly pronounced and often essential for
practical inference.

The weak-limit sampler for the sticky HDP-HMM takes advantage of the fact that the Dirichlet
process is a discrete measure to produce a finite approximation of the HDP prior. This approximation
converges to the HDP prior when the number of components, L, goes to infinity [44, 45]. The standard
HMM forward-backward procedure can be used to sample latent variables {zt}Tt=1 with the help of this
approximation, which increases the mixing rate of the Gibbs sampler. Our weak-limit Gibbs sampler
is based on the sampler for DS-HDP-HMM, so it samples pairs {zt, wt}Tt=1.

Algorithm 2 Weak-limit sampler for RS-HDP-HMM
1: Jointly sample {zt, wt}Tt=1.
2: Sample {κj,1} for j = 1, . . . , L, and compute {κj,t+1} for t = 1, · · · , T − 1, j = 1, . . . , L.
3: Sequentially sample auxiliary variables {ηj,t} for t = 1, . . . , T − 1, j = 1, . . . , L.
4: Sample {βj}Lj=1 , {π̄j}

L
j=1. (Same as HDP-HMM).

5: Sample {θj}Lj=1.
6: Sample hyperparameter α, γ, ρ1, ρ2, R.

• In Step 1, we use the forward-backward procedure to jointly sample the two-dimensional latent
variables {zt, wt}Tt=1.

• Step 2 and Step 3 is the same as in the direct assignment sampler.

87
94:10528



• For Step 4, we sample β and π̄ based on Dirichlet-categorical conjugacy, given the auxiliary
variables {mjk}Lj,k=1, the empirical transition matrix {njk}Lj,k=1, and the approximate prior.

• Step 5 involves placing a conjugate prior in θj and using conjugacy to sample the posterior. Step
5 is the same as in the direct assignment sampler. The complexity of each step is O

(
TL2

)
,O(L),

O(L),O(L), and O(L), respectively, with a total complexity of O
(
TL2

)
.

The beam sampling technique [106, 26] is a useful method for sampling the approximation parameter
L, eliminating the need to pre-set it while still allowing the transition matrix to be instantiated and
the state sequence to be block sampled. This is especially beneficial when the number of states is too
large to be accurately estimated beforehand. In this chapter, we will not examine beam sampling.

6.3 Experiments

In order to evaluate the effectiveness of our motion segmentation model, we conduct a comparison
with three other models: HDP-HMM, sticky HDP-HMM, and disentangled sticky HDP-HMM. This
comparison is performed on three different benchmarks.

For evaluation of HDP-HMM, sticky HDP-HMM, and disentangled sticky HDP-HMM we used the
implementation provided by Zhou et al. [117]∗†.

We utilized the Matrix Normal inverse-Wishart (MNIW(M,V, S, n)) prior for autoregressive emis-
sion in each of the experiments. A detailed explanation of the MNIW prior can be found in [35]. In
our case, we selected M0 = 0 and V0 = I as the prior values. This choice ensures that the prior’s
mass is centered around stable dynamic matrices, while still allowing for significant variability. The
inverse-Wishart component of the prior is assigned n0 = m + 2 degrees of freedom. The scale matrix
S0 is defined as 0.4Σ̄, where Σ̄ = 1

T−1

∑
(xt − x) (xt − x)T and xt = yt+1 − yt.

In all four models, we used a Gamma (1, 0.01) prior for the concentration parameters α.or the sticky
HDP-HMM model, we also applied the same prior on α + κ. This approach allowed us to encompass
a wide range of α values. To prevent extremely small and large γ values from being sampled, which
can lead to numerical instability when sampling β and the creation of an excessive number of states,
we used a Gamma (2,1) prior to γ. Self-persistence parameters were assigned non-informative priors.
Specifically, we used a uniform distribution in the interval [0,1] for the parameter of the proportion of
self-persistence ϕ = ρ1

ρ1+ρ2
. For the DS-HDP-HMM model, we utilized a uniform distribution on the

interval [0,2] for the self-persistence scale parameter η = (ρ1 + ρ2)
−1/3, and partitioned the support

of ϕ, η (i.e., [0,1] × [0,2]) into a grid of size 100 × 100 for the simulated data. The prior for (R, r) is
multivariate normal distribution N (0, 0.0001 · I).

In the subsequent experiments, we employed log-likelihood as a metric to assess the adequacy of
a model in representing the observed data. The majority of work concerning nonparametric Bayesian
modeling has chosen log-likelihood as primary evaluation metric [37, 117] because it provides a princi-
pled probabilistic measure that directly quantifies how well each model explains the observed data under
its learned parameters and structure. This is particularly crucial for Bayesian nonparametric models

∗https://github.com/zhd96/ds-hdp-hmm
†Our code is available at https://github.com/Nerd911/RecurrentHDPHMM.
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like HDP-HMMs, where the number of states is inferred from the data rather than pre-specified, making
traditional model selection criteria less applicable. Log-likelihood enables fair comparison across models
with different complexities and structures, as it inherently accounts for both model fit and uncertainty
in parameter estimates through the Bayesian framework. A higher log-likelihood value suggests that
the model is more likely given the observed data, indicating a better fit. The log-likelihood enables
a probabilistic comparison between models, as it directly quantifies the probability of observing the
data given the model. This provides a straightforward and comprehensible metric for comparison. The
evaluation carried out by Zhou et al. [117], Fox [36] also employed similar methods. Furthermore, we
evaluated segmentation quality using accuracy and F1 scores.

While quantitative metrics provide important benchmarks, our evaluation emphasizes qualitative
assessment of segmentation quality for several reasons. In Bayesian nonparametric time series modeling,
the primary goal is not merely achieving the highest numerical scores, but rather discovering mean-
ingful and interpretable temporal structure that aligns with the underlying dynamics of the system.
Traditional accuracy metrics, while useful, can be misleading when applied to unsupervised segmenta-
tion tasks where the ”ground truth” may itself be subjective or incomplete. More importantly, the true
value of recurrent nonparametric models lies in their ability to capture position-dependent switching
behavior and produce smoother, more stable segmentations that better reflect the continuous nature
of real-world temporal processes.

Our evaluation strategy prioritizes the assessment of segmentation smoothness, consistency across
runs, and the model’s ability to avoid over-segmentation – a common problem in autoregressive hidden
Markov models where similar behaviors are incorrectly split into separate states. The RS-HDP-HMM
demonstrates superiority not only through higher log-likelihood scores (indicating better fit to the
underlying data distribution) but more crucially through its production of more coherent and inter-
pretable state sequences. The recurrent connections enable the model to maintain state persistence
when continuous changes are small (reducing noise-induced transitions) while still allowing transitions
when the system genuinely moves to different dynamical regimes. This results in segmentations that
are both more parsimonious and more aligned with human intuition about natural temporal structure,
making RS-HDP-HMM the preferred choice for applications requiring interpretable motion analysis.

To assess the quantitative performance, we opted to use the dancing bee and NASCAR® bench-
marks. These benchmarks are commonly employed in the field of Bayesian motion segmentation, as
evidenced by previous studies [79, 35, 60, 75]. For the qualitative evaluation, we chose the mouse behav-
ior dataset, which remains an open and extensively researched problem in the realm of self-supervised
segmentation [117, 5, 23].

6.3.1 NASCAR®

We once again come back to the popular NASCAR® dataset, described in the Section 3.19.6. However
in the case of ARHMM, we don’t do projection to 10 dimensional space. We stick with the 2D trajectory.

For this experiment, we performed ten runs with different random seeds. The results are averaged.
We can distinguish four states here, which are presented in Figure 3.3. To make the states more

distinguishable, the car uses four different velocities (which can be observed in Figure 6.4, as the
segments differ significantly in length).
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It is evident that the state of the system is influenced by its position. As the car completes each lap,
it spends a greater amount of time in the ”straight-on” states. This poses a challenge for models that
have a constant transition matrix, as the probability of self-persistence follows a Geometric distribution.

Table 6.1: Results of NASCAR ® data segmentation.

Weighted F1 Accuracy

HDP-HMM 0.86 0.82
S-HDP-HMM 0.91 0.88
DS-HDP-HMM 0.94 0.95
RS-HDP-HMM 0.97 0.97

The segmentation outcomes are demonstrated in Table 6.1. It is evident that our model exhibits
superior performance. Figure 6.4 illustrates that the remaining models occasionally struggle to differ-
entiate the fourth state.

The results obtained from Figures 6.3 and 6.2 demonstrate that our model achieves the highest
likelihood scores and produces the most coherent outcomes. Nevertheless, it is important to mention
that it also exhibits the largest variance in likelihood in a single run.

These trace plots and density show that rs-hdp-hmm model is achieving log-likelihood values in
the 12,000-13,500 range compared to the standard HDP-HMM variants that cluster between 9,000-
10,500. This represents a performance gap of approximately 2,500-4,500 log-likelihood points, which is
substantial. The density plot shows that while the non-recurrent models exhibit some multiimodality
with overlapping distributions around 9000-10500, the recurrent model occupies a completely separate
performance tier with a clean, unimodal distribution at much higher likelihood values.

Figures 6.2a, 6.2b, 6.2c display exceptionally clean convergence with perfectly flat, stable traces
after a brief burn-in period, suggesting highly efficient sampling. Figure 6.2d shows more complex
behavior with substantial variability around the 12000-13500 range, indicating the recurrent model is
actively exploring a rich parameter space while maintaining consistently high performance.
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Figure 6.2: Log-likelihood during models’ fitting on NASCAR ® dataset. Our model obtains the highest likelihood
scores. It presents a diverse range of likelihood scores within a single run. Additionally, we observe that the other
models often converge to local optima. Furthermore, the RS-HDP-HMM model exhibits a considerably shorter burn-in
time.
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Figure 6.3: Distribution of NASCAR® log-likelihoods taken after 200 burn-in iterations. Our model attains the highest
likelihood scores and generates the most coherent results. However, it is worth noting that it also demonstrates the
greatest variability in likelihood within a single execution.
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Figure 6.4: Sample results of NASCAR ® segmentation. The color represents an assigned segment. Methods other
than RS-HDP-HMM often fail to differentiate two ”straight” states.

6.3.2 Dancing Bee

We employed the publicly available dancing bees dataset [79], which is renowned for its intricate
characteristics and has previously been studied in the field of time series segmentation.

The dataset consists of the trajectories followed by six honey bees while performing the waggle
dance, including their 2D coordinates and heading angle at each time step. The bees demonstrate
three types of motion: waggle, turn right, and turn left.
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Figure 6.5: Log-likelihood during models’ fitting on honey bee movements. Our model achieves the highest likelihood
scores and generates the most coherent results. However, it demonstrates the widest range of likelihood scores within
a single execution. We can also see that it has significantly smaller burn-in time.

Table 6.2: Results of dancing bee data segmentation.

Weighted F1 Accuracy

HDP-HMM 0.73 0.77
S-HDP-HMM 0.85 0.87
DS-HDP-HMM 0.83 0.84
RS-HDP-HMM 0.85 0.87

93
100:52783



1000 1500 2000 2500 3000
loglikelihood

0.000

0.001

0.002

0.003

0.004

0.005

0.006

0.007

De
ns

ity

model
ds-hdp-hmm
hdp-hmm
recurrent-ds-hdp-hmm
s-hdp-hmm

Figure 6.6: Distribution of models’ log-likelihoods taken after 2000 burn-in iterations on dancing bee dataset.
Our model achieves the highest likelihood scores, demonstrating a clear unimodal distribution of likelihood scores.
Furthermore, we observe that the other models often become trapped in local optima.
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Figure 6.7: Results of dancing bee dataset. The color represents an assigned segment. The segmentation obtained
from our model is the smoothest.

Honey bees communicate the whereabouts of food sources by performing a series of dances within
the hive. These dances consist of waggle, turn right, and turn left movements. The waggle dance
of a bee consists of it walking in a straight line while shaking its body from side to side quickly.
The turning dances are simply the bee rotating clockwise or counterclockwise. The data consist of
yt =

[
cos (θt) , sin (θt) , xt, yt

]T
, where (xt, yt) denotes the 2D coordinates of the body of the bee

and θt its head angle.
For this experiment, we performed ten runs with different random seeds. The results are averaged.
We can see in Table 6.2 that our model performed on a par with S-HDP-HMM in terms of accuracy

and weighted F1. However, in Figure 6.7 we can observe that the segmentation obtained from our model

94
101:53245



is the smoothest.
In the same graph, it is evident that the values observed during the ”waggle” phase are signifi-

cantly smaller in magnitude compared to those obtained during turning. We hypothesize that this
characteristic enables our model to achieve a more seamless segmentation.

Like the previous experiment, the findings shown in Figures 6.6 and 6.5 demonstrate that our model
achieves the highest likelihood scores and produces the most coherent outcomes.

The rs-hdp-hmm model demonstrates the highest performance, achieving log-likelihood values in
the 2500-2800 range compared to the 1000-1300 range of the other three variants. This represents an
improvement of approximately 1000-1500 log-likelihood points, indicating that incorporating recurrent
dynamics captures crucial temporal dependencies in the data that standard HDP-HMM variants fail
to model effectively.

The non-recurrent models (hdp-hmm, ds-hdp-hmm, and s-hdp-hmm) show remarkably similar
performance levels clustered around 1000-1300, suggesting that the specific variant of standard HDP-
HMM matters far less than whether recurrent structure is included in the model architecture.

The MCMC sampling diagnostics reveal important insights about model behavior and computa-
tional properties beyond just performance metrics.

The recurrent model not only achieves the highest log-likelihood values but also demonstrates the
most stable and well-mixed sampling behavior, with chains that converge quickly and maintain healthy
exploration of the parameter space throughout the 10000 iterations. In contrast, the standard HDP-
HMM variants show more complex sampling patterns, including evidence of multi-modality where
different chains explore distinct regions of parameter space, and in some cases slower convergence
requiring longer burn-in periods.

The stratified appearance of several trace plots suggests these models are encountering multiple
posterior modes, which is characteristic of mixture models but can complicate inference. Overall, the
recurrent extension appears to provide both the best modeling capability for sequential data and more
favorable computational properties during MCMC sampling.

6.3.3 Mouse Behavior

We also applied our model to a publicly available dataset of mouse behavior. In this particular experi-
ment, the mouse’s head position was fixed while performing a visual decision task. During the task, we
recorded neural activity in the dorsal cortex using wide-field calcium imaging. Our main focus was on
the behavior video data, which comprised grayscale video frames with dimensions of 128x128 pixels.
The behavior video was captured using two cameras, one providing a side view and the other providing
a bottom view. To handle the high-dimensionality of the behavior video, we directly utilized the di-
mension reduction results from a previous study. These results consisted of 9-dimensional continuous
variables that were estimated using a convolutional autoencoder [5].
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Figure 6.8: Log-likelihood during models’ fitting on mouse behavior dataset.
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Figure 6.9: Distribution of log-likelihoods on mouse behavior dataset taken after 9000 burn-in iterations. In line
with previous findings, our model attains the highest likelihood scores, indicating a distinct unimodal distribution of
likelihood scores with the greatest variation within each run. Additionally, we note that the other models do not
converge to a shared optimal solution.
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Figure 6.10: Results of mouse behavior dataset. The color represents an assigned segment. One issue frequently
encountered in ARHMM models is known as over-segmentation. However, RS-HDP-HMM segmentation, despite
utilizing a similar number of states as DS-HDP-HMM, offers a smoother and more stable alternative.

In real-world scenarios, ARHMM models often suffer from a problem called over-segmentation.
This refers to the situation where behaviors that seem similar to a human expert are divided into sepa-
rate clusters. According to the hypothesis proposed by Costacurta et al. [23], over-segmentation occurs
because the ARHMM model confuses discrete factors of behavioral variability, such as the expres-
sion of different behavioral syllables, with continuous factors of variability that cannot be adequately
represented using linear autoregressive dynamics with Gaussian noise.

We performed five independent MCMC runs for all model types. On average, RS-HDP-HMM
converged to 33 states, DS-HDP-HMM to 34, S-HDP-HMM to 21 and HDP-HMM to 23 states. On
average there were 6143 state switches for RS-HDP-HMM, 7713 for DS-HDP-HMM, 6412 for S-HDP-
HMM and 7801 for HDP-HMM.

Despite using nearly as many states as DS-HDP-HMM, RS-HDP-HMM segmentation remains much
smoother and more stable. A sample segmentation is presented in Figure 6.10. For example, in the
pink state, our model demonstrates a greater tolerance for minor noise. This is because it considers
not only the direction of position change but also the actual position. Therefore, even if the direction
changes, as long as the position change is small enough, there will be no transition to a different state.

The log-likelihood values have escalated to the 68,000-76,000 range, representing an order of mag-
nitude increase from the previous analyses, which can be attributed to much larger dataset. Most
remarkably, the density plot shows a complete convergence of performance among the three standard
HDP-HMM variants, with HDP-HMM, ds-hdp-hmm, and s-hdp-hmm all clustering tightly around
68000-68500 log-likelihood values, effectively eliminating any meaningful performance differences be-
tween these approaches. The rs-hdp-hmm model maintains its position but with a much more sub-
stantial gap, achieving values around 75000-76000, representing approximately 7000-8000 log-likelihood
points of improvement over the non-recurrent variants.

The MCMC sampling diagnostics reveal exceptionally clean convergence behavior across all models,
with trace plots showing almost perfectly stable horizontal lines after brief burn-in periods.

This level of sampling stability is remarkable. Figure 6.9 demonstrates nearly identical sampling
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patterns with rapid convergence to stable likelihood plateaus around 67000-68000, indicating that the
computational challenges observed in earlier analyses have been completely resolved. The uniformly ex-
cellent mixing and convergence properties across all variants suggest that at this scale or configuration,
the primary differentiating factor between models is their fundamental modeling capacity rather than
computational or sampling difficulties, with the recurrent architecture providing the only substantial
performance advantage in this highly optimized setting.

6.4 Conclusions and Future Work

This chapter presents a new modeling technique that combines latent states with position- and state-
dependent self-persistence probability. This technique is particularly suitable for motion data, where
the likelihood of transitioning to a different state depends on the subject’s location.

One advantage of the position-dependent self-persistence computation is that it addresses the
problem of over-segmentation commonly encountered in ARHMMs. The RS-HDP-HMM model of-
fers smoother and more stable segmentation, effectively resolving this issue.

In future research, it may be worth exploring the integration of recurrent connections into HDP-
SLDS models [35], which would result in recurrent HDP-SLDS models similar to RSLDS [60]. Addi-
tionally, investigating alternative inference or learning algorithms, such as those based on variational
inference [27, 12], could be an interesting area of research. Although these algorithms may not be as
accurate, they offer faster inference capabilities.
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7
Bringing Recurrent Explicit Duration Variables

to Nonparametric Bayesian Models

In Chapter 5, we explored how recurrent explicit duration variables can capture the natural temporal
rhythms of behavioral processes—enabling models to learn that certain activities have preferred du-
rations that depend on current context rather than following unrealistic geometric distributions. In
Chapter 6, we discovered how nonparametric Bayesian approaches can automatically determine the
right number of behavioral states without forcing researchers to pre-specify model complexity.

But what happens when we need both capabilities simultaneously? Consider studying the complex
foraging behavior of a bee colony across an entire season. Traditional parametric models with explicit
durations might capture that foraging trips have natural durations—perhaps 15-20 minutes when flow-
ers are nearby, extending to 45-60 minutes when resources are scarce. However, these models require us
to decide in advance whether bee behavior consists of 3 distinct modes (foraging, returning, resting),
8 modes (different types of foraging for different flower types), or perhaps 15 modes accounting for
seasonal variations, weather dependencies, and colony lifecycle stages.

The challenge becomes even more complex when we consider that both the number of behavioral
modes and their characteristic durations might vary across different colonies, environments, or seasons.
Colony A might exhibit 5 distinct foraging patterns while Colony B shows 12, and these differences
should emerge from the data rather than being imposed by the researcher’s initial model specification.

This is where the intersection of nonparametric discovery and explicit duration modeling becomes
essential. We need models that can simultaneously answer two questions: “How many meaningful
behavioral states does this system exhibit?” and “How do the natural durations of these states depend
on environmental context?”
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The first question requires the flexibility of nonparametric Bayesian methods—letting the Hierar-
chical Dirichlet Process discover appropriate model complexity from the data. The second question
demands explicit duration modeling with recurrent connections—enabling state persistence times to
adapt based on current observations rather than following memoryless geometric distributions.

This chapter presents the Recurrent Explicit Duration HDP-HMM (RED-HDP-HMM), which uni-
fies these two modeling innovations. By bringing the recurrent explicit duration framework from
Chapter 5 into the nonparametric Bayesian setting established in Chapter 6, we create models that can
discover both the appropriate behavioral complexity and the context-dependent temporal dynamics
that govern real-world systems.

Let us remind that the Hierarchical Dirichlet Process Hidden Semi-Markov Model (HDP-HSMM)
were proposed by [53] as a Bayesian nonparametric extension of the Hidden Semi-Markov Model
(HSMM) designed to overcome the limitation of HDP-HMMs in modeling state durations.

The HDP-HSMM offers a significant advantage over the Sticky HDP-HMM as an alternative for
modeling sequential data. The Sticky HDP-HMM introduces a global learned self-transition bias (κ) to
discourage rapid state switching, which can improve performance over the standard HDP-HMM. How-
ever, the Sticky HDP-HMM retains the limitation of geometric state durations, and its self-transition
bias is global, not allowing for state-specific duration characteristics. In contrast, the HDP-HSMM
directly models state durations using flexible distributions (g(ωi)), which can be chosen based on prior
knowledge or learned from the data. This enables the HDP-HSMM to capture non-Markovian behav-
ior more effectively and to learn state-specific duration information, providing a more expressive and
interpretable model for sequential data with complex temporal dependencies.

7.0.1 Recurrent Explicit Duration Variables

Recurrent explicit duration variables are a key component of the models like the Recurrent Explicit Du-
ration Switching Dynamical System (REDSDS) [2] and Recurrent Explicit Duration Switching Linear
Dynamical Systems (REDSLDS) introduced in Chapter 5.

These variables address several key problems in time series modeling with switching dynamics:

Limitations of standard HMM based models in capturing time-dependent patterns: In
vanilla HMM, the duration of each state follows a geometric distribution. This “memoryless” property
leads to frequent regime switching and limits the model’s ability to capture consistent long-term time-
dependent switching patterns that occur after a certain amount of time has elapsed in a given regime.
Explicit duration models overcome this by allowing for more flexible duration distributions, enabling
the model to learn how long each regime typically lasts.

Inability of time-dependent models to capture state-dependent switching: Models that
focus solely on time-dependent switching are often “open-loop”. Their transitions occur based on
time elapsed, independent of the underlying state of the system. This makes them unable to model
switching events that are triggered by the continuous state variable entering a specific region governed
by a different regime. Recurrent connections, where the switch transition distribution depends on

100
107:69117



the previous continuous state, address this by enabling state-dependent switching in a “closed loop”
manner.

Lack of flexibility in modeling complex real-world processes: Many real-world time
series exhibit both state-dependent and time-dependent switching behaviors. For example, city power
consumption might have time-dependent switches based on weekdays and weekends, while the motion
of a bouncing ball has state-dependent switches when it hits a wall[27, 2]. By combining recurrent
state-to-switch connections with explicit duration models, models like REDSDS and REDSLDS can
flexibly model these complex processes that involve both types of switching.

Improved segmentation: Explicitly modeling durations and incorporating state-dependent switch-
ing leads to more parsimonious and accurate segmentation of time series into meaningful regimes. For
forecasting, by breaking the time series into different regimes with learned durations, the model can
extrapolate learned patterns more consistently into the future.

7.0.2 The Lognormal and Gamma Mixed Negative Binomial Regression Model

Similarly to Chapter 5, we define the transition of zt variables is defined as

p (zt | zt−1, dt−1,yt−1) =

δzt−1 if dt−1 > 1

π if dt−1 = 1
. (7.1)

We define the duration distribution as

p (dt | st, dt−1,yt−1) =

δ(dt−1−1) if dt−1 > 1

NB (dt − 1 | rzt , pt−1) if dt−1 = 1
, (7.2)

where
ψt−1 = logit (pt − 1) = yTt−1β

D
zt

+ βDbiaszt , (7.3)

similarly to Equation (5.8) βD
zt

represents the vector of regression coefficients, while we incorporate the
bias term βDbiaszt .

Similarly to the previous works, we take π̄j
iid∼ DP(αβ).

We test two variants of our model:

• nonloopy, where πij = π̄ij(1−δij)
1−π̄ii ,

• loopy, where π = π̄.

In the non-loopy scenario, we lose conjugacy, necessitating the sampling of auxiliary variables{
ρkt
}T
t=1

. Each of these ρkt is independently sampled from a geometric distribution on {0, 1, . . .} with a
success parameter 1− πkk, specifically: ρkt | πkk ∼ Geo(1− πkk).

For a detailed derivation, please refer to [53].
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7.1 Inference and Learning of RED-HDP-HMM

Algorithm 3 Weak-limit sampler for RED-HDP-HMM
1: Jointly sample {zt, dt}Tt=1.
2: Sequentially sample auxiliary variables {ωj,t} for t = 1, . . . , T − 1, j = 1, . . . , L.
3: Compute {ψj,t} for j = 1, . . . , L for t = 1, · · · , T, j = 1, . . . , L.
4: Sample {βj}Lj=1 , {π̄j}

L
j=1.

5: If nonloopy sequentially sample auxiliary variables {ρjt} for t = 1, . . . , T − 1, j = 1, . . . , L.
6: Sample {θj}Lj=1.
7: Sample hyperparameter α, γ and {rj,βD

j , β
Dbias
j , αDj } for j = 1, . . . , L.

The weak-limit sampler for the sticky HDP-HMM exploits the fact that the Dirichlet process is
inherently discrete, enabling the creation of a finite approximation of the HDP prior. This approx-
imation tends toward the HDP prior as the number of components, L, approaches infinity [44, 45].
Utilizing this approximation, the conventional HMM forward-backward algorithm can be employed to
sample latent variables {zt}Tt=1, thereby enhancing the Gibbs sampler’s mixing rate. Our weak-limit
Gibbs sampler draws from the methodology used in the DS-HDP-HMM or RS-HDP-HMM weak-limit
sampler, allowing it to simultaneously sample pairs {zt, dt}Tt=1, akin to how DS-HDP-HMM samples
sets {zt, wt}Tt=1 simultaneously.

The main difference between this algorithm and Algorithm 2 is Step 1, where the forward-backward
method is employed to simultaneously sample the two-dimensional latent variables {zt, dt}Tt=1. A
straightforward implementation of this would involve a computationally intensive O(TL2D2

max) process,
which is inefficient for large Dmax. However, by leveraging the characteristic that duration variables
either decrease by 1 or reset each timestep, we can pre-calculate certain components in the forward-
backward equations. This optimization leads to an algorithm with complexity O(TL(L+Dmax)).

The entire process yields an algorithm with O(TL(L+Dmax)) complexity, primarily influenced by
the forward-backward step. For the S-HDP-HMM and DS-HDP-HMM models, the weak-limit samplers
exhibit a complexity of O(TL2), which is also mainly determined by the forward-backward pass. For a
comprehensive derivation of weak-limit sampling approaches, please consult [35] or the supplementary
materials of [117].

Due to the correlated observations in ARHMM and SLDS further slowing the mixing rate of the
direct assignment sampler, jointly sampling is especially important for those models with dynamics.

7.2 Experimental Evaluation of Recurrent Explicit Durations in Bayesian
Nonparametric Setting

To assess the effectiveness of our model’s self-supervised segmentation, we performed evaluations on
three different benchmarks. These involved a simulated NASCAR® dataset, as used by Linderman
et al. [60], in addition to two datasets extracted from real-world settings, which included data on
honeybee dance patterns and neural activity in C. elegans.
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Table 7.1: Results of data segmentation. The means and standard deviations are calculated from three separate
MCMC runs that are independent. We measured Accuracy and Weighted F1.

Model Acc W F1
Bee Dance

S-HDP-HMM 0.850± 0.024 0.826± 0.033
DS-HDP-HMM 0.760± 0.078 0.743± 0.077
(Nonloopy) RED-HDP-HMM (Ours) 0.893± 0.020 0.876± 0.028
(Loopy) RED-HDP-HMM (Ours) 0.876± 0.024 0.860± 0.033

Synthetic Nascar
S-HDP-HMM 0.868± 0.064 0.904± 0.038
DS-HDP-HMM 0.971± 0.010 0.970± 0.010
(Nonloopy) RED-HDP-HMM (Ours) 0.978± 0.012 0.977± 0.012
(Loopy) RED-HDP-HMM (Ours) 0.926± 0.070 0.943± 0.046

Neural Data (0)
S-HDP-HMM 0.395± 0.024 0.298± 0.028
DS-HDP-HMM 0.401± 0.002 0.289± 0.003
(Nonloopy) RED-HDP-HMM (Ours) 0.444± 0.006 0.345± 0.007
(Loopy) RED-HDP-HMM (Ours) 0.450± 0.008 0.352± 0.015

Neural Data (1)
S-HDP-HMM 0.357± 0.000 0.240± 0.002
DS-HDP-HMM 0.311± 0.006 0.191± 0.007
(Nonloopy) RED-HDP-HMM (Ours) 0.415± 0.021 0.309± 0.020
(Loopy) RED-HDP-HMM (Ours) 0.395± 0.020 0.285± 0.023

Neural Data (2)
S-HDP-HMM 0.421± 0.001 0.326± 0.002
DS-HDP-HMM 0.369± 0.014 0.290± 0.016
(Nonloopy) RED-HDP-HMM (Ours) 0.468± 0.022 0.416± 0.026
(Loopy) RED-HDP-HMM (Ours) 0.417± 0.016 0.352± 0.012

Neural Data (3)
S-HDP-HMM 0.369± 0.002 0.256± 0.005
DS-HDP-HMM 0.375± 0.030 0.256± 0.029
(Nonloopy) RED-HDP-HMM (Ours) 0.477± 0.026 0.370± 0.026
(Loopy) RED-HDP-HMM (Ours) 0.417± 0.008 0.311± 0.009

Neural Data (4)
S-HDP-HMM 0.409± 0.009 0.335± 0.010
DS-HDP-HMM 0.361± 0.001 0.285± 0.003
(Nonloopy) RED-HDP-HMM (Ours) 0.513± 0.004 0.475± 0.008
(Loopy) RED-HDP-HMM (Ours) 0.453± 0.022 0.395± 0.019

The identification process in all these experiments was conducted using a completely self-supervised
approach.

NASCAR® functions as a regulated environment for assessing the performance of RED-HDP-HMM
against traditional S-HDP-HMM and DS-HDP-HMM models. The collected data mimic independent
samples that do not exhibit clear periodic trends in the process.

The honeybee dataset [79] contains complex dance movements, rendering it suitable for analyzing
segmentation in dynamic and unpredictable motion contexts.

Utilizing the dataset from Kato et al. [55], we examined neural activity within the head ganglia
of immobilized C. elegans. Although only a portion of neurons are accurately labeled, the dataset
shows common brain states and dynamics. The observed activity patterns hint at a lower-dimensional
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continuous state, making it well-suited for analysis via recurrent switching models.
As a baseline, we utilize S-HDP-HMM and DS-HDP-HMM, as they represent the state of the art

in Bayesian nonparametric models for self-supervised time series segmentation.
Direct comparison between Bayesian parametric HMMs and nonparametric HDP-HMMs for time

series segmentation is problematic due to their fundamentally different assumptions and objectives.
Parametric HMMs require the number of hidden states to be fixed in advance, making them suitable
for scenarios with prior knowledge of model complexity. In contrast, HDP-HMMs infer the number
of states from the data, allowing for greater flexibility in exploratory settings. Comparing them di-
rectly often leads to unfair compromises, such as artificially constraining the HDP-HMM or subjecting
the parametric model to extensive model selection. Furthermore, the two approaches differ in infer-
ence complexity and embody distinct modeling philosophies—parametric methods favor fixed model
structures, while nonparametric methods adapt complexity to the data. As such, evaluating them
side-by-side without accounting for these differences risks drawing misleading conclusions.

Due to limited space, additional metrics are placed in the Appendix.
In our experiments, we examine two variations of our model: loopy and nonloopy. For the loopy

model, self-transitions are permitted, whereas, for the nonloopy model, the state must change each
time the counter reaches 1.

In all experiments, as described in Fox et al. [35], we utilized the Matrix Normal inverse-Wishart
(MNIW(M,V, S, n)) prior for autoregressive emission. The parameters were chosen with M0 = 0

and V0 = I to concentrate the prior’s mass on stable matrices. The inverse-Wishart aspect included
n0 = m+ 2 degrees of freedom, and the scale matrix S0 was defined as 0.4Σ̄, where Σ̄ is calculated as
1

T−1

∑
(xt − x) (xt − x)T with xt = yt+1 − yt.

Similarly, to previous evaluation, every model employed a Gamma (1, 0.01) prior for the concen-
tration parameters α, and for the sticky HDP-HMM, α + κ. To prevent numerical instability when
sampling β by avoiding extreme γ values, a Gamma (2,1) prior was placed on γ.

Self-persistence parameters employed non-informative priors: a uniform distribution in [0, 1] for
ϕ = ρ1

ρ1+ρ2
, and for DS-HDP-HMM, a uniform distribution in [0, 2] for η = (ρ1 + ρ2)

−1/3. The support
of ϕ and η was partitioned into a 100× 100 grid for simulated data.

In our experiments, we assigned gamma priors pertaining to the duration distribution a value of
0.01 to maintain their non-informative nature.

The prototype code was implemented in Python3 using NumPy and SciPy libraries∗.

7.2.1 NASCAR®

We begin with our classic example for evaluating recurrence in partially linear dynamical systems.
Table D.3 provides metrics evaluating the segmentation quality.

This experiment appears to support the assertions made by [102] that modeling explicit durations
using distributions with infinite support, like Poisson or Negative Binomial, tends to be advantageous
with nonloopy transitions.

We cannot see a significant improvement over DS-HDP-HMM in this case in terms of accuracy.
∗https://github.com/Nerd911/RecurrentHDPHMM/tree/explicit_duration
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7.2.2 Dancing Bee

Although the lengths of specific movements appear relatively stable, there is no evident repetition
present. Nevertheless, the duration does not adhere to a geometric distribution, as the length of
consecutive segments is related to the proximity of the food source.

Table D.3 displays the outcomes. Both the loopy and nonloopy versions of RED-HDP-HMM
outperform HDP-HMM and S-HDP-HMM. Given that waggle movement resembles brief left and right
turns, the inclusion of explicit durations appears to be advantageous.

7.2.3 Neural Data

Given the varying dimensionality of observations across individuals, we apply PCA to reduce dimen-
sionality to 5 dimensions. We fit a distinct model for each recording of neural activity.

Table D.3 shows that similarly to earlier studies [61, 115], incorporating recurrence significantly
enhances segmentation quality, which we argue supports the value of our research.

7.2.4 Summary

Experiments revealed that incorporating recurrent explicit duration variables enhances the HDP-HMM
framework, leading to better self-supervised segmentation. The (Nonloopy) RED-HDP-HMM consis-
tently surpasses other models in various metrics and datasets, especially in classification accuracy, with
top scores in 6 out of 7 datasets and remarkable performance on the Bee Dance (0.893). In neural data
trials, our model outperforms base models by 5-10 percentage points.

The model’s robustness in handling imbalanced classes is demonstrated by significantly higher
Weighted F1 (and Macro F1 scores which are presented in the Appendix). This is particularly notable
in neural data scenarios.

The RED-HDP-HMM models show impressive stability, with low standard deviations across met-
rics. Notably, the (Nonloopy) RED-HDP-HMM variant consistently delivers top performance in most
tests, confirming our approach’s efficacy. These overall enhancements across metrics and datasets
advocate for choosing our RED-HDP-HMM models over current alternatives.

There are two additional minor results that are consistent across all of the experiments:

• Johnson & Willsky [53] removed loops from transition, to assess identifiability in HDP-HSMM.
However, as we noticed in Chapter 4 the removal of loops resulted in better segmentation quality
when used with a duration distribution with infinite support, which is our case.

• Zoltowski et al. [120], Linderman et al. [61] state that the modeling quality of neural activity
benefits from including recurrent connections, which is once more validated with our research,
this time in Bayesian nonparametric setting.

7.3 Conclusions and Future Work

This chapter presents the Recurrent Explicit Duration HDP-HMM (RED-HDP-HMM), which unifies
two fundamental modeling advances: the nonparametric discovery of behavioral complexity through
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Hierarchical Dirichlet Processes and the context-dependent temporal dynamics enabled by recurrent
explicit duration variables.

The primary contribution of this work is the development of a modeling framework that simulta-
neously addresses two critical limitations in time series analysis: the arbitrary specification of model
complexity and the unrealistic assumption of geometric state durations. The RED-HDP-HMM enables
automatic discovery of the appropriate number of behavioral states while modeling realistic, context-
dependent durations through negative binomial regression conditioned on previous observations.

A second major contribution is the solution to the temporal modeling trade-off between flexibility
and identifiability. By combining the infinite support duration distributions with nonloopy transitions,
our approach achieves superior segmentation quality compared to traditional sticky mechanisms, par-
ticularly evident in the 5-10 percentage point improvements observed across neural data experiments.

The third significant contribution is the demonstration that recurrent connections provide substan-
tial benefits in the nonparametric Bayesian setting. This extends previous findings from parametric
models to the more flexible nonparametric domain, showing that context-dependent switching mecha-
nisms enhance segmentation quality across diverse temporal patterns.

We provide a weak-limit sampler with complexity O(TL(L+Dmax)) that efficiently handles the joint
sampling of state and duration variables. The algorithmic contributions enable practical application
of the model to real-world datasets.

Our empirical evaluation demonstrates consistent performance gains across three distinct domains
(motion tracking, animal behavior, neural activity), with the nonloopy RED-HDP-HMM achieving top
performance in 6 out of 7 datasets. The model shows particular strength in handling imbalanced classes
and providing stable segmentations with low variance across runs.

We validate two important design principles: that nonloopy transitions improve segmentation qual-
ity when combined with infinite support duration distributions, and that recurrent connections enhance
neural activity modeling in the Bayesian nonparametric setting, confirming previous parametric find-
ings.

The integration of RED-HDP-HMM principles with more complex dynamical systems, such as
HDP-SLDS, represents a natural extension that could capture both switching linear dynamics and re-
alistic temporal persistence patterns. Such models would be particularly valuable for high-dimensional
continuous state spaces.

Investigation of variational inference approaches could significantly reduce computational complex-
ity while maintaining the model’s representational flexibility. Although potentially less accurate than
MCMC methods, variational approaches would enable application to larger-scale datasets and real-time
applications.

The exploration of alternative duration distributions beyond negative binomial regression could
capture more specialized temporal patterns. For instance, heavy-tailed distributions might better
model rare but persistent behavioral states, while mixture distributions could capture multimodal
duration patterns within individual states.

Finally, the development of automatic model selection techniques for choosing between loopy and
nonloopy variants based on data characteristics could further enhance the model’s practical applicability
across diverse temporal modeling domains.
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8
Conclusion

This chapter summarizes the central challenges addressed, the methodologies proposed, and the key
findings established throughout this dissertation.

8.1 Recap of the Central Problem and Motivation

The primary challenge considered in this thesis was the effective segmentation of spatiotemporal data
in settings where interpretability, data efficiency, and the ability to capture complex dynamics. Tradi-
tional models such as HMMs and SLDS have long provided useful frameworks for sequential modeling,
but their reliance on restrictive assumptions has limited their practical applicability. In particular, the
assumption of geometric state durations and constant transition probabilities often results in problem-
atic behaviors such as state collapse, where discrete states remain underutilized, or over-segmentation,
where spurious state switches obscure interpretability.

The motivation for advancing beyond these limitations is grounded in numerous real-world appli-
cations. From tracking sensitive shipments to the analysis of neural recordings and animal behavior,
there is a growing need for models that combine robustness with interpretability, and that can operate
effectively even when data are sparse or weakly labeled. This work has aimed to address that need by
advancing the foundations of duration modeling, recurrence, and nonparametric Bayesian inference in
sequential models.

8.2 Summary of Main Contributions

This dissertation has presented several innovations that extend the flexibility and interpretability of
HMM and SLDS frameworks. The first of these was the Explicit Duration Switching Linear Dynamical
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System (EDSLDS) presented at ICONIP 2023 [102], which incorporated explicit duration variables
with infinite support, thereby avoiding the need to specify a maximum segment length in advance
and removing self-transitions. This innovation provided clearer duration interpretations and alleviated
the issue of state collapse. An extended beam sampling algorithm was developed for inference in this
setting, enabling efficient traversal of the hybrid discrete–continuous posterior distributions.

Building on this, the Recurrent Explicit Duration SLDS (REDSLDS) – presented at AISTATS 2025
[93] – unified explicit duration modeling with recurrent dynamics, allowing both state and duration
transitions to depend on continuous latent variables. This framework addressed limitations of recurrent
SLDS by capturing regularities in state durations and long-term switching patterns, and further refine-
ments, such as the Negative Binomial REDSLDS, introduced greater flexibility in modeling duration
variability.

A parallel line of contributions explored the benefits of recurrence within nonparametric Bayesian
settings. The Recurrent Sticky HDP-HMM (RS-HDP-HMM) – accepted at ECAI 2025 – incorpo-
rated logistic regression-based recurrence into a Bayesian nonparametric HMM, providing smoother
and more stable segmentations while reducing the tendency to over-segment. Finally, the Recurrent
Explicit Duration HDP-HMM (RED-HDP-HMM) brought together three previously separate modeling
paradigms—infinite state spaces, explicit duration modeling, and recurrent transitions—into a single
framework that offers both expressiveness and interpretability. This unified nonparametric model rep-
resents a substantial step forward in sequential modeling, bridging gaps between otherwise disjoint
approaches.

8.3 Key Findings and Insights

The models introduced in this thesis were evaluated extensively on both synthetic datasets, such as
Spikes, Bouncing Ball, and NASCAR®, and real-world datasets, including Honeybee Dance, Mouse
Behavior, and C. elegans Neural Recordings. These experiments yielded several key insights. Ex-
plicit duration variables consistently improved segmentation performance in SLDS-based models and
mitigated state collapse, achieving near-perfect segmentation scores in benchmark synthetic tasks.
Infinite-support distributions such as Poisson and Negative Binomial proved to be robust and effective
alternatives to categorical explicit durations, offering smooth and interpretable segmentations even
when maximum segment lengths were unknown.

The incorporation of recurrence alongside explicit durations was shown to be especially beneficial
in complex datasets, yielding substantial improvements in segmentation accuracy and likelihood com-
pared to baseline recurrent SLDS. Models such as REDSLDS were particularly effective in tasks that
required capturing both duration regularities and context-dependent transitions. Within nonparamet-
ric settings, RS-HDP-HMM provided smoother and more stable segmentations, while RED-HDP-HMM
consistently achieved the strongest performance overall, surpassing baseline models across nearly all
benchmarks. In the Bee Dance dataset, for example, the RED-HDP-HMM achieved a Weighted F1
score close to 0.9, representing a significant improvement over existing alternatives.

The choice of inference methodology was another crucial finding. Markov Chain Monte Carlo
methods such as Gibbs and beam sampling were demonstrated to be highly effective in these com-
plex models, providing unbiased estimates and avoiding the state-collapse issues sometimes observed
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in variational methods. Beam sampling, in particular, was well-suited for explicit duration models
with infinite support. Across applications, the inclusion of recurrent connections was consistently vali-
dated as a key factor in improving model quality, particularly for neural data, thereby confirming and
extending earlier findings in the literature within a Bayesian nonparametric framework.

8.4 Practical Applications and Industry Relevance

The methodological contributions of this thesis may have immediate applications across diverse do-
mains where spatiotemporal segmentation is critical. In neuroscience and brain-computer interfaces,
the explicit duration models are particularly valuable for analyzing neural recordings where state per-
sistence carries biological meaning [120]. For example, in sleep stage analysis [78] from EEG recordings,
the characteristic duration patterns of different sleep phases are poorly captured by traditional HMM
approaches with geometric distributions, leading to over-segmentation and poor clinical interpretabil-
ity. The explicit duration models developed here can capture natural variability in sleep stage durations
while maintaining discrete structure that clinicians rely upon for diagnosis and treatment planning.

Healthcare applications represent another domain of significant impact [38, 98]. In neonatal inten-
sive care units, continuous monitoring of vital signs generates complex multivariate time series requiring
segmentation into clinically meaningful episodes of stability, distress, or medical intervention [98]. The
uncertainty quantification provided by the Bayesian framework is particularly valuable in healthcare
settings, allowing clinicians to identify periods where automated analyses are uncertain and require
additional attention.

Financial institutions increasingly rely on automated systems for risk monitoring and fraud de-
tection, where the methods developed here can detect market regime shifts and identify periods of
increased risk. The nonparametric extensions are especially valuable in financial markets—complex
adaptive systems where new patterns emerge and old patterns disappear, making fixed-complexity
models inadequate. Industrial process control represents another application area, where segmenta-
tion of sensor data enables identification of operational modes, equipment degradation detection, and
predictive maintenance optimization.

8.5 The Critical Role of Bayesian Uncertainty Quantification

The Bayesian framework adopted throughout this thesis provides principled uncertainty quantification
that is often overlooked in deterministic modeling paradigms. Unlike point estimates from maximum
likelihood approaches, Bayesian methods naturally capture uncertainty in model parameters, latent
states, and predictions through posterior distributions. This uncertainty quantification is essential for
reliable decision-making in real-world applications where data are noisy, incomplete, or limited.

In spatiotemporal segmentation, uncertainty quantification manifests in several critical ways. Un-
certainty in state assignments allows practitioners to identify ambiguous regions where model confidence
is low, flagging areas for additional data collection or manual review. Uncertainty in model parame-
ters provides insight into which aspects of dynamics are well-constrained by data and which require
careful validation. Predictive uncertainty enables computation of confidence intervals for future state
transitions and durations, invaluable for planning and risk assessment.
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The nonparametric Bayesian extensions enhance uncertainty quantification by avoiding a priori
specification of state numbers. Rather than committing to fixed model complexity, these approaches
maintain uncertainty over model structure itself, allowing data to inform both complexity and param-
eters. This flexibility is particularly valuable in exploratory data analysis where underlying structure
is unknown, providing natural mechanisms for handling model uncertainty through model averaging
and hierarchical priors.

8.6 Computational Challenges and Scalability Considerations

While the Bayesian framework provides significant theoretical and practical advantages, it introduces
substantial computational challenges that must be addressed for successful real-world deployment.
The posterior distributions in the developed models are typically high-dimensional and non-conjugate,
requiring sophisticated inference algorithms that can be computationally intensive.

Markov Chain Monte Carlo methods, forming the backbone of inference procedures in this work,
provide asymptotically exact posterior samples but can be slow to converge, particularly in high-
dimensional settings with complex dependency structures. The beam sampling algorithm applied for
explicit duration models represents a significant computational advance but still requires careful tuning
and can be sensitive to initialization and hyperparameter choices.

Computational costs scale poorly with data size, model complexity, and number of latent states,
presenting barriers to adoption in applications with limited computational resources or real-time per-
formance requirements. Several strategies can address these challenges: variational inference methods
trading accuracy for speed, parallel computing approaches for suitable problems, and approximation
strategies providing adequate performance while dramatically reducing computational costs.

Real-time applications require specialized algorithm design, including streaming algorithms that
process data incrementally without storing entire sequences in memory. These algorithms must balance
computational efficiency with model accuracy, often requiring approximations or simplified models that
can be updated efficiently as new data arrive.

8.7 Broader Impact and Alignment with Contemporary Trends

Although deep learning methods dominate much of the contemporary machine learning landscape, this
work demonstrates the enduring importance of probabilistic models with latent Markov structures.
Such models provide interpretability, analytical tractability, and principled learning mechanisms that
remain difficult to achieve with unstructured deep networks. Far from being obsolete, HMMs and
SLDS continue to evolve, and in certain domains, they outperform or complement deep models, espe-
cially where transparency, robustness, and data efficiency are required. The contributions of this thesis
are therefore aligned with an emerging trend toward hybrid approaches that combine the representa-
tional power of deep learning with the interpretability and principled design of probabilistic state-space
models.
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8.8 Future Directions

This dissertation also opens several promising directions for future work. A natural extension lies in
the integration of recurrent structures within nonparametric SLDS frameworks, leading to recurrent
HDP-SLDS models with even greater flexibility. Another avenue involves the exploration of alternative
inference algorithms, particularly variational inference, which could trade off some accuracy for real-
time efficiency in applications where speed is essential. Further empirical validation on more diverse
and challenging datasets would also strengthen the generality of these contributions. Finally, specific
application domains such as neural activity modeling, financial risk monitoring, and neonatal health
care represent particularly impactful opportunities for deploying and extending the models developed
here.

8.9 Final Remarks

In summary, this dissertation has advanced the field of sequential modeling by introducing proba-
bilistic frameworks that combine explicit duration modeling, recurrence, and nonparametric Bayesian
approaches. These contributions address long-standing challenges such as state collapse and over-
segmentation, while offering interpretable, data-efficient, and robust solutions for spatiotemporal seg-
mentation. By demonstrating both theoretical innovation and empirical effectiveness, this work ex-
pands the toolkit available to researchers and practitioners, paving the way for further progress at the
intersection of probabilistic modeling and real-world applications.
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A
Conditional Posteriors in REDSLDS

The structure of the model allows for closed-form conditional posterior distributions that are easy to
sample from. For clarity, the conditional posterior distributions for the REDSLDS are given below:

The linear dynamic parameters (Ak, ak) and state variance Qk of a mode k are conjugate with a
Matrix Normal Inverse Wishart (MNIW) prior

p ((Ak,ak) ,Qk | x0:T , s1:T ) ∝ p ((Ak, bk) ,Qk)
∏T
t=1N

(
xt | xt−1 +Astxt−1 + ast ,Qst

)I[st=k] .
(A.1)

If we assume the observation model is linear and with additive white Gaussian noise then the
emission parameters Ψ = {(Ck, ck),Sk} are also conjugate with a MNIW prior

p ((Cst , cst),Sst | x1:T ,y1:T , s1:T ) ∝ p((Cst , cst),Sst)

T∏
t=1

N (yt | Cstxt + cst ,Sst)
I[st=k] . (A.2)

We can express the posterior over the hyperplane of a state as:

p
((
RS
k , r

S
k

)
| x0:T , s1:T , ω

S
k,1:T

)
∝ p

((
RS
k , r

S
k

)) T∏
t=1

N
(
vSk,t | κSk,t/ωSk,t, 1/ωSk,t

)I[st=k]
, (A.3)

where κk,t = I[st = k]− 1
2I[st ≥ k]. Augmenting the model with Pólya-gamma random variables allows

for the posterior to be conditionally Gaussian under a Gaussian prior.
Analogously,

p
((
RD
k , r

D
k

)
| x0:T , d1:T , s1:T , ω

D
d,1:T

)
∝ p

((
RD
k , r

D
k

)) T∏
t=1

N
(
vDk,t | κDd,t/ωDd,t, 1/ωDd,t

)I[st=k]
, (A.4)
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where κd,t = I[dt = d]− 1
2I[dt ≥ d].

The conditional posterior of the Pólya-gamma random variables are also Pólya-gamma:

ωn,t | st, (Rn, rn) ,xt−1 ∼ PG(1,vn,t) . (A.5)
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B
Conditional Posteriors

B.1 Message passing for recurrent connections

To still use Kalman filtering, we have to compute backward messages incorporating information from
sampled durations and states. Assume mt+1,t (xt) ∝ N−1 (xt;θt+1,t,Λt+1,t), where N−1(x;θ,Λ) de-
notes a Gaussian distribution on x in information form with mean µ = Λ−1θ and covariance Σ = Λ−1.
Given a fixed mode sequence s1:T and duration sequence s1:T we simply have a time-varying linear
dynamic system. The backward messages can be recursively defined by

mt,t−1 (xt−1) ∝
∫
Xt
p (xt | xt−1, st) p (yt | xt, st) p (dt | xt−1, st, dt−1) p (st | xt, st−1, dt−1)mt+1,t (xt) dxt

(B.1)
The transition density may be expressed as

p (xt | xt−1, st) ∝ exp

{
−1

2
(xt −Astxt−1 − ast)

T Q−1
st (xt −Astxt−1 − ast)

}

∝ exp

−1

2

[
xt−1

xt

]T [
AT
stQ

−1
st Ast −AT

stQ
−1
st

−Q−1
st Ast Q−1

st

][
xt−1

xt

]
+

[
xt−1

xt

]T [
−AT

stQ
−1
st ast

Q−1
st ast

] ,

(B.2)
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The likelihood is given by:

p (yt | xt, st) ∝ exp

{
−1

2
(yt −Cstxt − cst)

T S−1
st (yt −Cstxt − cst)

}

∝ exp

−1

2

[
xt−1

xt

]T [
0 0

0 CT
stS

−1
st Cst

][
xt−1

xt

]
+

[
xt−1

xt

]T [
0

CT
stS

−1
st yt −CT

stS
−1
st cst

] ,

(B.3)
Due to the addition of recurrent connections, we have to condition xt−1 on the future discrete state
st:

p (st | xt−1, st−1, dt−1) ∝ exp

{
−I[dt−1 = 1]

2

(
vSt −Ω−S

t−1κ
S
t

)T
ΩS
t−1

(
vSt −Ω−S

t−1κ
S
t

)}

∝ exp

−I[dt−1 = 1]

2

[
xt−1

xt

]T [
ΩS
t−1R

ST
st−1

RS
st−1

0

0 0

][
xt−1

xt

]
· exp

I[dt−1 = 1]

[
xt−1

xt

]T [
RST
st−1

κSt −RS
st−1

ΩS
t−1r

S
st−1

0

] ,

(B.4)
with ΩS

t−1 = diag (ωt−1) and κSt =
[
κSt,1 . . . , κ

S
t,K−1

]
.

Let us define θSt = I[dt−1 = 1](RST
st−1

κSt −RS
st−1

ΩS
t−1r

S
st−1

), and ΛS
t = I[dt−1 = 1]ΩS

t−1R
ST
st−1

RS
st−1

.
Also conditioning xt−1 on the future duration time dt is required. For categorical recurrent explicit

variables we have:

p (dt | xt−1, st, dt−1) ∝ exp

{
−I[dt−1 = 1]

2

(
vDt −Ω−D

t−1κ
D
t

)T
ΩD
t−1

(
vDt −Ω−D

t−1κ
D
t

)}

∝ exp

−I[dt−1 = 1]

2

[
xt−1

xt

]T [
ΩD
t−1R

DT
st RD

st 0

0 0

][
xt−1

xt

]
· exp

I[dt−1 = 1]

[
xt−1

xt

]T [
RDT
st κDt −RD

stΩ
D
t−1r

D
st

0

] ,

(B.5)

with ΩD
t−1 = diag (ωt−1) and κt

D =
[
κDt,1 . . . , κ

D
t,Dmax−1

]
.

Similarly to the previous distribution, we can define θD
t = I[dt−1 = 1](RDT

st κDt −RS
stΩ

D
t−1r

D
st), and

ΛD
t = I[dt−1 = 1]ΩD

t−1R
DT
st RD

st .
When we consider NBREDSLDS, we obtain:

p (dt | xt−1, st, dt−1) ∝ exp

{
I[dt−1 = 1]

(
ψt−1 −

dt − rst
2ωDt

)}

∝ exp

−I[dt−1 = 1]

2

[
xt−1

xt

]T [
ΩD
t βstβ

T
st 0

0 0

][
xt−1

xt

]
· exp

I[dt−1 = 1]

[
xt−1

xt

]T  βst

(
dt−rst

2 − βbiasst

)
0

 ,

(B.6)
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This allows us to define θD
t = I[dt−1 = 1]βst

(
dt−rst

2 − βbiasst

)
, and ΛD

t = ΩD
t βstβ

T
st .

The product of these quadratics is given by:

p(xt | xt−1, st) p(yt | xt, st) p(dt | xt−1, st, dt−1) p(st | xt, st−1, dt−1) mt+1,t(xt)

∝ exp

−1
2

[
xt−1

xt

]T [
AT
stQ

−1
st A+ΛD

t +ΛS
t −AT

stQ
−1
st

−Q−1
st Ast Q−1

st +CT
stS

−1
st Cst +Λt+1,t

][
xt−1

xt

]
· exp


[
xt−1

xt

]T [
θD
t + θS

t −AT
stQ

−1
st ast

θt+1,t +CT
stS

−1
st yt −CT

stS
−1
st cst +Q−1

st ast

]
(B.7)

Now we want to marginalize everything to obtain:

mt,t−1 (xt−1) ∝ N−1 (xt−1;θt,t−1,Λt,t−1) (B.8)

which is possible using the identity:

∫
X2

N−1

([
x1

x2

]
;

[
θ1

θ2

]
,

[
Λ11 Λ12

Λ21 Λ22

])
dx2 = N−1

(
x1;θ1 −Λ12Λ

−1
22 θ2,Λ11 −Λ12Λ

−1
22 Λ21

)
(B.9)

Finally we get:

θt,t−1 = θDt + θSt −AT
stQ

−1
st ast

+AT
stQ

−1
st (Q

−1
st +CT

stS
−1
st Cst +Λt+1,t)

−1(θt+1,t +CT
stS

−1
st yt −CT

stS
−1
st cst +Q−1

st ast)

Λt,t−1 = AT
stQ

−1
st A+ΛD

t +ΛS
t

−AT
stQ

−1
st (Q

−1
st +CT

stS
−1
st Cst +Λt+1,t)

−1Q−1
st Ast

We initialize the recursion with:
mT+1,T ∼ N−1 (xT ;0,0) (B.10)

Let,
Λb
t|t = CT

stS
−1
st Cst +Λt+1,t

θbt|t = CT
stS

−1
st yt −CT

stS
−1
st cst + θt+1,t

(B.11)
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Then we can define the following recursion, which we note is equivalent to a backwards running Kalman,

Λb
t−1|t−1 =CT

st−1
S−1
st−1

Cst−1 +AT
stQ

−1
st A+ΛD

t +ΛS
t

−AT
stQ

−1
st (Q

−1
st +CT

stS
−1
st Cst +Λt+1,t)

−1Q−1
st Ast

=CT
st−1

S−1
st−1

Cst−1 +AT
stQ

−1
st A+ΛD

t +ΛS
t

−AT
stQ

−1
st (Q

−1
st +Λt|t)

−1Q−1
st Ast

θbt−1|t−1 =CT
st−1

S−1
st1

yt−1 + θSt + θDt −AT
stQ

−1
st ast

+AT
stQ

−1
st (Q

−1
st +CT

stS
−1
st Cst +Λt+1,t)

−1(θt+1,t +CT
stS

−1
st yt −CT

stS
−1
st cst +Q−1

st ast)

=CT
st−1

S−1
st1

yt−1 + θSt + θDt −AT
stQ

−1
st ast

+AT
stQ

−1
st (Q

−1
st +Λt|t)

−1(θbt|t +Q−1
st ast)

We initialize at time T with
Λb
T |T = CT

sT
S−1
sT

CsT

θbT |T = CT
sT
S−1
sT

yT −CT
sT
S−1
sT

cst

(B.12)

After computing the messages mt+1,t (xt) backwards in time, we sample the state sequence x1:T working
forwards in time. As with the discrete mode sequence, one can decompose the posterior distribution
of the state sequence as

p (x1:T | y1:T , s1:T ,θ) = p (xT | xT−1,y1:T , s1:T ,θ) p (xT−1 | xT−2,y1:T , s1:T ,θ)

· · · p (x2 | x1,y1:T , s1:T ,θ) p (x1 | y1:T , s1:T ,θ) .
(B.13)

p (xt | xt−1,y1:T , s1:T ,θ) ∝ p (xt | xt−1,Ast ,Qst) p (yt | xt,Sst)mt+1,t (xt) (B.14)

p (xt | xt−1,y1:T , s1:T ,θ) ∝ N (xt;Astxt−1 + ast ,Qst)N (yt;Cstxt + dst ,Sst)mt+1,t (xt)

∝ N (xt;Astxt−1 + ast ,Qst)N−1
(
xt;θ

b
t|t,Λ

b
t|t

)
∝ N−1

(
xt;Q

−1
st (Astxt−1 + ast) + θbt|t,Q

−1
st +Λb

t|t

) (B.15)

B.2 Full learning pseudocode

To make it easier to understand the whole learning and inference procedure, we present pseudocode.
Algorithm 4 and Algorithm 7 are algorithms adapted from [35] to have a common notation with this
thesis.

Let us define zt := (st, dt). Let’s take note that we compute forward probability as

αt (zt) = p (zt,y1:t,x1:t)

=
∑
zt−1

p (zt | zt−1) p (yt,xt | zt)αt−1 (zt−1) .
(B.16)

The procedure of sampling pseudo-observations is presented in the Algorithm 4. It uses the messages

117
124:70401



computed using 7.
The complete model fitting procedure is given by the Algorithm 5.

Algorithm 4 Sample pseudobservations
For each t ∈ {T, . . . , 1}, recursively compute

{
θbt|t,Λ

b
t|t
}

as in Algorithm 7.
Working sequentially forward in time sample

N−1
(
xt;Q

−1
st (Astxt−1 + ast) + θbt|t,Q

−1
st +Λb

t|t
)
.

As it is intractable we use two approximations of α:
While performing beam sampling we approximate the forward probability as

αbeamt (zt) = p (zt,y1:t, u1:t)

=
∑
zt−1

I (0 < ut < p (zt | zt−1)) p (yt,xt | zt)αbeamt−1 (zt−1) .
(B.17)

Let’s take note that we compute forward probability as

αtruncatedt (zt) = p (zt,y1:t,x1:t)

=
∑

zt−1 s.t. dt−1≤Dmax

p (zt | zt−1) p (yt,xt | zt)αtruncatedt−1 (zt−1) .
(B.18)

for zt such that dt ≤ Dmax.
The procedure of sampling pseudo observations is presented in the Algorithm 4. It utilizes the

messages computed using 7.
The complete model fitting procedure is given by the Algorithm 5.
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Algorithm 5 Fit the SLDS-based using Beam Sampling
Initialise parameters A, θ. Initialize ut small ∀ t
Initialise z1:T randomly
Initialise x1:T using Kalman filter
for sweep ∈ {1, 2, 3, . . .} do

Forward: compute (B.17) dynamically to get αbeamt (zt) given u1:T , x1:T and y1:T
Backward: sample zT ∼ αbeamT (zT )
for t ∈ {T, T − 1, . . . , 1} do

sample zt−1 ∼ I(ut < p(zt|zt−1))α
beam
t−1 (zt−1)

end for
Slice:
for t ∈ {1, 2, . . . , T} do

evaluate l = p(zt|zt−1)
sample ut ∼ Uniform(0, l)

end for
estimate x1:T using Algorithm 4
sample parameters θ

end for

B.3 REDSLDS Priors

For every experiment we set multivariate Gaussian prior on columns of RS matrix, with mean 0 and
covariance ΣRS

0 . Similarly, we set a multivariate Gaussian prior in columns of the matrix RD, with
mean 0 and covariance ΣRD

0 .
We utilized the Matrix Normal inverse-Wishart (MNIW(M,V,S, n)) prior to use autoregressive

dynamics and emissions in each of the experiments. A detailed explanation of the MNIW prior can be
found in [35].

For both emission and duration, we set M0 to 0, n0 = N + 2 where N is the dimensionality of the
observations, and S0 = 0.075 · 0.75 · S̄, where S̄ is the empirical covariance matrix.

For both emission and duration, we set M0 to 0, n0 = M + 2 where M is the dimensionality of
the latent space and S0 = 0.75 · 0.75 · S̄, where ¯SPCA is the empirical covariance matrix of the PCA
transformed observations.

By I we denote identity matrix.
The rest of the priors are described in the tables below.
We chose the set of parameters by performing a grid search and selecting parameterization maxi-

mizing weighted F1.
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Algorithm 7 The backwards Kalman information filter.
1. Initialize filter with

Λb
T |T = CT

sT
S−1
sT
CsT

θbT |T = CT
sT
S−1
sT
yT −CT

sT
S−1
sT
cst

2. Working backwards in time, for each t ∈ {T − 1, . . . , 1}:

(a) Compute

J̃ t+1 = Λb
t+1|t+1(Λ

b
t+1|t+1 +Σ−(st+1))−1

L̃t+1 = I − J̃ t+1.

(b) Predict

Λt+1,t = AT
st+1

(L̃t+1Λ
b
t+1|t+1L̃

T

t+1 + J̃ t+1Σ
−(st+1)J̃

T

t+1)Ast+1

+ΛS
t +ΛD

t

θt+1,t = AT
st+1

L̃t+1(θ
b
t+1|t+1 −Λb

t+1|t+1ast+1)

+ θSt + θDt

(c) Update

Λb
t|t = Λt+1,t +CT

stS
−1
st Cst

θbt|t = CT
stS

−1
st yt −CT

stS
−1
st cst + θt+1,t

3. Set

Λb
0|0 = Λ1,0

θb0|0 = θ1,0
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Algorithm 6 Fit the SLDS-based using Truncated Gibbs Sampling
Initialise parameters A, θ. Initialize ut small ∀ t
Initialise z1:T randomly
Initialise x1:T using Kalman filter
for sweep ∈ {1, 2, 3, . . .} do

Forward: compute (B.18) dynamically to get αtruncatedt (zt) given u1:T , x1:T and y1:T
Backward: sample zT ∼ αtruncatedT (zT )
for t ∈ {T, T − 1, . . . , 1} do

sample zt−1 ∼ p(zt|zt−1)α
beam
t−1 (zt−1)

end for
estimate x1:T using Algorithm 4
sample parameters θ

end for

B.3.1 Dancing Bee

Table B.1: Priors used in the dancing bee experiment presented in section 4.2

Sequences 4, 5, 6

SLDS EDSLDS rSLDS I REDSLDS I rSLDS II REDSLDS II

Latent dimension 2 2 2 2 2 2
Dynamics V 0 I 0.1I I I 0.1I I

Emission V 0 I 0.1I 0.1I 0.1I I 0.1I
ΣRS

0 - - 10000I I 0.0001I 0.0001I
ΣRD

0 - - - 10000I - 10000I

All sequences

SLDS EDSLDS rSLDS I REDSLDS I rSLDS II REDSLDS II

Latent dimension 2 2 2 2 2 2
Dynamics V 0 I 0.1I 0.1I I I 0.I
Emission V 0 I 0.1I I 0.1I 0.1I I

ΣRS

0 - - 0.0001I 10000I 0.0001I I

ΣRD

0 - - - 10000I - 10000I
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B.3.2 Nascar

Table B.2: Priors used in the NASCAR® experiment presented in section 4.1

Split 5

SLDS EDSLDS rSLDS I REDSLDS I rSLDS II REDSLDS II

Latent dimension 2 2 2 2 2 2
Dynamics V 0 I I I 0.1I 0.1I I

Emission V 0 I I 0.1I I 0.1I I

ΣRS

0 - - 0.0001I I 10000I 0.000I
ΣRD

0 - - - 10000I - 10000I

Split 10

SLDS EDSLDS rSLDS I REDSLDS I rSLDS II REDSLDS II

Latent dimension 2 2 2 2 2 2
Dynamics V 0 I I I 0.1I I I

Emission V 0 I I I 0.1I I I

ΣRS

0 - - 0.0001I 0.0001I I 10000I
ΣRD

0 - - - 10000I - 10000I

Split 15

SLDS EDSLDS rSLDS I REDSLDS I rSLDS II REDSLDS II

Latent dimension 2 2 2 2 2 2
Dynamics V 0 0.1I 0.0001I I 0.1I I 0.000I
Emission V 0 0.1I 0.1I I I 0.I 0.000I
ΣRS

0 - - 0.0001I I I 0.000I
ΣRD

0 - - - 10000I - 10000I

Split 20

SLDS EDSLDS rSLDS I REDSLDS I rSLDS II REDSLDS II

Latent dimension 2 2 2 2 2 2
Dynamics V 0 I I 0.1I 0.1I 0.I I

Emission V 0 I 0.1I 0.1I I 0.1I I

ΣRS

0 - - 10000I 10000I 0.0001I 0.0001I
ΣRS

D - - - 10000I - 10000I
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B.3.3 BehaveNet

Table B.3: Priors used in the mouse behavior experiment presented in section 4.3

rSLDS REDSLDS

Latent dimension 3 3
Dynamics 0.1I 0.1I
Emission 0.1I 0.1I
ΣRS

0 0.0001I I

ΣRD

0 - 10000I
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C
Details on HDP-HMM Sampling

C.1 Sampling Scheme

Step 1 is analogous to [35] and [117]. We describe it here for completeness.

Step 1: Sequentially Sample zt,wt,wt+1 : The posterior distribution of zt, wt, and wt+1 is
expressed as follows:

p (zt = k,wt, wt+1 | z\t, w\{t,t+1}, y1:T , α, β, {κj,1:T }K+1
j=1

)
∝p
(
zt = k,wt, wt+1 | z\t, w\{t,t+1}, α, β, {κj,1:T }K+1

j=1

)
· p
(
yt | y\t, zt = k, z\t

)
.

(C.1)

where all observations except yt are denoted by y\t, and all wt except for wt and wt+1 are represented
by w\{t,t+1}.

The predictive observation likelihood p
(
yt | y\t, zt = k, z\t

)
can be quickly calculated if we use a
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conjugate prior on the parameter in the observation likelihood.

p
(
zt = k,wt, wt+1 | z\t, w\{t,t+1}, α, β, {κj,1:T }K+1

j=1

)
∝p
(
zt = k,wt, wt+1, zt+1 | z\{t,t+1}, w\{t,t+1}, α, β, {κj,1:T }K+1

j=1

)
∝
∫
π̄
p
(
wt | κzt−1,t

)
p
(
zt | wt, π̄zt−1

)
p (wt+1 | κzt,t+1) p (zt+1 | wt+1, π̄zt)

∏
i

 ∏
τ |zτ−1=i,wτ=0,τ ̸=t,t+1

p (π̄i | α, β) p (zτ | π̄i)

 dπ̄

∝
∫
π̄
p
(
wt | κzt−1,t

)
p
(
zt | wt, π̄zt−1

)
p (wt+1 | κzt,t+1) p (zt+1 | wt+1, π̄zt)∏

i

p (π̄i | {τ | zτ−1 = i, wτ = 0, τ ̸= t, t+ 1} , α, β) dπ̄.

(C.2)

Let zt−1 = j, zt+1 = l, then Equation (C.2) simplifies to

κj,tκj,t+1, if wt = wt+1 = 1, k = j = l

(1− κj,t)κl,t+1

∫
π̄j
p (zt = l | wt, π̄j) p (π̄j | {τ | zτ−1 = j, wτ = 0, τ ̸= t} , α, β) dπ̄j , if wt = 0, wt+1 = 1, k = l

(1− κj,t)κj,t
∫
π̄j
p (zt+1 = l | wt+1, π̄j) p (π̄j | {τ | zτ−1 = j, wτ = 0, τ ̸= t+ 1} , α, β) dπ̄j , if wt = 1, wt+1 = 0, k = j

(1− κj,t) (1− κk,t+1)
∫
π̄j
p (zt = k | wt, π̄j) p (π̄j | {τ | zτ−1 = j, wτ = 0, τ ̸= t} , α, β) dπ̄j .∫

π̄k
p (zt+1 = l | wt+1, π̄k) p (πk,t+1 | {τ | zτ−1 = k,wτ = 0, τ ̸= t+ 1} , α, β) dπ̄k, if wt = 0, wt+1 = 0, k ̸= j

(1− κj,t) (1− κk,t+1)∫
π̄j
p (zt = j | wt, π̄j,t) p (zt+1 = l | wt+1, π̄j) p (πj | {τ | zτ−1 = j, wτ = 0, τ ̸= t, t+ 1} , α, β) dπ̄j , if wt = 0, wt+1 = 0, k = j

0, otherwise

The result is the following equations:∫
π̄j

p (zt = k | wt, π̄j) p (π̄j | {τ | zτ−1 = j, wτ = 0, τ ̸= t} , α, β) dπ̄j =
αβk + n−tjk

α+ n−tj·
,∫

π̄k

p (zt+1 = l | wt+1, π̄k) p (π̄k | {τ | zτ−1 = k,wτ = 0, τ ̸= t+ 1} , α, β) dπ̄k =
αβl + n−tkl
α+ n−tk.∫

π̄j

p (zt = j | wt, π̄j) p (zt+1 = l | wt+1, π̄j) p (π̄j | {τ | zτ−1 = j, wτ = 0, τ ̸= t, t+ 1} , α, β) dπ̄j

=

(
αβj + n−tjj

)(
αβl + n−tjl + δ(j, l)

)
(
α+ n−tj.

)(
α+ n−tj· + 1

) ,

∫
π̄j

p (zt = k | wt, π̄j) p (π̄j | {τ | zτ−1 = j, wτ = 0, τ ̸= t} , α, β) dπ̄j .∫
π̄k

p (zt+1 = l | wt+1, π̄k) p (π̄k | {τ | zτ−1 = k,wτ = 0, τ ̸= t+ 1} , α, β) dπ̄k

=
αβk + n−tjk

α+ n−tj.

αβl + n−tkl
α+ n−tk.

(C.3)
where the quantity nzt−1zt is the number of times that the transition from state zt−1 to state zt

occurred with wt = 0 in the sequence z1:T . Furthermore, n−tzt−1zt is the number of times the transition
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from state zt−1 to zt occurred with wt = 0, not including the transitions from zt−1 to zt or from zt to
zt+1. Lastly, nj is the total number of transitions from state j to any other state.

If zt is equal to K +1, that is, a new state has appeared, we will increase K, draw a probability of
self-persistence κK+1 for the new state from the prior, and update β using the stick-breaking method.
We will sample b from a beta(1, γ) distribution, and assign βK = bβknew , βknew = (1− b)βknew , where
βknew =

∑∞
i=K+1 βi.

Step 2: Sample {κj,1} for j = 1, · · · ,K + 1, and compute {κj,t+1} The posterior distribution
of κj,1 is obtained by applying the beta-binomial conjugate property. The expression for the posterior
distribution is given by:

κj,1 ∼ beta

ρ1 + ∑
τ,zτ−1=j

wτ , ρ2 +
∑

τ,zτ−1=j

1− wτ

 , j = 1, · · · ,K + 1 (C.4)

Here, κK+1 represents the self-persistence probability of a new state.
For t+ 1 {κj,t+1} can be computed:

κj,t+1 =
(evj,t)

1 + evj,t

vj,t = RTj xt + rj

(C.5)

Step 3: Sequentially sample the auxiliary variables {ηj,t} for t = 1, · · · , T − 1,

j = 1, · · · , L. The conditional posteriors of the Pólya-Gamma random variables are also Pólya-
Gamma: ηj,t | zt, (Rj , rj) , xt−1 ∼ PG(1, νj,t).

We used samplers implemented in https://github.com/zoj613/polyagamma.

Step 4: Sample β We introduce auxiliary variables mjk to sample the global transition distribution
β. This is done using the Chinese restaurant franchise (CRF) formulation of HDP prior [103]. These
variables can be thought of as the number of tables in restaurant j serving dishes k. We first update
mjk and then sample β.

For each (j, k) ∈ {1, · · · ,K}2, set mjk and s to zero. Then, for i = 1, · · · , njk, draw a sample from
a Bernoulli distribution with probability αβk

n+αβk
. Increase s and if the sample is equal to one, increment

mjk. We can then sample β as

(β1, β2, · · · , βK , βknew ) ∼ Dir (m·1, · · · ,m·K , γ) , (C.6)

where βknew =
∑∞

i=K+1 βi is for transitioning to a new state, and m·k is
∑K

j=1mjk. A more thorough
explanation of the sampling of β can be found in [35, 117].

Step 5: Sample Hyperparameters α, γ, ρ1, ρ2, R, r We use the same values of α and γ as in
[103, 31]. By introducing some extra variables, we can make the posterior of α and γ follow a gamma
distribution if we assign a gamma prior to them. To handle ρ1, ρ2, we use the reparametrization
technique discussed in Chapter 5 of [87]. This involves transforming ϕ = ρ1

ρ1+ρ2
, η = (ρ1 + ρ2)

−1/3, and
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assigning a Uniform ([0, 1] × [0, 2]) prior on (ϕ, η). Then, we can discretize the support of (ϕ, η) and
calculate the posterior numerically.

Let ηj,t be the auxiliary Pólya-gamma random variable introduced at time t. We can sample values
of Rj , rj from the following posterior:

p ((Rj , rj) | x1:T , z1:T , ηj,1:T ) ∝ p ((Rj , rj))

T∏
t=1

N (vj,t | λj,t/ηj,t, 1/ηj,t)1(zt=j) , (C.7)

where λj,t = wt+1 − 1
2 .

C.2 Weak limit-sampler

Step 1: Sample {zt, wt}Tt=1 The combined conditional distribution of z1:T , w1:T is determined by

p
(
z1:T , w1:T | y1:T , π̄, {κj}Lj=1 , θ

)
=p
(
zT , wT | zT−1, y1:T , π̄, {κj,1:T }Lj=1 , θ

)
p
(
zT−1, wT−1 | zT−2, y1:T , π̄, {κj,1:T }Lj=1 , θ

)
· · · p

(
z1 | y1:T , π̄, {κj,1:T }Lj=1 , θ

)
.

(C.8)

The conditional probability distribution of z1 is given by:

p
(
z1 | y1:T , π̄, {κj,1:T }Lj=1 , θ

)
∝ p (z1) p (y1 | θz1) p

(
y2:T | z1, π̄, {κj,2:T }Lj=1 , θ

)
(C.9)

The conditional distribution of zt, t > 1 is given by:

p
(
zt, wt | zt−1, y1:T , π̄, {κj,1:T }Lj=1 , θ

)
∝p
(
zt, wt, y1:T | zt−1, π̄, {κj,1:T }Lj=1 , θ

)
=p
(
zt | π̄zt−1 , wt

)
p
(
wt | zt−1, {κj,t}Lj=1

)
p
(
yt:T | zt, π̄, {κj,t:T }Lj=1 , θ

)
p
(
y1:t−1 | zt−1, π̄, {κj,1:t−1}Lj=1 , θ

)
∝p
(
zt | π̄zt−1 , wt

)
p
(
wt | zt−1, {κj,t}Lj=1

)
p
(
yt:T | zt, π̄, {κj,t:T }Lj=1 , θ

)
=p
(
zt | π̄zt−1 , wt

)
p
(
wt | zt−1, {κj,t}Lj=1

)
p (yt | θzt)mt+1,t (zt) ,

(C.10)
The backward message passed from zt to zt−1, denoted by mt+1,t (zt), is the probability of observing

yt+1:T given zt, π̄, {κj,t}Lj=1, and θ. This is recursively defined as follows:

mt+1,t (zt) =
∑

zt+1,wt+1

p (zt+1 | π̄zt , wt+1) p
(
wt+1 | zt, {κj,t+1}Lj=1

)
p
(
yt+1 | θzt+1

)
mt+2,t+1 (zt+1) , t ≤ T

mT+1,T (zT ) = 1

(C.11)

Step 2: Sample {κj,1} for j = 1, · · · ,K+1, and compute {κj,t+1} Same as in direct assignment
sampler step 2, but for j = 1, · · · , L.
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Step 3: Sample {βj}Lj=1 , {π̄j}
L
j=1

β | m, γ ∼ Dir (γ/L+m·1, · · · , γ/L+m·L) ,

π̄j | z1:T , w1:T , α, β ∼ Dir (αβ1 + nj1, · · · , αβL + njL) , j = 1, · · · , L.
(C.12)

Step 4: Sample {θj}Lj=1 We draw θ from the posterior distribution based on the emission function
and the base measure H of the parameter space Θ, i.e. θj | z1:T , y1:T ∼ p (θj | {yt | zt = j}). For all the
emissions in the main chapter, we can conveniently sample θj from its posterior due to the conjugacy
properties.

Step 5: Sample Hyperparameters α, γ, ρ1, ρ2 Same as step 4 in direct assignment sampler.

C.3 MNIW Prior

We set M = 0, V = Id×d, n0 = d + 2, S0 = 0.4Σ̄, where Σ̄ = 1
T

∑T−1
t=1 (xt− x̄) (xt − x̄)⊤ where

xt = yt+1 − yt.
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D
Additional results

D.1 Additional results for NBREDSLDS
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Table D.1: Extended results of NBREDSLDS data segmentation. The means and standard deviations are calculated
from three separate MCMC runs that are independent. We measured Accuracy, Macro F1 and Weighted F1. The
best scores are bold.

Model Acc M F1 W F1
Bee Dance selected

NBREDSLDS (Beam) 0.77± 0.00 0.78± 0.00 0.78± 0.00
NBREDSLDS (Truncated) 0.42± 0.00 0.49± 0.00 0.33± 0.00
NBpREDSLDS (Beam) 0.73± 0.02 0.73± 0.02 0.73± 0.02
NBpREDSLDS (Truncated) 0.45± 0.02 0.47± 0.02 0.43± 0.03
EDSLDS (Beam) 0.76± 0.00 0.77± 0.00 0.77± 0.00
EDSLDS (Truncated) 0.42± 0.00 0.49± 0.00 0.33± 0.00
rSLDS 0.49± 0.00 0.49± 0.00 0.48± 0.00
SLDS 0.49± 0.00 0.50± 0.00 0.48± 0.00

Bee Dance Full
NBREDSLDS (Beam) 0.45± 0.01 0.48± 0.01 0.38± 0.01
NBREDSLDS (Truncated) 0.37± 0.01 0.46± 0.05 0.28± 0.09
NBpREDSLDS (Beam) 0.46± 0.00 0.49± 0.00 0.39± 0.00
NBpREDSLDS (Truncated) 0.45± 0.01 0.50± 0.01 0.38± 0.03
EDSLDS (Beam) 0.45± 0.00 0.49± 0.01 0.38± 0.00
EDSLDS (Truncated) 0.38± 0.00 0.44± 0.00 0.27± 0.00
rSLDS 0.40± 0.00 0.40± 0.00 0.40± 0.00
SLDS 0.42± 0.00 0.44± 0.00 0.39± 0.00

Synthetic Nascar
NBREDSLDS (Beam) 0.95± 0.00 0.95± 0.00 0.95± 0.00
NBREDSLDS (Truncated) 0.42± 0.06 0.53± 0.10 0.27± 0.06
NBpREDSLDS (Beam) 0.93± 0.00 0.93± 0.00 0.92± 0.00
NBpREDSLDS (Truncated) 0.35± 0.00 0.40± 0.03 0.23± 0.04
EDSLDS (Beam) 0.44± 0.00 0.44± 0.01 0.44± 0.01
EDSLDS (Truncated) 0.35± 0.01 0.45± 0.06 0.20± 0.06
rSLDS 0.92± 0.00 0.92± 0.00 0.91± 0.00
SLDS 0.33± 0.00 0.36± 0.00 0.26± 0.00
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Table D.2: Extended results of data segmentation. The means and standard deviations are calculated from three
separate MCMC runs that are independent. We measured Accuracy, Macro F1 and Weighted F1. The best scores
are bold.

Model Acc M F1 W F1
Neural Data Sequence 0

NBREDSLDS (Beam) 0.45± 0.01 0.49± 0.01 0.42± 0.05
NBREDSLDS (Truncated) 0.36± 0.02 0.47± 0.04 0.13± 0.03
NBpREDSLDS (Beam) 0.42± 0.01 0.48± 0.02 0.36± 0.02
NBpREDSLDS (Truncated) 0.36± 0.01 0.39± 0.02 0.27± 0.02
EDSLDS (Beam) 0.44± 0.00 0.48± 0.00 0.31± 0.00
EDSLDS (Truncated) 0.39± 0.00 0.43± 0.00 0.32± 0.01
rSLDS 0.43± 0.00 0.48± 0.00 0.36± 0.01
SLDS 0.36± 0.00 0.40± 0.00 0.30± 0.00

Neural Data Sequence 1
NBREDSLDS (Beam) 0.43± 0.01 0.44± 0.01 0.31± 0.01
NBREDSLDS (Truncated) 0.45± 0.04 0.54± 0.04 0.13± 0.01
NBpREDSLDS (Truncated) 0.39± 0.01 0.40± 0.00 0.25± 0.00
EDSLDS (Beam) 0.45± 0.10 0.45± 0.07 0.33± 0.06
EDSLDS (Truncated) 0.38± 0.01 0.39± 0.00 0.24± 0.02
rSLDS 0.53± 0.00 0.52± 0.01 0.33± 0.01
SLDS 0.36± 0.00 0.39± 0.00 0.23± 0.00

Neural Data Sequence 2
NBREDSLDS (Beam) 0.44± 0.01 0.43± 0.01 0.36± 0.01
NBREDSLDS (Truncated) 0.50± 0.00 0.56± 0.02 0.19± 0.00
NBpREDSLDS (Beam) 0.56± 0.03 0.57± 0.04 0.36± 0.03
NBpREDSLDS (Truncated) 0.45± 0.02 0.48± 0.01 0.29± 0.01
EDSLDS (Beam) 0.51± 0.00 0.54± 0.00 0.38± 0.00
EDSLDS (Truncated) 0.44± 0.00 0.43± 0.00 0.31± 0.01
rSLDS 0.48± 0.00 0.50± 0.00 0.33± 0.00
SLDS 0.43± 0.01 0.42± 0.01 0.30± 0.00

Neural Data Sequence 3
NBREDSLDS (Beam) 0.60± 0.01 0.60± 0.01 0.43± 0.00
NBREDSLDS (Truncated) 0.60± 0.01 0.68± 0.03 0.19± 0.00
NBpREDSLDS (Beam) 0.72± 0.03 0.71± 0.03 0.47± 0.03
NBpREDSLDS (Truncated) 0.45± 0.02 0.50± 0.02 0.27± 0.03
EDSLDS (Truncated) 0.45± 0.00 0.50± 0.00 0.28± 0.05
rSLDS 0.49± 0.00 0.55± 0.00 0.32± 0.00
SLDS 0.44± 0.00 0.48± 0.00 0.30± 0.01

Neural Data Sequence 4
NBREDSLDS (Beam) 0.51± 0.00 0.51± 0.00 0.40± 0.00
NBREDSLDS (Truncated) 0.45± 0.01 0.47± 0.01 0.33± 0.00
NBpREDSLDS (Beam) 0.50± 0.01 0.51± 0.01 0.36± 0.05
NBpREDSLDS (Truncated) 0.45± 0.02 0.45± 0.07 0.33± 0.06
EDSLDS (Beam) 0.58± 0.05 0.56± 0.06 0.40± 0.04
EDSLDS (Truncated) 0.38± 0.04 0.39± 0.05 0.30± 0.03
rSLDS 0.51± 0.01 0.48± 0.01 0.39± 0.01
SLDS 0.38± 0.04 0.37± 0.04 0.31± 0.01
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D.2 Additional results for REDHDPHMM

Table D.3: Additional results of data segmentation for REDHDPHMM. The means and standard deviations are
calculated from three separate MCMC runs that are independent. We measured Accuracy, Weighted F1, Micro F1,
Macro F1, and Log-likelihood.

Model Acc W F1 Micro F1 Macro F1 Log-lik
Bee Dance

S-HDP-HMM 0.850± 0.024 0.826± 0.033 0.850± 0.024 0.397± 0.036 975.389± 40.815
DS-HDP-HMM 0.760± 0.078 0.743± 0.077 0.760± 0.078 0.393± 0.035 1167.428± 38.565
(Nonloopy) RED-HDP-HMM 0.893± 0.020 0.876± 0.028 0.893± 0.020 0.488± 0.048 2036.965± 91.099
(Loopy) RED-HDP-HMM 0.876± 0.024 0.860± 0.033 0.876± 0.024 0.507± 0.049 2029.162± 111.679

Synthetic Nascar
S-HDP-HMM 0.868± 0.064 0.904± 0.038 0.868± 0.064 0.770± 0.133 9451.586± 305.177
DS-HDP-HMM 0.971± 0.010 0.970± 0.010 0.971± 0.010 0.776± 0.009 10028.172± 451.375
(Nonloopy) RED-HDP-HMM 0.978± 0.012 0.977± 0.012 0.978± 0.012 0.783± 0.011 12859.920± 350.885
(Loopy) RED-HDP-HMM 0.926± 0.070 0.943± 0.046 0.926± 0.070 0.702± 0.111 11711.166± 964.225

Neural Data (0)
S-HDP-HMM 0.395± 0.024 0.298± 0.028 0.395± 0.024 0.163± 0.017 10542.918± 136.447
DS-HDP-HMM 0.401± 0.002 0.289± 0.003 0.401± 0.002 0.157± 0.008 10635.919± 184.975
(Nonloopy) RED-HDP-HMM 0.444± 0.006 0.345± 0.007 0.444± 0.006 0.232± 0.004 10341.837± 39.484
(Loopy) RED-HDP-HMM 0.450± 0.008 0.352± 0.015 0.450± 0.008 0.213± 0.018 10511.487± 178.933

Neural Data (1)
S-HDP-HMM 0.357± 0.000 0.240± 0.002 0.357± 0.000 0.118± 0.002 11468.414± 216.838
DS-HDP-HMM 0.311± 0.006 0.191± 0.007 0.311± 0.006 0.107± 0.006 11479.123± 211.420
(Nonloopy) RED-HDP-HMM 0.415± 0.021 0.309± 0.020 0.415± 0.021 0.187± 0.026 10136.480± 90.611
(Loopy) RED-HDP-HMM 0.395± 0.020 0.285± 0.023 0.395± 0.020 0.150± 0.011 10141.503± 75.292

Neural Data (2)
S-HDP-HMM 0.421± 0.001 0.326± 0.002 0.421± 0.001 0.143± 0.002 9383.678± 159.544
DS-HDP-HMM 0.369± 0.014 0.290± 0.016 0.369± 0.014 0.129± 0.008 9331.031± 154.071
(Nonloopy) RED-HDP-HMM 0.468± 0.022 0.416± 0.026 0.468± 0.022 0.222± 0.019 8277.110± 216.600
(Loopy) RED-HDP-HMM 0.417± 0.016 0.352± 0.012 0.417± 0.016 0.189± 0.004 8162.951± 169.118

Neural Data (3)
S-HDP-HMM 0.369± 0.002 0.256± 0.005 0.369± 0.002 0.139± 0.002 11613.386± 238.836
DS-HDP-HMM 0.375± 0.030 0.256± 0.029 0.375± 0.030 0.120± 0.011 11529.274± 191.724
(Nonloopy) RED-HDP-HMM 0.477± 0.026 0.370± 0.026 0.477± 0.026 0.186± 0.022 12107.716± 148.994
(Loopy) RED-HDP-HMM 0.417± 0.008 0.311± 0.009 0.417± 0.008 0.148± 0.001 12081.003± 170.394

Neural Data (4)
S-HDP-HMM 0.409± 0.009 0.335± 0.010 0.409± 0.009 0.131± 0.004 6069.595± 51.287
DS-HDP-HMM 0.361± 0.001 0.285± 0.003 0.361± 0.001 0.098± 0.005 6090.489± 46.691
(Nonloopy) RED-HDP-HMM 0.513± 0.004 0.475± 0.008 0.513± 0.004 0.235± 0.008 6584.027± 99.125
(Loopy) RED-HDP-HMM 0.453± 0.022 0.395± 0.019 0.453± 0.022 0.164± 0.022 6589.510± 58.189
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D.3 Additional results for REDSLDS
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