
Warsaw, September 8, 2025

Report on the Doctoral Thesis of mgr inż. Tomasz M. Różański entitled "Application of Deep
Learning Methods to Stellar Spectroscopy" 

The doctoral thesis of Mr. Różański is structured as a collection of publications and is presented in six
chapters.  Four  of  the  chapters  consist  of  research  papers  published  in  refereed  journals.  These
publications  are  complemented  by  a  brief  Introduction  and  a  brief  Summary.  In  three  of  the
publications, Mr. Różański is the first and main author, while in the fourth (Chapter 5) he is the second
of two coauthors and seems to have played a less prominent role. As a whole, the work presented in
this  thesis  concerns  the  use  (and optimisation)  of  machine  learning  techniques  for  data-intensive
applications in stellar astrophysics. Efficiently handling big data is crucial in modern astrophysics due
to the data deluge coming from large observational surveys and extensive simulation databases.

Mr. Różański's three publications as first author introduce neural network tools for normalising stellar
spectra and for determining atmospheric parameters and chemical abundances. Modern spectroscopic
surveys  like  LAMOST,  DESI,  WEAVE,  and 4MOST are  collecting  or  will  collect  spectra  from
millions of stars, making traditional analysis methods impractical, as they are time-consuming and
need supervision.  The tools  discussed in  Mr.  Różański's  publications  will  accelerate  this  process,
offering high precision and potentially high accuracy. His work contributes valuable, novel solutions
for the optimal use of extensive spectral databases from large surveys using cutting-edge deep learning
techniques.  Although the science area  is  different,  the  last  publication included in the  thesis  also
demonstrates  that  the application of  machine learning techniques is  equally significant  during the
phase of interpreting scientific results.

Chapter 1 – Introduction

In my opinion, the Introduction of a doctoral thesis is an important opportunity for the candidate to
demonstrate the extent of what was learnt during his doctoral research. It is also a place where the
complex topics of the work can be explained in a more accessible way to a more general audience that
might find the publications too specialised. The Introduction could (and perhaps should) provide an
overview of the motivation of the thesis work,  along with a discussion of the fundamental concepts
involved and a concise but informative review of the state-of-the-art. In that respect, the Introduction
chapter in Mr. Różański with only three pages is simply too short. It just briefly mentions a handful of
references without providing a good overview of the context in which the thesis was prepared.  

Chapter 2 – Paper I: SUPPNet: Neural network for stellar spectrum normalisation

This chapter details the development and testing of SUPPNet, a fully convolutional neural network
trained to predict the pseudo-continuum of stellar spectra. Continuum normalisation is a crucial, yet
subjective, step in preparing observed stellar spectra for analysis. It often lacks reproducibility when
performed manually. In the selected approach, the problem was divided into two parts. The first is the
segmentation of the spectra into chunks that belong or not to the pseudo continuum, and the second is



the  pseudo-continuum  prediction  itself.  Several  network  architectures  were  tested  and  had  their
performance statistically evaluated before the final architecture was selected. The quality of the output
of the chosen configuration, SUPPNet, was then tested against synthetic and observed spectra (the
latter normalised by hand). The normalisation by SUPPNet was shown to have excellent quality, but to
suffer some degradation of the performance towards shorter wavelengths (< 4500 Å). I believe that
SUPPNet is a very useful addition to the set of publicly available tools for the automatic normalisation
of spectra and has excellent potential to be widely adopted by the community. Members of my own
team have already incorporated SUPPNet as part of their spectral analysis pipelines.

I have the following comments and questions that I would like to discuss with the candidate:

 The performance of SUPPNet seems to degrade towards the blue (< 4500 Å). The figures and
the discussion in the publication seem to show that 3900 Å was the limit of the data used in
the training of the code. Was this limit a design choice taken at the beginning of the work?
Why was no extension to bluer wavelengths attempted? What could be the challenges for the
method to work down to the atmospheric cut-off (~ 3000 Å) for example?

 I missed a comparison in the publication between the results obtained with SUPPNet and
those from other spectrum normalisation codes that can be found in the literature, such as
DAOSPEC, iSpec, or RASSINE, for example. Has such a comparison been attempted? 

 When reading the paper, there seems to be an apparent  gap in the reasoning between the
architectures tested in Section 2 (the last  being UPPNet)  and the final  one chosen that  is
presented  in  Section  3  (Stacked  UPPNet).  The  “stacked”  idea  seems  to  come  from  an
architecture that was not tested by itself (stacked hourglass). I am just curious to know if the
Stacked UPPNet was an option considered from the beginning of the project or if it did appear
later? Can the candidate explain the reasons why the stacked solution seemed as a good idea?

Chapter 3 – Paper II: TransformerPayne: Enhancing Spectral Emulation Accuracy and Data
Efficiency by Capturing Long-range Correlations 

This chapter introduces TransformerPayne, a new stellar spectra emulator based on the Transformer
architecture.  This  new approach aims  to  improve the performance of  “The  Payne” model,  which
saturates at  the level  of  0.01 of the normalised flux.  This is  important  to enable applications that
involve  modelling  of  weak  signals  in  the  shape  of  spectral  lines  (such  as  hyperfine  structure,
pulsations, or star spots). The architecture includes embedding modules for wavelength and stellar
parameters and an attention mechanism that helps to capture the long-range correlation of features that
respond to the same variation in parameters. The architecture was also shown to have excellent fine-
tuning capabilities, enabling a reduction in the size of the training grid. The tests discussed in the
publication demonstrate the superior performance of TransformerPayne.

• I am curious about the choice to vary the He content in the training grid of synthetic spectra
and somewhat surprised that it seems possible to infer the He abundances from the analysis.
There are no spectral lines for the inference of He abundances in the type of stars that were
modelled.  Was  the  variation  introduced  at  the  level  of  the  model  atmosphere  or  of  the
synthetic spectra? Is it possible to identify the spectral features being used to learn the He
abundance? Would it be possible to show the equivalent of Fig. 8 for the case of He?

• Figures 4 to 7 of the paper consistently show that a convolutional-based emulator has the
worse metrics among the ones being tested. However, the convolutional-based emulator has
better standard deviation of the recovered values of atmospheric parameters (Table 2) and of



many elemental abundances (Table 3) compared to The Payne. Can the candidate discuss the
possible reasons for that?

• One stated motivation for TransformerPayne is that of emulating weak effects in the spectra.
However, as discussed in Section 4.4 the precision of the inferred abundances degrades for
weak lines. Is the analysis of weak lines still an application where the traditional fitting of
lines with radiative transfer models performs better? Or would the traditional method also fail
in these cases?

Chapter 4 – Paper III: Scaling Laws for Emulation of Stellar Spectra

The  next  publication  presented  in  Chapter  4  discusses  an  exploration  of  the  TransformerPayne
approach, after some updates, with the aim of defining its scaling laws for the emulation of stellar
spectra. These scaling laws can optimise the “evolution” of TransformerPayne when facing increasing
amounts  of  training  data,  changes  in  computing  needs  and  possibilities,  and  model  size.  A
methodology  based  on  “maximum  updated  parametrisation”  was  used  to  find  the  best  set  of
hyperparameter values and avoid the need for hyperparameter tuning during the exploration. A set of
power laws were defined that can provide guidance on how to best balance computing budget, model
size, and training grid size. Overall, the work reported in this Chapter is very important to steer future
use of TransformePayne and understand its expected performance in possible real-life applications
such as the analysis of data from large spectroscopic surveys.

• In the publication that introduced TransformerPayne, the procedure included a pre-training on
a restricted grid where some parameters were fixed followed by a fine-tuning step on a larger
grid  where  those  parameters  are  variable.  Pre-training  and fine-tuning  do not  seem to  be
mentioned in the publication part of the current chapter. Are these steps no longer useful or
needed? And if they are, would their scaling laws be different or similar to the ones obtained
in the current chapter?

• The training grid used in the investigations reported in Chapters 3 and 4 is limited to G- and
K-type dwarfs. For a potential application to, for example, analyse the spectra obtained by
4MOST, the grid would need to be extended in several directions to include hotter and cooler
dwarfs,  giants,  variations  in  microturbulence  and  rotational  velocities.  Given  all  that  the
candidate has learnt testing TransformerPayne, what would be the needs and challenges to
effectively use this tool in this kind of spectroscopic survey?

• Real spectra will also include shortcomings such as limited signal-to-noise ratio, telluric lines,
cosmic  rays,  and  data  reduction  issues  (residuals  from the  Blaze  function  correction,  for
example). Can the candidate speculate how big of a challenge would it be for the tool to deal
with those?

Chapter 5 – Paper IV: Theoretical investigation of the occurrence of tidally excited oscillations
in massive eccentric binary systems

The fourth and last publication in the thesis, as admitted in the thesis itself, is only loosely related to
the previous papers. This last chapter discusses resonances between a star’s internal oscillations and
the tidal forcing by a binary companion in an eccentric orbit. A dedicated library of 20 000 stellar
evolution models of binaries in different configurations was computed (although always with the orbit
aligned with the rotational axis of the primary). Resonance curves were built from those models and
analysed.  The  candidate's  contribution  appears  to  be  mainly  in  implementing  a  dimensionality



reduction algorithm called UMAP to obtain an overview of the properties of the resonances in these
simulations.

• In this case, I would like to ask about the choice of input data for machine learning analysis.
Why  not  directly  using  the  resonance  curves,  but  instead  building  the  quantile  vectors
described in Section 3.5? Is there any loss of information with this choice?

Final considerations

At the risk of some repetition, I believe the work presented in the thesis of Mr. Różański, particularly
the tools based on neural networks for the analysis of stellar spectra, are of great importance in the
current  scenario  of  large  spectroscopic  surveys  and  are  at  the  forefront  of  the  field.  The  skills
developed  by  Mr.  Różański  will  be  an  incredible  asset  in  case  of  a  continued  career  in  stellar
astrophysics. Summing up, I consider the doctoral thesis of mgr inż. Tomasz M. Różański a valuable
contribution to the field and that it meets the criteria prescribed by the law for a doctoral dissertation.
Therefore, I request that this dissertation be admitted to public defence.

dr. hab. Rodolfo H. S. Smiljanic, 
prof. CAMK/PAN
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