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Streszczenie

Praca zawiera prezentację nowych algorytmów i ograniczeń dolnych dla dynamicznych
wariantów klasycznych problemów algorytmicznych: wyboru zajęć oraz najdłuższego
wspólnego podsłowa, a także prezentację nowych algorytmów działających ściśle wmiejscu
dla problemów znajdowania liderów permutacji i problemu znajdowania permutacji
odwrotnej.

W dynamicznym problemie wyboru zajęć celem jest utrzymywanie zbioru przedziałów
(reprezentujących możliwość wykonania zadań na maszynie w określonym zakresie czasu)
z operacjami wstawiania i usuwania, zwracając rozmiar maksymalnego podzbioru parami
rozłącznych przedziałów po każdej operacji. Pokazaliśmy dla tego problemu pierwszy
dokładny (bez aproksymacji) podliniowy algorytm. Pokazaliśmy również interesującą
separację między wariantem nieważonym i ważonym tego zadania. Jeżeli celem jest
zmaksymalizowanie sumy wag wybranego podzbioru niekolidujących zadań, pokazaliśmy
prawie liniowe ograniczenie dolne, pod warunkiem prawdziwości hipotezy o trudności
problemu znajdowania :-kliki o minimalnej wadze. Ponadto, rozważyliśmy wariant,
w którym celem jest przypisać każde zadanie do jednej z < dostępnych maszyn, aby
zmaksymalizować liczbę wykonanych zadań i pokazaliśmy podliniowy algorytm dla stałego
<.

W dynamicznym problemie najdłuższego wspólnego podsłowa, celem jest utrzymywać
dwa dynamiczne napisy podlegające podmianom znaków lub operacjom edycyjnym, aby
zwracać najdłuższe wspólne podsłowo po każdej zmianie. W pracy prezentujemy algorytm
o polilogarytmicznym czasie operacji, używający Õ(=) pamięci dla najbardziej ogólnego
wariantu zadania, w którym oba napisy podlegają operacjom edycyjnym. Rozważyliśmy
też wariant, w którym jeden z napisów nie zmienia się (zarówno przy podmienianiu znaków
jak i operacjach edycyjnych w drugim napisie) i uzyskaliśmy jeszcze szybsze algorytmy.
W obu wariantach odkryliśmy też interesujące ograniczenia dolne.

W sercu zarówno algorytmów jak i ograniczeń dolnych dla dynamicznego najdłuższego
wspólnego podsłowa jest struktura dla problemu najcięższych indukowanych przodków, dla
której pokazaliśmy optymalne rozwiązanie mieszczące się w prawie liniowym ograniczeniu
pamięciowym oraz odpowiadające ograniczenie dolne.

W problemie znajdowania liderów permutacji na wejściu dana jest permutacja, a
celem jest zaraportować dokładnie po jednym dowolnym elemencie z każdego jej cyklu.
W pracy prezentujemy efektywny deterministyczny algorytm działający ściśle w miejscu,
tzn. używający jedynie O(log =) bitów dodatkowej pamięci dla permutacji =-elementowej.
Ponadto, rozwijając te same techniki, opracowaliśmy deterministyczny algorytm znajdujący
permutację odwrotną działający w tym samym reżimie pamięciowym.
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Abstract

This thesis presents new algorithms and lower bounds for dynamic variants of classic
algorithm problems: Interval Scheduling and Longest Common Substring and new
algorithms working strictly in-place for leader election in permutations and finding inverse
of permutation.

In Dynamic Interval Scheduling, the goal is to maintain the set of intervals (representing
timeframes of jobs that are to be scheduled on a machine) under insertions and deletions
and to report the size of the maximum size subset of pairwise disjoint intervals after each
update. We obtained the first exact (without approximation) sublinear algorithm for this
problem. We also show interesting separation between unweighted and weighted variant
of this problem. If the goal is to maximize the sum of weights of selected non-overlapping
jobs, we show almost linear lower bound, conditioned on the hardness of MinimumWeight
:-Clique. Additionally, we considered the variant, where the goal is to assign jobs to one of
available < machines in order to maximize the number of accepted tasks. For this variant,
the sublinear algorithm for constant < is presented.

In the Dynamic Longest Common Substring, the goal is to maintain two dynamic strings
that undergo letter substitutions or edit operations in order to return a longest common
substring after each update. In the thesis, we present an algorithm with polylogarithmic
update time in Õ(=)-space regime for the most general variant of the problem where
one can do edit operations on both strings. Additionally, we considered a variant where
one of the strings is guaranteed to remain unchanged (for the letter substitutions and edit
operations in the second string) and obtained algorithms with even better running times.
Additionally, for both these variants, we achieved interesting lower bounds.

Both algorithms and lower bounds for dynamic longest common substring make use
of a structure for the Heaviest Induced Ancestors problem for which we have shown an
optimal solution working in a near-linear space regime and the matching lower bound.

In the leader election problem, there is given a permutation on the input and the goal
is to report exactly one of its elements from each of its cycles. In the thesis, we present
deterministic algorithm working strictly in-place, that is using only O(log =) additional
bits of space for =-element permutation. Additionally, building on these techniques, we
obtained a deterministic algorithm to find the inverse of the permutation that works in the
same space regime.
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Chapter 1

Introduction

Any classic algorithm problem defines a specific relationship between input and output,
which must be fulfilled for the output to be considered correct. Efficiency in this context is
typically measured by the memory utilized in the solution and by the asymptotic growth of
the number of computation steps when the input size increases. Some problems can be
solved very fast using very little space, other surely need much space and/or computation
time. Moreover, certain problems allow for interesting trade-offs: dedicating more memory
may result in faster computations. In some cases, we can prove that such trade-offs are
inevitable. For many problems, our understanding is limited: we only have hypotheses,
conditional lower bounds or large gaps between known lower and upper bounds. For some
other problems, it is possible to design clever algorithms that use very little memory without
having to pay additional price in computation time. This line of research may be relevant
to some devices used to construct embedded systems like Esp8266 microcontrollers or
Arduino boards. Usually, available memory of such devices is limited to just a few kilobytes.
Even in such small units, processors are clocked at tens or hundreds of megahertz. Thus,
in most cases, not the time complexity, but the amount of needed working space is what
makes most of standard algorithms unfeasible to run on such equipment.

On the other hand, if we think about current practical usages of algorithms on typical
modern machines, this view is becoming a bit less relevant, at least for some problems.
Indeed, many services are now online, facilitating collaboration among multiple users.
Consequently, the inputs are typically stored in a centralized database, accessible to users
so they can perform operations. Each of such user actions may slightly alter the dataset (e.g.
one can insert new records or modify the existing ones). After each modification, users
still want to know the computation result, sometimes even in real-time, immediately while
typing the new input. Considering that the database size can be substantial, it would be
more advantageous if the running time depended primarily on the update’s size rather than
the dataset’s overall size. This motivates the analysis of problems in the dynamic setting,
which we shall refer to as dynamic throughout this thesis. This line of research was started
much before the current online era. Balanced binary search trees – representations of
sorted sequences that can be updated efficiently – were invented more than fifty years ago.
These are still taught in undergraduate algorithm courses across universities worldwide
and remain practically useful, being implemented in standard libraries of most modern
programming languages.

11
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1. Introduction

Relevance of dynamic problems is confirmed by recent publications. For example, on
SODA’23 conference, Best Paper Award was given jointly to two papers about dynamic
matching in graphs [BKSW,Beh].

In some cases, adapting the classic approach to work in a dynamic setting is
straightforward. For instance, to maintain the sum of the set of numbers, one can
easily update the result when any value is changed, inserted or deleted without having to
recompute the sum from scratch. However, for more complex problems, even a minor
update in the input may lead to a completely new solution that bears no resemblance to
the previous one. For instance, adding a single edge to a graph, could significantly alter
the shortest path or maximum flow between existing nodes. Nonetheless, this does not
necessarily mean that the result must be recomputed entirely with each update. Instead,
one can employ a clever data structure that preserve some implicit form of the output
and enable efficient updates. Usually though, it is more complicated than using classic
algorithm and requires deep understanding of the structure of underlying solutions.

Now, when we know that the dynamic algorithms are interesting from both theoretical
and practical point of view, we can safely pick a few problems and try to solve them. The
first step in this line of research is to design a structure with sublinear update/query time.
Then, the next goal is to bring down the time complexities to polylogarithmic (in the size
of the input). Examples of problems in which this has been successfully accomplished
include dynamic graph connectivity [PD06,HK99,HdLT01], dynamic longest increasing
subsequence [GJ21b,MS20,GJ21c,KS21,GJ21a], dynamic graph clustering [DHW11],
and many others. For some dynamic problems, no such solutions are known, and we have
tools for proving (conditional) polynomial hardness for dynamic algorithms [HKNS15].

Dynamic problems on strings are of wide interest. Maybe the most basic question
in this direction is that of maintaining a dynamic text while enabling efficient pattern
matching queries. This is clearly motivated by the possible application in a text editor,
where the text is dynamic and the user may issue pattern matching queries. A considerable
amount of work has been carried out on this problem [GFB94, Fer97, FG98]. The
first structure achieving polylogarithmic update time and optimal query time for this
problem was designed by Sahinalp and Vishkin [SV96]. Later, the update time was
improved to O(log2 = log log = log∗ =) at the cost of O(log = log log =) additional time per
query by Alstrup, Brodal and Rauhe [ABR00]. Recently, Gawrychowski, Karczmarz,
Kociumaka, Łącki and Sankowski [GKK+18] presented a data structure that requires
O(log2 =) time per update and allows for time-optimal queries. Another problem that has
obtained significant attention is that of maintaining a dynamic collection of strings so
that equality queries or longest common prefix queries can be answered efficiently [ST94,
MSU97, ABR00, GKK+18]. Other problems on strings that have been studied in the
dynamic setting include approximate pattern matching [CGLS18,CKW20,CGK+22], string
alignment [HNI15,CKM20], time warping distance [NNI+20], closest string [OPR+22],
maintaining the suffix array [AB21,KK22], as well as maintaining repetitions [ABCK19]
and a longest palindromic substring [ACPR20,AB19]. Additionally, Clifford, Fontaine,
Starikovskaya and Vildhøj [CFSV16] have studied dynamic (approximate) pattern matching
for 2D-strings.

Computer scientists are, so far, much worse at establishing lower bounds in terms of
update time for the dynamic structure than in lower bounds for space needed to perform

12
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1.1. Problems considered in the thesis

some computation. Indeed, analysing the flow of information is usually simpler than
analysing the flow of computation. Important contribution in the area of lower bounds for
dynamic structures was given by Fredman and Saks [FS89a]. Using chronogram method,
they achieved Ω̃(log =/log log =) bound for a list of dynamic problems. Later, Pătraşcu and
Demaine [PD04,PD06] gave the first logarithmic lower bound for a dynamic problem. Only
very recently, Larsen, Weinstein and Yu, in their paper presented at STOC’18 [LWY18],
shown super-logarithmic lower bound (Ω̃(log1.5 =)) for Boolean dynamic data structure
problems.

1.1 Problems considered in the thesis
This section should be treated as an informal summary of our results. More detailed
information about previous and related work, technical descriptions and formal definitions
are given in appropriate subsections of further chapters of this thesis.

1.1.1 Permuting and Inverting Permutations
Permutations are often used as building blocks in combinatorial algorithms operating
on more complex objects. This brings the need for being able to efficiently operate on
permutations. One of the most fundamental operations is rearranging an array �[1..=]
according to a permutation c. This can be used, for example, to transpose a rectangular
array [Knu97, Ex. 1.3.3-12]. Denoting by 08 the value stored in �[8], the goal is to make
every �[8] = 0c−1 (8) . This is trivial if we can allocate a temporary array �[1..=] and, after
setting �[c(8)] ← �[8] for every 8, copy �[1..=] to �[1..=]. Alternatively, one can iterate
over the cycles of c and rearrange the values on each cycle. Then there is no need for
allocating a temporary array as long as we can recognise the elements of c in already
processed cycles. This is easy if we can overwrite c, say by setting c(8) ← 8 after having
processed c(8). However, we might want to use the same c later, and thus cannot overwrite
its elements. In such a case, assuming that every c(8) can store at least one extra bit, we
could mark the processed elements by temporarily setting c(8) ← −c(8), and after having
rearranged the array restoring the original c. Even though this reduces the extra space
to just one bit per element, this might be still too much, and c(8) might be not stored
explicitly but computed on-the-fly, as in the example of transposing a rectangular array.
This motivates the challenge of designing an efficient algorithm that only assumes access
to c through an oracle and uses a small number of bits of extra storage. As mentioned in
the very first paragraph of the introduction, such algorithm could potentially be executed
on an embedded device. Even leaving apart practical motivations, we believe this problem
itself is already interesting enough from the theoretical point of view. We should not leave
problems having so simple formulation unattempted.

Designing a fast algorithm that permutes �[1..=] given oracle access to c and using
only a little extra storage is a known interview puzzle [ALP15, Sec. 6.9]. The expected
solution is a quadratic-time algorithm that identifies the cycles of c by iterating over
8 = 1, 2, . . . , = and checking if 8 is the smallest on its cycle in c. Having identified such 8,
we permute the values �[8], �[c(8)], �[c2(8)], . . .. This uses only a constant number of

13
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1. Introduction

auxiliary variables, or O(log =) bits of additional space, which is asymptotically optimal
as we need to be able to specify an index consisting of dlog =e bits. However, its worst-case
running time is quadratic. Designing a faster solution is nontrivial, but Fich, Munro and
Poblete obtained an elegant O(= log =)-time algorithm using only O(log2 =) bits of extra
space [FMP95]. Their approach is also based on identifying the cycles of c. This is
implemented by scanning the elements 8 = 1, 2, . . . , = while testing if the current 8 is the
leader on its cycle, designating exactly one element on every cycle to be its leader. We call
this a cycle leaders procedure. Due to the unidirectional nature of the input, the test must
be implemented by considering the elements 8, c(8), c2(8), . . . until we can conclude if 8 is
the leader of its cycle. The main contribution of Fich, Munro and Poblete is an appropriate
definition of a leader that allows to implement such a test while storing only O(log =)
indices and making the total number of accesses to c only O(= log =). They also show an
algorithm running in O(=2/1) time and 1 + O(log =) bits of space for arbitrary 1 ≤ =.

A procedure that transforms the input using only a small number of bits of extra
storage is usually referred to as an in-place algorithm. The allowed extra space depends
on the problem, but in the most strict form, this is O(log =) bits where = is the size
of the input. We call such a procedure strictly in-place. This is related to the well-
studied complexity class ! capturing decision problems solvable by a deterministic
Turing machine with O(log =) bits of additional writable space with read-only access
to the input. There is a large body of work concerned with time-space tradeoffs
assuming read-only random access to the input. Example problems include: sorting
and selection [BFK+81,BC82,PR98,Bea91,MP80,Fre87,MR96,RR99,Cha10,CMR15],
constructing the convex hull [DE14], multiple pattern matching [FGGK15] or constructing
the sparse suffix array [GK17,BGP20].

This raises the very interesting theoretical question, that fits nicely to the framework
provided in the first paragraph of the introduction. Is there a deterministic subquadratic
strictly in-place algorithm for permuting an array? In Chapter 2, we provide an affirmative
answer to this question by designing, for every n > 0, a strictly in-place algorithm for this
problem that works in On (=1+n ) time. 1

1.1.2 Dynamic Interval Scheduling
The Interval Scheduling (IS) problem is often shown to undergraduates as one of the
very first examples of problems that can be solved with a greedy approach. In this problem,
we have a set of jobs, the 8-th job is represented by an interval (B8, 58). Given = such
intervals, we want to find a maximum size subset of pairwise disjoint intervals. In this
context, disjoint intervals are usually called compatible. This admits a natural interpretation
as a scheduling problem, where each request corresponds to a job that cannot be interrupted
and require exclusive access to a machine. Then, the goal is to schedule as many jobs as
possible using a single machine.

The folklore greedy algorithm solves this problem in O(=) time, assuming that the
intervals are sorted by the values of 58 [KT06]. Although it might seem like a mere
puzzle with loose connections to practical applications, interval scheduling finds multiple

1We write O n ( 5 (=)) to emphasise that the hidden constant depends on n .
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real-world uses in domains such as logistics, telecommunication, manufacturing, and
personnel scheduling.

According to [KLPS07], modern logistics has shifted from a resource-oriented approach,
where job completion was determined by available resources, to a demand-oriented
approach, where fixed jobs necessitate resource assignments. This transition is driven by
increased competition and a stronger focus on clients who wield greater influence over
delivery dates, and consequently, production dates for their products. For instance, crew
scheduling involves assigning tasks to crew members, where tasks can be represented
as intervals, and crews as machines. In the telecommunication industry, machines may
represent fractions of link capacity (bandwidth), and user requests are represented as
intervals of time when specific bandwidth is required. While some of these usages primarily
hold relevance in an online context, static algorithms can still offer valuable insights,
especially in analyzing the competitiveness of online algorithms. And with the assistance
of dynamic algorithms, one can continually maintain the optimal solution whenever new
requests are made or discarded. Similarly, other resource allocation scenarios, such as
renting apartments or cars, assigning classes to rooms or lecturers, can benefit from
analogous approaches, maintaining optimal solutions in response to changing demands
and availability.

As already mentioned, in many real-world applications, there is a need for maintaining
the input under certain updates (for example, insertions and deletions of items), so that we
can report the optimal solution (or its cost) after each operation. The goal is to avoid the
possibly very expensive recalculation of the answer (which surely takes at least linear time
in the size of the input) by maintaining some kind of additional structure.

This suggests the Dynamic Interval Scheduling (DIS) problem, in which we want
to maintain a set ( of intervals subject to insert and delete operations. After each update,
we should report the size of the maximum size subset of pairwise compatible intervals.

Note that reporting the subset itself might be not feasible, as it might contain Ω(=)
intervals. Similarly, neither is explicitly maintaining this subset, as an update might trigger
even Ω(=) changes in the unique optimal subset. See Fig. 1.1.

1

2

3

4

5

6

7

Figure 1.1: The only optimal solution to DIS for all intervals is {1, 3, 5, 7}. The only
optimal solution to DIS after removing intervals 1 and 7 is {2, 4, 6}.

Thus, the challenge is to maintain an implicit representation of the current solution that
avoids recomputing the answer after each update, that is, supports each update in sublinear
time. Besides being a natural extension of a very classical problem, we see this question as
possibly relevant in practical applications in which we need to cope with a dynamically
changing set of jobs.

In Chapter 3, we describe the first sublinear time algorithm for Dynamic Interval
Scheduling (Section 3.2 and Section 3.3). Additionally, we consider the variant of DIS on
multiple machines and show sublinear time algorithm for a constant number of machines

15
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1. Introduction

(Section 3.4). In Section 3.5, we show that there is a separation between weighted and
unweighted variants of DIS. If the hardness of Minimum Weight :-Clique holds, for the
weighted variant, one cannot significantly beat linear time per update, even for one machine
case.

1.1.3 Dynamic Longest Common Substring
The well-known longest common substring (LCS) problem was conjectured by Knuth to
require Ω(= log =) time. However, in his seminal paper that introduced suffix trees, Weiner
showed how to solve it in linear time (for constant alphabets) [Wei73].

We consider the dynamic version of the LCS problem, where the strings are updated
and we are to report an LCS after each update. That is, we return the length of an LCS and
a pair of starting positions of its occurrences in the strings. The allowed update operations
are edit operations, i.e. substitutions, insertions, and deletions of single letters in either (
or ) . For a variant that we consider, we actually show that if only substitution operations
are allowed, the problem admits more efficient solutions.

For some natural dynamic problems, the best known bounds on the query and the
update time are of the form O(=U), where = is the size of the input and U is some constant.
Henzinger, Krinninger, Nanongkai and Saranurak [HKNS15] introduced the online Boolean
matrix-vector multiplication conjecture that can be used to provide some justification for
the polynomial-time hardness of many such dynamic problems in a unified manner. This
brings the question of determining whether the bound on the update time in the dynamic
LCS problem should be polynomial or subpolynomial.

In Chapter 5, we answer this question by significantly improving on the bounds presented
by Amir, Charalampopoulos, Pissis and Radoszewski [ACPR20] and presenting a solution
for the fully dynamic LCS problem that handles each update in amortized O(log7 =) time
with high probability, using Õ(=) space (Theorem 5.3.1). As a warm-up, we present
a (relatively simple) deterministic solution for the partially dynamic LCS problem that
handles each update in O(log =/log log =) time, using Õ(=) space (Theorem 5.2.5).

After having determined that the complexity of fully dynamic LCS is polylogarithmic,
the next natural question is whether we can further improve the bound to polyloglogarithmic.
By now, we have techniques that can be used to not only distinguish between these two
situations but (in some cases) also provide tight bounds. As a prime example, static
predecessor for a set of = numbers from [=2] requires Ω(log log =) time for structures of
size Õ(=) [PT06], and dynamic connectivity for forests requiresΩ(log =) time [PD06], with
both bounds being asymptotically tight. In some cases, seemingly similar problems might
have different complexities, as in the orthogonal range emptiness problem: Nekrich [Nek07]
showed a data structure of size O(= log4 =) with O(log2 log =) query time for 3 dimensions,
while for the same problem in 4 dimensions Pǎtraşcu showed that any polynomial-size data
structure requires Ω(log =/log log =) query time [P1̆1].

For the case where the allowed updates are edit operations, we show that the partially
dynamic LCS problem on strings of length = is already hard: we provide an unconditional
Ω(log =/log log =) lower bound for the update time of any polynomial-size data structure
(Theorem 5.4.1). Then, we focus on the more challenging case where only substitutions
are allowed. For the partially dynamic LCS problem on strings of length =, we provide
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an unconditional Ω(log =/log log =) lower bound for the update time of any data structure
of size Õ(=) (Theorem 5.4.3). For the fully dynamic LCS problem, we are able to show
an unconditional Ω(log =/log log =) lower bound for the update time of any polynomial-
size data structure (Theorem 5.4.5). The latter two lower bounds hold even when both
amortization and Las Vegas randomization are allowed.

Finally, we demonstrate that the difference in the allowed space between the above lower
bounds is indeed necessary. To this end, we show that when we only allow substitutions,
partially dynamic LCS admits an O(=1+n )-space, O(log log =)-update time solution, for
any constant n > 0 (Corollary 5.2.6).

1.1.4 Heaviest Induced Ancestors
The solutions to algorithmic problems on texts, including dynamic longest common
substring described above, frequently involve the construction of text indexes that can be
built efficiently and offer a broad functionality, without significantly increasing space usage.
A prime example of such an index is the suffix tree, which is ubiquitous in stringology.
It can be used to efficiently solve a number of fundamental open problems such as the
computation of occurrences of patterns (given in an online manner) in a text or the
computation of the longest common substring of two strings. However, it is usually the
case that a suffix tree needs to first be augmented with other data structures before it can
efficiently answer more sophisticated queries, e.g., returning the longest common prefix of
two substrings or the longest palindrome centered at some position; an augmentation with
a lowest common ancestors data structure suffices for these examples [Gus97,HT84].

Crucially, a text index, such as the suffix tree, is built once and can then be queried an
arbitrary number of times. As mentioned earlier, this is increasingly relevant: in many
real-world scenarios, large pieces of information are stored on servers and are constantly
queried by a large number of remote clients. From this perspective, it makes sense to
devote some time to preprocess the data stored on the server in order to be able to provide
quick responses to remote users later.

The Heaviest Induced Ancestors problem, which was introduced by Gagie,
Gawrychowski and Nekrich [GGN13] and is defined next, has been proved to be useful in
solving several variants of the problem of computing a longest common substring of two
strings [GGN13,ACI+17,ACPR20,AHGT22,CGP20]. We used variants of HIA both in
showing lower bounds and as a tool in the algorithm for dynamic LCS problem.

We say that a tree is weighted if there is a weight associated with each node D of the
tree, such that weights along root-to-leaf paths are increasing, i.e., for any node D other
than the root the weight of D is larger than the weight of D’s parent. Further, we say that a
tree is labelled if each of its leaves is given a distinct label from [=], where = is the number
of leaves. As an example of a rooted, weighted, and labelled tree, consider the suffix tree
of a string ($, where $ does not have any occurrence in (, with the label of each leaf being
the starting position of the corresponding suffix and the weight of each node being the
length of the string it represents.
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Definition 1.1.1. For two rooted and weighted trees )1 and )2 on = leaves, we say that two
nodes D ∈ )1 and E ∈ )2, are induced (by label ℓ) if and only if there are leaves G and H
labelled with ℓ, such that G and H are weak descendants of D and E, respectively.

Heaviest Induced Ancestors (HIA)
Input: Two rooted, weighted, and labelled trees )1 and )2 on = leaves.
Query: Given a pair of nodes D ∈ )1 and E ∈ )2, return a pair of induced nodes (D′, E′)
with the largest total weight, such that D′ is an ancestor of D, E′ is an ancestor of E.

In Chapter 4, we provide an efficient algorithm for solving HIA queries and matching
lower bounds. This establishes the time complexity of HIA queries to Θ(log =/log log =)
for any near-linear space structure. This proved to be useful both for speeding up algorithms
for variants of Partially Dynamic LCS as well as for showing hardness of Dynamic LCS
problems (see Chapter 5).

1.2 Biographical notes
All results of the thesis were presented at conferences and published in the corresponding
proceedings.

The results on Leader Election/Permuting and Inverting Permutations (Chapter 2) were
published in 17th Algorithms and Data Structures Symposium (WADS 2021) [DGP21].
The co-authors of the paper are: Bartłomiej Dudek and Paweł Gawrychowski.

The results on Dynamic Interval Scheduling (Chapter 3) were published in 49th
International Colloquium on Automata, Languages, and Programming (ICALP 2022)
[GP22]. The co-author of the paper is Paweł Gawrychowski.

The result on optimal time near-linear space structure for Heaviest Induced Ancestors
problem (most of Chapter 4) was published in 34th Annual Symposium on Combinatorial
Pattern Matching (CPM 2023) [CDGP23]. The co-authors of the paper are: Panagiotis
Charalampopoulos, Bartłomiej Dudek and Paweł Gawrychowski.

The results on Dynamic Longest Common Substring (Chapter 5 and some parts of
Chapter 4) were published in 47th International Colloquium on Automata, Languages,
and Programming (ICALP 2020) [CGP20]. The co-authors of the paper are: Panagiotis
Charalampopoulos and Paweł Gawrychowski.

1.3 Acknowledgements
I am very grateful to Paweł Gawrychowski who worked with me as PhD supervisor. He
worked hard so I could progress in my learning and research. Paweł always provided
appropriate mix of brilliant ideas and a dose of precision that I was sometimes lacking.

I also thank Krzysztof Loryś for all the cooperation around my PhD studies, teaching
duties and additional education activities that I took part in with great enjoyment.

Additionally, I would like to thank all co-authors of papers that I present here, they are
mentioned in Section 1.2.

18

18:30086



1.4. Preliminaries

1.4 Preliminaries
[=] denotes the set of integers {1, 2, . . . , =} and for a function 5 and a nonnegative integer
: we define 5 : (G) to be G when : = 0 and 5 ( 5 :−1(G)) otherwise. If 5 is a permutation
then 5 −1 denotes its inverse and we define 5 −: (G) to be 5 −: (G) = 5 −1( 5 −:+1(G)) for : > 0.
Throughout the paper log denotes log2.

Let ( = ([1]([2] · · · ([=] be a string of length |( | = = over an integer alphabet Σ. For
two positions 8 and 9 on (, we denote by ([8 . . 9] = ([8] · · · ([ 9] the fragment of ( that
starts at position 8 and ends at position 9 (it is the empty string Y if 9 < 8). A string . ,
of length < with 0 < < ≤ =, is a substring of ( if there exists a position 8 in ( such that
. = ([8 . . 8 + < − 1]. The prefix of ( ending at the 8-th letter of ( is denoted by ([. . 8]
and the suffix of ( starting at the 8-th letter of ( is denoted by ([8 . .]. The reverse string
of ( is denoted by ('. The concatenation of strings ( and ) is denoted by () , and the
concatenation of : copies of string ( is denoted by (: . By lcp((, )) we denote the length
of the longest common prefix of strings ( and ) .

The trie of a collection � = {(1, (2, . . . , (: } of strings is the smallest rooted tree with
edges labeled by single letters, such that every string ( that is a prefix of some string in �
is represented by some node E, where the concatenation of the labels of the edges of the
root-to-E path, the path-label of E, is equal to (. The compacted trie of � is obtained by
contracting maximal paths consisting of nodes with one child to an edge labeled by the
concatenation of the labels of the edges of the path. Usually, the label of the new edge is
stored as the start/end indices of the corresponding fragment of some (8. The suffix tree
of a string ) is the compacted trie of all suffixes of )$ where $ is a letter smaller than
all letters of the alphabet Σ. It can be constructed in O(|) |) time for linear-time sortable
alphabets [Far97]. For a node D in a (compacted) trie, we define its depth as the number of
edges on the path from the root to D. Analogously, we define the string-depth of D as the
total length of labels along the path from the root to D.
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Chapter 2

In-Place Permuting and Inverting
Permutations

2.1 Introduction
In this chapter, in Section 2.3, we show the deterministic algorithm that solves the following
problem:

Permutation Cycle Leaders
Input: Permutation c.
Output: A subset ( of elements of c, such that for each cycle � of c, |( ∩ � | = 1.

We assume that we may only read elements of c and each random access takes constant
time. Assuming that |c | = =, our algorithm works in O(log =) space regime. As the
algorithm builds upon work of Fich et al. [FMP95], we start with simplifying this approach
in Section 2.2.

Based on these ideas, in Section 2.5, we provide an algorithm solving the following
problem:

Permutation Inverse
Input: Permutation c.
Output: Inverse c−1 of c, that is for all 8, c−1(c(8)) = 8.

Here we assume that c is stored in an array and we may store values from [=] in each
of its cells.

Again, as our work relies on previous work of El-Zein, Munro and Robertson [EMR16],
we provide an appropriate recap and simplification in Section 2.4.

2.1.1 Previous and related work
Fich et al. [FMP95] designed a very elegant cycle leaders algorithm that works in O(= log =)
time and uses O(log2 =) bits of extra space. Given oracle access to both c and c−1, they
also show a simpler algorithm that needs only O(log =) bits of extra space and the same
time. Both algorithms have interesting connections to leader election in, respectively,
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unidirectional [DKR82, Pet82] and bidirectional [HS80, Fra82] rings. While in certain
scenarios, such as c being specified with an explicit formula, one can assume access to
both c and c−1, in the general case this is known to significantly increase the necessary
space [Gol09]. For a random input, traversing the cycle from 8 until we encounter a smaller
element takes in total O(= log =) average time and uses only O(log =) bits of space [Knu71].
Using hashing, one can also design an algorithm using expected O(= log =) time and
O(log =) bits of space without any assumption on c (interestingly, a different application of
randomisation is known to help in leader election in anonymous unidirectional rings [IR90]).
Better cycle leaders algorithms are known for some specific permutations, such as the
perfect shuffle [EKF00].

An interesting related question is that of inverting a given permutation c on = elements.
For example, it allows us to work with both the suffix array and the inverse suffix array
without explicitly storing both of them [FIKS18]. The goal of this problem is to replace c
with its inverse c−1 efficiently while using a small amount of extra space. El-Zein, Munro
and Robertson [EMR16] solve this in O(= log =) time using only O(log2 =) bits of extra
space. The high-level idea of their procedure is to identify cycle leaders and invert every
cycle of c at its leader 8. The difficulty in such an approach is that the leader 8′ of the
inverted cycle might be encountered again, forcing the cycle to be restored to its original
state. El-Zein et al. deal with this hurdle by temporarily lifting the restriction that c is
a permutation. Very recently, Guśpiel [Guś19] designed a strictly in-place algorithm for
this problem that works in O(=1.5) time. We stress that his approach does not provide a
subquadratic strictly in-place solution for identifying cycle leaders, and so does not imply
such an algorithm for permuting an array. See Table 2.1 with the summary of previous
work.

Permuting Inverting

Trivial (=, =)
(=2, log =)

With hashing expected (= log =, log =) -

Fich et al. [FMP95] (=2/1, 1 + log =) -
(= log =, log2 =) -

El-Zein et al. [EMR16] - (= log =, log2 =)
Guśpiel [Guś19] - (=1.5, log =)
This work (=1+n , log =)

Table 2.1: Comparison of different algorithms for in-place permuting and inverting a
permutation. ( 5 (=), 6(=)) denotes that the algorithm runs in O( 5 (=)) time and uses
O(6(=)) bits of space.

2.1.2 Our contribution
Building on the approach of Fich et al. we design, for every n > 0, a cycle leaders algorithm
that works in On (=1+n ) time and uses On (log =) bits of extra space. This implies a strictly
in-place algorithm for permuting an array in On (=1+n ) time. In other words, we show
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that by increasing the number of auxiliary variables to a larger constant we can make the
exponent in the running time arbitrarily close to 1. Then, we apply our improved cycle
leaders algorithm to obtain a solution for inverting a given permutation in the same time
and space. This significantly improves on the recent result of Guśpiel [Guś19].

2.1.3 Techniques and ideas
The main high-level idea in Fich et al. is to work with local minima, defined as the elements
8 ∈ �1 = [=] of c1 = c such that 8 < c−1(8) ∧ 8 < c(8). This is applied iteratively by
defining a new permutation c2 on the set �2 of local minima, and repeating the same
construction on c2. After at most C ≤ blog =c iterations, there is only the smallest element<
remaining and the leader is chosen as the unique 8 on the cycle such that cC ◦ . . .◦c1(8) = <.
Checking if 8 is a leader is done by introducing the so-called elbows. For completeness,
we provide a full description of the algorithm in Section 2.2. Compared to the original
version, we introduce new notation and change some implementation details to make
the subsequent modifications easier to state. The crucial point is that the extra space
used by the algorithm is bounded by a constant number of words per iteration in the
above definition. The natural approach for decreasing the space to O(log =) is to modify
the definition of the local minimum to decrease the number of iterations to a constant.
To this end, we work with 1-local minima defined as elements less than all of their 1
successors and predecessors, for 1 = d=ne where n is a sufficiently small constant. This
decreases the number of iterations to log =/log 1 = 1/n = On (1). There is, however, a
nontrivial technical difficulty when trying to work with this idea. In the original version,
one can check cA (G) ∈ �A should be “promoted” to �A+1 by explicitly maintaining G, cA (G)
and cA (cA (G)) and simply comparing cA (G) with G and cA (cA (G)). For larger values of
1, this translates into explicitly maintaining G, cA (G), cA (cA (G)), . . . , c21A (G) to check if
c1A (G) ∈ �A+1, which of course takes too much space. We overcome this difficulty by
designing and analysing a recursive pointer. This gives us our cycle leaders algorithm
described in Section 2.3.

In a way similar to El-Zein et al. [EMR16], we use our cycle leaders algorithm to design
a solution to the permutation inversion problem. The high-level idea is to identify the
leader 8 of a cycle, and then invert the cycle by traversing it from 8. We need to somehow
guarantee that the cycle is not inverted again, but do not have enough extra space to store 8.
El-Zein et al. mark the already inverted cycles that otherwise would be again inverted in the
future by converting them to paths, that is, changing some c(G) to undefined. This is then
gradually repaired to a cycle, which requires a nontrivial interleave of four different scans.
Our starting point is a simplification of their algorithm described in Section 2.4 based on
encoding slightly more (but still very little) information about the cycle. In Section 2.5 we
further extend this method to work with 1-local minima.

2.1.4 Notation and definitions
In the cycle leaders problem, we assume that the permutation c on [=] is given through an
oracle that returns any c(8) in constant time. The goal is to identify exactly one element on
each cycle of c as a leader. All of our algorithms follow the same left-to-right scheme: we
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consider the elements 8 = 1, 2, . . . , = in this order and test if the current 8 is the leader of its
cycle by considering the elements 8, c(8), c2(8), . . . until we can determine if 8 is a leader.

Algorithm 1: A general framework of left-to-right algorithms.
1 for 8 = 1..= do
2 Process(8)

Whenever we refer to a range G . . . H, we mean G, c(G), c(c(G)), . . . , H. We will also
consider ranges G . . . H longer than a full cycle, but in such cases there will be always
an middle point I (clear from the context) such that G . . . H consists of two ranges G . . . I
and I . . . H, each shorter than a full cycle. For example, in the range c−: (G) . . . c: (G)
there are elements from c−: (G) . . . G and from G . . . c: (G). We use ℓ(8, 8′) to denote
min{: > 0 : c: (8) = 8′}. MinRange(0, 1) naively finds the minimum between 0 and 1 on
the same cycle of c, that is, min{0, c(0), c2(0), . . . , 1}. If 0 = 1, we assume it computes
the minimum of the full cycle of 0. We also create a ternary MinRange as follows:
MinRange(G, H, I) = min(MinRange(G, H),MinRange(H, I)). Using this notation, the
naive cycle leaders algorithm is presented in Algorithm 2.

Algorithm 2: A naive cycle leaders algorithm.
1 function Process(8)
2 if 8 = MinRange(8, 8) then
3 report that 8 is a leader

When inverting c, we assume constant-time random access to the input. Due to the
final goal being replacing every c(8) with c−1(8), we allow temporarily overwriting c(8)
with any value from [=] as long as after the algorithm terminates the input is overwritten
as required. Additional space used by our algorithms consists of a number of auxiliary
variables called words, each capable of storing a single integer from [=]. We assume that
basic operations on such variables take constant time. We assume that the value of = is
known to the algorithm.

2.2 Leader election by Fich et al.
In this section, we describe an algorithm of cycle leader problem by Fich et al. [FMP95].
Compared to the original description, we introduce new notation and change some details
to make further algorithms easier to describe. We stress that this should not be considered
as new material and is provided only for convenience.

Fich et al. [FMP95] consider sets of local minima on the cycles of c. Let �1 = [=]
and c1 = c. For A > 1, �A ⊂ �A−1 is defined inductively as the set of local minima in �A−1
following the order of permutation cA−1, that is �A = {8 ∈ �A−1 : c−1

A−1(8) > 8 < cA−1(8)}.
Similarly, cA : �A → �A is the permutation that maps each element of �A to the next
element of �A that is encountered when following the permutation cA−1. Note that at most
every second element of �A−1 can belong to �A and hence |�A | ≤ |�A−1 |/2. For a cycle �
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of c, there exists C ≤ dlog =e, such that �C+1 ∩ � = {G}, where G is the minimum element
on �. Of course, �C+2 ∩ � = ∅.

3
15

6

12

10
13 4

11

14

7

9

Figure 2.1: Example of a single cycle of c. The number of circles around each vertex
indicates the set �1, �2, �3 or �4 the vertex belongs to. Dashed edges denote c2 and
dotted edges denote c3.

To simplify the presentation, we always restrict our analysis to a single cycle. It
generalizes easily to the original problem, as all presented algorithms in this paper follow
the pattern of Algorithm 1 and during execution of Process(8), we consider only the
elements on the cycle containing 8. Let us proceed even further and also assume that we
are dealing with paths. This will be needed in sections about inverting permutations.

Definition 2.2.1. A path of c is a partial function that can be obtained from a cycle � of c
by replacing exactly one value of c(G) to ⊥ (for G ∈ �).

On a path, cA is undefined for the last element ℓA ∈ �A . When deciding if an element is
a local minimum on a path, we disregard comparisons with undefined elements and we
assume that cA (⊥) =⊥ for every A.

Because it is easy to compute cA (8) but difficult to compute c−1A (8), we define the leader
of a cycle to be the element 8 such that < = cC (cC−1(. . . (c2(c1(8))) . . . )) ∈ �C+1 for C such
that |�C+1 | = 1 and where < is the minimum on the cycle.

In other words, to check if 8 is the leader, we need to inspect elements 8, c1(8), c2(c1(8)),
. . . , < = cC (cC−1(. . . (c2(c1(8))) . . . )) and check if they belong to �1, �2, �3, . . . , �C+1
respectively. Intuitively, the leader 8 is the witness that < is the minimum of its cycle.

We illustrate the definition on the example cycle in Fig. 2.1 with C = 3. We can quickly
find that 13 is not the leader, because c2(c1(13)) = 7 ∉ �3. The leader of the cycle is 12
as c1(12) = 10 ∈ �2, c2(10) = 4 ∈ �3 and c3(4) = 3 ∈ �4.

Definition 2.2.2. A staircase of size A from 8 is a sequence of elements (8 = 81, 82, . . . , 8A+1 =
< = 9A+1, 9A , 9A−1, . . . , 91 = 8′) such that 8: , 9: ∈ �: , for : ∈ [A + 1] and 8:+1 = c: (8: ) and
9: = c: ( 9:+1) for : ∈ [A]. Elements 8, < and 8′ are called the start, the middle and the
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end of the staircase, respectively. Part of the staircase from the start to the middle is called
left part of the staircase. Similarly, right part of the staircase is the part from the middle to
the end of the staircase.

In the example from Fig. 2.1, the staircase of size 3 from 12 is the sequence
(8 = 12, 10, 4, < = 3, 4, 7, 8′ = 9). See Fig. 2.2 for a larger example.

The algorithm constructs staircases of the largest possible size from each element. It
might happen that the constructed staircase is longer than a full cycle, because it visits
some elements twice (once before and once after reaching the middle of the staircase).
However, we notice that all elements occur at most once in each part (left or right) of the
staircase. This is the case for the staircase of size 3 from 12 in Fig. 2.1, where the part of
cycle between 12 and 9 was visited twice. As we may have to work on a path, we avoid
constructing staircases with undefined elements. Of course, for paths, it is not possible to
traverse any of its elements more than once.

9 4 10 2 11 7 12 13 1 14 5 15 16 6 17 3 18 8 19

Figure 2.2: A staircase of size 3 from 9 to 19 with the middle element 1 is marked bold.
Curves of increasing heights represent c1, c2 and c3 respectively.

As staircases are crucial objects that we use in all the presented algorithms, we
summarize their definition and naming in the more concise form:

∈
�
1

∈
�
2

∈
�
A
+1

∈
�
A

∈
�
A
−1

∈
�
2

∈
�
1

8 = 81
c1−→ 82

c2−→· · · cA−→8A+1 = < = 9A+1
cA−→ 9A

cA−1−→ 9A−1
cA−2−→· · · c2−→ 92

c1−→ 91 = 8
′

start middle end
The heart of the algorithm of Fich et al. is the procedure Next(A), which computes the

successive elements of cA recursively, using the successive elements of cA−1. It operates
on table 4;1>F consisting of elements from the cycle and changes it during the execution.
The algorithm is presented in Algorithm 3, with the only our modification in Line 3, which
aborts when attempting to pass the end of the path. Before we describe the procedure in
detail, we start with presenting the properties of the table 4;1>F that are satisfied before
and after execution of Next(A).

The procedure operates on table elbow which prior to calling Next(A) satisfies:

�A 3 4;1>F [A] = 4;1>F [A − 1]
cA−1−→ 4;1>F [A − 2] cA−2−→ · · · c2−→ 4;1>F [1] c1−→ 4;1>F [0]

(2.1)

which is a shorthand for 4;1>F [A−1] = 4;1>F [A] ∈ �A and 4;1>F [:−1] = c: (4;1>F [:])
for 1 ≤ : ≤ A − 1. Immediately after termination of Next(A) the table 4;1>F satisfies:

�A 3 4;1>F [A]
cA−→ 4;1>F [A − 1] cA−1−→ 4;1>F [A − 2] cA−2−→ · · · c2−→ 4;1>F [1] c1−→ 4;1>F [0]

(2.2)
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Algorithm3:A recursive procedure that rearranges the 4;1>F array and computes
cA (4;1>F [A]).
1 function Next(A)
2 if A = 1 then
3 if c(4;1>F [1]) =⊥ then
4 abort
5 4;1>F [0] ← c(4;1>F [1])
6 return
7 while 4;1>F [A − 1] < 4;1>F [A − 2] do
8 4;1>F [A − 1] ← 4;1>F [A − 2]
9 Next(A − 1)

10 while 4;1>F [A − 1] > 4;1>F [A − 2] do
11 4;1>F [A − 1] ← 4;1>F [A − 2]
12 Next(A − 1)

Notice that only the element 4;1>F [A] remains unchanged during the execution of
Next(A). The main output of the function, cA (4;1>F [A]), is stored in 4;1>F [A − 1].
Observe that the 4;1>F array contains exactly the right part of the staircase of size A with
the middle element 4;1>F [A]: 4;1>F [:] = 9:+1 for : ∈ [A]. We use 0-based indexing for
the 4;1>F array to be consistent with the algorithm of Fich et al.

Due to the condition (2.1), 4;1>F [A] ∈ �A and hence all the subsequent elements
of 4;1>F satisfying the condition (2.2) are well-defined, as 4;1>F [:] ∈ �:+1 ⊂ �: for
: ∈ [A − 1]. Furthermore, it is not possible to calculate the values in the left part of the
staircase based only on the 4;1>F array, so we need to ensure that upon calling Next(A),
condition (2.1) is satisfied.

In the first while loop in Algorithm 3, the procedure iterates over cA−1 as long as
the corresponding values on the cycle are increasing. As the cycle is nontrivial, the
loop terminates when 4;1>F [A − 1] > 4;1>F [A − 2]. Similarly, the second while loop
iterates over decreasing values on �A−1 and terminates when 4;1>F [A −1] < 4;1>F [A −2].
Then 4;1>F [A − 1] is the next local minimum on cA−1 after 4;1>F [A], and hence
4;1>F [A − 1] = cA (4;1>F [A]).

Observe that elbows create a nested structure, that is for each < and A such that
< ∈ �A+1, the element c1(c2(. . . (cA (<)) . . . )) appears before cA+1(<) on the cycle. This
follows by induction. Similarly, we can say that cA (cA−1(. . . (c1(8)) . . . )) appears earlier
than cA+1(8) on the cycle. See Fig. 2.3 for an example.

Now we introduce more definitions and properties of the staircases.

Definition 2.2.3. An almost staircase of size A from 8 is a sequence of elements
(8 = 81, 82, . . . , 8A+1 = < = 9A+1, 9A , 9A−1, . . . , 91 = 8′), such that 8: , 9: ∈ �: , for : ∈ [A]
and 8:+1 = c: (8: ) and 9: = c: ( 9:+1) for : ∈ [A].

Notice the difference between staircase and almost staircase is that in the latter we do
not require its middle element < to belong to �A+1. This might happen due to < = cA (8A)
implying that < ∈ �A , but not necessarily < ∈ �A+1.
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< · · · · · · · · ·

cA
cA−1

c1

cA cA

cA+1

cA
cA−1

c1

Figure 2.3: Nested structure of elbows. Each cA+1(<) is c?A (<) for some ? ≥ 2 and
appears after c1(c2(. . . (cA (<)) . . . )) when traversing from <. The entries of the 4;1>F
table before (after) the execution of Next(A + 1) procedure are marked with a bold (solid)
line.

Definition 2.2.4. An almost staircase (8 = 81, 82, . . . , 8A+1 = < = 9A+1, 9A , 9A−1, . . . , 91 = 8′)
is called proper if 8A ≠ < (which is equivalent to < ≠ 9A).

On a cycle, it is always possible to extend a given staircase of size A from 8 with the
middle <, to an almost staircase of size A + 1 from 8. If the extension is not proper, then
8A = <, so < is the only element on �A . In this case, the staircase is the largest possible
from 8 and < is the minimum of the cycle.

On a path, it might be not possible to extend a given staircase of size A from 8 with
the middle < to an almost staircase from 8 of size A + 1, because of reaching ⊥. If the
extension to the almost staircase of size A + 1 from 8 was not possible, the staircase of size
A is the largest possible from 8. Notice that every almost staircase on a path is proper.

Definition 2.2.5. Consider a staircase from 8 of size C. We call it the best staircase from 8 if
there is no proper almost staircase of size C + 1 from 8.

In the example cycle from Fig. 2.1, it is possible to construct the best staircase from 12:
(12, 10, 4, 3, 4, 7, 9), but the staircase (14, 7, 3, 6, 12) is not a best staircase, as it is possible
to construct a proper almost staircase (14, 7, 3, 4, 3, 6, 12), which is not a staircase.

Algorithm 4 constructs the best staircase from 8 or returns NULL if there is no best
staircase from 8. It constructs almost staircases of increasing sizes in subsequent iterations,
checks if these are staircases (Line 13) and if so, updates the 4;1>F table. The algorithm
succeeds upon finding that there are no larger almost staircases, in such a case the middle
of the staircase is returned. The checks in Line 5 and Line 8 are our modifications of
original algorithm to make it working also for paths.

For example, procedure BestStaircase(9) executed on the part of the cycle from
Fig. 2.2, constructs the following staircases in the subsequent iterations of the main loop:
(9), (9, 4, 10), (9, 4, 2, 7, 12) and (9, 4, 2, 1, 3, 8, 19).

Lemma 2.2.6. For every cycle � of permutation c there is exactly one element G ∈ �,
from which there is a best staircase.

Proof. On cycles there is no ⊥, so Next will never abort. This means that the only way
for Algorithm 4 to return the best staircase is in Line 12, when the constructed almost
staircase from 8 is not proper, so < is the only element on �C+1, thus the minimum on the
cycle. Indeed, there is the best staircase from 8 = c−11 (c

−1
2 (. . . (c

−1
C (<)) . . . )).
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Algorithm 4: Constructs the best staircase from 8 (if any).
1 function BestStaircase(8)
2 4;1>F [0] ← 4;1>F [1] ← 8

3 for A = 1.. do
4 < ← 4;1>F [A]
5 if Next(A) aborted then
6 return <

// Best staircase of the path is found.

7 <′← 4;1>F [A] ← 4;1>F [A − 1]
8 if Next(A) aborted then
9 return <

// Best staircase of the path is found.

10 <′′← 4;1>F [A − 1]
11 if <′ = < then
12 return <

// Best staircase of the cycle is found.

13 if <′ < < and <′ < <′′ then
14 4;1>F [A + 1] ← 4;1>F [A]

// Constructed proper almost staircase is a
staircase.

15 else
16 return NULL

// Constructed proper almost staircase is not a
staircase.

Notice that on a cycle, every best staircase has middle in <. There cannot be two
best staircases with the same middle < and different sizes, as the smaller could have been
extended to a proper almost staircase and thus is not best. This concludes the proof of the
lemma. �

Definition 2.2.7. An element 8 is the leader of its cycle if there exists the best staircase
from 8.

There can be more than one element on a path from which there is a best staircase. We
will define leaders for paths in Section 2.4.

Intuitively, our notion of a leader allows us to elect it efficiently because we can terminate
BestStaircase(8) as soon as we encounter the first A such that cA (cA−1(. . . (c1(8)) . . . )) ∉
�A . Using this definition, we can simply check if there is the best staircase from 8 and if so,
return 8 as the leader of the cycle, see Algorithm 5.

Theorem 2.2.8. There exists an algorithm for reporting leaders of a permutation c on =
elements in O(= log =) time using O(log2 =) additional bits of space.

Proof. The correctness of the algorithm follows immediately from Lemma 2.2.6. The cost
of BestStaircase is proportional to the total number of calls to the Next function, which
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Algorithm 5: Checks if 8 is the leader of its cycle.
1 function Process(8)
2 < ← BestStaircase(8)
3 if < ≠ NULL then
4 report that 8 is the leader

is asymptotically the number of accesses to the input permutation c. Observe that during
the execution of BestStaircase(8) for a particular 8, every call to Next(1) that accesses
the permutation c, proceeds along the cycle, so the execution of Process(8) and testing if 8
is the leader involves : steps along the cycle, from 8 to c: (8) for some : . Now we need to
bound the total number of steps performed for all starting elements 8.

c−1
A+1(<) 8 . . . < cA+1(<) c2

A+1(<) . . . 8′ c3A+1(<)

Figure 2.4: An almost staircase of size A + 1 from 8. < is the middle element of a staircase
of size A from 8.

Consider an element 8. Suppose the largest staircase created during execution of
BestStaircase(8) have size A and middle <. We do not distinguish the reason why there
is no staircase of larger size. From the nested structure of elbows, 8 is between c−1

A+1(<)
and < on the cycle and construction of a larger almost staircase terminated between < and
c3
A+1(<). See Fig. 2.4. Hence the traversed part of the cycle while running Process(8) is

bounded by the part of the cycle between c−1
A+1(<) and c

3
A+1(<) and we say that 8 charges

the time of BestStaircase(8) to < at level A . As for a fixed element < and level A there is
at most one 8 charging to < at level A , the total time for processing all elements is bounded
by:

dlog =e∑
A=1

∑
<∈�A

(
ℓ(c−1A+1(<), <) + ℓ(<, cA+1(<)) + ℓ(cA+1(<), c

2
A+1(<)) + ℓ(c

2
A+1(<), c

3
A+1(<))

)
where we split interval c−1

A+1(<) · · · c
3
A+1(<) into four terms in order to cover also the

case when |�A+1 | < 4. As the inner sum is bounded by 4=, the overall running time is
O(= log =).

The list of elbows consists of O(log =) words of O(log =) bits and the depth of the
recursion is O(log =), so the space complexity is O(log2 =) bits. �

2.3 Leader election in smaller space
We extend the algorithm of Fich et al. [FMP95] to obtain, for any n > 0, a solution to the
cycle leaders problem in On (=1+n ) time using On (log =) bits of extra space.
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Let �1 = [=] and c1 = c. We denote by 1 = d=ne the size of the neighborhood
considered while determining local minima and declare an element of a permutation to
be a 1-local minimum if it is strictly smaller than all of its 1 successors and predecessors.
Then, �A is the set of all 1-local minima encountered following cA−1 in �A−1, that is
�A = {8 ∈ �A−1 : 8 < c:

A−1(8) for all : ∈ {−1, . . . , 1} \ {0}}. We say that an element
is on level A if it belongs to �A . We define cA : �A → �A as follows: cA (4) is the first
element in c after 4 that belongs to �A , formally: cA (4) = c:A−1(4) where c

:
A−1(4) ∈ �A and

∀0<: ′<:c:
′

A−1 ∉ �A . For 1 = 1 this is exactly the definition used by Fich et al. [FMP95], and
we provide a recap of the algorithm and some intuition in Section 2.2.

As in the previous section, when deciding if an element is a 1-local minimum on a path,
we disregard comparisons with such undefined elements. Furthermore, we assume that
cA (⊥) =⊥ and c−1A (⊥) =⊥ for every A.

For each level A, only at most 1
1+1 of its elements can belong to the level A + 1. For

a cycle or a path �, let C be the largest number such that |�C ∩ � | > 1. We set C = 0 for
|� | ≤ 1 and observe that C < 1

n
for every �. We note that if � is a cycle then �C+2 ∩� = ∅,

but when � is a path |�C+2 ∩ � | = 1. Because all algorithms presented in this paper follow
the framework given in Algorithm 1 and during the execution of Process(8), we only
consider the elements that can be reached from 8, we restrict our considerations to just one
cycle or path and we are going to omit the “∩�” part everywhere later.

Definition 2.3.1. A 1-staircase of size A from 8 is a sequence of elements (8 =
81, 82, . . . , 8A+1 = < = 9A+1, 9A , 9A−1, . . . , 91 = 8′) such that 8: , 9: ∈ �: , for : ∈ [A + 1] and
8:+1 = c1: (8: ), 9: = c

1
:
( 9:+1) for : ∈ [A]. Elements 8, < and 8′ are called the start, the

middle and the end of the 1-staircase, respectively. The part of the 1-staircase from the
start to the middle is called its left part and the part from the middle to the end is called its
right part.

Definition 2.3.2. An almost 1-staircase of size A from 8 is a sequence of elements
(8 = 81, 82, . . . , 8A+1 = < = 9A+1, 9A , 9A−1, . . . , 91 = 8′), such that 8: , 9: ∈ �: , for : ∈ [A]
and 8:+1 = c1: (8: ) and 9: = c

1
:
( 9:+1) for : ∈ [A].

The difference between the two above definitions is that for 1-staircase we require< ∈ �A+1,
but for almost almost 1-staircase it suffices that < ∈ �A .

Definition 2.3.3. A 1-staircase or an almost 1-staircase of size A is called proper if
|�A | > 1.

Definition 2.3.4. A 1-staircase of size A from 8 is called the best 1-staircase from 8 if there
is no proper almost 1-staircase of size A + 1 from 8 (possibly there is no best 1-staircase
from 8).

Definition 2.3.5. An element 8 is the leader of its cycle if the best 1-staircase from 8 exists
and its middle < is the minimum on the cycle.

Lemma 2.3.6. There is exactly one leader on any cycle of a permutation.
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<−1 <−1+1 <−1+2

. . .

<−1 < <1

. . .

<1−2 GG′ <1−1 <1

cA cA cA cA cA cA

Figure 2.5: Filled nodes represent elements <: = c
:
A (<) for : ∈ {−1, . . . , 1} and each

segment represents the range around <: . All the elements in the ranges (different than <)
are larger than < by induction hypothesis.

Proof. Let < be the minimum on the cycle and C be the largest size of a proper
almost 1-staircase on the cycle. Consider the almost 1-staircase � of size C from
8 = c−11 (. . . (c

−1
C−1(c

−1
C (<))) . . .). By the choice of C, there is no proper almost 1-staircase

of size C+1 from 8. As< is the minimum on the cycle and |�C | > 1, � is in fact a 1-staircase.
Thus, � is the best 1-staircase from 8 and 8 is the leader as defined in Definition 2.3.4.
Furthermore, as < and C are both uniquely defined, there are no other leaders on the
cycle. �

A 1-staircase may be longer than a full cycle if it visits some elements twice (before
and after reaching its middle) but all elements occur at most once in each part. We allow
computing MinRange(G, H) for G =⊥ or H =⊥. In such a case, the minimum is computed
from the beginning or to the end of the path, respectively.

Lemma 2.3.7. Consider < ∈ �A on a cycle or a path where |�A | > 1. Then < is a 1-local
minimum on level A in c if and only if < = MinRange(c−1A (<), <, c1A (<)).

Proof. (⇐) Trivial. (⇒) Proof by induction on A. The case A = 1 is immediate.
For A > 1, assume that < is a 1-local minimum on level A. We consider the elements

in c−1A (<) . . . c1A (<), appropriately truncated if we are on a path. Among these elements,
only <: = c

:
A (<) ≠⊥ for : ∈ {−1, . . . , 1} are 1-local minima on level A − 1. All of them

are also larger than < (if : ≠ 0). By the induction hypothesis, for all : ∈ {−1, . . . , 1}
(such that <: ≠⊥) any element between c−1

A−1(<: ) and c1A−1(<: ) on the cycle/path is larger
than or equal to <: and hence also larger than <. We call the above ranges the ranges
around <: and they are represented as segments in Fig. 2.5.

Consider an element G in c−1A (<) . . . c1A (<) which is not in the range around <: for
any : . In Fig. 2.5, this corresponds to G in a gap between the ranges. Clearly, G ∉ �A , so
there is an ℓ < A such that G ∈ �ℓ \ �ℓ+1. Hence G is larger than some G′ ∈ �ℓ′ \ �ℓ′+1
between c−1

ℓ
(G) and c1

ℓ
(G) for ℓ < ℓ′ ≤ A. If there is : such that G′ is in the range around

<: , then G′ > <: > < and the lemma follows. Otherwise, observe that G′ belongs to the
same gap as G (see Fig. 2.3 for more detailed explanation why) so we can apply the same
reasoning for G′ instead of G. Because the considered values are always decreasing and
each gap contains only finite number of elements, finally we obtain a value in one of the
ranges around <: and conclude that G is larger than one of the <: and also than <. Hence,
< is the smallest element in c−1A (<) . . . c1A (<). �

The lemma enables us to check if an element < is a 1-local minimum on level A without
knowing which of the elements in c−1A (<) . . . c1A (<) belong to the level A .

Fich et al. designed procedure Next(A) which computes, for an element on �A , its
successor on cA . We start with extending their idea to work with larger values of the
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parameter 1. For 1 = d=ne, the number of elements to compare with is no longer constant.
We define a recursive pointer Ptr with the following fields:

• A – the level of the pointer,

• 4 – an element of �A pointed at by the pointer,

• G – Ptr of level A − 1 pointing to 4 (or NULL if A = 1),

• H and I – Ptrs of level A − 1 both pointing to c1
A−1(4) (or NULL if A = 1).

Ptr has the Advance method which moves the pointer from 4 to cA (4) and updates
G, H and I accordingly. See Fig. 2.6. Intuitively, Ptr points to a single element 4, but it
also contains a number (exponential in its level A) of different pointers pointing to different
elements. While updating Ptr we will ensure that the above properties of all the other
pointers are also satisfied.

Before and after calling Advance, H is equal to I, but during the execution they are
different. In fact, it is enough to only store 4, G and I in every Ptr and keep a local H reused
between every call to Advance method.

G.4 G.I.4 I.4 I.I.4

cA−1 cA−1 cA−1

cA−2 cA−2 cA−2
cA (G.4)

• • • •
Ptr

G.4 G.I.4 I.4 I.I.4

cA−1 cA−1 cA−1

cA−2 cA−2 cA−2
c−1A (G.4)

• • • •
Ptr′

Figure 2.6: A sketch of Ptr structure for 1 = 3. On the bottom there is Ptr′, the result of
executing the Advance method on Ptr. The gray dots are not part of pointer, they only
show the alignment between Ptr and Ptr′.

We now analyse Ptr :: Advance implemented in Algorithm 6 for a pointer of level A.
At the end of the function, 4 is updated to point to the element G.4 ∈ �A . As we have to
also deal with paths, we add the check for ⊥ in Line 4. For A ≥ 2, I is moved forward 1
times along cA−1, so after Line 8, H and I point to c1

A−1(G.4) and c
21
A−1(G.4), respectively.

In Line 9 we compare H.4 with all elements between c−1
A−1(H.4) and c

1
A−1(H.4) and all three

pointers are simultaneously advanced to the next elements along cA−1 until H points to a
1-local minimum on level A. By Lemma 2.3.7 this is equivalent to checking if H.4 is a
1-local minimum on level A − 1 as long as |�A−1 | > 1.

In Algorithm 7 we implement BestbStaircase(8) that constructs the best 1-staircase
from 8 returning Ptr structure pointing to the middle of the staircase. Before running
the main loop, the algorithm checks if |�1 | > 1, to make sure it is allowed to execute
Advance method on ?. We start with a 1-staircase of size 0. Each iteration of the main
loop starts with ? of level A representing the right part of the 1-staircase of size A − 1
from 8. The invariant |�A | > 1 is preserved in the main loop. During each iteration, ? is
subject to change and the updated ? may not represent a (proper) 1-staircase, so at the
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Algorithm 6: Implementation of the Advance method in the Ptr structure. It
moves the Ptr object onto the next element on the same level.
1 function Ptr::Advance
2 if this.A = 1 then
3 if c(this.4) =⊥ then
4 abort
5 this.4 ← c(this.4)
6 return
7 for 9 = 1..1 do
8 this.I.Advance()
9 while this.H ≠ MinRange(this.G.4, this.H.4, this.I.4) do
10 this.G.Advance()
11 this.H.Advance()
12 this.I.Advance()
13 this.G ← this.H
14 this.4 ← this.G.4
15 this.H ← this.I

beginning of the iteration, it is stored in 6. Then, Advance method is called 21 times on
? and enumerates the elements from the set ( = {c:A (4) : : ∈ {1, . . . , 21}}. The pointer
<? is stored after the 1-th Advance so it points to c1A (4), that is the middle of the almost
staircase of size A . If <? .4 is not the smallest in (, then the best 1-staircase from 8 does not
exist and we terminate in Line 23. However, if any of c:A (4) for : ∈ {1, . . . , 1} is equal to
4, then |( | ≤ 1, so there is no proper almost staircase of size A from 8 (both left and right
part would self-overlap) and we return 6 as the best staircase. The same happens for paths
in case any Advance call aborts. Only when |�A | > 1 and the new middle <4 is less than
all 1 pairwise-distinct left and 1 pairwise-distinct right neighbours on �A , the algorithm
extends the 1-staircase to size A and proceeds to the next iteration with ? of level A + 1.

We are ready to provide an algorithm for the cycle leaders problem. We proceed as in
Algorithm 1, but we alter the Process function to work with the new definition of leader,
see Algorithm 8. BestbStaircase(8) returns Ptr representing the right part of the best
1-staircase from 8. Its middle can be read from the field 4 of the returned Ptr.

Theorem 2.3.8. For every n > 0, there exists an algorithm for reporting leaders of
a permutation c on = elements in On (=1+n ) time using On (log =) additional bits of space.

Proof. We analyse Algorithm 1 with implementation of Process provided in Algorithm 8.
Each Ptr of level A has three Ptrs on level A − 1, so there are

∑C
:=0 3

: = O(3C) pointers in
total. As C ≤ 1

n
, our algorithm uses O(3 1

n · log =) = On (log =) extra bits of space.
Let us first describe an intuition on how we analyse the time complexity. The algorithm

starts a traversal from each element of c and goes forward on a cycle/path until gathering
enough information to accept or discard the candidate for leader. Some of these traversals
may be long but most are interrupted early. To capture this, we bound the total length of
these traversals for all the elements of c by noticing that each element of c is part of only a
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Algorithm 7: Constructs the best 1-staircase from 8 (if any).
1 function BestbStaircase(8)
2 ? ← Ptr(4 ← 8, A ← 1, G ← NULL, H ← NULL, I ← NULL)
3 G ← 8

4 for 9 = 1..1 do
5 G ← c(G)
6 if G ∈ {⊥, 8} then
7 return ?
8 while true do
9 6 ← ?

10 <4 ← ?.4

11 for 9 = 1..21 do
12 try ?.Advance()
13 catch /abort/ return 6
14 if 9 ≤ 1 and ?.4 = 6.4 then
15 return 6
16 if 9 = 1 then
17 <? ← ?

18 if ?.4 < <4 then
19 <4 ← ?.4

20 if <? .4 = <4 then
21 ? ← Ptr(4 ← <? .4, A ← ?.A + 1, G ← <?, H ← ?, I ← ?)
22 else
23 return NULL

Algorithm 8:Modified function for checking if 8 is the leader of its cycle.
1 function Process(8)
2 ? ← BestbStaircase(8)
3 if ? ≠ NULL and MinRange(8, 8) = ?.4 then
4 report that 8 is the leader

few traversals (actually, we sum up for all created pointers how much these moved forward).
Later, we multiply this by the time needed to move the traversal forward by one step.

The total time for reporting leaders is dominated by the time spent in Ptr :: Advance.
We sum up (for all created pointers) just the time inside Advance call of each Ptr without
recursive calls. The time for recursive calls will be accounted to the descendant pointers.
Inside Advance, the time is dominated by MinRange executions. As each advanced
position is covered by at most 21 + 1 MinRanges, if a pointer ? proceeds : steps along c
(starting with ?.G.4 = B and ending with ?.I.4 = c: (B)) during Advance, the total time
spent on executions of MinRange for the call is O(:1).

Now we count the total length of traversals for all created pointers. This, multiplied by
O(1), is the final complexity of the algorithm. Recall that for every element, we check if it
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is possible to create the best 1-staircase from it by constructing proper almost 1-staircases
and validating if these are 1-staircases. Thus, if it is possible to construct a 1-staircase of
size A and not A + 1 from 8, every pointer traverses (in the worst possible case) all elements
of the almost 1-staircase of size A + 1 from 8. We charge the traversed range to the pair
(A, <), where < ∈ �A+1 \ �A+2 is the middle of the 1-staircase of size A from 8. Observe
that 8 is between c−1

A+1(<) and < and the execution of BestbStaircase(8) finishes before
reaching c21+1

A+1 (<), see Fig. 2.7. Thus, for each A, every element belongs to O(1) ranges
charged to the elements from �A+1 \ �A+2. The total length of all such ranges is therefore
O(=1). Recall that there are O(3A) = O(3C) = On (1) pointers on each level A , so summing
over all A ≤ C we obtain that the running time of Algorithm 8 is O( 1

n
· 3C · =12) = On (=1+2n ).

By adjusting n , the running time becomes On (=1+n ). �

c−1A+1(<)
8 < <2 c21+1A+1 (<)

cA+1cA+1cA+1cA+1cA+1
cA+1 cA+1 cA+1

Figure 2.7: The maximum potential traversal range for a middle < of a 1-staircase (1 = 3)
of size A. The 1-staircase of size A with the middle element < is drawn with a bold line
and the almost 1-staircase of size A + 1 with new middle <2 is drawn with a solid line.

2.4 Inverting permutation by El-Zein et al.
Now we proceed to describing the algorithm for inverting permutation in small space. As
before, we start with our description of the previously known solution, this time authored
by [EMR16], which we first simplify and then generalize in order to achieve better bounds.

To invert a cycle of a permutation, we use the following procedure of El-Zein et al.
[EMR16]:

Algorithm 9: Invert the cycle with element 8.
1 function InvertCycle(8)
2 ? ← 8

3 G ← c(8)
4 while G ≠ 8 do
5 =← c(G)
6 c(G) ← ?

7 ? ← G

8 G ← =

9 c(G) ← ?

In each iteration of the while loop in Algorithm 9, G is the position to update and
before executing Line 6 of the algorithm we have ? = c−1(G) and = = c(G). We
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obtain O(1)-space, O(=2)-time algorithm which computes c−1 from c by combining
Algorithm 2 and Algorithm 9: instead of reporting leaders, one should just invert the cycle.

The natural idea is to invert each cycle upon reaching its leader. This works for the
algorithm electing as leader the minimum of the cycle, as the leader does not change after
inverting the cycle. Unfortunately, the definition of leader given in previous section is
sensitive to cycle inversion. This is exactly why simply executing Algorithm 5 instead of
Algorithm 2 is not a solution, because we need to ensure that we do not invert a cycle
twice, but we cannot mark that a cycle is already inverted.

More precisely, consider a cycle� with the leader 8 and the minimum element<. When
Algorithm 5 inverts �, it might happen that the leader 9 of the inverted cycle is greater
than 8 and in this case, the already inverted cycle � gets inverted again while considering
9 . This explains why our algorithm (and the algorithm of Fich et al.) cannot be applied
directly for inverting permutations.

To overcome this difficulty, our algorithm (similar to [EMR16]) will mark such difficult
cycles by converting them to paths. Later, before terminating the whole algorithm, each
path has to be repaired to a cycle. At a high level, this is a simplification of [EMR16],
because instead of having four different scans running simultaneously, we have only one,
corresponding toℱ there. Moreover, in our algorithm, because we store extended ranks,
each hard cycle is fixed only once, exactly when needed. This makes both the algorithm
and analysis simpler.

Observe that using the approach from the previous section, we can compute 9 as the
end of the largest staircase constructed from 8 which we can read from 4;1>F [0]. Indeed,
after inverting a cycle, the middle of the best staircase remains the same, so the best
staircase of the inverted cycle is (8′, 92, 93, . . . , 9A , <, 8A , . . . , 83, 82, 8), exactly the reverse of
the previous best staircase.

Definition 2.4.1. Acycle� of c is hard if its best staircase (8, 82, 83, . . . , 8A , <, 9A , . . . , 93, 92, 8′)
satisfies 8′ > 8. Otherwise, � is easy.

At a high level, to compute c−1 we invert cycles when processing their leaders. If
the cycle is hard we need to avoid inverting it again while processing the leader of the
inverted cycle. For this purpose we replace one value of c on the cycle with ⊥ and the
cycle becomes a path. The path will be transformed to the cycle again while processing the
leader of the inverted cycle. Then the cycle will be never modified again.

On a path, while processing an element 8, we are unable to visit its preceding elements
and so we cannot check if an element is minimum on the path as in Algorithm 5. In order
to be able to recognise this situation, we store some additional information in each ⊥.

Recall that in our model, we can only replace c(8) with some value from [=]. El-Zein
et al. [EMR16] introduce an approach which, using some additional space, allows to
virtually extend the set of possible values stored in c, so that we can design algorithms
in which c(8) ∈ [=] ∪ {⊥1,⊥2, . . . ,⊥: }. ⊥8 is the 8-th null character and it is possible to
retrieve the value of 8 from ⊥8. In our application, each value from [=] appears at most 2
times in c, but for any 8 there can be many elements 9 such that c( 9) =⊥8.
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Lemma 2.4.2 ([EMR16]). For any : ∈ [=], it is possible to simulate an extension of
the range of stored values of c from [=] to [=] ∪ {⊥1, . . . ,⊥: } with each value from [=]
occurring at most 2 times in c using O(2: log =) bits with O(2)-time overhead.

Proof. We store c as an array � with values from [=] of size = and an array � of : lists,
each of length at most 2. The :-th list �[:] stores all values 8 such that c(8) = G. We
update the value of c in the following way:

• for the update c(8) ← G ∈ [=], we set �[8] ← G and if G ≤ : insert 8 into the list
�[G],

• for the update c(8) ←⊥G , we set �[8] ← G.

If before the update held c(8) = G ∈ [:], we first remove 8 from �[G]. To retrieve the
value of c(8), we return �[8] if it is larger than : . Otherwise, �[8] = G ≤ : and c(8) is
either G or ⊥G . To distinguish between these cases, we check the list �[G] and return G if
8 ∈ �[G] or ⊥G otherwise. �

When the exact value stored in ⊥ is not relevant, we will use the symbol ⊥ denoting ⊥: for
any : .

Definition 2.4.3. A half staircase of size A from 8 is a sequence of elements (8 =
81, 82, . . . , 8A+1 = < = 9A , 9A−1, 9A−2, . . . , 91 = 8′) such that 8: , 9ℓ ∈ �: , for : ∈ [A],
ℓ ∈ [A − 1] and 8:+1 = c: (8: ) for : ∈ [A] and 9ℓ = cℓ ( 9ℓ+1) for ℓ ∈ [A − 1].

Intuitively, a half staircase of size A + 1 is the intermediate state between the staircase
of size A and an almost staircase of size A + 1. See Fig. 2.8 for reference.

8 <1 8′

cA cA

8 <2 8′

cA
cA+1

cA

8 <2 8′

cA
cA+1 cA+1

cA

Figure 2.8: A staircase of size A, a half staircase of size A + 1 and an almost staircase of
size A + 1.

Now we modify procedure BestStaircase(8) to return a tuple (<, 8′, C, ℎ) where <
is the middle of the constructed best staircase from 8, 8′ is its end, C is its size and ℎ is
a Boolean value denoting if an abort occurred after constructing a half staircase of size
C + 1 from 8.

Algorithm 10 implements the lifecycle of staircase extension. We try to extend the
staircase by constructing a half staircase of bigger size, then almost staircase and then
checking if the almost staircase is a staircase. See Fig. 2.8. More precisely, the A-th
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Algorithm 10:Modified function that constructs the best staircase from 8 (if any).
1 function BestStaircase(8)
2 4;1>F [0] ← 4;1>F [1] ← 8

3 for A = 1.. do
4 ?8′← 4;1>F [0]
5 < ← 4;1>F [A]
6 if Next(A) aborted then
7 return (<, ?8′, A − 1, false)
8 <′← 4;1>F [A] ← 4;1>F [A − 1]
9 if Next(A) aborted then
10 return (<, ?8′, A − 1, true)
11 <′′← 4;1>F [A − 1]
12 if < = <′ then
13 return (<, ?8′, A − 1, true)
14 if <′ < < and <′ < <′′ then
15 4;1>F [A + 1] ← 4;1>F [A]
16 else
17 return NULL

iteration of the main loop starts with the already constructed staircase of size A − 1. In
Line 8, a half staircase of size A is constructed and then, in Line 11 the algorithm extends it
to an almost staircase of size A . If an abort occurred while constructing an almost staircase
of size A (in Line 6 or Line 9) or if the constructed almost staircase is not proper (Line 12),
then the staircase of size A − 1 from the beginning of iteration is the best staircase from 8.
If a proper almost staircase of size A is successfully created, the algorithm checks if it is
a staircase of size A and either proceeds to next iteration or returns NULL.

Definition 2.4.4. The rank of element 8 on a path of c is the size of the best staircase from
8. If there is no best staircase from 8 then the rank of 8 is undefined.

Definition 2.4.5. The extended rank of element 8 on a path of c is pair (C, ℎ), where C is
the rank of 8 and ℎ denotes if it is possible to construct the half staircase of size C + 1 from 8.
If C is undefined then the extended rank of 8 is also undefined.

Extended ranks are compared lexicographically. The concept of rank is similar to
limited depth in [EMR16]. Our contribution is the idea of half staircases and extended
ranks. To see why it makes further considerations easier, we show the following fact:

Lemma 2.4.6. For any path % of c there is a unique element of % with the maximum
extended rank.

Proof. First, observe that the extended rank (C, ℎ) and the middle < ∈ �C+1 uniquely
determines the start of the (half) staircase, which is c−11 (c

−1
2 (. . . (c

−1
C (<)) . . . )) if ℎ = false

and c−11 (c
−1
2 (. . . (c

−1
C+1(<)) . . . )) if ℎ = true. See Fig. 2.8.
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Suppose that there are two distinct elements 8 and 9 with the same maximum extended
rank (C, ℎ) and let G be an element of c such that c(G) =⊥. Without loss of generality,
assume that ℓ(8, G) > ℓ( 9 , G), that is 8 is before 9 on the path. Let <8 and < 9 be the middle
of the best staircase of size C starting from 8 and 9 , respectively. By definition, both <8
and < 9 belong to �C+1. From the nested structure of staircases, cC+1(<8) is not later than
< 9 on the path. Consider first the case when ℎ = false. Then it is possible to construct
a half staircase of size C + 1 from 8, because c1(c2(. . . (cC+1(<8)) . . .)) is not later than
c1(c2(. . . (cC (< 9 )) . . .)) on the path and thus we can increase the extended rank of 8. For
ℎ = true, in a similar way we can construct an almost staircase of size C + 1 from 8 which
contradicts that there is a best staircase of size C from 8. See Fig. 2.9. �

8 <8 8′ . . . 9 < 9 9′ G ⊥

cC+1 cC+1

8 <8 8′ . . . 9 < 9 9′ G ⊥

cC+1 cC+1

Figure 2.9: Two cases from the proof: on the top of the picture 8 and 9 have the extended
rank (C, 0) and on the bottom they have extended rank (C, 1). For the first case, we show
that 8 has the extended rank (C, 1), because the half staircase of size C + 1 from 8 has its end
not later than 9 ′. Similarly, for the second case, we show that 8 has extended rank (C + 1, 0).
In the figure, it is assumed that 9 is later on the path than <8 (which actually is always true),
but the proof does not use this assumption.

In fact, by a simple induction and applying the same reasoning as in the proof of
Lemma 2.4.6 in every inductive step, we can prove even stronger property:

Observation 2.4.7. Let (41, 42, . . . , 4: ) be all the elements on a path % of c with defined
extended rank, listed in the natural order. The sequence of their corresponding extended
ranks is strictly decreasing.

We note that from Lemma 2.4.6 it follows that on every path there are at most two
elements of the maximum rank and this fact was also used in [EMR16].

Definition 2.4.8. The leader of path % of c is the element of % with the largest extended
rank.

Clearly, by Lemma 2.4.6, there is a unique leader on every path. For a cycle � and any
G ∈ � and H = c(G), by setting c(G) ←⊥ we obtain a path % with H as its first element and
G as the last element. We call this operation cutting before H.

Proposition 2.4.9. If a cycle � of c with best staircase from 8 is cut before 8, then the best
staircase from 8 in % exists.
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Proof. Let (1 be the sequence of staircases created during construction of the best staircase
from 8 in � and let (2 be the sequence of staircases created during construction of the best
staircase from 8 in %. (2 is a prefix of (1, so the construction of best staircase from 8 in %
never fails due to the fact that proper almost staircase is not a staircase, but only because of
an abort during the construction of almost staircase of larger size. �

Notice that if a cycle with leader 8 is cut before 8 then, by Proposition 2.4.9, the rank of
8 is still defined, although it can be less than the size of the best staircase from 8 before
cutting the cycle. From Observation 2.4.7 we obtain:

Corollary 2.4.10. For a cycle � and the best staircase from 8 ending in 8′, after inverting
the cycle and cutting it before 8′, we obtain a path % starting with 8′ being its leader.

We now describe the new procedure Process for inverting permutations. During the
execution of the algorithm, each cycle of the permutation can be in one of three following
states:

• the leader of the cycle has not been processed yet,

• the leader of the cycle has been processed, the cycle is inverted, but the leader of the
inverted cycle has not been processed,

• the cycle is inverted and the leader of the inverted cycle has been already processed.

The second case applies only to hard cycles. In this case, after inverting the cycle we cut it
before 8′ where 8′ is the leader of the inverted cycle.
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10
13 4

11

14
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Figure 2.10: Lifecycle of a hard cycle: before execution of Process(9), after Process(9)
but before execution of Process(12) and the final cycle after execution of Process(12),
respectively. Leaders of cycles/paths are denoted with squares.

The final approach for processing 8 is described in Algorithm 11 where PathEnd is
a procedure which naively traverses the cycle from 8 and either returns NULL if the cycle
was fully traversed or returns an element 0, such that c(0) =⊥. If a Boolean value appears
in any arithmetic operation, false is evaluated to 0 and true to 1.

Process(8) first checks if a best staircase can be constructed from 8. If not, the execution
for 8 ends. Let 8′ be the end of the constructed best staircase. If the algorithm is processing
a cycle, we invert it. If the cycle is hard, we cut the inverted cycle before 8′, compute the
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Algorithm 11: New version of the function to process an element in order to
invert a permutation.
1 function Process(8)
2 (<, 8′, A, ℎ) ← BestStaircase(8)
3 if < ≠ NULL then
4 0 ← PathEnd(8)
5 if 0 = NULL and MinRange(8, 8) = < then
6 1 ← c(8′)
7 InvertCycle(8)
8 if 8′ > 8 then
9 c(1) ←⊥?

// The value in the null is yet to be determined.
10 (_, _, A′, ℎ′) ← BestStaircase(8′)
11 c(1) ←⊥2A ′+ℎ′

// Actual extended rank on the path is computed.

12 if 0 ∈ [=] and c(0) =⊥2A+ℎ then
13 c(0) ← 8

extended rank of 8′ on the path and then store it in the value of null for the predecessor of 8′
in the inverted cycle, which is now the end of the path. Later, for the path, there might
be multiple elements from which we can create best staircases, but 8′ is the only element
with the largest extended rank. For every element with the best staircase, we compare its
extended rank with the one stored in null. If they are equal, this means that we found the
leader of the path and we fix the path into the cycle by setting c(0) = 8, where 0 is end of
the path. Then, the currently processed element 8 is the leader of the created cycle and no
element in the future will be the leader of this cycle. Hence, till the end of the execution of
the whole algorithm, the cycle will remain unchanged.

Theorem 2.4.11. There exists an algorithm for inverting permutation on = elements in
O(= log =) time using O(log2 =) additional bits of space.

Proof. The algorithm calls Process(8) from Algorithm 11 for all 8 = 1, 2, ..., =. Until
reaching the leader, it operates on the original cycle and the total time is O(= log =) as in
Theorem 2.2.8. After inverting the cycle, the time for processing an element on the path
does not exceed the time for processing this element on the inverted cycle, so the total time
spent by the algorithm after inverting the cycle is upper bounded by processing the whole
inverted cycle, which is also O(= log =) by the same argument.

As we use : = 2dlog =e types of nulls to store extended ranks of leaders, we bound the
additional number of bits using Lemma 2.4.2 for 2 = 1 and : = 2dlog =e. Recursion in
Next has depth $ (log =) and each level of recursion requires only $ (log =) space. Thus,
in total we use $ (log2 =) additional bits of space. �
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2.5 Inverting permutations in smaller space
In this section, we extend the results of Section 2.3 to obtain an O(=1+n )-time algorithm
for inverting permutations using On (log =) bits. As this builds on the algorithm given by
El-Zein et al. [EMR16], the reader unfamiliar with their work is encouraged to first read
Section 2.4 where we describe its simpler version.

We use the same natural idea to invert each cycle upon reaching its leader. Unfortunately,
as before, after inverting a cycle for its leader 8 we might obtain a cycle with leader 8′ which
might be greater than 8 and we do not want to invert this cycle again.

After inverting a cycle, the middle of the best 1-staircase remains the same and the
only best 1-staircase on the inverted cycle is exactly the reverse of the previous best
1-staircase. Thus, we can compute the end 8′ of the largest 1-staircase constructed from
8 with GetEnd method of Ptr returning the end of the staircase in the following way:
?.GetEnd() = ?.I.GetEnd() if ?.I ≠ NULL and ?.GetEnd() = ?.4 otherwise.

For G on a cycle and H = c(G), by setting c(G) ←⊥ we obtain a path % with H as its
first element and G as the last element. We call this operation cutting before H. For hard
cycles, we are going to cut the inverted cycle before its new leader and store null at the end
of the path. As in [EMR16], we use multiple types of nulls that encode some additional
information. They can be efficiently simulated in our model using the idea of El-Zein et
al. [EMR16]. For completeness, a proof can be also found in Section 2.4.

Definition 2.5.1. Sigma is a function c : � → �, such that there is at least one element
H ∈ � with {c: (H) : : ∈ {0, 1, 2, . . . }} = �. We call sigma proper if it is not a cycle.

Depending on the number of times : an element that looks like a possible leader was
found for a cycle, we can be in one of the following states:

• not inverted cycle (for : = 0),

• inverted path (for : = 1 and only if the cycle was hard),

• inverted sigma (for easy cycles if : = 1 and for hard cycles if : ≥ 2).

We use the name component for both paths and proper sigmas. In our algorithm, we
always have c consisting only cycles and components. For a path we call the element
without the predecessor the start of the path and the element pointing to null the end of
the path. Similarly, in a proper sigma we call element H1 without predecessor the start
of the sigma and among the two elements G1, G2 such that c(G1) = c(G2) = H2 satisfying
ℓ(H1, G1) < ℓ(H1, G2), G2 is called the end and H2 the intersection of the sigma. A part of
sigma before the intersection (from H1 to G1) is called the tail and the rest (a cycle with H2
and G2) is the loop of sigma.

Notice that if we point the end of a component to its start, then it becomes a cycle. We
call such operation fixing a component and the component is fixed.

As we observed earlier, 1-staircases constructed on cycles may be self-overlapping, but
staircases constructed on paths may not. For sigmas, the situation is not that simple:

43

43:13289



2. In-Place Permuting and Inverting Permutations

• from the perspective of an element on the loop of a sigma, it is not easy to recognise
if it belongs to a cycle or to the loop of a sigma, and so we allow self-overlapping
staircases in this case (as in any cycle),

• from the perspective of an element on the tail of a sigma, it is possible to access the
intersection of sigma (we show how later in this section), and we disallow traversing
any element twice by pretending that the connection from the end to the intersection
of the sigma points to a null, effectively being the end of a path.

Definition 2.5.2. The leader of a component is the element that would be the leader in its
fixed component.

Definition 2.5.3. The rank of element 8 on a path or on a tail of a sigma in c is the size of
the best 1-staircase from 8. If there is no best 1-staircase from 8 then its rank is undefined.

Definition 2.5.4. An element 8 is outstanding if has the largest rank among the elements
on its component.

Our algorithm follows the left-to-right framework of Algorithm 1. It maintains the
following invariants:

1. the start of a component is its leader (and is outstanding),

2. the intersection of a sigma is the only element from which there is a best staircase on
the loop of the sigma (and is already processed).

The implementation of the procedure inverting permutations is provided inAlgorithm 13.
Intuitively, the algorithm acts differently depending if the element 8 is on a cycle, a path or
the tail of a sigma. It would be convenient to detect it at the beginning of processing the
element 8, but this would take too much time. However, all the cases start with computing
BestbStaircase(8) and terminate if the computation failed or aborted. As we can only
find the best 1-staircase after processing the whole cycle or component, we can augment
this procedure to (if the best 1-staircase from 8 exists) also return the element 0 which is
either predecessor of 8 (for 8 on the cycle) or the end of the component (for 8 on a path or
the tail of a proper sigma). This is not obvious only for proper sigmas and we use the
following lemma:

Lemma 2.5.5. Given an element 8 on a sigma, it is possible to find the intersection of the
sigma or report that 8 is on the loop in O(ℓ + ?) time, where ℓ and ? are lengths of loop
and tail of the sigma, respectively.

This was described by El-Zein et al. [EMR16], and for completeness, we provide the
proof and implementation of FindIntersection here. We assume that FindIntersection
can be also run on paths and might abort during the evaluation of c. In this case, it returns
0 for which c(0) =⊥.

Proof. Consider a sigma f. We can use the classic Floyd’s cycle-finding algorithm called
tortoise and hare. In this algorithm we maintain two pointers, initially set to 8. In each
iteration both pointers proceed along the sigma, where tortoise does one step per iteration
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and hare does two. Eventually, after at most ℓ + ? of steps they will meet in a common
point of f and the point belongs to the loop of f.

Then we make the tortoise move from the meeting point to traverse the whole loop,
obtaining the length ℓ of the loop of sigma. If the tortoise visits element 8, then we
return that 8 belongs to the loop. Otherwise, we can use two tortoises which move one
step per iteration from the starting point 8. One of them first does ℓ steps and then they
simultaneously move by one step. Clearly, they will meet in the intersection of the sigma.
See Algorithm 12. Then the total number of steps made by procedure FindIntersection(8)
is bounded by 3ℓ + 2? = O(ℓ + ?). �

Algorithm 12: Implementation of tortoise and hare technique to find the
intersection of sigma.
1 function FindIntersection(8)
2 : ← 0, C ← 8, ℎ← 8

3 repeat
4 if c(ℎ) =⊥ or c(c(ℎ)) =⊥ then
5 abort
6 C ← c(C), ℎ← c(c(ℎ))
7 : ← : + 1
8 until C = ℎ
9 ℓ ← 0, C0 ← C

10 repeat
11 if C0 = 8 then
12 return “8 is on the loop”
13 C0 ← c(C0)
14 ℓ ← ℓ + 1
15 until C0 = C
16 C1 ← 8, C2 ← 8

17 for 9 = 1..ℓ do
18 C1 ← c(C1)
19 while C1 ≠ C2 do
20 C1 ← c(C1), C2 ← c(C2)
21 return “C1 is the intersection”

If we started from the tail of a sigma, we can find its the end by using Lemma 2.5.5 and
traversing the loop once more to find the predecessor on the loop. Now we describe how
the algorithm handles all the cases mentioned earlier.

When the leader 8 of a cycle is found for the first time, the algorithm finds the end 8′ of
the corresponding 1-staircase and inverts the cycle, so 8′ becomes the leader of the inverted
cycle. If 8′ > 8, then the cycle is hard, and we change it into a path by cutting before 8′. The
rank of 8′ on the path is stored in the type of the null.

The path remains in this state at least until we consider one of its outstanding elements.
To check if 8 on the path is outstanding, we first check if it is possible to create the best
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leader

leader⊥ leader leader
leader

Figure 2.11: Lifecycle of a hard cycle during the execution of the algorithm (chronologically
from left to right). Circles are the elements from which there is a best staircase, squares
are outstanding elements of each component and large nodes are elements that triggered
the component update.

1-staircase from 8. When the best 1-staircase is found on the path, we check if the rank of
8 matches the one saved in the null and if 8 is the leader on the loop of sigma created by
pointing the end of the path to 8. If this is the case, we preserve the change, otherwise undo.

If the construction of 1-staircase starts from an element 8 on the loop of a proper sigma,
there is no easy way to distinguish it from a cycle. Thus, it is not clear if we can use
Algorithm 7 to verify if an element is outstanding. Fortunately, the rank of any outstanding
element on the tail of sigma equals the rank of the leader of the proper sigma.

If the algorithm finds an outstanding element 8, it creates a temporary, larger sigma, by
pointing the end of the sigma to 8, then checks if there is the best 1-staircase from 8 on the
loop of sigma. If so, the change is in effect or is reverted otherwise. Because of this check,
we have no other elements than 8 with the best staircase on the loop of sigma. See Fig. 2.11.

Let 2 be the intersection of the sigma. From the invariants of our algorithm we have
that 2 was an outstanding element in the component before its last update and its rank C in
the previous component was equal to the rank of the leader. We can compute C by running
BestbStaircase(2) and then we can treat the sigma as if it was a path by assuming that
the end of the sigma points to ⊥C instead of 2.

Notice that if we were always trying to find the intersection of sigma, this could
take much more time than the execution of BestbStaircase(8), which often terminates
early. We also need to ensure that successful call of BestbStaircase(8) never reaches the
intersection of the sigma from the end (it needs to be earlier updated to ⊥C). We execute
procedures BestbStaircase(8) and FindIntersection(8) in parallel in such a way that
for every step of the former procedure, we execute a constant number of steps of the latter.
Additional time spent on finding intersections is bounded by a constant multiple of the
time of BestbStaircase(8) and can be omitted in the complexity analysis.

The correctness of the algorithm follows from the two invariants listed earlier. Each
cycle is inverted exactly once when the leader of the cycle is found. If the cycle was easy,
processing elements on the inverted cycle will not find any leaders. If the cycle was hard,
it is replaced with a path starting at the leader of the inverted cycle (invariant 1 is satisfied).
On a path, there might be several outstanding elements, any might potentially trigger the
replacement of the path into a sigma. The proper sigma starts with the same element
as the path from which it was constructed and after enlarging a proper sigma to another
proper one, its start does not change, so invariant 1 holds. Because created intersections
are always chosen to be outstanding elements on the tail of sigma and we later check if they
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2.5. Inverting permutations in smaller space

Algorithm 13: Final version of the function to process an element in order to
invert a permutation.
1 function Process(8)
2 (?, 0) ← BestbStaircase(8)
3 if ? ≠ NULL then
4 if c(0) = 8 and MinRange(8, ?.4, 0) = ?.4 then

// 8 is on a cycle.
5 8′← ?.GetEnd()
6 0′← c(8′)

// 0′ is the predecessor of the new leader in the
inverted cycle.

7 InvertCycle(8)
8 if 8′ > 8 then
9 c(0′) ←⊥?
10 (?′, _) ← BestbStaircase(8′)
11 A′← ?′.A

// A′ is the rank of the new leader in the path.
12 c(0′) ←⊥A ′
13 else
14 if c(0) ∈ [=] then

// 8 is on a tail of sigma.
15 (?′, _) ← BestbStaircase(c(0))
16 F ←⊥?′.A
17 else

// 8 is on a path.
18 F ← c(0)
19 if ⊥?.A= F then
20 B0 ← c(0)
21 c(0) ← 8

22 (?′′, _) ← BestbStaircase(8)
23 if ?′′ = NULL or MinRange(8, 8) ≠ ?′′.4 then
24 c(0) ← B0

allow creating the best staircase on the loop of the enlarged sigma, invariant 2 also holds.
Sigma can be enlarged many times, but it becomes a cycle when its start is processed (this
follows immediately from invariants 1 and 2). The resulting cycle is the same as it was just
after inverting and before cutting it into the path, so there are no more leaders to be found.
Note that elements can become outstanding only when a path is created and every element
on the loop of sigma is not outstanding, so the number of outstanding elements always
strictly decreases whenever a new sigma is constructed. To estimate the running time, we
state the following property:

Lemma 2.5.6. There are O(1) outstanding elements on every path.
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Proof. Assume there are (at least) 21 + 2 outstanding elements, denoted 81, 82, . . . , 821+2 in
this order on the path, each of rank C. Let <: be the middle of 1-staircase from 8: . <:s are
pairwise-distinct, and it can be verified that the elements appear in the following order on
the path: 81, <1, 82, <2, . . . , 821+2, <21+2. Consequently, we can construct a proper almost
1-staircase of size C + 1 from 81, with the middle <1+1 and ending before <21+2 on the path.
This contradicts the assumption that 81 is of rank C, as either it is of rank at least C + 1 or
there is no best 1-staircase from 81. �

Theorem 2.5.7. For every n > 0, there exists an algorithm for inverting a permutation c
on = elements in On (=1+n ) time using On (log =) additional bits of space.

Proof. We estimate the running time of our algorithm. Any cycle is transformed O(1)
times to intermediate components until it becomes a cycle with its leader already considered
by earlier Process call (from Lemma 2.5.6).

We bound the running time in each cycle and intermediate component separately: the
total time spent on checking for all elements of the structure if there is a best 1-staircase
from each of these elements (Line 2 of Algorithm 13) is always no larger than the time
it would take in the fixed component. MinRange and InvertCycle are executed only
for elements for which a cycle was already traversed, so they do not influence the time
complexity. An additional run of BestbStaircase (Line 10) is executed only once for a
cycle, but for a start of best 1-staircase on a tail of sigma (Line 15 and Line 22) may happen
many times. These additional checks are only recomputing the work already done for the
previous component, as the only elements reached are on the loop of the sigma. Overall,
the time complexity is On (=1+n ) for appropriate n . The amount of additional space follows
from the proof of Theorem 2.3.8. �

2.6 Open problems
One could ask natural question. Is it possible to combine our low space usage with the
running time of algorithm of Fich et al. [FMP95]? If not, maybe at least Ptr of exponential
size from its level could be somehow simplified or simulated by some other structure of
smaller size to make the whole approach a bit cleaner (and more practical)? Unfortunately,
despite making some efforts, we were unable to resolve these questions.

48

48:26989



Chapter 3

Dynamic Interval Scheduling

3.1 Introduction
In this chapter, we start by considering the following problem:

Interval Scheduling (IS)
Input: Set ( of intervals (pairs (B8, 58)).
Output: Report a largest subset (′ of ( such that intervals in (′ are pairwise compatible.

We remind that two intervals are compatible if their intersection is empty. There is a
well-known algorithm that solves IS in $ (=) time plus the time needed to sort the input
intervals by the earliest end time. As we are going to build upon it, we present it in
Algorithm 14.

Algorithm 14: Greedy algorithm for IS.
1 function greedyIS(()
2 ( ← sort(() (by earliest ending)
3 (′← ∅
4 1 ← −∞
5 for �8 = (B8, 58) in ( do
6 if B8 ≥ 1 then
7 (′← (′ ∪ {�8}
8 1 ← 58

9 return (′

Our goal is to consider the following dynamic variant of IS.

Dynamic Interval Scheduling (DIS)
Input: Set ( of intervals (pairs (B8, 58)).
Update: “Insert (B8, 58) to (“ or “Delete (B8, 58) from (“.
Query: Report the size of a largest subset (′ of ( such that intervals in (′ are pairwise
compatible.
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The natural way to solve the problem more efficiently than executing Algorithm 14
every update, is to partition the universe of coordinates into parts that are more or less
independent from each other, allowing to preprocess the execution of the greedy algorithm
in each of the parts separately. Indeed, by following this approach, in Section 3.2, we
present a simple Õ(=1/2)-time algorithm and in Section 3.3 we refine it to obtain Õ(=1/3)
running time.

Next, in Section 3.4, we present an algorithm for a variant of Interval Scheduling
on multiple machines:

Dynamic Interval Scheduling on multiple machines (DIS+)
Input: Set ( of intervals (pairs (B8, 58)) and positive integer < representing the number
of machines.
Update: “Insert (B8, 58) to (“ or “Delete (B8, 58) from (“.
Query: Report the maximum total size of subsets (1, (2, . . . , (< of ( such that for all
8 ∈ [=] the intervals in (8 are pairwise compatible and for all 8, 9 ∈ [=] with 8 ≠ 9 :
(8 ∩ ( 9 = ∅.

For the above problem, the standard techniques would lead to Õ(=1−1/(<+1)) update
time. By adding some combinatorial observations about the structure of optimal solutions,
we brought this time to Õ(=1−1/<). All our upper bounds, both for DIS and DIS+, are
amortized. It is easy to modify our algorithms to return not only the size, but also the set(s)
of selected intervals.

Finally, in Section 3.5, we show that in the weighted variant, even on one machine,
achieving sublinear time is likely not possible.

Dynamic Weighted Interval Scheduling (DWIS)
Input: Set ( of weighted intervals (pairs (�8 = (B8, 58), 28)).
Update: “Insert ((B8, 58), 28) to (“ or “Delete ((B8, 58), 28) from (“.
Query: Report the maximum total sum of weights (28 parts) of a subset (′ of ( such
that intervals (� parts) in (′ are pairwise compatible.

We show an almost linear conditional lower bound for DWIS that relies on Min Weight
:-Clique Hypothesis [LWW18]. So, there is an interesting gap between weighted and
unweighted variant of Dynamic Interval Scheduling.

3.1.1 Previous and related work
Surprisingly, to the best of our knowledge, the complexity of general exact DIS was not
considered in the literature. However, Gavruskin et al. [GKKL15] considered its restricted
version, in which there is an extra constraint on the set (. Namely, it should be monotonic
at all times: for any two intervals (B8, 58), (B 9 , 5 9 ) ∈ ( we should have B8 < B 9 and 58 < 5 9
or vice versa. Under such an assumption, there is a structure with O(log2 =) amortized
time per update and O(log =) amortized time per query. Alternatively, the update time can
be decreased to O(log =) if the query only returns if a given interval belongs to the optimal
solution.

Interestingly, IS is equivalent to the following dual problem:
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Minimum Interval Stabbing
Input: Set ( of intervals (pairs (B8, 58))
Output: Report a smallest set of points {G1, G2, . . . , G: } such that for each interval
(B8, 58) in ( there is at least one 8 such that B8 < G8 < 58.

Indeed, the solution for the stabbing problem is to simply use the endpoints of the
selected intervals from the IS problem with the same input. Similarly, one can always
adjust an optimal solution to the stabbing problem, so that each G8 is moved forward to the
endpoint of an earliest ending interval weakly after G8 and read the solution to IS choosing
exactly one interval ending precisely in each of the selected stabbing points (and starting
the latest among such intervals). The selected intervals are pairwise compatible. A pair of
overlapping intervals would mean that there was additional, unnecessary stabbing point in
the optimal solution for Minimum Interval Stabbing.

For the general version of DIS, Henzinger, Neumann and Wiese [HNW20] designed
an efficient approximation algorithm that maintains an (1 + n)-approximate solution in
polylogarithmic time. The dependency on n has been very recently improved from
exponential to polynomial by Compton, Mitrović and Rubinfeld [CMR20]. In fact,
both solutions work for the weighted version of the problem, called Dynamic Weighted
Interval Scheduling (DWIS). In this problem, each interval has its associated weight, and
the goal is to maintain a subset of pairwise compatible intervals with the largest total weight.
Note that the static version of this problem, called Weighted Interval Scheduling (WIS),
can be solved by a straightforward dynamic programming algorithm [KT06, Chapter 6]
(but the greedy strategy no longer works now that we have weights). This brings the
challenge of determining if the unweighted (and weighted) version of the problem admits
an efficient exact solution.

DIS is much easier when approximation is allowed. Simple divide-and-conquer ideas
may work well. If one chooses any split point G and partitions all the intervals into left and
right parts (discarding intervals that cross G), then by simply taking the union of solutions
in the parts, one loses at most one interval from the optimal solution (the one that could
potentially cross the split point G if other optimal solutions were chosen inside the parts).
Such ideas do not simply work well in exact setting as the decisions made to the left part
are influencing the possibilities in the right part.

A natural generalization of interval scheduling is to consider multiple machines. In
such a problem, there is a shared set of jobs to process, each job can be either discarded
or scheduled on one of the available < machines. Jobs scheduled on each machine must
be pairwise compatible. The goal is to maximize the number (or the total weight) of
scheduled intervals. IS on multiple machines (IS+) can be solved by extending the greedy
algorithm considering intervals by the earliest end time. For each considered interval, if
no machine is free at the respective time, the interval is discarded. If there are some free
machines, the interval is assigned to the available machine that was busy at the latest. A
direct implementation of this approach incurs a factor of < in the running time, but this can
be avoided [FN95,CL95]. The weighted version of the problem (WIS+) can be formulated
and solved as a min-cost flow problem [AS87,BE96]. For the dynamic version, Compton,
Mitrović and Rubinfeld [CMR20] extend their methods for maintaining an approximate
answer to multiple machines, however, their bounds are mostly relevant for the unweighted
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case. A related (but not directly connected) question is to maintain the smallest number of
machines necessary to schedule all jobs in the current set [GKKL15].

3.1.2 Our contribution
We consider dynamic interval scheduling on one and multiple machines. We show that the
unweighted version of the problem admits a sublinear dynamic solution, and furthermore,
we make non-trivial progress on decreasing the exponent in the time complexity of the
solution.

The starting point is a simple structure for the general DIS problem with O(
√
= log =)

amortized update/query time. This is then improved to Õ(=1/3) amortized update/query
time. Formultiplemachines, we begin with< = 2, and show how to solve the corresponding
problem, denoted DIS2, in Õ(

√
=) amortized time per update. Next, we use this solution to

solve the general DIS+ problem in Õ(=1−1/<) amortized time per update. While designing
a solution working in Õ(=1−1/(<+1)) time is not very difficult, our improved time bounds
require some structural insight that might be of independent interest.

Theorem 3.1.1. There is a data structure for Dynamic Interval Scheduling on < ≥ 1
machines that supports any update in Õ(max(=1/3, =1−1/<)) amortized time.

We complement the above result by a (conditional) lower bound for the weighted
version of the problem, even with < = 1. We show that, for every n > 0, under the
Minimum Weight (2ℓ + 1)-Clique Hypothesis [LWW18], it is not possible to maintain
a structure that solves DWIS in O(=1−n ) time per operation. This shows an interesting
difference between the static and dynamic complexities of the unweighted and weighted
versions: despite both IS and WIS admitting simple efficient algorithms, DIS admits a
sublinear solution while DWIS (probably) does not.

3.1.3 Techniques and ideas
A natural approach to DIS is to efficiently simulate the execution of the greedy algorithm.

Definition 3.1.2. For an interval �8 = (B8, 58), the leftmost compatible interval LC(�8) is
the interval (B8′, 58′) ∈ ( with the smallest 58′ such that B8′ ≥ 58 and LC(�8) =⊥ if there is
no such interval.

Note that if the greedy algorithm includes �8 in the solution then it also includes LC(�8).
Thus, it is easy to prove that if �8 is the interval with the smallest 58 in (, then the (optimal)
solution generated by the greedy algorithm is {�8,LC(�8),LC2(�8), . . . }.

One can consider a forest in which each interval is represented as a node and an interval
�8 has parent LC(�8). By creating an artificial root and connecting all forest roots’ to it, we
make this representation a tree. We call it the greedy tree (of (). The answer to the DIS
query is the length of the longest path to the root in the tree. We know this is actually the
path from the earliest ending interval thanks to the greedy algorithm.

A standard approach used in dynamic problems is splitting the current input into several
smaller pieces and recomputing some information only in the piece containing the updated
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Figure 3.1: An input instance for DIS with the optimal solution generated by the greedy
algorithm marked using bold lines and the corresponding greedy tree.

item. Then, the answer is obtained by using the information precomputed for every piece.
An attempt to use such an approach for DIS could be as follows. We partition ( into
parts, either by the start or the end times, and in every part, we precompute the result of
running the greedy algorithm from every possible state. The goal is to accelerate running
the algorithm by being able to jump over the parts. For < = 1, we can simply maintain
the greedy tree, as it allows us to simulate running the greedy algorithm not only from
the interval with the smallest end time but in fact from an arbitrary interval �8. We call
this resuming the greedy algorithm from �8. This allows us to jump over the whole part
efficiently, and by appropriately balancing the size of each part we obtain a data structure
with Õ(=1/2) time per update. This is described in detail in Section 3.2. A similar approach
works for < > 1, except that instead of the greedy tree we need to preprocess the answer
for every <-tuple of intervals, resulting in Õ(=1−1/(<+1)) time per update.

We improve on this basic idea for both < = 1 and < > 1. For < = 1, we design a
way to solve the decremental variant of DIS in only (amortized) polylogarithmic time per
update, and couple this with maintaining a buffer of the most recent insertions. For < = 2,
the greedy tree is no longer sufficient to capture all possible states of the greedy algorithm.
However, by a careful inspection, we prove that for a piece consisting of = intervals, instead
of precomputing the answers for all Θ(=2) possible states, it is enough to consider only
O(=) carefully selected states. For < > 2, we further extend this insight by identifying
only O(=1−1/<) states, called compressible. Interestingly, using these states to simulate the
greedy algorithm starting from an arbitrary state requires a separate O(=2) precomputation,
hence we need to consider the case < = 2 separately.

3.2 Interval scheduling on one machine – an
Õ(=1/2)-time algorithm

Here we show a simple structure that already requires a subset of the ideas used in more
complicated and faster structures described in the thesis. More precisely, we present a data
structure for DIS showing the following.
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Theorem 3.2.1. There is a data structure for DIS that supports any sequence of =
insert/delete operations in O(

√
= log =) amortized time per update.

Our structure work in epochs. At the beginning of each epoch, we set # to be the
number of intervals in (. When the number of intervals is outside range [ #2 , 2#], the new
epoch begins. At the beginning of an epoch, we construct an additional data structureD of
all intervals in ( by a sequence of inserts in any order. In each case, both for Õ(=1/2)-time
and Õ(=1/3)-time structures, we provide an appropriate description of D later. These
reconstructions have no impact on the amortized update time complexity as = actual
operations are turned into O(=) insertions and deletions. We maintainD during the epoch.

We choose the set of separators G1 < G2 < · · · < G: . Separators split the universe of
coordinates into : + 1 parts: P0,P1, . . . ,P: . Assuming that G:+1 = +∞, each part P 9
contains intervals (B8, 58) with G 9 ≤ B8 < G 9+1. Thus, at any time, parts represent partition
of intervals. We define the size of a part as the number of intervals in it. Intervals store
references to parts in which are contained.

Separators (and pointers to the appropriate parts) are stored in a predecessor/successor
data structure (we use balanced binary search trees [CLRS09] 1) and (for an Õ(=1/2)
structure) are chosen to satisfy the following invariant: each part has size at most 2

√
# and

for every two consecutive parts P 9 and P 9+1 at least one has size at least 1
2

√
# . Thus, there

are O(
√
=) parts at any time and local rebuild of parts of size O(

√
=) happens after Ω(

√
=)

operations affecting the part. These rebuilds are simply appropriate separate insertions.
Notice that if the original number of insertions was =, the number of insertions with these
rebuilds is still O(=).

Intervals in part P 9 satisfying 58 < G 9+1 are called internal and all the others are called
external. Internal intervals are stored in predecessor/successor data structures: sorted by B8
and, separately, sorted by 58. Additionally, we have the same structures defined globally,
for all the intervals in (. This allows to compute LC(�8) in O(log =) time.

For each internal interval �8 in part P 9 we store its leftmost compatible internal interval
in the same part, denoted by LC-int(�8) (either LC(�8), or ⊥ in case LC(�8) ∉ P 9 or is
external). Additionally, we store the information to resume the greedy execution from an
internal interval �8 to the latest interval in the same part. This includes: Res-int(�8) – the
largest A ≥ 0 such that LC-intA (�8) ≠⊥ and Exit-int(�8) = LCRes-int(�8)−1(�8).

When the content of P 9 is updated, all the above values for intervals of P 9 are
recomputed naively from scratch: we start with computing LC-int(·) in decreasing order
of 58. We set LC-int((B8, 58)) to be the interval �′ with the smallest 58′ among intervals
with B8′ ≥ 58, or ⊥ if there is no such interval. We update which interval is �′ whenever the
computation of LC-int(·) proceeds to smaller values of 58 by querying the appropriate part
structure (containing only internal intervals) sorted by B8. Overall, this naive recomputation
of all information for all internal intervals in the part takes O(

√
= log =) time.

With the above, we can resume the greedy algorithm from any �8 in any P 9 until
reaching the earliest interval in the solution outside P 9 in O(log =) time. For an external
interval �8 it is enough to proceed to LC(�8) to exit P 9 . If �8 is internal, we increase the
total result by the number of selected intervals in the part (the internal result for �8) and

1If for all intervals B8 , 58 are small integers bounded by*, we could use H-fast tries [Wil83]. This way
we could achieve O(

√
= log log*) amortized time per operation.
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proceed to �8′ = LC(Exit-int(�8)). �8′ may already be in some further part or it may be an
external interval in P 9 and then we proceed to LC(�8′) ∉ P 9 .

To answer a DIS query, we simulate the execution of the greedy algorithm starting
from the earliest ending interval and traversing the parts as described above. The query as
described takes O(

√
= log =) time.

To insert an interval (B8, 58) to (, we first locate the appropriate part P 9 in the separators
structure, insert the interval into P 9 , recompute the additional information associated with
P 9 and update the global structures. All these takes O(

√
= log =) time. During insertion, it

may happen that P 9 becomes too large. In this case, if the size reached B, we naively find
(using an appropriate predecessor/successor structure) d B2e-th value G in the set of B8s of all
intervals in P 9 and add G as the new separator. This splits P 9 into two new parts, which we
recompute from scratch. This, again, works in O(

√
= log =) time.

Deletion of an interval of P 9 is similar and if the total size of two consecutive parts
(either pairP 9 andP 9+1 orP 9−1 andP 9 ) drops below 1

2

√
# , we merge the parts by removing

the separator between them and recompute the newly created part.

3.3 Interval scheduling on one machine – an
Õ(=1/3)-time algorithm

We assume that for all intervals B8, 58 ∈ R+2. We make endpoints of all intervals pairwise
distinct with the standard perturbation. We assume that each insert operation returns a
handle to the interval which can later be used to delete.

Here we extend the approach from the previous section and present a data structure
showing the following.

Theorem 3.3.1. There is a data structure for DIS that supports any sequence of =
insert/delete/query on intervals in Õ(=1/3) amortized time per each operation.

We still follow the epochs approach and partitioning into parts, as described in the
previous section, except from using different parameters which we describe later. We
maintain a global successor structure storing all intervals sorted by their end time that
enables efficient computation of LC(·). There are : separators that split the universe of
coordinates into parts of similar size. Intervals are assigned into parts P0,P1, . . . ,P: by
their start time. Some intervals are internal (if they fully fit in the part) and other are
external (otherwise). Both Õ(=1/2) and Õ(=1/3) structures are able to efficiently find the
internal result for an interval �8 in a part, that is how many intervals the greedy algorithm
can choose from �8 until reaching the exit (the last selected) interval of the part, so DIS
query is solved by iterating over these parts and applying the exit of one part as an input to
the next one.

2For our structures, it is sufficient that B8 and 58 characterizing intervals are pairwise comparable. One
could also use an order maintenance structure [DS87,BCD+02] to only assume that when inserting an interval
(B8 , 58) we know just the endpoints of existing intervals in ( that are the nearest predecessors of B8 and 58 .
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In the Õ(=1/3) structure, the separators are chosen such that each part has size at most
2#2/3 and for any two consecutive parts P 9 and P 9+1 at least one has size at least 1

2#
2/3.

Thus, there are always O(=1/3) parts.
Since our goal is to achieve Õ(=1/3) update time and parts are larger, we cannot afford

to recompute the whole part from scratch for every update in it (as we did in Section 3.2).
Instead, we keep internal intervals of a part in two structures: a decremental structure D 9

and a buffer B 9 . External intervals are only stored in the global balanced binary search
tree containing all the intervals. We first sketch the idea and describe the details in the
following subsections.

The decremental structure D 9 of each part contains O(=2/3) intervals, has no
information about buffer intervals, can be built in Õ(=2/3) time and allows deletions
in O(polylog =) time. The buffer B 9 contains only at most #1/3 last inserted internal
intervals in P 9 . Each operation in a part leads to the recomputation of information
associated with the buffer in Õ(=1/3) time. When B 9 overflows, we rebuild the decremental
structure from scratch using all internal intervals from the part and clear the buffer. Such
recomputation happens every Ω(=1/3) updates inside a part. This way the update time of
our solution can still be within the claimed bound.

As the optimal solution may use intervals both from the decremental collection and the
buffer interchangeably, we need to combine information stored for these sets. For buffer
intervals, we can afford to precompute the whole internal result and the exit of the part
being fully aware of the content of the decremental collection. However, we also need to
“notify” intervals of the decremental collection about potential better solutions that can be
obtained by switching to buffer intervals. For this, we store an additional structure of total
size of Õ(=1/3), recomputed every update in a part, specifying for which intervals of the
decremental collection there exists an “interesting” buffer interval.

3.3.1 Active and inactive intervals
Definition 3.3.2. An interval �8 = (B8, 58) in a collection � of intervals is active if there is
no other (B8′, 58′) ∈ � such that B8 ≤ B8′ ≤ 58′ ≤ 58. Otherwise �8 is inactive.

Lemma 3.3.3. For any set ( of intervals and an interval �8 ∈ (, the greedy algorithm for
IS resumed from �8 chooses (after �8) only active intervals from (.

Proof. Assume there are two intervals �1 = (B1, 51) and �2 = (B2, 52) such that
B2 < B1 < 51 < 52. �1 is considered earlier by the greedy algorithm. If it is scheduled, �2
can no longer be scheduled as �1 and �2 are overlapping. If it is not, �2 also can not be
scheduled as the set of compatible intervals with �2 is the subset of the compatible intervals
with �1. �

A collection of active intervals is monotonic by definition. This provides a well defined,
natural order on the active intervals in the collection: (B8, 58) ≺ (B8′, 58′) ⇔ B8 < B8′ ⇔
58 < 58′. Because of this additional structure, we focus on describing how to maintain the
subset of active intervals inside a collection and only look for the solution of (D)IS in this
subset.
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The decremental structure D 9 in each part only allows rebuilding and deletions.
Rebuilding is done by inserting to initially empty structure. We maintain set of active
intervals A 9 ⊆ D 9 in the decremental structure. When an interval from A 9 is deleted, the
set should report new active intervals. We stress that the decremental structure is not aware
of any buffer intervals of P 9 and in order to determine if a particular interval is active in
the decremental collection we do not take into account any buffer intervals.

Lemma 3.3.4. There is a structure that allows maintaining the subset of active intervals in

1. an insert-only collection

2. a delete-only collection

of size = in O(log =) amortized time per operation. A delete-only structure can be built in
O(= log =) time.

Proof. Each interval (B8, 58) is translated into a point (B8,− 58) in a plane. We say that
point (G, H) dominates point (G′, H′) if G > G′ ∧ H > H′. Point (G′, H′) is then dominated by
(G, H). We say that a point is dominated if there is a point that dominates it. The interval is
active in the collection if and only if the point representing it is not dominated. The set
of non-dominated points forms a linear order: the larger G-coordinate implies the smaller
H-coordinate. We store the front of non-dominated points in a predecessor/successor
structure. Additionally, we maintain a range search tree indexed by G storing in each
node the points of the appropriate range of G-coordinates and what is the point with the
maximum H among them.

We start by describing the insert-only structure. When a point (G, H) is inserted, we
search for its predecessor (Gℓ, Hℓ) and its successor (GA , HA) in the front of non-dominated
points. This way we can either find if (G, H) is dominated by (GA , HA) or if it dominates
(Gℓ, Hℓ). We then update the front and the range search tree appropriately.

To build the delete-only structure, we construct the front of non-dominated points
via simple sorting in O(= log =) time. When a point (G, H) is deleted, we search for its
predecessor (Gℓ, Hℓ) and its successor (GA , HA) in the front and find what are the points in
the range (Gℓ, GA) that become non-dominated. We can do the latter by recursively querying
range search tree for the maximum in range (Gℓ, GA) and either adding the maximum G< as
non-dominated point are recursively doing the same in (Gℓ, G<) and (G<, GA) subranges or
deciding that G< is dominated and ending that recursive call. These new non-dominated
points are added to the front and each interval from the decremental structure is activated
only at most once. Thus, the time charged to each interval in the collection is bounded by
O(log =). �

3.3.2 Decremental structure
For �8 ∈ P 9 , we define LC-decr(�8) to be the next greedy choice in A 9 after �8.

Proposition 3.3.5. The set of greedy predecessors of �8 in A 9 ({�8′ : LC-decr(�8′) =
�8, �8′ ∈ A 9 }) forms a continuous range of active intervals.
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Proof. For any active intervals �1, �2, we have �1 ≺ �2 ⇒ LC-decr(�1) � LC-decr(�2),
so if there are three active intervals �1 ≺ �3 ≺ �2 such that LC-decr(�1) = LC-decr(�2)
then also LC-decr(�3) = LC-decr(�1). �

Intervals of A 9 form a forest where a node representing an interval �8 is the parent of
�8′’s node when LC-decr(�8′) = �8. As in the previous section, we add an auxiliary interval
to make this representation a tree, we denote it T9 and call it a greedy tree of the part P 9 .
Greedy predecessors of �8 are the children of node �8 in the greedy tree. We stress that the
greedy tree is built only for active intervals of the decremental collection.

We internally represent the greedy tree as an augmented top tree T 9 [AHLT05]. This
allows maintaining underlying fully dynamic forest (updates are insertions/deletions of
edges and changes to node/edge weights). Because deletions and activations of intervals in
the decremental structure may change values of LC-decr(·) for many nodes, we augment
the structure (by altering the input tree) as described in Section 3.3.3. This is also one of
the reasons why one cannot apply techniques described in [GKKL15] to solve even the
decremental variant of DIS despite being able to efficiently maintain the (monotonic) set
of active intervals.

When �8 ∈ A 9 is to be deleted, its children � = 21 ≺ 22 ≺ · · · ≺ 2ℓ have to
connect to other nodes of the greedy tree. Let �:+1 = LC-decr(�8) before deletion and
�1 ≺ �2 ≺ · · · ≺ �: are the activated intervals after removing �8. Note that �: ≺ �:+1. Other
nodes than the elements of � do not change its parent.

We first observe that �1, �2, . . . , �:+1 are the only possible parents for nodes in�, remind
the fact that �8′ ≺ �8′′ ⇒ LC(�8′) � LC(�8′′) and use Proposition 3.3.5 to see that some
(possibly empty) prefix of children sequence (21, 22, . . . , 2A1) has to be connected to �1,
then the next range (2A1+1, 2A1+2, . . . , 2A2) has to be connected to �2 and so on until finally
some suffix of children sequence (2A:+1, 2A:+2, . . . , 2ℓ) has to be connected to �:+1. We
use binary search on the children sequence to find indices A1, A2, . . . , A: in this order. We
update the parents of the nodes in the found ranges in the greedy tree as described in
Section 3.3.3 and it takes O(polylog =) per each activated interval.

Using the appropriate query to the top tree, we can resume the execution of the greedy
algorithm restricted to A 9 from any �8 ∈ A 9 in O(polylog =) time.

3.3.3 Top tree
The underlying information maintained in T 9 is chosen to allow maintaining the following:

• weighted level ancestors,
• nearest marked ancestors,
• the total path weight from a node to the root (the sum of weights).

The detailed discussion on how to maintain information that allows efficient computation
of the above in T 9 can be found in [AHLT05, Theorem 15, Theorem 7, Lemma 5]. Here
we note that the top tree is representation of underlying dynamic forest that allows for
link/cut operations on any underlying trees and at the same time efficiently maintaining
additional information that can be recursively computed for larger parts of tree based on
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information for subparts of the same tree. The structure is a balanced tree (of height
O(log =)), where nodes represent clusters (connected subtrees of some underlying tree
with at most two special nodes called boundary nodes, these are the only nodes allowed to
have connection with any other node outside the cluster). Leaves of the top tree represent
edges of the underlying tree and internal nodes of the structure represent larger clusters that
are recursive subdivisions of the original trees. Such structure can be easily augmented
to maintain the above list. Any path in the dynamic tree can be partitioned into O(log =)
internal paths inside clusters and O(log =) boundary edges (between clusters). Top tree
provides user interface that allows to define howMerge, Split and Create operations should
recompute the internal information connected with modified/created clusters.

T 9 represents an underlying modified greedy tree T 9 , namely, we binarize the tree by
reorganizing the children of each non-leaf node and adding auxiliary nodes as presented in
Fig. 3.2. A node in such a modified greedy tree that represents an actual interval has a
weight 1, all other auxiliary nodes have a weight 0. The weight of the path between nodes
is the sum of the weights of the nodes on the path (including the endpoints). This way, the
weight of a path from a node representing an interval �8 to the root of the modified greedy
tree represents the number of intervals chosen by the greedy algorithm from �8.

?

21 22 23
. . . 2:

?

2:

2:−1

2:−2
. . .

21@?

Figure 3.2: A part of a greedy tree is shown on the left and the modified greedy tree
represented by T 9 is shown on the right. We assume 21 ≺ 22 ≺ 23 ≺ . . . ≺ 2: . One can
retrieve 8-th child of a node by querying for the level ancestor from node @? (ignoring the
weights of nodes).

A 9 is always monotonic so we use ≺ order on children. This way, we can update values
of LC-decr(·) for a range of children of a node in O(polylog =) time by the appropriate
splits and joins in T 9 . Apart from auxiliary nodes, pre-order traversals of T9 and T 9 are
equal.
T 9 and T 9 are used internally as representations of T9 that enable efficient

implementation of the necessary operations. Any updates of T9 are naturally translated into
updates of T 9 and T 9 or were described above. We proceed with describing the further
details on T9 .
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Definition 3.3.6. For an interval �8 ∈ A 9 , we define its depth as the depth in T9 . The set of
intervals of the same depth 3 is called a layer 3 in T9 (or P 9 ).

Remark 3.3.7. We already have all the ingredients for the algorithm to solve the delete-only
DIS variant in O(polylog =) time. In this case, we do not partition intervals nor use a
buffer. Instead, we only use the top tree representing the greedy tree of all the active
intervals in the whole decremental collection of intervals.

Similarly, we remind that the structure for maintaining the subset of active intervals can
be also maintained for the insert-only variant of DIS (Lemma 3.3.4). Now we also observe
that we can maintain the greedy tree when the intervals are only inserted. A new interval �8
may only improve LC(·) for some continuous range of intervals and we can binary search
the endpoints of this range. To account for the cost of reconnecting these nodes, which may
have many different parents, we observe that for any insertion, there is only at most one
interval that loses a child in the greedy tree and is not deactivated. We charge the time of
reconnection of the range of its children to the insertion of �8. We charge the time needed to
reconnect other nodes to the insertion of their (deactivated, thus actually deleted) parent.
This establishes the time complexity of the insert-only variant of DIS to O(polylog =).

3.3.4 Buffer
With the range search tree of all internal intervals in the part, we can check, for an interval
in B 9 , if it is active in the collection of all internal intervals of P 9 . An update in the part
leads to naive recomputation of the active part of the buffer. It takes Õ(=1/3) time. We
store the whole content of the buffer, including inactive intervals.

Definition 3.3.8. For intervals �1 ∈ A 9 and �2 ∈ B 9 , we say that �1 directly wants to
switch to �2 if and only if all the following conditions hold:

• �1 ends earlier than �2,

• �1 and �2 are compatible,

• �2 ≺ LC-decr(�1).

The aim of the above definition is to capture that sometimes the value of LC(·) may
be different from LC-decr(·). Note that if �1 directly wants to switch to �2 it does not
necessarily imply that LC(�1) = �2. It just means that �2 is (in sense of ≺) a better next
greedy choice for �1 than it appears from the computation in the decremental collection.
The same can be said about any earlier interval �8 for which the greedy algorithm will later
choose �1 (for which there is : ≥ 2 such that LC-decr: (�8) = �1). In other words, the
greedy algorithm resumed from any node in the subtree of �1 in the greedy tree will not
choose LC-decr(�1). Thus, we define the following.

Definition 3.3.9. For intervals �1 ∈ A 9 , �2 ∈ B 9 we say that �1 wants to switch to �2 if and
only if there exists an integer : ≥ 0 such that LC-decr: (�1) directly wants to switch to �2.
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�1 �2 �4

�5�3

�6

�1

�2

Figure 3.3: One of the parts in example instance of DIS. Intervals in the decremental
collection are shown above the dotted line and buffer intervals are below. Dashed arrows
connect intervals with their respective LC-decr(·). Here intervals �1, �2, �3 and �4 want to
switch to �1 (�3 and �4 directly) and interval �3 wants to (directly) switch to �2.

Proposition 3.3.10. For an interval �8 ∈ B 9 , there exist an integer 3 such that the set of
intervals in A 9 that directly want to switch to �8 is either:

• a continuous range of a layer 3,
• or a suffix of layer 3 and a prefix of layer 3 + 1.

Proof. Let �1 ≺ �3 ≺ �2 and assume that �1 and �2 want to switch to �8. Then, also �3 wants
to switch to �8: �8 ends earlier than LC-decr(�3) because �1 wants to switch and �3 can
switch to �8 because �2 can. This shows that the nodes that want to switch to �8 form a
continuous range in ≺. Active intervals that directly want to switch to any particular �8
are pairwise overlapping. Indeed, with of any two compatible intervals �1 ≺ �2, we would
have LC(�1) � �2 so LC(�1) ends earlier than any buffer interval compatible with �2 to
the right of �2. This also proves that a node and its parent in the greedy tree cannot both
directly want to switch to the same buffer interval thus completing the proof. �

Informally, Proposition 3.3.10 shows that the actual size of the information needed to
notify the intervals from A 9 that want to directly switch to a particular buffer interval is
small. For each buffer interval, it is enough to remember endpoints of at most two ranges.

We want to efficiently store also switching that is not direct (in sense of Definition 3.3.9
instead of Definition 3.3.8). Intervals that want to switch to �8 are the nodes in subtree of
any node in ranges from Proposition 3.3.10. For range from �1 to �2 on layer 3 that wants to
directly switch to �8, any node �3 on layer 3′ = 3+: ≥ 3 satisfying �1 � LC-decr: (�3) � �2
wants to switch to �8, see Fig. 3.4.

Note that if we traverse the greedy tree in BFS order (visiting children left-to-right) we
obtain exactly ≺ order. Thus, when comparing two intervals on the same layer we can just
see which one is earlier in the pre-order traversal of T9 . This way we can treat layers as
sorted collections of intervals (actually, subranges of ≺).

We use a 2D range search tree indexed by depth and position in the pre-order traversal
of intervals in A 9 . The structure allows us to store a collection of three-sided rectangles,
so that given query point we can check if it is contained in at least one of the rectangles.
To mark nodes as in Fig. 3.4 we add [3, +∞) × [pre(�1), pre(�2)] to the tree.
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LC: (�3)
�1 �2

3

�3
3 + :

LC(�3)
LC2(�3)

�8

Figure 3.4: �3 ∈ A 9 wants to switch to �8 ∈ B 9 . Nodes of 3-th layer in range from �1 to �2
directly want to switch to �8. In the gray area are the nodes that want to switch to �8.

An interval may want to switch to multiple intervals but the actual switching point for
any �8 ∈ A 9 is the earliest in ≺ (the deepest in T9 ) interval that wants to directly switch to a
buffer interval on the path from �8 to the root in T9 . We deduce the earliest switching to
buffer interval from any �8 ∈ A 9 on layer 3 in O(polylog =) time by using a binary search
on depth 3′ ≤ 3, each time querying the 2D range search tree if a point (3′, �8) is covered
by at least one rectangle. The result for the prefix of the path until reaching the buffer can
be obtained from the top tree T 9 . We recreate the whole range search tree after an update
in the part.

For any �8 ∈ B 9 we store the total length of the path to the root of T9 (this is the internal
result for �8 in P 9 ) and the latest actual interval of P 9 just before reaching the root (this is
the exit for �8 in P 9 ). This information is recomputed for all buffer intervals in P 9 using
dynamic programming by iterating the buffer intervals by decreasing end times as follows.
For �8 ∈ B 9 , we compute LC(�8) and if it is a buffer interval, we use its exit result and its
internal result plus 1 as the information for �8 (and, by the order of the computation, we
already know these). If LC(�8) ∈ A 9 , we query the decremental collection for the next
buffer interval after �8 selected by the greedy algorithm as described above and combine its
result with the prefix of the traversed path from LC(�8) in the decremental collection. This
is computed in Õ(=1/3) time.

3.4 Interval scheduling on multiple machines
We stress that we assume that there are constant number of machines thus we are going to
ignore O(poly<) factors in time complexities. The difference between a naive application
of standard techniques and our algorithms is negligible when < is large.

As the main idea of our algorithm is to efficiently simulate the folklore greedy algorithm
for IS+ (described in [FN95, CL95]), we now remind it. The intervals are considered
separately by the earliest end time. For each considered interval, if there is no available
machine at the time, the job is rejected. Otherwise, it is accepted and assigned the available
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machine that was busy at the latest time. The proof of correctness is a standard exchange
argument.

We use insights from Section 3.3 and Section 3.2 and split the intervals into O(=1−1/<)
parts of size at most O(=1/<). But now the part to which the interval belongs is determined
by its end. Other details like epochs, splitting and merging the parts remain the same. We
restrict LC(·) to only consider intervals in the same part as the argument of the operation
(it can return ⊥). We build an additional structure for internal intervals in each part and
rebuild it every update in the part. The state of the partial execution (up to some time C) of
the greedy algorithm can be fully described by the sequence of length <, where the 8-th
entry describes which interval was last scheduled on 8-th machine before or at time C.

Some of the entry intervals to P 9 may not belong to P 9−1 if some machine had not
accepted any intervals in P 9−1. At the same time, we want to preprocess information only
for tuples of intervals from P 9 , thus we need the following additional notation. We use
elements �8 (called artificial intervals) to indicate that there is a machine which was busy
up to time B8 but not later.

Definition 3.4.1. The greedy state � C (at time C) is the (multi)set of < input or artificial
intervals. Each element �8 = (B8, 58) ∈ � C means that at time C there is a machine that was
busy up to time 58 but not later and each element �8 means that at time C there is a machine
that was busy up to time B8 but not later.

Thus, · indicates that the particular machine is blocked for all intervals that start
too early. Despite each interval can only be selected once, we may want to mark that
some machines are busy up to the same time. For this reason, we decided to use multisets
for greedy states. As a technical, implementation note, we observe that (B8, 58) can be
simulated by an artificial interval (−∞, B8).

The greedy algorithm only considers values of C that are end times of intervals
�8 = (B8, 58) in the input. We slightly abuse the notation and use �: to denote the greedy
state at time 5: and assume the intervals are ordered according to the order of the IS+
algorithm i.e. 51 < 52 < . . . < 5=. To not consider cases with |�: | < < we add < pairwise
overlapping intervals ending all earlier than the beginning of any actual input interval.

If �:−1 ≠ �: , exactly one element of �:−1 needs to be updated to obtain �: . It is the
one that is ending the latest among the elements of �:−1 compatible with �: . One can see
the same from a slightly different perspective. Let assume that 8 is the index for which
LC(�8) is the earliest ending interval among �: . Then �: = �:+1 = . . . = �: ′−1 ≠ �: ′

and �: ′ = �: \ {�8} ∪ {LC(�8)}. We call �: ′ the next greedy state after �: and denote it
Next(�: ). Because LC(·) can be computed in O(polylog =) time using the appropriate
structure as described in Section 3.2, we iterate through all candidates for �8 in the greedy
state and thus have the following.

Corollary 3.4.2. Next(�: ) can be computed in Õ(<) time for any �: .

As in the case of interval scheduling on one machine, our goal is to be able to efficiently
handle (in O(polylog =) time) a query for the internal result (the number of accepted
intervals) and the exit greedy state from the part for a given entry greedy state �: in the
part – we call this the part query from the greedy state �: .
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We now proceed to explanation on how to create a function that, given the exit greedy
state from P 9−1 produces the entry greedy state for P 9 . Notice that during the execution of
the greedy algorithm up to P 9−1, it may happen that some machine will not accept any
new interval in P 9−1, so the exit greedy state coming from P 9−1 may contain intervals also
from earlier parts. This is not desirable: we want to only consider intervals from one part
at the time. Let us now describe how to translate such an exit greedy state coming from
P 9−1 into an entry greedy state of P 9 , so we can later only consider the content of one part.
We observe that the decisions of the greedy algorithm only depend on the relative order of
endpoints of the considered intervals. If a machine was busy up to time C and there are
no intervals starting before time C′ > C, we can safely assume that the machine is busy up
to time C′ without changing the execution of the greedy algorithm. Thus, we temporarily
round up the end of each interval in the greedy state to the earliest start of some interval
in P 9 . See Fig. 3.5. We stress that the result of rounding is not necessarily part of the
solution generated by our algorithm. It just indicates times up to which the machines are
busy. After computing the exit greedy state for P 9 , we inspect if there are machines that
have not accepted any intervals from P 9 and revert the rounding for these.

�1 �6

�2

�3

�4

�9

�5

�7

�8

�10

P 9−1 P 9

Figure 3.5: Translation of an exit greedy state � = {�1, �2, �3, �4} from part P 9−1. Each
interval of � is rounded to the earliest starting interval in P 9 that is later than the end of
the interval (denoted by dashed directed edge). Thus, we can assume that the entry greedy
state in P 9 is {�5, �6, �7, �7}.

We define active intervals as in Definition 3.3.2, but we cannot make direct use of
Lemma 3.3.3 because in the case of multiple machines it may happen that inactive intervals
are part of the optimal solution. We are still going to use greedy tree despite these
difficulties. As inactive intervals may not form a monotonic collection, we redefine ≺ order
as follows: (B1, 51) ≺ (B2, 52) ⇔ 51 < 52. We still maintain the greedy tree T9 and the top
tree T 9 3 as described for one machine. We identify intervals with the nodes representing
them in T9 .

Lemma 3.4.3. Let �8 = (B8, 58) be an inactive interval and let �8′ = (B8′, 58′) be the latest
(in ≺) interval contained inside �8. If �8 ∈ �8 then also �8′ ∈ �8.

3We could also use simpler structures as we only need a subset of operations provided by the top tree
and we can afford to rebuild the structure from scratch every update.
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Proof. Any interval compatible with �8 is also compatible with �8′ and �8′ ends earlier than
�8. This means that if �8 is accepted then also �8′ is (at time 58′). From time 58′ up to time
58 the machine that accepted �8′ cannot accept other interval: it would have to start after
58′ and end before 58 thus violating our assumption that �8′ is the latest interval contained
inside �8. This implies that �8′ ∈ �8. �

Lemma 3.4.4. Let � = {�1, �2, . . . , �<} be a greedy state for which all elements are active
intervals. Let �∗ = (B∗, 5∗) be the earliest (in ≺) interval being a common ancestor of any
pair of elements of �. Let S(�8, �∗) be LC: (�8) with the largest : such that LC: (�8) ≺ �∗.
Let N(�8, �∗) be {�8, LC(�8), LC2(�8), . . . , S(�8, �∗)}.

Then N(�1, �∗) ∪ N(�2, �∗) ∪ . . . ∪ N(�<, �∗) are the only elements scheduled by the
greedy algorithm for IS+ resumed from� before reaching time 5∗. Additionally, just before
time 5∗, the greedy state of the algorithm is {S(�8, �∗) : 8 ∈ {1, 2, . . . , <}}.

Proof. First, we make a technical note that thanks to the artificial root added to form the
greedy tree, the interval �∗ always exists.

The candidates for values of Next(� C) are� Cs with exactly one of the intervals replaced
by its LC(·) assigned to the same machine. Thus, by using this reasoning inductively for
Next: (�) for increasing : , we observe that when moving forward along the path from
any �8 ∈ � to the root in the greedy tree, at least until reaching some interval � �∗, all the
traversed intervals will be scheduled on the same machine as �8. Additionally, for different
�8′, �8′′ ∈ �, the paths from �8′ and �8′′ in the greedy tree do not share any nodes that are ≺ �∗
(by definition). This way, all and the only elements that are included in some greedy state
after � before considering �∗ are the elements of N(�8, �∗) and also just before considering
�∗ all the latest elements of N(·, �∗) are in the greedy state. See Fig. 3.6. �

�1 �4

�2 �5

�3 �6 �7

�∗

Figure 3.6: Lemma 3.4.4 for � = {�1, �2, �3}. Here we assume �6 ≺ �∗ ≺ �7. Elements of
N(·, I*) are filled dots. We have Next9(�) = {�4, �5, �6} and �∗ ∈ Next10(�).

If the elements of greedy state � are all active, we can naively compute �∗ as in
Lemma 3.4.4 by checking LCAs of all pairs of intervals in � in the greedy tree and then
proceeding to the last interval before �∗ independently from each node to obtain the last
greedy state before reaching �∗ as in Fig. 3.6. Thus we have the following.

Corollary 3.4.5. Let � = {�1, �2, . . . , �<} be a greedy state with only active intervals and
let �∗ be defined as in Lemma 3.4.4. It is possible to compute both the smallest : for which
�∗ ∈ Next: (�) and the value of Next: (�) itself in Õ(<2) time.
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3.4.1 An Õ(=1/2)-time algorithm for two machines
In this section, we focus on describing an efficient algorithm for dynamic interval scheduling
on two machines and prove the following.

Theorem 3.4.6. There is a data structure for DIS2 that supports any sequence of =
insert/delete/query on intervals in Õ(=1/2) amortized time per each operation.

Lemma 3.4.7. There are only three possible forms of a greedy state for two machines.

(a) {�1, �2} where �1 ≺ �2, �1 and �2 are compatible and �2 is active,

(b) {�1, �2} where �1 ends earlier than �2, �1 and �2 are overlapping and �2 is active,

(c) {�1, �2} where an active interval �1 is fully contained inside (an inactive) �2.

Proof. First we assume, without losing generality, that the greedy algorithm considered
at least two intervals and resumes from the greedy state �2 that is of the form (a) and
�1 = (B1, 51), �2 = (B2, 52). One can easily prepend any instance of DIS+ with two intervals
to achieve this.

Let assume that the next accepted interval by the greedy algorithm is �3 = (B3, 53) and
the next greedy state after �2 is �3. There are three cases (as on Fig. 3.7):

(aa) 52 < B3 – then �3 is an active interval and �3 = {�1, �3} is of the form (a),

(ab) B2 < B3 < 52 – then �3 is an active interval and �3 = {�2, �3} is of the form (b),

(ac) B3 < B2 – then �3 is an inactive interval and �3 = {�2, �3} is of the form (c).

We now proceed to similar analysis of what are the forms of next greedy states that can be
reached from states of the form (b) and (c).

If �2 is of the form (b) then �3 is either compatible with �2 (case (ba)) and �3 is of the
form (a), or it overlaps with �2 (case (bb)) and �3 is of the form (b). Additionally, �3 is
inactive, which will be used later. Note that �3 can not overlap with �1 as then �3 would be
rejected.

Similarly, if �2 is of the form (c) then �3 is either compatible with �2 (case (ca)) and
�3 is of the form (a), or it overlaps with �2 (case (cb)) and �3 is of the form (b).

No other forms than (a), (b) or (c) are reachable from (a) and this concludes the
proof. �

We now describe our algorithm for DIS2. For each part it maintains the following:

• �[�8] for all active intervals �8 – the result of part query from the greedy state {�8, �8′}
of the form (b) where �8′ is direct successor (in ≺ order),

• � [�8] for all inactive intervals �8 – the result of part query from the greedy state
{�8, �8′} of the form (c) where �8′ is the latest (in ≺ order) active interval fully inside
�8.
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(a)
�1 �2

�3

�3

�3

(aa)
(ab)

(ac)

(b) �1

�2

�3

�3

(ba)
(bb)

(c) �1

�2

�3

�3

(ca)
(cb)

Figure 3.7: Three possible forms of a greedy state and cases as in Lemma 3.4.7. Active
intervals are marked with bold lines and potential cases for �3 are marked with dotted lines.
Note that �1 in forms (a) and (b) may be either active or inactive.

When a part is updated, �[·] and � [·] structures are rebuilt from scratch. Computation
of �[�8] or � [�8] is nothing else than answering a part query for the appropriate greedy
state. We ask these queries in decreasing order of the sum of indices (in ≺ order) of the
two intervals of the greedy state. This way, during the recomputation of �[·] and � [·]
structures, whenever the algorithm is going to use some other result of �[·] or � [·] it is
already computed as the queried sum of indices will be larger. See the details below.

Additionally, for each active interval �8 we precompute the earliest (in ≺) interval �8′ not
on the path from �8 to the root of T9 . We do this using dynamic programming, inspecting all
the intervals in decreasing order of ≺ and it takes Õ(=1/2) time. Similarly, we precompute
the number of intervals on the path from �8 to the latest interval ending earlier than �8′.

We now describe how to answer the part query from a greedy state �8 following the
proof of Lemma 3.4.7 and considering all forms of �8.

If �8 is of the form (a) we focus on finding the greedy state �8′ = Next: (�8) for which
: is the smallest such that �1 ∉ Next: (�8). If �1 is replaced in �8′ by an active interval �8′,
it has to be the earliest (in ≺) interval overlapping with an interval �8′′ on the path from �2
to the root in T9 (it can also be �2 itself). We know which one and what is the contribution
to the internal result as we precomputed it. Moreover, we observe that �8′ = {�8′, �8′′} and
its part result is stored in �[�8′′] so we just read the result from there. We notice that as
long as we transition from form (a) to (a), the interval �1 remains unchanged in our greedy
state while �2 is being replaced by LC(�2), then LC2(�2) and so on. If �1 is replaced in �8′
by an inactive interval �8′, it has to be the earliest (in ≺) interval compatible with �1. Then
�8′ = {�8′, �8′′} where �8′′ is the latest (in ≺ order) active interval fully inside �8′. Thus, we
read the part result for �8′ from � [�8′].

If �8 is of the form (b), then Next(�8) is either of the form (a) for which we proceed
as described above or of the form (b) but with both greedy state intervals active (case (bb)
of the proof of Lemma 3.4.7), for which we use Corollary 3.4.5 to reach the greedy state of
the form (a) and later proceed as described above.

If �8 is of the form (c), then Next(�8) is either of the form (a) or (b) and we proceed
as described above.
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3.4.2 An Õ(=1−1/<)-time algorithm for < ≥ 3 machines
Before we start describing the final algorithm for < ≥ 3 machines, we need an additional
building block for the two machine case.

Definition 3.4.8. For a collection of intervals (, for �1 ≺ �2 from (, we define the first
machine replacement FMR(�1, �2) to be the interval in ( which replaces �1 in the greedy
state when resumed the greedy execution from the greedy state {�1, �2} on two machines.
In other words, FMR(�1, �2) is the interval after �2 that ends earliest among intervals
scheduled on the same machine as �1 by the greedy algorithm for IS+.

�1

�2

FMR(�1, �2)

Figure 3.8: Both dotted intervals are accepted by the machine that accepted �2 and the
dashed interval overlaps with �1 so it is rejected. The left dotted interval in the example is
�8′′′, the solution of the subproblem from the computation of FMR(�1, �2).

Within the desired time bounds, for < ≥ 3, we can afford recomputing FMR(·, ·)
in parts from scratch for every pair of intervals in the updated part, as long as this
recomputation takes Õ(|P 9 |2) time. We could not do the same for < = 2.

Lemma 3.4.9. The values of FMR(·, ·) for all pairs of intervals in a collection of = intervals,
can be computed in Õ(=2) time.

Proof. Let �1, �2, . . . be intervals of a part in order of ≺. We compute FMR(�8′, �8′′) for
each (�8′, �8′′) in decreasing order of the sum of 8′ + 8′′ indices. To compute FMR(�8′, �8′′),
for �8′ = (B8′, 58′) and �8′′ = (B8′′, 58′′), we first find the earliest ending interval �8′′′ that ends
later than �8′′ and is compatible with �8′. To solve this subproblem, we take a geometric
view: each interval (B8, 58) is converted into a point (B8, 58) in 2D plane, the goal is to
find the point with smallest H-coordinate above and to the right of (B8′, 58′′). This is
solved by a 2D range search tree indexed by (G, H)-coordinates storing the appropriate
result. The tree can be constructed in O(= log =) time and it can be queried in O(log =).
We proceed with the computation of FMR(�8′, �8′′). There are two cases: either �8′′′ is
overlapping with �8′′ and then FMR(�8′, �8′′) = �8′′′ or �8′′′ is compatible with �8′′ and then
FMR(�8′, �8′′) = FMR(�8′, �8′′′) which is already known by the order of the computation. We
can also compute the number of intervals chosen by the greedy algorithm when resumed
from state {�8′, �8′′} until reaching FMR(�8′, �8′′) (just 1 or the number chosen from �8′, �8′′′

plus 1 depending on the above cases). �

As it turns out, the values of FMR(·, ·) play important role in the algorithm for < ≥ 3.
We want to preprocess tuples of possible entry greedy states for a part to be able to
efficiently answer part queries. The problem is that we have O(=1/<) intervals in each part,
but we aim at Õ(=1−1/<) time complexity. Thus, we cannot precompute part queries for
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all possible greedy states. Instead, we carefully select specific compressible greedy states
for which part query results are actually stored and design an algorithm that can push the
simulation forward to the next compressible state or the exit state from the part.

Definition 3.4.10. Let� C = {�1, �2, . . . , �<} be a greedy state. We assume �1 � �2 � . . . �
�<. We say that � C is compressible if at least one of the following conditions hold:

(a) �< is inactive,
(b) �< is active and exists active interval �? such that LC(�?) = �<,
(c) �< = FMR(�1, �<−1).

Lemma 3.4.11. In a part of = intervals for DIS+ on < machines, there are only O(=<−1)
compressible greedy states.

Proof. We consider all the forms of the compressible greedy state as in Definition 3.4.10.

(a) from Lemma 3.4.3 we know that the greedy state also contains the latest interval �8
fully inside �< and thus one of the greedy state components is uniquely determined
by the others and we represent such state by storing all its intervals except �8, there
are O(=<−1) such states,

(b) there is an edge (�?, �<) in the greedy tree ofP 9 , we represent the state as (<−2)-tuple
of other intervals and the identifier of the appropriate edge, so there are O(=<−1)
such states,

(c) we represent this case by storing all the intervals of the greedy state except �< as it is
equal to FMR(�1, �<−1), so there are O(=<−1) such states. �

Note that we can decompress the representations from the proof of Lemma 3.4.11 in
O(<) time to obtain a full greedy state of size <. Also, by taking into account the sizes
of the parts, we obtain that there are only O(=1−1/<) compressible greedy states for =
intervals in (.

For an update in P 9 , we recompute part query results for all compressible greedy states
in P 9 . As in Section 3.4.1, we do this using dynamic programming, in decreasing order of
the sum of indices of the uncompressed state. The problem of computing the results for
the states stored in the dynamic programming table is translated (as it was in the proof
of Theorem 3.4.6) into a general query that has <-tuple as an input and has to push the
simulation forward either to the next part or at least to a compressible greedy state from
which we read the already preprocessed result and combine it with the traversed prefix of
the path. We proceed with describing how to solve this general query.

We distinguish three forms of the greedy state � = {�1, �2, . . . , �<} for �1 � �2 � . . . �
�<:

(*) �< is inactive,
(**) there is 1 < ? ≤ < such that all intervals �?, �?+1, . . . , �< are active and �?−1 is

inactive,
(***) all �1, �2, . . . , �< are active.
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For case (*), we compute �′ = Next(�). Either the latest accepted interval in �′ is
inactive and then �′ is compressible of type (a) or it is active, thus �′ is either of the (**)
or (***) form and we proceed with it as described below.

For case (***), we use Corollary 3.4.5 to find the earliest greedy state �′ = Next: (�)
for which �∗ ∈ �′. We observe that such �′ is compressible of type (b), as both �∗ and at
least one of its children are elements of �′.

We now consider case (**). We compute �′ = Next(�) and consider the following
subcases depending on the latest accepted interval �+ in �′:

(1) �+ is inactive,

(2) �+ is active, �1 ∈ �′, �+ is overlapping with �<,

(3) �+ is active, �1 ∉ �′, �+ is overlapping with �<,

(4) �+ is compatible with �< (so �+ is active).

In subcase (1), we immediately see that �′ is compressible of type (a).
In subcase (2), the interval �+ is compatible with �1 (it has to be, as otherwise it would

not be possible to accept it at all) but overlapping with �<. Thus, �+ = FMR(�1, �<).
Despite �+ and �1 being compatible, �+ is not scheduled on the same machine as �1 (we
assumed that �1 ∈ �′ in this subcase, this can occur if there are also other machines free at
that time). As �1 ∈ �′ and �+ = FMR(�1, �<), �′ is compressible of type (c).

In subcase (3), we observe that�′ remains of type (**), but with smaller ?. We proceed
with computing Next(�′) until we reach any other (sub)case, which happens after at most
O(<) iterations.

In subcase (4), �+ is thus scheduled on the same machine as �<, that is �′ =
� \ {�<} ∪ {�+}. �+ is also compatible with every other interval from �′. Potentially a lot
of further accepted intervals after �+ will also be scheduled on this machine. We do not
want to simulate these steps naively, so instead we read �++ = FMR(�1, �+) and push the
simulation forward until reaching the first greedy state �′′ with accepted interval �++ that
is to be scheduled on a different machine than �<.

Now, if �++ is inactive then �′′ is compressible of type (a). However, if �++ is active,
then because it is compatible with �1 and overlapping with �+, so �++ = FMR(�1, �+).
Because �+ and �++ are overlapping and we assumed that �++ is active, we conclude that
�++ is scheduled on the machine that accepted �<−1. As < ≥ 3, �++ will replace �<−1 ≠ �1
in the greedy state (this is depicted on Fig. 3.9), thus �′′ is compressible of type (c).

Summarizing what we just achieved: we can now both perform the preprocessing of all
the compressible states in the part after any update inside the part and we can also push
the simulation from any state to one of the compressible states in O(<) time from which
we read the answer to the part query from the preprocessed result. This completes the
description of the algorithm for < ≥ 3 machines.
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�1

�?

�<−1
�<

�+

�++

Figure 3.9: Case (**), subcase (4) with �++ being an active interval.

3.5 Lower bound for Dynamic Weighted Interval
Scheduling

The Minimum Weight :-Clique problem is to find, in an edge-weighted graph, a clique
of exactly : nodes having the minimum total weight of edges.

The following hypothesis about Minimum Weight :-Clique problem was formulated.

Conjecture 3.5.1 (Min Weight (2ℓ+1)-Clique Hypothesis [LWW18]). There is a constant
2 > 1 such that, on a Word-RAM with O(log =)-bit words, finding a :-Clique of minimum
total edge weight in an =-node graph with non-negative integer edge weights in [1, =2: ]
requires =:−>(1) time.

The Minimum Weight (2ℓ + 1)-Cycle problem is to find, in an edge-weighted graph,
a cycle consisting exactly 2ℓ + 1 edges having the minimum total weight.

Theorem 3.5.2 ([LWW18]). If there is an integer ℓ ≥ 1 and a constant n > 0 such that
Minimum Weight (2ℓ + 1)-Cycle in a directed weighted =-node < = Θ(=1+1/ℓ)-edge graph
can be solved in $ (<=1−n + =2) time, then the Min Weight (2ℓ + 1)-Clique Hypothesis is
false.

Based on the above, we formulate the following.

Theorem 3.5.3. Unless the Min Weight (2ℓ + 1)-Clique Hypothesis is false, for all n > 0
there is no algorithm for DWIS problem with $ (=1−n ) update and query time.

Proof. As in [LWW18], we use the fact that Minimum Weight (2ℓ + 1)-Cycle is still
hard, even if restricted only to :-circle layered graphs, that is :-partite graphs in which, for
each 8 ∈ [:], all edges from nodes in 8-th part end in (8 mod : + 1)-th part.

We reduce Minimum Weight (2ℓ + 1)-Cycle in a weighted (2ℓ + 1)-circle layered
graph to DWIS. The input instance has = nodes and < = Θ(=1+1/ℓ) edges of integer weights
in range [=2ℓ = ,] for large enough 2. We enumerate parts from 1 to 2ℓ + 1 and we
enumerate nodes independently in each part starting from 0. For all ? ∈ [2ℓ], for all
edges from D-th node in ?-th part to E-th node in (? + 1)-th part, we insert an interval
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[(? − 1)= + D, ?= + E) of weight ( 58 − B8) (2ℓ + 1) (, + 1) + (, − F) where F is the edge
weight.

The optimal cycle has to go through some node B in the first part. We guess this node
by inserting an interval [−1, B) of weight ( 58 − B8) (2ℓ + 1) (, + 1) and, for all edges from
D-th node in (2ℓ + 1)-th part to B of weight F, we insert an interval [2ℓ · = + D, (2ℓ + 1) · =)
of weight ( 58 − B8) (2ℓ + 1) (, + 1) + (, − F). To start with another choice of B, we delete
the corresponding intervals before inserting the new ones.

The selection of edge weights in our instance guarantees that the optimal solution
maximizes the total length of chosen intervals and then minimizes the weight resulting from
weights of edges in the graph, as each unit of length increases the value of the solution by
(2ℓ + 1) (, + 1) while the additional gain from edge weights is, in total, at most (2ℓ + 1), .

0
1

0
1

0 1

0
1

0
1

part 1

part 2

part 3part 4

part 5

0 1 0 1 0 1 0 1 0 1

part 1 part 2 part 3 part 4 part 5

Figure 3.10: Correspondence between the (2ℓ + 1)-cycle in the (2ℓ + 1)-circle layered
graph and solution to DWIS, for appropriately chosen B = 1 in the first part.

The only possibility to obtain the value of at least (2ℓ + 1) (, + 1)= is to choose the
intervals spanning the whole interval [−1, (2ℓ+1)=) in the created instance. Such selection
ensures that an interval representing node B in the first part is selected, as well as all
intervals representing the edges on the cycle, including the last edge going to the first part
represented by the interval with 58 = (2ℓ + 1) (, + 1). Because in this scenario there is
no gap nor overlap in coordinates of the selected intervals, any two consecutive edges
share a common node, so they form a (2ℓ + 1)-cycle. Thus, there is 1-1 correspondence
between (2ℓ + 1)-cycles going through node B in the first part and solutions of weight at
least (2ℓ + 1) (, + 1)= as shown in Fig. 3.10. Nodes of the optimal (2ℓ + 1)-cycle can be
deduced by inspecting endpoints of the selected intervals.

To solve an instance of Minimum Weight (2ℓ + 1)-Cycle by the above reduction, we
invoked O(<) insertions and deletions to DWIS structure of size O(<) at all times. If
the update time of the structure for DWIS is ) (=) = O(=1−n ), we could have solved the
instance in O(<2−n ) time. We set ℓ = 1

n
, and the running time of the algorithm for such an

instance with < = =1+1/ℓ = =1+n is O(=2+n−n2).
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To show the (conditional) hardness of DWIS, we compare this claimed time with the
time bound that follows from Theorem 3.5.2. For any n′ > 0, the instance that we have just
solved, should not be solved in O(<=1−n ′ + =2) time (or the Min Weight (2ℓ + 1)-Clique
Hypothesis is false). For our choice of parameters, this is O(=2+n−n ′ + =2). We obtain the
contradiction for any n > 0 by plugging n′ = n2 into the Theorem 3.5.2. This concludes
the proof of (conditional) hardness of DWIS. �

3.6 Open problem
Natural question arises: can we achieve even better query time for DIS? For instance, is it
possible to construct a structure for DIS with polylogarithmic update time? One obvious
idea worth trying would be to create multiple levels of buffers that are built on top of
each other and contain subsets of input intervals that were most recently added. This
time, middle buffers would also had to provide some of functionalities of the decremental
collection. However it is not easy to control the flow of the information between the
buffers. While we cannot exclude that it is possible to work out the technical details of
this approach nor exclude the possibility that one should attack the problem from another
direction, unfortunately we had to leave this as an open problem.
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Chapter 4

Heaviest Induced Ancestors

4.1 Introduction
We say that a tree is weighted if there is a weight F(D) associated with each node D of the
tree, such that weights along the root-to-leaf paths are increasing, i.e. for any node D other
than the root, F(D) > F(parent(D)). Further, we say that a tree is labeled if each of its
leaves is given a distinct label.

Definition 4.1.1. For rooted, weighted, labeled trees T1 and T2, two nodes D ∈ T1 and
E ∈ T2, are induced (by a label ℓ) if and only if there are leaves G and H with the same label
ℓ, such that G is a descendant of D and H is a descendant of E.

In this chapter, we focus on the following problem.

Heaviest Induced Ancestors
Input: Two rooted, weighted, labeled trees T1 and T2 of total size =.
Query: Given a pair of nodes D ∈ T1 and E ∈ T2, return a pair of nodes D′, E′ such that
D′ is ancestor of D, E′ is ancestor of E, D′ and E′ are induced and they have the largest
total combined weight F(D′) + F(E′).

In Section 4.2, we show a data structure with query-time O(1) and size O(=1+n ) for
any constant n > 0. In Section 4.4, we show an unconditional lower bound for near-linear
size data structures and the main result of this chapter, presented in Section 4.3, is the
following matching upper bound.

Theorem 4.1.2. There is an Õ(=)-size data structure for the HIA problem that can be
constructed in Õ(=) time and answers queries in O(log =/log log =) time.

4.1.1 Our contribution
HIA problem was introduced in [GGN13]. Table 4.1 shows the state-of-the-art size
vs. query-time tradeoffs for the HIA problem prior to our work and our result. Gagie et
al. [GGN13] presented several tradeoffs which have been since improved. The remaining
Õ(=)-size known data structures found in Table 4.1 are due to Abedin et al. [AHGT22].
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Size Query time Paper
Õ(=) Ω(log =/log log =) [CGP20], this work
O(=) O(log2 =/log log =) [AHGT22]

O(= log =) O(log = log log =) [AHGT22]
O(= log2 =) O(log =) sketched in [GGN13]
Õ(=) O(log =/log log =) [CDGP23], this work
O(=1+n ) O(1) [CGP20], this work

Table 4.1: Size vs. query-time tradeoffs for the HIA problem; the size is measured in
machine words.

Applications of HIA. Before discussing some concrete applications of the HIA
problem in string algorithms and the consequences of our results for them, we give a
high-level description of how the HIA problem comes up in variants of computing an LCS.

Consider a string ( and a chosen subset � of its positions, that we call anchors. Further,
consider the following two tries: a trie T← for the strings in {([1 . . : − 1]' : : ∈ �},
where*' denotes the reversal of*, and a trie T→ for the strings in {([: . . |( |] : : ∈ �}.
In other words, for every anchor : ∈ �, we have a path in the first trie for every prefix
of ([1 . . : − 1]' and a path in the second trie for every prefix of ([: . . |( |]. We label
each leaf of the two tries with the anchor it corresponds to. Now, observe that a substring
([8 . . 9] that crosses an anchor : , i.e., 8 < : ≤ 9 , corresponds to an induced pair of nodes
in the tries. Indeed, there is a path representing ([8 . . : − 1]' in the first trie and a path
representing ([: . . 9] in the second trie. An illustration of this idea is provided in Figure
4.1. The set of anchors and the HIA queries performed in an application of this technique
depends on the specific problem it is used for. For some of the usages, one may consider
using a compressed form of tries [Mor68].

T← T→

D

E

:

:

Figure 4.1: An illustration of the anchoring technique for LCS computation, with the
constructed tries T← and T→ drawn so that their roots are attached (in the middle). Any
substring anchored at : , can be obtained by reading in a left-to-right manner the edge-labels
from some node D ∈ T← to some node E ∈ T→, that both have a leaf-descendant labelled
with : .

More concretely, the first application is described in Chapter 5, in which we obtained
improved bounds for multiple variants of dynamic LCS problem. Combining the efficient
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data structure for HIA queries described in this chapter (Theorem 4.1.2) and Theorem 5.2.5,
we obtain the following variant of Corollary 5.2.6.

Corollary 4.1.3. We can maintain an LCS of a dynamic string ( and a static string ) ,
each of length at most =, in O(log =/log log =) time per substitution operation using Õ(=)
space, after an Õ(=)-time preprocessing.

Further, the authors of [GGN13] (implicitly) reduced to the HIA problem, the problem
of preprocessing a text given in LZ77 compressed form so that one can compute its LCS
with uncompressed patterns given online. Our HIA data structure yields the following
result.

Corollary 4.1.4. Let ( be a string of length # whose LZ77 parse consists of = phrases.
We can store ( in O(= log # + = polylog =) space such that, given a pattern % of length <,
we can compute the LCS of ( and % in O(< log =/log log =) time. For each pattern %, the
returned result may be (consistently) incorrect with probability inverse polynomial in =.1

Other applications of the HIA problem in string algorithms can be found in [AHGT22].

4.1.2 Tree decompositions
One of the obvious divide-and-conquer techniques for efficiently solving algorithmic
problems on trees is that of decomposing the tree(s) into smaller pieces and treating each
of them separately. The most important attributes of a tree decomposition are usually its
depth, i.e., the maximum number of pieces that one path can intersect, and the structure of
each individual piece (e.g., pieces being paths may offer an advantage). We next describe
some tree decompositions for a tree ) with = nodes. For a node E, denote by size(E) the
number of nodes in E’s subtree.

Arguably, the most well-known tree decomposition is the heavy-path decomposition
[HT84]. Abstractly, this decomposition is a partition of the edges into light and heavy,
such that:

• all connected components after deleting the light edges are paths, called heavy paths;

• each root-to-leaf path consists of O(log =) prefixes of heavy paths and O(log =) light
edges, i.e., the depth of the decomposition is O(log =).

A heavy-path decomposition can be realized in several ways; two of which are as follows:

• HP1: Each non-leaf node D of the tree chooses a child E with maximum size(E) and
the edge from D to E is designated as heavy. The remaining edges outgoing from D

are light. [ST83]

• HP2: An edge (D, E) is designated as heavy if and only if blog size(D)c =
blog size(E)c. [CH05] 2

1Randomization is only used in the construction; all queries for the same pattern give identical results.
2In some works this has been called a centroid decomposition. It should not be confused with the

hierarchical decomposition of the tree obtained by recursively deleting a centroid node, that is, a node whose
removal splits the tree into three roughly equal components [BFPÖ01,GPV19].
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Intuitively, using a heavy-path decomposition, one may often lift an algorithm that only
works for paths and/or balanced trees to work for arbitrary trees—usually with some
overhead.

All previous works on the HIA problem used heavy-path decompositions, which, as
discussed, are of depth Ω(log =). This adversely affects their query times as one may have
to traverse the decomposition along a root-to-leaf path at query time. Thus, in order to
achieve sublogarithmic query time, we considered tree decompositions of smaller depths.
There are a couple of generalizations of heavy-path decompositions that have the sought
depth, i.e., O(log =/log log =). We next discuss two such decompositions that are also
based on partitioning the edges into light and heavy. The caveat is that, for each of them,
the connected components after the removal of the light edges are trees, which we call
heavy trees, instead of paths and hence some extra work is required.3

The heavy U-tree decomposition, introduced by Bille et al. [BGVV14], is of depth
O(logU =) and is defined analogously to HP1: each non-leaf node D chooses its (at most) U
heaviest (with respect to subtree-sizes) children; the edge from D to each of these children
is designated as heavy, while all remaining edges outgoing from D are designated as light.
By setting U = blog =c one gets the sought depth.

An alternative is the so-called ART decomposition due to Alstrup et al. [AHR98],
which, for an input integer parameter 1, has depth O(log1 =). For ease of presentation, we
consider 1 to be equal to blog =c so that the depth of the decomposition isO(log =/log log =).
A partition of the edges yields such an ART decomposition if and only if each heavy
tree contains O(log =) nodes that have more than one child (in the heavy tree). Alstrup
et al. [AHR98] showed how to compute an ART decomposition by computing a set of
leafmost light edges (in the spirit of HP2 with the base of the logarithm changed from 2 to
blog =c), removing them along with their descendants from the tree, and recursing. Here,
for convenience, we compute an ART decomposition similar to the HP2-realization of a
heavy-path decomposition: an edge (D, E) is heavy if and only if both size(D) and size(E)
are in (=/blog =c:+1, =/blog =c: ]. For each heavy tree, we call branches its maximal
down-the-tree paths in which all nodes except the deepest one have exactly one child (in
the heavy tree); each heavy tree has O(log =) branches.

4.1.3 Techniques and ideas
In order to answer an HIA query for nodes D and E, we consider O(log =/log log =) pairs
of heavy trees that consist of a heavy tree in the root-to-D path and a heavy tree in the
root-to-E path. For each such pair, we compute an induced pair (G, H) of nodes in these
heavy trees that are ancestors of D and E, respectively, and have maximum total weight.
Similarly to previous work, we observe that not every pair of heavy trees needs to be
considered. Instead, it suffices to consider a number of pairs of heavy trees linear to the
depth of the tree decompositions by a procedure analogous to the natural algorithm for
checking whether there are two elements of a sorted list that sum to a target C: start with
two pointers, one at the beginning of the list and one at the end and move each of them in

3We avoid this notation to not confuse with the so-called micro-macro decomposition [ASS97], which,
for a positive integer : ≤ =, is a partition of the vertices of ) into O(=/:) sets, such that each set ( is of size
O(:) it induces a subtree of ) and has at most two vertices that have neighbours that are not in (.
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only one direction (either to the right or left). For each pair of heavy trees, we construct
data structures that can efficiently handle each of the cases of how the locations of the
lowest ancestors of D and E in the heavy trees relate to the locations of the lowest ancestors
(in the heavy trees) of same-label leaves. Each data structure considers similar cases as
previous work, however now we are working with two trees instead of two paths, and
hence need to be more careful. This way, we reduce an HIA query to O(log =/log log =)
predecessor queries. By answering each of these predecessor queries independently, we
obtain a data structure that answers HIA queries in O(log =) time. Indeed, in our case,
each predecessor query requires Ω(log log =) time to be answered independently.

However, crucially, we show how to design the data structures so that all predecessor
queries need only two values: the preorder number of D or the preorder number of E. This
is achieved by reordering the trees so that heavy edges come last. Then, larger preorder
numbers correspond to a larger depth of the lowest ancestor on a branch. This means that
the combination of our techniques with fractional cascading would yield a faster algorithm
for answering all the predecessor queries; the first one for each queried value would
take O(log log =) time, while all subsequent ones would take O(1) time each. The final
technical hurdle is that fractional cascading requires the so-called underlying catalog graph
to have polylogarithmic degree [SJ05]. The construction of such a graph is straightforward
if )1 and )2 are of polylogarithmic degree: roughly speaking, it suffices to consider the
Cartesian product of two trees whose nodes represent branches and heavy trees of each
of )1 and )2. We overcome this difficulty in the general case by reducing the maximum
degree of these trees prior to taking their Cartesian product while maintaining all of their
desirable properties.

4.1.4 Notation and definitions
Throughout the chapter, we perform the same operations on )1 and )2 and define objects in
these trees, so we are going to use )★ to denote any of the trees. Similarly, we are going to
use E★ to denote a node E1 ∈ )1 or a node E2 in )2 etc. as an abbreviation of writing that
some property holds for E8 for both 8 ∈ {1, 2}.

Lowest Common Ancestor. LCA queries can be answered in constant time after an
O(=)-time preprocessing [HT84].

LowestCommonAncestor (LCA)
Input: A rooted tree ) .
Query: What is the node of largest depth that is an ancestor of both D and E?

Predecessor query. For a static set (, a combination of G-fast tries [Wil83] and
deterministic dictionaries [Ruž08] yields an O(=)-size data structure that can be built
in O(sort-time(=) log log =) time and answers predecessor queries in O(log log*) time
deterministically (cf., [FG15, Proposition 2]); this is optimal [P1̆1].
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PredecessorQuery
Input: A set ( of = integers from [*].
Query: For a given integer H, what is the largest G ∈ ( such that G ≤ H?

RangeMinimumQuery. RMQs can be answered in constant time after anO(=)-time
preprocessing [FH11,DLW14]. By setting, for each 8, ([8] := |* | − ([8], we get a structure
for the symmetric RangeMaximumQuery problem.

RangeMinimumQuery (RMQ)
Input: A sequence ( of = integers from [*].
Query: For given positions 8 and 9 , with 1 ≤ 8 ≤ 9 ≤ =, what is (the position of) the
minimum among ([8], ([8 + 1], . . . , ([ 9]?

Deterministic Static Dictionary. A dictionary is a structure that stores a set of
keys (often with associated values) and allows answering membership queries (or getting
the value of a given key). There are multiple randomized solutions, but there is even
a deterministic solution with O(=) space, O(sort-time(=) log log =)-time preprocessing,
and constant-time queries [Ruž08].

Fractional cascading. Consider a directed graph �, called the catalog graph, which
has a sorted list (also called a catalog) in each of its nodes. Let the total size of the lists be
=. Now, suppose that we want to answer queries of the following type: for a connected
subgraph � of � and a query value E, find the predecessor of E in each of the lists stored in
the nodes of �.

A naive way of solving this problem would be to ignore any preprocessing and run a
separate binary search in the sorted list of each of the nodes of�, for a total of O(|� | log =)
time. Fractional cascading is a general optimization technique that allows the speed-up
of multiple binary searches for the same value over multiple related sorted sequences of
objects. This technique found to be useful in solving geometric problems, i.e. orthogonal
range searching in multiple dimensions or point location queries [AE97,ST86].

If the degree of each node of the catalog graph is bounded by a constant, the original
solution of Chazelle and Guibas [CG86] answers a query in O(log = + |� |) time after a
linear-time preprocessing in the comparison model. To be precise, it is sufficient for the
catalog graph to have locally bounded degree (as per Definition 1 of [CG86]). Unfortunately,
in our case, this is not necessarily the case. A subsequent work of Shi and JáJá [SJ05]
achieved the same complexities for graphs of polylogarithmic maximum degree in the
word RAM model of computation (in the original description, the graph is a tree, however,
there is no difficulty in extending this to the general setting considered by Chazelle and
Guibas [CG86]). Crucially, these data structures can also handle the case where the nodes
of � are given one by one in an online manner; the only requirement is that each node
(other than the first) must be a neighbour of some previous one. Note that the O(log =) term
in the complexities comes from performing a binary search in the first of the considered
lists. Then, the predecessor of the query value E in each of the subsequently considered
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lists is obtained by following a constant number of pointers, which can be retrieved in
O(1) time. (During the preprocessing phase, the catalogs are augmented in an appropriate
manner and said pointers are constructed.) In the word RAM model of computation, the
first query can be solved faster using other data structures, e.g., in O(log log*) time with
the structure discussed above for the PredecessorQuery problem.

4.2 An O(=1+Y)-size data structure with O(1) query time
Lemma 4.2.1. For any constant Y > 0, there is a structure for the Heaviest Induced
Ancestors problem, that can be built in O(=1+Y) time and answers queries in O(1) time.

Proof. Consider an instance of HIA on two trees T1 and T2 of total size < containing at
most ℓ leaves, and let 1 be a parameter to be chosen later. We will show how to construct a
structure of size O(12<) that allows us to reduce in constant time a query concerning two
nodes D ∈ T1 and E ∈ T2 to two queries to instances of HIA on smaller trees. In each of the
smaller instances the number of leaves will shrink by a factor of 1, and the total size of
all smaller instances will be O(<). Let 1 = =X, where = is the total size of the original
trees. We recursively repeat the construction, always choosing 1 according to the formula.
Because the depth of the recursion is at most log1 = = O(1), this results in a structure of
total size O(=1+Y) for Y = 2X and allows us to answer any query in a constant number of
steps, each taking constant time.

We select 1 evenly-spaced (in the order of in-order traversal) leaves of T1 and T2 and
call them marked. Consider a query concerning a pair of nodes D ∈ T1 and E ∈ T2. Let
D′′, E′′ be the nearest ancestors of D and E, respectively, that contain at least one marked
leaf in their subtrees. D′′ and E′′ can be retrieved in constant time after an O(<)-time
preprocessing. We have three possibilities concerning the sought ancestors D′ and E′:

1. D′ is an ancestor of D′′ and E′ is an ancestor of E′′ (not necessarily strict),

2. D′ is a descendant of D′′,

3. E′ is a descendant of E′′.

Before showing how to treat the first case, let us state the following claim, which was
(implicitly) shown in the work that introduced the HIA problem [GGN13].

Claim ([GGN13], Section 2.1). Given a pair of paths ?1 in T1 and ?2 in T2, we can
construct in O(<) time a data structure, and two sets �1 ⊆ {F(H) : H ∈ ?1} and
�2 ⊆ {F(H) : H ∈ ?2}, so that a HIA query for a node I1 in ?1 and a node I2 in ?2 can be
answered in O(1) time, plus the time required to find the predecessor of F(I1) in �1 and
the predecessor of F(I2) in �2.

We sketch the idea of the data structure behind the above claim for convenience: one
can store a list of pairs (0, 1) for 0 ∈ ?1, 1 ∈ ?2 for which 0, 1 are induced by a leaf, child
of 0 is not induced with 1 and child of 1 is not induced with 0 (by any label). We can
assume that this list is sorted by the weight of 0 (as we could just follow the order of nodes
in the path), this also means that it is at the same time sorted by the weight of 1 (in the
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reversed order). Additionally, on top of that list, we prepare a data structure for range
maximum queries, the combined weight of nodes in the pair is used for comparisons. One
could think about the above list as of points on the plane, where each point represents a pair,
its G-coordinate is the weight of 0 and H-coordinate is the weight of 1. Now the query
nodes (I1, I2) imply query point on this plot. The goal is to find the point dominated by
both the query point and one of the points of the mentioned plot. More precisely, the HIA
query now reduces to two predecessor queries to find, based on I1 and I2, the endpoints of
the interval in the mentioned list for which one should issue RMQ query to find the pair
with the best combined weight which is retured as the result of the HIA query. This idea
was described in Section 2.1 of [GGN13] and will be used later in Section 4.3, with slight
modifications, where more details will be provided.

We now proceed to describing how to handle the mentioned three possibilities. For
every pair of marked leaves G in T1 and H in T2 we do the following. Let ?1 be the root-to-G
path and ?2 be the root-to-H path. We employ the above claim for the pair of paths (?1, ?2),
and also precompute the predecessor of each element of ?1 in �1 and each element of
?2 in �2. This can be done in O(<) time. Over all pairs of marked leaves, the total
preprocessing time and space are O(12<).

For the first case, after retrieving a marked leaf in the subtree of each of D′′ and E′′,
we employ the data structure we described above for that pair of marked leaves, hence
answering the query in O(1) time. Note that, for each node we can precompute a pointer
to a marked leaf in its subtree in O(<) total time.

The second and the third cases are symmetric, so let us focus on the second one. By
removing all marked leaves and their ancestors from T1 we obtain a collection of smaller
trees, each containing less than =/1 leaves. Because D′ is below D′′, D and D′ belong to
the same smaller tree. For technical reasons, we want to work with O(1) smaller trees, so
we merge all smaller trees between two consecutive marked leaves by adding the subtree
induced by their roots in T1. Now, let us consider the smaller tree T 81 containing D (and,
by assumption, also D′′). We extract the subtree of T2 induced by the leaves of T 81 , call
it T 82 , and build a smaller instance of HIA for T 81 and T 82 . To query the smaller instance,
we need to replace E by its nearest ancestor that belongs to T 82 . This can be preprocessed
for each 8 and E in O(1<) time. By construction, T 81 and T 82 contain less than =/1 leaves,
and each node of T1 shows up in at most two trees T 81 . Each node of T2 might appear in
multiple trees T 82 , but the number of non-leaf nodes in T 82 is smaller than its number of
leaves, so the overall number of non-leaf nodes is smaller than <, and consequently the
overall number of nodes is smaller than 2<. �

4.3 An Õ(=)-size data structure with O(log =/log log =)
query time

Let 1 > 1 be a parameter to be chosen later. Consider a rooted, weighted, and labelled
tree ) . The weight of a node D is denoted by weight(D). For a node E, we denote by size(E)
the number of nodes in E’s subtree, including E. For an integer : , a node E is on layer : if
and only if =/1:+1 < size(E) ≤ =/1: . An edge that connects nodes of the same layer is
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4.3. An Õ(=)-size data structure with O(log =/log log =) query time

called heavy and the other edges are light. Each maximal subtree that does not contain any
light edges is called a heavy tree. We stress that a heavy tree might be a singleton.

We decompose each heavy tree into branches, that is, maximal down-the-tree paths
of nodes, where every node apart from the deepest one has one child (in the heavy tree).
The last node is either a leaf of the heavy tree or has at least two children. Note that there
can be branches consisting of a single node. We call a node implicit if it is an internal
(non-leaf) node of the heavy tree with one child; otherwise, we call it explicit. For a heavy
tree, we obtain a compacted version of it, called compacted heavy tree, by eliminating all
the implicit nodes through the contraction of either of their incident edges. See an example
in Figure 4.2.
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Figure 4.2: An example tree with = = 26 is shown. Each node is labelled with its subtree
size, while 1 = 3. On the left, the heavy edges are thick, while the light edges are thin. On
the right, the tree is decomposed into heavy trees (marked with ellipses). The compaction
of heavy trees is illustrated as follows: empty circles denote implicit nodes, while full
circles denote explicit nodes.

Observe that in a compacted tree, every non-leaf node has at least two children. Hence,
there are fewer internal nodes than there are leaves of the tree. As every leaf in a heavy tree
has a sufficiently big subtree underneath it, we obtain a bound on the total number of nodes
inside a single compacted heavy tree; this shows that we obtain an ART decomposition
[AHR98].

Lemma 4.3.1. There are at most O(log =/log 1) layers in a tree ) on = leaves and each
heavy tree has O(1) branches.

Proof. Consider a heavy tree � of ) and its compacted form �� . Let A be the root of
�. For every leaf ℓ of �, we have that size(ℓ) > size(A)/1 as ℓ and A are nodes of the
same heavy tree, and hence they are in the same layer of ) . As the subtrees of ) rooted
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at the leaves of � are disjoint and their total size is at most size(A), � contains at most 1
leaves. Further, as there are no internal nodes with one child in �� , there are at most 1 − 1
non-leaf nodes in �� , and hence �� has O(1) nodes. All branches in � are disjoint, so
there are O(1) of them.

Consider the :-th layer of the tree ) and a node D in this layer. As the subtree of D has
at least one node, we have 1 ≤ size(D) ≤ =/1: , so : ≤ log1 = = log =/log 1. �

For an HIA query (E1, E2), the paths from E1 and E2 to the roots of their respective
trees are called query paths. The result of an HIA query is a pair of nodes (D1, D2), that are
on the query paths from E1 and E2, respectively. To answer a query (E1, E2), we identify
the sequences of heavy trees �1 and �2 that contain nodes on the query paths from E1 and
E2, respectively, and perform restricted HIA queries for some pairs of those heavy trees.
More precisely, in each step of the algorithm, having chosen two heavy trees �1 [8] and
�2 [ 9], we try to find the pair of induced ancestors (D1, D2) ∈ �1 [8] × �2 [ 9] of (E1, E2)
with the maximum combined weight or determine that there is no such pair. A pseudocode
for this procedure is given as Algorithm 15.

Algorithm 15: Algorithm for answering HIA queries.
1 function HIA()1, )2, E1, E2)
2 (A1, A2) ← null
3 (�1, �2) ← sequences of heavy trees on paths from E1 and E2 down-the-tree
4 8 ← 0
5 9 ← |�2 | − 1
6 repeat
7 G1 ← lowest ancestor of E1 in �1 [8]
8 G2 ← lowest ancestor of E2 in �2 [ 9]
9 (D1, D2) ← RestrictedHIA(E1, E2, �1 [8], �2 [ 9], G1, G2)
10 if (A1, A2) = null or weight(D1) + weight(D2) > weight(A1) + weight(A2)

then
11 (A1, A2) ← (D1, D2)
12 if (8 = |�1 | − 1) and ( 9 = 0) then
13 return (A1, A2)
14

15 if 8 + 1 < |�1 | and roots of �1 [8 + 1] and �2 [ 9] are induced then
16 8 ← 8 + 1
17 else
18 9 ← 9 − 1
19 until false

To make the description more modular, we provide G1, G2 to the restricted HIA query,
where G8 is the lowest ancestor of E8 in the considered heavy tree for 8 ∈ {1, 2}. Note that
G1 is either the parent of the root of �1 [8 + 1] if 8 + 1 < |�1 | or G1 equals to E1 otherwise,
and similarly for G2. We note that in Algorithm 15, we ask restricted HIA queries about
the same pair (E1, E2) for various pairs (�1 [8], �2 [ 9]) of heavy trees and it may be that
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E1 ∉ �1 [8] and/or E2 ∉ �2 [ 9], whereas we also provide nodes G★, in which E★ connects to
the respective heavy subtree in �★

Lemma 4.3.2. Algorithm 15 performs $ (log =/log 1) restricted HIA queries to find the
heaviest induced ancestors of nodes D and E.

Proof. The paths from E★ to the roots pass heavy trees with monotonically decreasing
indices of layers, so the sequences �1 and �2 contain at most O(log =/log 1) elements.
After every restricted HIA query, we either increase 8 or decrease 9 by 1, so the total
number of restricted HIA queries that we perform is at most |�1 | + |�2 | = O(log =/log 1).

The correctness follows from the monotonicity of being induced. For an induced pair
of nodes, any pair of their (weak) ancestors is also induced. Conversely, if a pair is not
induced, any pair of their (weak) descendants is also not induced.

This implies that if the roots of �1 [8] and �2 [ 9] are induced then there is no need to
query for any pair (�1 [8′], �2 [ 9 ′]) with (8′ < 8) ∧ ( 9 ′ < 9), as such a query would return a
pair of (strict) ancestors of the pair returned by the restricted HIA query for (�1 [8], �2 [ 9]).
We call a pair of trees (�1 [8′], �2 [ 9 ′]) dominated, if there exist 8 > 8′ and 9 > 9 ′ such that
the roots of �1 [8] and �2 [ 9] are induced. We show that the algorithm performs restricted
HIA queries at Line 9 exactly for those pairs of heavy trees that (i) are not dominated and
(ii) for which the result of the restricted HIA query is not null.

The algorithm maintains the invariant that each of the restricted HIA queries is called
for the pairs of trees for which their roots are induced and that the pair (�1 [8], �2 [ 9]) is
not dominated. This is true for the first iteration, where the pair (�1 [0], �2 [|�2 | − 1]) is
considered, because �2 [|�2 | − 1] has a leaf and the root of �1 [0] is the root of )1. Now
we show that the invariant is maintained later. We start with the assumption that the result
of RestrictedHIA(E1, E2, �1 [8], �2 [ 9], G1, G2) is not null and this pair is non-dominated.
Now, we have to distinguish between two cases.

Case 1: We next consider pair (�1 [8 + 1], �2 [ 9]). It means that the check in Line 15
confirmed that the roots of the the trees are induced, so the the result of calling
RestrictedHIA(E1, E2, �1 [8 + 1], �2 [ 9], G1, G2) is not null. Further, this pair of
heavy paths is not dominated since (�1 [8], �2 [ 9]) is not dominated.

Case 2: We next consider pair (�1 [8], �2 [ 9 − 1]). This can only happen if 8 = |�1 | − 1
or the roots of �1 [8 + 1] and �2 [ 9] are not induced; in either of these cases,
(�1 [8], �2 [ 9 − 1]) is not dominated. Further, as the answer to the HIA query for
pair (�1 [8], �2 [ 9]) is not null, the answer for (�1 [8], �2 [ 9 − 1]) cannot be null
either.

Thus, the invariant is maintained in both cases.
Clearly, the heaviest induced pair of ancestors of E1, E2 belongs to a pair of heavy trees

that satisfy conditions (i) and (ii). We claim that we process all such pairs. Observe that
for a fixed 9 there are two indices 0 ≤ 81 < 82 ≤ |�1 | such that the pair �1 [8], �2 [ 9] is
dominated for 0 ≤ 8 < 81, non-dominated for 81 ≤ 8 < 82, and corresponds to a null answer
for 82 ≤ 8 < |�1 |. By the invariant, just after any decrease of 9 in Line 18 it holds that
8 ≥ 81, as �1 [8], �2 [ 9] is non-dominated. Actually 8 = 81, because the pair �1 [8−1], �2 [ 9]
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is dominated as in the previous step we considered the pair �1 [8], �2 [ 9 + 1] for which the
answer was not null. As in the next steps we process all 8 up to (but excluding) 82, the claim
follows. �

4.3.1 Restricted HIA queries
In this subsection, we present a data structure that efficiently answers restricted HIA queries.

Theorem 4.3.3. For every two trees )1, )2 on = leaves and an integer parameter
1 ∈ [=], there exists an O(=12 log2 =/log2 1)-size data structure that can be
computed in Õ(=12/log2 1) time and answers (i) queries about whether the roots of
two given heavy trees are induced in constant time, (ii) any restricted HIA query
RestrictedHIA(E1, E2, �1, �2, G1, G2) in constant time plus the time required to answer
a predecessor query about pre(E1) and one about pre(E2); these predecessor queries
are performed on two out of O(12) (preprocessed) lists stored for the pair of heavy trees
(�1, �2).

We divide the proof into three parts: we first describe the preprocessing phase, then
discuss the properties of the created data structure, and, finally, present the query procedure.

Preprocessing. First, we compute the partition of the edges of each of )1, )2 into
heavy and light, and the implied heavy trees. For each node, we store its assignment to the
heavy tree and to the branch to which it belongs. Further, for each )★, we build a linear-size
data structure for answering LCA queries in O(1) time [HT84]. For each node in )★, we
fix the order of its children such that the children that are in the same heavy tree are last.
(The order of children that are connected to the parent with the same type of edge, heavy or
light, is arbitrary.) Next, we compute preorder traversals of )★, for each node D, we denote
by pre(D) the preorder number of D and by )★[?] the node of )★ whose preorder number
is ?; we have )★[pre(D)] = D. Additionally, for each label, we identify the leaves of )1 and
)2 with that label (recall the labels in a single tree are pairwise distinct).

Next, for each pair (ℓ1, ℓ2) of leaves with the same label, we iterate over all pairs
(�ℓ11 [81], �

ℓ2
2 [82]) of heavy trees on their query paths and insert a point to the data structure

for each pair of branches in �ℓ11 [81] ×�
ℓ2
2 [82]. This procedure is formalized as Algorithm 16.

We call pairs (�1, �2) of heavy trees that are processed by Algorithm 16 relevant. We
first run this algorithm once just to record all relevant pairs of heavy trees, without inserting
any points to any structures. We then sort the relevant pairs, remove duplicates, and
construct a deterministic dictionary over them [Ruž08]. This allows us to check in constant
time if the roots of two trees are induced because this is equivalent to checking if the pair of
trees is relevant. For each relevant pair of heavy trees, we initialize an array ��1,�2 indexed
by pairs of branches (41, 42), where 41 is a branch in �1 and 42 is a branch in �2. In each
entry of the array, we create (store a pointer to) a data structure for the corresponding pair
of branches. We then re-run Algorithm 16, inserting the points to the structures as needed,
with the help of the deterministic dictionary built for relevant pairs of heavy trees. As
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Algorithm 16: Preprocessing for a pair of leaves (ℓ1, ℓ2) with the same label.
1 procedure AddLabel()1, )2, ℓ1, ℓ2)
2 (�ℓ11 , �

ℓ2
2 ) ← sequence of heavy trees on query paths from ℓ1 and ℓ2

3 for 81 ← 0, 1, . . . , |�ℓ11 | − 1 do
4 for 82 ← 0, 1, . . . , |�ℓ22 | − 1 do
5 for 41 ← branch of �ℓ11 [81] do
6 for 42 ← branch of �ℓ22 [82] do
7 F1 ← LCA(ℓ1, lowest node on 41)
8 F2 ← LCA(ℓ2, lowest node on 42)
9 insert point (pre(F1), pre(F2)) to ��

ℓ1
1 [81],�

ℓ2
2 [82] [41, 42]

each branch 4★ belongs to a unique heavy tree, we often drop the superscript and write
� [41, 42] instead of ��1,�2 [41, 42]. We call a pair (41, 42) of branches relevant if and
only if pair of their assigned heavy trees is relevant. By Lemma 4.3.1, every query path is
decomposed into O(log =/log 1) parts on different layers and each heavy tree has O(1)
branches. Hence, for every pair (ℓ1, ℓ2) of leaves with the same label, we insert a point to
O(12 log2 =/log2 1) structures.

Finally, for each relevant pair of branches (41, 42), we perform the following
postprocessing of structure � [41, 42]:

• Remove all points (G, H) for which there exists another point (G′, H′) such that
G ≤ G′, H ≤ H′ and (G, H) ≠ (G′, H′). This can be done in Õ(|� [41, 42] |) time by
sorting the points and processing them in the left-to-right order.

• Let �G [41, 42] and �H [41, 42] be the sets of G- and H-coordinates of the remaining
points, respectively. We build a data structure for the PredecessorQuery problem
for each of �G [41, 42] and �H [41, 42] separately.

• We build a data structure for the RangeMaximumQuery problem for the points
remaining in � [41, 42] sorted by G-coordinate, where the weight of a point (G, H) is
weight()1 [G]) + weight()2 [H]).

We call the above stage the postprocessing of � [41, 42].
To summarize the whole preprocessing stage for trees )★, for each of the = labels we add

O(12 log2 =/log2 1) points to structures � [·, ·], for a total number of O(=12 log2 =/log2 1)
points. The postprocessing of all the structures � [·, ·] takes nearly linear time in
their size and hence the total running time is Õ(=12/log2 1). The structures for the
PredecessorQuery and RangeMaximumQuery problems have size linear in the number
of elements they are built over and hence the total space is O(=12 log2 =/log2 1).

Properties of structures D[e1, e2]. In this paragraph, we show some properties of
the structures � [41, 42] that are useful for answering restricted HIA queries efficiently.
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Property 4.3.4. For every pair (F1, F2) added to ��
ℓ1
1 [81],�

ℓ2
2 [82] [41, 42], F★ is either on

4★ or on the path from the highest node of 4★ to the root of �ℓ★★ [8★].

Proof. Recall that F★ is the lowest common ancestor of ℓ★ and the lowest node @ on 4★.
Observe that as �ℓ★★ [8★] is on the query path from ℓ★, the root A of �ℓ★★ [8★] is an ancestor of
both ℓ★ and @. Hence, F★ lies on the A-to-@ path, which directly yields the statement. �

Note that after the first step of postprocessing, � [41, 42] satisfies the following property:

Property 4.3.5. After the postprocessing, for every pair (41, 42) of branches, after sorting
the points of � [41, 42] increasingly by G-coordinate, the sequence of points is also sorted
decreasingly by H-coordinate.

Informally, we can now consider a one-dimensional problem, with points forming a
sequence that can be efficiently navigated both in G- and H-coordinates via predecessor
queries.

We next show how the computed data structures � [41, 42] enable us to answer restricted
HIA queries efficiently.

Answering a restricted HIA query. We are now ready to present how to answer a
restricted HIA query for a pair (E1, E2) of nodes and heavy trees �1 and �2 on the query
paths from E1 and E2. Let (A1, A2) = RestrictedHIA(E1, E2, �1, �2, G1, G2) be a pair of
ancestors of E1 and E2 within the trees �1 and �2 that are induced and have the maximum
total weight. Recall that G★ is the lowest weak ancestor of E★ that is in �★ and let 4★ be the
branch containing G★. Further, let ℓ be the label inducing (A1, A2) and let leaves ℓ★ share
this label.

First, we show that we can find an induced pair of ancestors of E1 and E2 with the
maximum combined weight using the structure � [41, 42] before postprocessing. Then,
we show that after the postprocessing stage, we can still retrieve the correct answer but
more efficiently, by performing predecessor queries for pre(G1) and pre(G2). Finally, we
show that we can call predecessor queries for pre(E1) and pre(E2) instead of pre(G1) and
pre(G2). The last step is not important for the correctness or efficiency of a single restricted
HIA query but improves the complexity of Algorithm 15. Indeed, as all predecessor queries
are for one of pre(E1) or pre(E2), we can use fractional cascading. We explain this final
component in detail in Section 4.3.2.

Recall that in Algorithm 16, we insert point (pre(F1), pre(F2)) to � [41, 42], where
F★ = LCA(ℓ★, lowest node on 4★). In the proof of Property 4.3.4, we mention that F★
always belongs to �★ as the root of �★ is an ancestor of both ℓ★ and the lowest node on 4★.
There are two possible relative locations of F★ and G★ within a heavy tree:

• ℓ is below G★ when F★ is a (not necessarily proper) descendant of G★;

• ℓ is attached above G★ when F★ is a proper ancestor of G★.

There are four cases for the relative locations of ℓ with respect to G1 and G2:

Case 1: ℓ is attached above G1 and G2,
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Case 2: ℓ is attached above G1 and ℓ is below G2,

Case 3: ℓ is attached above G2 and ℓ is below G1,

Case 4: ℓ is below G1 and G2.

We next treat each of these cases. For each of them, we retrieve the pair of induced
ancestors of G1 and G2 with the largest total weight among all pairs of ancestors induced by
a label ℓ appropriately located with respect to G1 and G2. Each of these variants gives us a
candidate pair for the restricted heaviest induced ancestors of G1 and G2. In the end, we
return the candidate with the largest total weight. Similar case analysis was performed in
previous solutions for the HIA problem, e.g., in [GGN13].

Lemma 4.3.6. The answer to RestrictedHIA (E1, E2, �1, �2, G1, G2) can be retrieved
from the information stored in � [41, 42] before the postprocessing.

Proof. By Property 4.3.4, for every two points (pre(F1), pre(F2)) and (pre(F′1), pre(F
′
2))

added to � [41, 42], we have that F1 is either a weak ancestor or a descendant of F′1, and
similarly for F2 and F′2. Hence, the preorder numbers of the nodes correspond to their
depths and we can check the ancestry relation by comparing them: for nodes D, D′ on a
path, D is a weak ancestor of D′ if and only if pre(D) ≤ pre(D′).

Using this property, we show how to reduce each of the four cases listed above to
finding a specific point in a particular rectangular subset of points. For now, we ignore the
efficiency of the queries (a trivial implementation takes linear time) and focus on showing
that the correct answer to the restricted HIA query can be retrieved from � [41, 42] before
the postprocessing.

Case 1: Every leaf ℓ that is attached above G1 and G2 in nodes F1 and F2 makes the
pair (F1, F2) a candidate result of the restricted HIA query. Hence we need
to find a point (G, H) in � [41, 42] such that G < pre(G1), H < pre(G2), and
weight()1 [G]) +weight()2 [H]) is maximum. Then, ()1 [G], )2 [H]) is a restricted
HIA candidate pair for (E1, E2).

Case 2: We need to find a point (G, H) ∈ � [41, 42] such that G < pre(G1), H ≥ pre(G2)
and weight()1 [G]) is maximized. Then, ()1 [G], G2) is a restricted HIA candidate
pair for (E1, E2).

Case 3: This case is symmetric to Case 2. We need to find a point (G, H) ∈ � [41, 42]
such that G ≥ pre(G1), H < pre(G2) and weight()2 [H]) is maximized. Then,
(G1, )2 [H]) is a restricted HIA candidate pair for (E1, E2).

Case 4: We need to check if there exists a point (G, H) such that G ≥ pre(G1) and
H ≥ pre(G2). If so, the pair (G1, G2) is a restricted HIA candidate pair for (E1, E2).

In each of the cases, we return a pair, if one exists, of induced ancestors of (G1, G2)
and hence also of (E1, E2). The label ℓ of leaves ℓ1 and ℓ2 that induces the pair (A1, A2)
of heaviest induced ancestors of (E1, E2) in �1 × �2 inserted the point to � [41, 42], since
�1 and �2 are on the query paths from ℓ1 and ℓ2, respectively. Hence, the pair (A1, A2) is
found while considering one of the four cases. �
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Now, we show that it suffices to run the above algorithm only for the points in � [41, 42]
after the postprocessing stage.

Lemma 4.3.7. The answer to RestrictedHIA (E1, E2, �1, �2, G1, G2) can be retrieved
from the information stored in � [41, 42] after the postprocessing.

Proof. As discussed in the proof of Lemma 4.3.6, for any two points (pre(F1), pre(F2))
and (pre(F′1), pre(F

′
2)) added to � [41, 42], F8 and F′8 lie on a single root-to-leaf path,

so their preorder numbers are in the same order as their depths in the tree. Recall that
the trees are monotonically weighted, that is, the weights along each root-to-leaf path are
increasing, so we have that pre(F8) ≤ pre(F′

8
) implies weight(F8) ≤ weight(F′

8
).

Let F = (pre(F1), pre(F2)) be the point corresponding to the answer found by
the algorithm presented in Lemma 4.3.6. Note that the returned induced pair of
ancestors is not necessarily (F1, F2), e.g., it can be (F1, G2). Suppose that F was
removed during the postprocessing phase. If so, it happened because there exists a point
F′ = (pre(F′1), pre(F

′
2)) where pre(F★) ≤ pre(F′★) and F ≠ F′. If F′ is processed in

a different case than F, then the pair of ancestors corresponding to F′ has a larger total
weight than the one returned, yielding a contradiction. If F′ is processed in the same case
as F, then the pair of ancestors corresponding to F′ gives a pair of ancestors whose total
weight is not smaller than that of the returned pair. Hence, the reduction presented in the
proof of Lemma 4.3.6 still holds for the set � [41, 42] after the postprocessing. �

Next, we present how to implement each of the four cases in Lemma 4.3.6 efficiently using
the fact that the points in � [41, 42] have been postprocessed.

Lemma 4.3.8. The answer to RestrictedHIA (E1, E2, �1, �2, G1, G2) can be retrieved
from the information stored in � [41, 42] after the postprocessing, with two predecessor
queries: one for pre(G1) and one for pre(G2).

Proof. By computing the predecessor of pre(G1) in �G [41, 42], we obtain intervals
IG<pre(G1)G and IG≥pre(G1)G of �G [41, 42]. Similarly, intervals IH<pre(G2)H and IH≥pre(G2)H of
�H [41, 42] are obtained by computing the predecessor of pre(G2) in �H [41, 42]. Note that
by Property 4.3.5, points from IH≥pre(G2)H (resp. IH<pre(G2)H ) of �H [41, 42] correspond to
points from the interval of �G [41, 42] that we denote IH≥pre(G2)G (IH<pre(G2)G ). Hence, we
can translate each of the conditions on points in the cases of Lemma 4.3.6 to an intersection
ICase 8G of two intervals on �G [41, 42]. This reduces each of the four cases to:

Case 1: Find the point with maximum weight weight()1 [G]) + weight()2 [H]) in ICase 1G

using an RMQ.

Case 2: By the monotonicity of weights with respect to G-coordinates, the point with
maximum weight weight()1 [G]) in ICase 2G is the rightmost element of ICase 2G .

Case 3: By the monotonicity of weights with respect to H-coordinates and Property 4.3.5,
the point with maximum weight weight()2 [H]) in ICase 3G is the leftmost element
of ICase 3G .
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Case 4: It suffices to check if ICase 4G is non-empty. �

Lemma 4.3.9. The answer to RestrictedHIA (E1, E2, �1, �2, G1, G2) can be retrieved
from the information stored in � [41, 42] after the postprocessing, with two predecessor
queries: one for pre(E1) and one for pre(E2).

Proof. Recall that in the approach presented in Lemma 4.3.8 we compute the predecessor
of pre(G1) in �G [41, 42] in order to divide �G [41, 42] into IG<pre(G1)G and IG≥pre(G1)G and
that all elements in �G [41, 42] are of the form pre(F1) for a node F1 on the path from the
lowest node on 41 to the root of �1.

We consider only E1 and G1 as the analysis for E2 and G2 is symmetric. We can
focus on the case where E1 ≠ G1, as the other case is immediate. We clearly have that
pre(E1) ≥ pre(G1) as E1 is a descendant of G1. Recall that in the preprocessing stage, we
reordered children of every node in such a way that children connected by a light edge
are before those connected by a heavy edge, so if there is a child G′1 of G1 on 41 we have
pre(G1) ≤ pre(E1) < pre(G′1), as E1 is a descendant of a light child of G1 (by the definition
of G1). Hence, the predecessor of pre(E1) is the same as the predecessor of pre(G1) in
�G [41, 42]. �

This concludes the proof of Theorem 4.3.3.
Finally, by setting the value of 1 to blog =c, we obtain an Õ(=)-space data structure

capable of answering restricted HIA queries in constant time plus the time required for
answering two predecessor queries: one for pre(E1) and one for pre(E2). Algorithm 15
performs O(log =/log 1) restricted HIA queries in order to answer an HIA query, so the
total time required is O(log =). However, as all the predecessor queries ask about one of
two values in different lists that are related to each other, we can make use of fractional
cascading.

4.3.2 Fractional cascading
For most of the cases described in the previous subsection, our structures are issuing
predecessor queries. This is the only reason why the time complexity of an HIA query with
our approach is not yet O(log =/log log =). We will exploit the fact that all these queries
look for the same target value (pre(E1) for structures built for )1 and pre(E2) for structures
for )2) but for different pairs of branches, which enables us to use fractional cascading.

We can think of creating two catalog graphs from )1 ×)2 with nodes representing pairs
(41, 42) of branches, storing the contents of �G [41, 42] in one catalog graph and those
of �H [41, 42] in the other one. The execution of Algorithm 15 can be then seen as the
traversal of a path in such a graph where, for a pair (�1 [8], �2 [ 9]) of heavy trees for which
a restricted HIA query is performed by the algorithm, we query the catalogs of the nodes
representing the pair of branches (41, 42) that contain the lowest weak ancestors of (E1, E2)
that are in �1 [8] and �2 [ 9], respectively. The problem with this direct approach is that it is
not guaranteed that the degree of all vertices in each catalog graph is polylogarithmic: we
might need to move from the node corresponding to two branches (41, 42) to any node
corresponding to two branches (4′1, 4

′
2), where the heavy tree containing 4

′
1 is attached to

41, and there could be even Ω(=) such branches 4′1.
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We need to create catalog graphs in which the length of the considered path for each
HIA query is O(log =/log log =), while the degree of each node is O(polylog =) in order
to be able to apply the result of Shi and JáJá [SJ05]. This would ensure that all predecessor
queries in �G [·, ·] and �H [·, ·] take constant time, apart from the first ones, which take
O(log log =) time using an G-fast trie. We describe how to build the appropriate catalog
graphs below. As the shape of the graph for �G [·, ·] and �H [·, ·] is the same and only the
contents of catalogs differ, we will only describe how to build one of them.

We preprocess )1 and )2 separately, first to compute trees �()★) and then to build
catalog graphs � ()★). From this, we build the catalog graph � that can be seen as a
Cartesian product of � ()1) and � ()2). More precisely, each node in � is a pair (E, F) for
E ∈ � ()1) and F ∈ � ()2). For an edge between nodes E1 and E2 in � ()1), in the final
catalog graph, we create edges between nodes (E1, F) and (E2, F) for each F ∈ � ()2).
Analogically, for an edge between nodes F1 and F2 in � ()2), in the final catalog graph
we create edges between nodes (E, F1) and (E, F2) for each E ∈ � ()1). This way, if the
degrees of � ()1) and � ()2) are polylogarithmic, so is the degree of �.

We now explain how to build tree �()★) from )★. �()★) contains nodes representing
heavy trees (called heavy tree nodes) and nodes representing branches (called branch
nodes):

• for each heavy tree �, we connect all branch nodes representing branches in � as
children of the heavy tree node representing �,

• for each heavy tree �, except the tree containing the root of )★, we connect the
heavy tree node representing � as child of the branch node representing the branch
containing the parent of the root of �.

Proposition 4.3.10. The depth of �()★) is O(log =/log log =) and each heavy tree node
has O(log =) children.

Recall that every heavy tree has O(1) = O(log =) branches, so every heavy tree node
has O(log =) children. Any root-to-leaf path in �()★) alternates between heavy tree nodes
and branch nodes. For any root-to-E path ? in )★, there is a corresponding path ?′ in
�()★) that visits the heavy tree nodes that correspond to the heavy trees that intersect ?
and the branch nodes for which Algorithm 15 (when called for a pair of nodes containing
E) could call predecessor queries for �G [·, ·] and �H [·, ·]. For any ?, ?′ is of length
O(log =/log log =) and can be found in O(|?′|) time by following the path from the heavy
tree containing E to the root of �()★).

We now describe how to create a catalog graph � ()★) from �()★). The construction is
recursive and follows from the proof of Lemma 4.3.11. The idea is to replace the structure
of children of branch nodes having too many children with appropriate gadgets that roughly
preserve the structure of the tree, do not increase the depth of the tree asymptotically and
reduce the degree of each node to O(polylog =). Due to Proposition 4.3.10, we do not
need to alter the structure of children for heavy tree nodes.

Lemma 4.3.11. For any tree �()★) with O(=) nodes and depth O(log =/log log =), there
is a tree � ()★) satisfying all the following conditions:
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• � ()★) has O(=) nodes,
• all nodes of � ()★) have degree O(log =),
• � ()★) has depth O(log =/log log =),
• for each simple path ? in �()★), there is an O(log =/log log =)-length simple path
?′ in � ()★), which can be computed in O(|?′|) time, such that ? is a subsequence of
?′.

Proof. Consider a (branch) node 4 of �()★) whose children, read left-to-right, are heavy
tree nodes ℎ1, ℎ2, . . . , ℎ: for : > log =. We replace this subgraph that contains : + 1
nodes with a gadget graph whose root is 4 and whose set of nodes is a superset of
{4} ∪ {ℎ8 : 8 ∈ [:]}.

For each node D, let size(D) be the number of nodes in the subtree of D in the considered
tree. Let B0 = 0 and, for 8 ≥ 1, let B8 be the prefix sum size(ℎ1) + size(ℎ2) + . . . + size(ℎ8).
If there is an integer ℓ such that B8−1 < ℓ · size(4)/log = and B8 ≥ ℓ · size(4)/log =, we mark
ℎ8. We call each set of consecutive unmarked nodes an interval. As ℓ ≤ log =, there are
O(log =) marked nodes and O(log =) intervals.

We create a gadget for 4 (and, recursively, for some other nodes created in the
construction, as described later) as follows:

• We attach as a child of 4 every node that is either marked or is the only element of
its interval.

• For each interval of more than one node, we create a new node 8 9 , called an interval
node, attach it as a child of 4, and attach all the nodes of the interval as children of 8 9 .

We recursively apply the same construction for any of the newly created interval nodes
81, 82, . . . , 8< whose degree is larger than log =. See Figure 4.3 for an illustration.

From the construction, it follows that the degree of each node of � ()★) is O(log =) and
that the size of � ()★) is O(=), as all new nodes are of out-degree at least 2.

Let D be a node in )★. We now show that the depth for a node 4D ∈ � ()★) representing
a branch containing D is O(log =/log log =) by considering the edges above 4D in � ()★).
The edges can be of two types:

• Edges that are incident to at least one node that is not an interval node. By the depth
of �()★), we have O(log =/log log =) such edges.

• Edges between interval nodes. For each such edge (E, I), we have size(E) ≥ size(I) ·
log =. Thus, similarly to the proof of Lemma 4.3.1, there are O(log =/log log =) such
edges on the path from the root of � ()★) to 4D.

This concludes the proof of the bound on the depth of � ()★).
Each simple path ? in �()★) naturally corresponds to a simple path ?′ in � ()★). In

partcular, for each edge (E, F) in �()★), one can explicitly store a path � ()★) to which
(E, F) corresponds. The concatenation of all such paths for edges on ? yields a simple
path ?′ in O(|?′|) time. As the depth of � ()★) is O(log =/log log =), the bound on |?′|
follows. �
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Figure 4.3: On the left there is a branch 4 of )★, with outgoing edges to ℎ1, ℎ2, . . . , ℎ: in
�()★). On the right, there is a catalog graph gadget created for 4, which is part of � ()★).
Circles denote interval nodes and rectangles heavy tree nodes. Some of the intervals are
recursively replaced with the gadget to decrease their degree. Heavy tree nodes have degree
O(log =). In � ()★), 4’s parent is the heavy tree to which it belongs, while the children of
each ℎ8 are the branches in ℎ8.

From � ()1) and � ()2) constructed as in Lemma 4.3.11, we create the catalog graph �
as described earlier. Only nodes that represent pairs of branches contain non-empty original
catalogs. After the original catalogs are filled, we run the preprocessing of fractional
cascading and appropriate augmented catalogs are created for all nodes in � as described
in [CG86,SJ05]. The O(log =/log log =) predecessor queries coming from restricted HIA
queries performed in Algorithm 15 are naturally reduced to a constant number of queries
to the G-fast tries and the traversal of a path of length O(log =/log log =) in �. This takes
O(log =/log log =) time in total and concludes the description of our data structure and the
proof of Theorem 4.1.2.

4.4 Lower bounds for Õ(=)-size data structure

The following lower bounds are for cell-probe model [P1̆1] of computation.

4.4.1 Normalized HIA problem

We call (1, =)-normal the tree obtained from a complete 1-ary tree T of depth 3 = log1 =
by attaching at most 13+1−3 ′ extra leaves to every node at depth 3′, for 3′ = 1, 2, . . . , 3.
(The root is at depth 0.) The size of such a tree is

∑3
3 ′=1 1

3 ′ · 13+1−3 ′ = O(= log =). To
avoid clutter, we will assume that log1 = is an integer.
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Normalized HIA
Input: Two (1, =)-normal trees having pairs of extra leaves attached to nodes at depths
3′ and 3 + 1 − 3′, for 3′ = 1, 2, . . . , 3, having the same unique label.
Query: Given two leaves at depth 3, is the total weight of their HIA 3 + 1?

Observe that in an instance of Normalized HIA built for T1 and T2 there is no need to
attach more than one pair of extra leaves to the same pair of nodes. Additionally, a query
concerning a leaf D ∈ T1 and E ∈ T2 can be reformulated as seeking an ancestor D′ of D at
depth 3′ and an ancestor E′ of E at depth 3 + 1 − 3′ such that there is a pair of extra leaves
with the same unique label attached to both D′ and E′, for some 3′ = 1, 2, . . . , 3.

The butterfly graph of degree 1 and depth 3 has vertex set+ = {(8, r) : 8 = 0, . . . , 3, r ∈
[1]3}. A vertex (8, r), 8 = 0, 1, . . . , 3 − 1, has 1 outgoing edges to all vertices (8 + 1, r′)
such that r and r′ differ at most on the (8 + 1)-th coordinate. We call vertices (0, r) sources
and vertices (3, r) sinks. We actually manipulate the vertex labels as base 1-numbers, but
it is conceptually easier to think of them as vectors of length 3. Note that each source can
reach each sink by a unique path corresponding to transforming the source’s vector into the
sink’s vector coordinate by coordinate.

Butterfly Reachability
Input: A subgraph � of a butterfly graph �.
Query: Is sink E reachable from from source D?

Theorem 4.4.1 ([P1̆1]). Any structure of size Õ(=) for Butterfly Reachability, where =
is the size of the butterfly graph, requires query time Ω(log =/log log =).

The reduction in the proof of the following lemma closely resembles the reduction
from Butterfly Reachability to range stabbing in 2D from [P1̆1], but we provide the
details for completeness.

Lemma 4.4.2. If there is a structure of size Õ(=) for Normalized HIA that answers queries
in C time, then there is a structure of size Õ(=) for Butterfly Reachability that answers
queries in time O(C).

Proof. We will show how to reduce answering a source-to-sink reachability query on a
subgraph of a butterfly graph of degree 1, depth 3 and size = to answering a HIA query on
two (1, =)-normal trees T1 and T2.

Let T1 (resp. T2) be the complete 1-ary tree over vertices of level 0 (resp. 3), sorted
lexicographically (resp. sorted by the lexicographic order of their reverses). In T1, the
ancestor of a leaf (0, r) at depth X is an ancestor of any leaf (0, (∗, . . . , ∗, A3−X+1, . . . , A3)),
where ∗ indicates an arbitrary value. In T2, the ancestor of a leaf (3, r) at depth X is an
ancestor of any leaf (3, (A1, . . . , AX, ∗, . . . , ∗)).

In the butterfly graph, the edge from vertex (8, r) to vertex (8 + 1, p) in � is
on the unique path from each the source (0, (∗, . . . , ∗, A8+1, . . . , A3)) to each sink
(3, (A1, . . . , A8, ?8+1, ∗, . . . , ∗)). For each missing edge ((8, r), (8 + 1, p)), we attach a
pair of leaves with the same unique identifier:

1. in T1 at the ancestor of (0, r) at depth 3 − 8,
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2. in T2 at the ancestor of (3, p) at depth 8 + 1.

Note that the sum of the depths of these nodes is 3+1. Consequently, sink E is not reachable
from source D if and only if the total weight of the HIA of D ∈ T1 and E ∈ T2 is 3 + 1. Both
constructed trees are indeed (1, =)-normal, as the number of leaves attached to a node at
depth 3′ is at most 13+1−3 ′, for every 3′ = 1, 2, . . . , 3 (and there are no leaves attached to
the roots). �

Lemma 4.4.3. Given an instance of Normalized HIA on (1, =)-normal trees, we can
construct O(

√
=) instances of Normalized HIA on (1,

√
=)-normal trees such that any

query to the original instance can be reduced in constant time to two queries to the smaller
instances using a preprocessed table of size O(=).

Proof. Recall that T1 and T2 in the Normalized HIA problem are complete 1-ary trees of
depth 3 = log1 = with some extra leaves. As all the extra labelled leaves are added in a way
that the sum of their depths is 3 + 1, when searching for such a pair one can assume that
one of the leaves is on depth at most 3/2 and the other one is on depth larger than 3/2.

We want to partition both complete 1-ary trees into smaller edge-disjoint trees of depth
3/2 called fragments. This is done by selecting all nodes at depth 3/2 in both trees. For
every selected node F, we create two copies of it, F′ and F′′, such that F′ inherits the
ingoing edge from F’s parent and becomes a leaf of a fragment, while F′′ inherits the
outgoing edges to children of F and becomes the root of some fragment. We will say that
the new leaf F′ corresponds to the original F, and every node that was not split corresponds
to itself. Thus, we partition each tree into the top fragment and

√
= bottom fragments. We

create an instance of Normalized HIA on (1,
√
=)-normal trees for the following pairs of

fragments: the top fragment of T1 together with each bottom fragment of T2, and similarly
each bottom fragment of T1 together with the top fragment T2. We need to specify how to
attach the extra leaves in each instance.

Consider the top fragment � of T1 and a bottom fragment � of T2. Take a pair of
leaves D and E with the same unique label attached to the nodes corresponding to D′ ∈ �
and E′ ∈ � in the original instance. We attach a pair of such leaves to D′ and E′ in (�, �).
We claim that (�, �) is a valid instance of Normalized HIA over (1,

√
=)-normal trees.

This requires checking that the number of leaves attached to a node at depth 3′ in � or
� is at most 13/2+1−3 ′. In the original instance, a pair of leaves is attached at depths 3′
and 3 + 1 − 3′, for some 3′ = 1, 2, . . . , 3/2. In (�, �) the corresponding pair of leaves
is attached at depths 3′ and 3/2 + 1 − 3′. For any node D at depth 3′ in �, we have at
most 13/2+1−3 ′ nodes at depth 3/2 + 1 − 3′ in �, and hence attach that many leaves to D.
Similarly, for any node E at depth 3/2 + 1 − 3′ in �, we have at most 13 ′ nodes at depth 3′
in �, and hence attach that many leaves to E. Consequently, (�, �) is a valid instance of
Normalized HIA over (1,

√
=)-normal trees. A symmetric argument applies for the case

when � is a bottom fragment of T1 while � is the top fragment of T2.
We have obtained O(

√
=) instances of Normalized HIA over (1,

√
=)-normal trees.

Consider a query that seeks an ancestor D′ at depth 3′ of a leaf D ∈ T1 and an ancestor E′ at
depth 3 +1− 3′ of a leaf E ∈ T2 such that there is a pair of leaves with the same unique label
attached to both D′ and E′, for some 3′ = 1, 2, . . . , 3. For 3′ ≤ 3/2 this can be retrieved by
querying the instance (�, �), where � is the top fragment of T1 and � is a bottom fragment
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of T2 containing the leaf corresponding to E. To translate the query, we need to retrieve the
first ancestor of D for which the corresponding node belongs to the top fragment, but this
can be simply preprocessed and stored for every leaf. Similarly, for 3′ > 3/2 we should
query the instance (�, �), where � is a bottom fragment of T1 and � is the top fragment of
T2. Thus, a query to the original instance reduces to two queries to the smaller instances,
and the translation takes constant time after O(=)-space preprocessing. �

Allowing Las Vegas randomization. Let us first note that Theorem 4.4.1 holds even
when Monte Carlo randomization is allowed. This is shown in [P1̆1] through a reduction
from the information-theoretic Lopsided Set Disjointness (LSD) problem, which we
define next.
Lopsided Set Disjointness
Input: Alice and Bob receive sets � and �, respectively, over a universe * such that
|* |/|�| = 1.
Output: Is � ∩ � = ∅?

In communication problems like LSD, usually the goal is to design an appropriate
protocol for all the parties taking part in the communication, so that the number of
bits transmitted between the parties in order to answer the query is small. One can
sometimes derive interesting lower bounds for data structure problems using the hardness
of communication problems. Because this is not the main focus of the thesis, we refer to
[P1̆1] (especially Subsection 3.1) for more definitions and intuitions about communication
protocols.

Theorem 4.4.4 ([P1̆1]). Fix X > 0. If a protocol for Lopsided Set Disjointness has
error less than 1

9999 , then either Alice sends at least X |�| log 1 bits or Bob sends at least
|�| · 11−O(X) bits.

Let us suppose that there exists a data structure for partially dynamic LCS that processes
each update in expected amortized time ) (=). Formally, the expected total time to process
the first < operations should be at most < · ) (=), for every <. Our aim is to perform some
updates on a blank data structure to ensure that the next update takes O() (=)) expected
worst-case time.

We first initialize the structure using O(=) updates. Then, while this is possible, we
perform an expensive (pair of) update(s). Expensive means that the expected time is larger
than � · ) (=) for some constant �. Note that in order to compute the expected time we
consider all possible sequences of random bits. For each such sequence, we feed the
structure with the whole sequence of updates chosen so far, and consider the time taken
by the next update. By taking the average over all sequences of random bits we get the
expected time of an update. There are O(<) such updates. Hence, the next update will
require O() (=)) expected worst-case time.

Then, by combining Lemma 4.4.2 and Lemma 5.4.2 (which is defined and proven in
Chapter 5, as is it about dynamic LCS problem) we get a distribution over Õ(=)-size data
structures for the Butterfly Reachability problem such that any query takes O() (=))
expected worst-case time.
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Note that we can assume that the query itself is deterministic once we have fixed the
data structure. The rest of this section is devoted to proving the following Theorem 4.4.5,
which is an extension of Theorem 4.4.1.

Let us first briefly recall how a lower bound for a communication problem can yield a
lower bound for a data-structure problem (as in [P1̆1]). Bob constructs a data structure over
his set �, while Alice simulates a batch of : queries, asking Bob for each of the memory
locations of the data structure accessed by those queries. If the data structure of Bob has
size B, for each cell-probe, Alice sends log

(B
:

)
and Bob responds with : · F bits. Then, if

the data structure answers queries in time C, we get a protocol for LSD where Alice sends
C · log

(B
:

)
bits and Bob sends C · : · F bits, where F = Θ(log B) is the word-size.

Theorem 4.4.5. Suppose that there exists a probability distribution over Õ(=)-size
data structures for the Butterfly Reachability problem, so that the expected (over
the distribution) time to answer each reachability query is at most ) (=). Then
) (=) = Ω(log =/log log =).

Proof. We will show that a probability distribution over Õ(=)-size data structure for
Butterfly Reachability with the expected query time being >(log =/log log =) implies
a protocol for LSD that contradicts Theorem 4.4.4.

Our proof closely follows the proof of [P1̆1, Reduction 12]. This proof shows how a
structured version of LSD (for which Theorem 4.4.4 still holds), reduces to the problem
of answering in parallel |�|/3 reachability queries for a subgraph of a degree-1 butterfly
graph with |�| = = non-sink vertices, = · 1 edges, and depth 3 = Θ(log =/log 1). We set
1 = 2 log2 =, so 3 = Θ(log =/log log =), the size of our structure constructed for the graph
is B = Õ(=), and F = Θ(log =).

Bob chooses from the probability distribution a structure of size B constructed for the
graph, and Alice simulates the queries, allowing 2 · C time for each of them, where 2 is a
constant that will be specified later. By Markov’s inequality, each query requires more
than 2 · C time with probability at most 1/2. Hence, in expectation, |�|

32
of Alice’s |�|/3

queries will remain unanswered. Then, we can apply again Markov’s inequality, to show
that the probability of having more than 9999 · |�|

32
such queries is at most 1/9999. In this

case, the protocol fails, which is allowed by Theorem 4.4.4.
For each query that still remains unanswered (out of the allowed 9999 · |�|

32
), Alice

explicitly sends the source and sink to Bob, using 2 log B bits, while Bob checks reachability
and responds with 1 bit. Thus, overall, Alice sends at most

2C · log
(

B

|�|/3

)
+ 9999 · 2 log B · |�|

32
= 2 · |�| · O

(
C

3
· log

(
B · 3
|�|

))
+ |�|
2
· O

(
log B

3

)
= 2 · = · O

( C
3
· log log =

)
+ =
2
· O(log log =)

bits and Bob sends at most 2 · C · F · |�|
3
+ 9999 · |�|

32
= 2 · = · C

3
· log = + O( =

23
)

bits. Here we used a simple approximation for logarithm of binomial coefficient
log

(=
:

)
= O(: log = − : log :) = O

(
: log

(
=
:

) )
.
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We employ Theorem 4.4.4 with X small enough as to make the 11−O(X) term in its
statement at least

√
1. Then, either Alice sends at least X= log 1 bits or Bob sends at least

=
√
1 bits.

• In the former case, by setting 2 to be sufficiently large so that the second term
in the expression for the bits sent by Alice is at most X/2 · = log 1, we have
C
3
· log log = = Ω(log 1), so C

3
= Ω(1).

• In the latter case, again by setting 2 to be sufficiently large so that the second term in
the expression for the bits sent by Bob is at most 1

2 · =
√
1, we have C

3
· log = = Ω(

√
1),

so C
3
= Ω(1).

In either case, we obtain C = Ω(3) = Ω(log =/log log =). �

4.4.2 Activation HIA problem
We now proceed to prove hardness of other variant of HIA problem that will be useful in
Section 5.4.2 to prove hardness of dynamic LCS. This requires an additional definition.

Activation HIA
Input: Two unlabeled (1, =)-normal trees.
Update: Activate a pair of leaves, one from each tree, attached at depths 3′ and 3+1−3′,
for some 3′ = 1, 2, . . . , 3, by giving them a unique label.
Query: Given two leaves at depth 3, is the total weight of their HIA 3 + 1?

The reason why we introduce this HIA-related variant is that we want to show lower
bound for larger but dynamic structure.

Lemma 4.4.6. If, for some constant 2, there exists a structure of size O(=2) for Activation
HIA that processes updates in time CD and answers queries in time C@, then there exists a
structure of size Õ(= · CD) for Normalized HIA, which answers queries in time O(C@).

Proof. Intuitively, our goal is to build a structure of space Õ(=) based on possibly much
larger, polynomial-size structures. Natural way to do so would be to use a constant number
of levels of indirection. It might seem the best we can hope for is O(=1+n ), however we
overcome this by reusing the same structure multiple times. Now we proceed to a formal
description.

Recall that T1 and T2 in the Normalized HIA problem are complete 1-ary trees
of depth 3 = log1 = with some extra leaves. Generalizing the proof of Lemma 4.4.3,
we want to partition both complete 1-ary trees into smaller edge-disjoint trees of depth
� = 3/2 called fragments. Let us first modify T2 by attaching a path consisting of ?
edges, where ? < � and ? ≡ −3 (mod �), to T2’s root and then rooting T2 at the new
endpoint of this path. After this modification, the sum of the depths of the nodes where
two leaves with the same label are attached, with 3′ being the depth of the node at T1, is
3′ + (3 + 1 − 3′) + ? ≡ 1 (mod �). Any reference to T2 in the remainder of this proof
refers to T2 after this modification.
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Let us now describe how to partition T1 and T2 into fragments. We select all nodes at
depth X in both T1 and T2, such that X ≡ 0 (mod �). For every selected node F, we create
two copies of it, F′ and F′′, such that F′ inherits the ingoing edge from F’s parent and
becomes a leaf of a fragment, while F′′ inherits the outgoing edges to children of F and
becomes the root of some fragment. We will say that the new leaf F′ corresponds to the
original F, and every node that was not split corresponds to itself. We conceptually add
extra nodes to the fragments with depth smaller than � so as to make all of them identical.
(One can think of this as having an embedding of each fragment to a complete 1-ary tree
of depth �.)

Consider a fragment � of T1 and a fragment � of T2. We define the corresponding
instance of Normalized HIA, denoted (�, �), as follows. Consider a pair of leaves D and
E with the same unique label attached to the nodes corresponding to D′ ∈ � and E′ ∈ � in
the original instance. We attach a pair of such leaves to D′ and E′ in (�, �). We claim that
(�, �) is a valid instance of Normalized HIA over (1, <)-normal trees, where < = =1/2.
This requires checking that the number of leaves attached to a node at depth 3′ in � or �
is at most 1�+1−3 ′. In the original instance, a pair of leaves is attached at depths 3′ and
3 + 1− 3′, for some 3′ = 1, 2, . . . , 3. In (�, �) the corresponding pair of leaves is attached
at depths G and H with G + H ≡ 1 (mod �) as argued above. Moreover, recall that the roots
of fragments do not correspond to nodes of the original trees and hence 0 < G ≤ � and
0 < H ≤ �. Consequently, G + H = � + 1. For any 3′ = 1, 2, . . . , � and any node D at
depth 3′ in �, we have at most 1�+1−3 ′ nodes at depth � + 1 − 3′ in �, and hence attach at
most that many leaves to D, so indeed the number of leaves attached to any node of � is as
required. A symmetric argument can be used to bound the number of leaves attached to
any node of �, so (�, �) is indeed a valid instance.

We now claim that answering a query in the original instance reduces to 2 queries in
the smaller instances. In the original instance, we seek an ancestor D′ of a leaf D ∈ T1 and
an ancestor E′ of a leaf E ∈ T2 such that there is a pair of leaves with the same unique
label attached to both D′ and E′. We iterate over every fragment � above D, locating the
unique fragment � above E for which it is possible that � contains a node corresponding
to node 6′ in T1 and � contains a node corresponding to node 5 ′ in T2 such that there is
a pair of leaves with the same unique label attached to both 6′ and 5 ′, and querying the
smaller instance (�, �). Note that such � is unique by the choice of selected nodes and
the fact that if 6′ is at depth 3′ in T1 then 5 ′ must be at depth 3 + 1 − 3′ + ? in T2 and
3 + 1 − 3′ + ? = 1 − 3′ (mod �).

We cannot afford to build a separate structure for every smaller instance (�, �) as
that would give us O(=1+n ) space. However, we can afford to build a single instance of
Activation HIA corresponding to a pair of (1, <)-normal trees. By our assumption, such
a blank structure takes O(<2) = O(=) space. We first gather, for every smaller instance
(�, �), all pairs of leaves that should be attached to �’s and �’s nodes. This can be done
efficiently by iterating over the at most 3 · 13+1 pairs of leaves with the same unique label in
the original instance and maintaining a hash table with pointers to lists corresponding to the
smaller instances. Then, for every smaller instance, we proceed as follows. We first issue
updates to the blank structure to make it correspond to the current smaller instance. During
the updates, we save the modified memory locations, and after the final update we prepare
a hash table mapping the modified memory location to its final content. Then, we reset the
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blank structure to its initial state. This takes Õ(= · CD) time and space overall and allows us
to later simulate a query on any smaller instance using the stored blank structure and the
appropriate hash table describing the modified memory locations in O(C@) time. �
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Chapter 5

Dynamic Longest Common Substring

5.1 Introduction
In this chapter we focus on the dynamic variant of the following problem.

Longest Common Substring (LCS)
Input: Two strings ( and ) .
Output: Indexes (8, 9) maximizing 9 − 8 + 1 for which there is a pair of indexes (8′, 9 ′)
with ([8.. 9] = ) [8′.. 9 ′].

First, we consider partially dynamic variant of the problem in which updates (either
letter substitutions or edit operations) may only affect (.

Partially dynamic Longest Common Substring with substitutions
Input: Two strings ( and ) .
Update: Update 8-th character of ( to 2 ∈ Σ.
Query: Indexes (8, 9) maximizing 9 − 8 + 1 for which there is a pair of indexes (8′, 9 ′)
with ([8.. 9] = ) [8′.. 9 ′].

Partially dynamic Longest Common Substring with edit operations
Input: Two strings ( and ) .
Update: Delete 8-th character of ( or Insert 2 ∈ Σ before 8-th character of ( or at the
end of (.
Query: Indexes (8, 9) maximizing 9 − 8 + 1 for which there is a pair of indexes (8′, 9 ′)
with ([8.. 9] = ) [8′.. 9 ′].

Later, we consider the fully dynamic variant for which both ( and ) may be changed.

Fully dynamic Longest Common Substring with substitutions
Input: Two strings ( and ) .
Update: Update 8-th character of ( to 2 ∈ Σ or Update 8-th character of ) to 2 ∈ Σ
Query: Indexes (8, 9) maximizing 9 − 8 + 1 for which there is a pair of indexes (8′, 9 ′)
with ([8.. 9] = ) [8′.. 9 ′].
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Fully dynamic Longest Common Substring with edit operations
Input: Two strings ( and ) .
Update: Delete 8-th character of ( or Delete 8-th character of ) or Insert 2 ∈ Σ before
8-th character of ( or at the end of ( or Insert 2 ∈ Σ before 8-th character of ) or at the
end of ) .
Query: Indexes (8, 9) maximizing 9 − 8 + 1 for which there is a pair of indexes (8′, 9 ′)
with ([8.. 9] = ) [8′.. 9 ′].

We provide positive and negative results for almost all the variants. See Table 5.1 for a
comprehensive overview of our results.

5.1.1 Previous and related work

As we already mentioned in the Chapter 1, for the static LCS problem, Weiner showed how
to solve it in linear time (for constant alphabets) [Wei73]. With polynomially-bounded
integer alphabets, the linear-time construction of suffix trees by Farach yielded an O(=)-
time algorithm [Far97]. A faster algorithm can be achieved in the word RAM model of
computation when the alphabet is small [CKPR21]. Recently, the quantum computational
complexity of the LCS problem was settled to be at most a polylogarithmic factor away
from =2/3 [GS22,AJ22, JN23]. Further, many different versions of this classical question
have been considered, such as obtaining a tradeoff between the time and the working
space [SV13, KSV14, BGKK20], or computing an approximate LCS under either the
Hamming or the edit distance (see [TAA16,CCI+18,KRS19,CKPR21] and references
therein), to name a few.

Amir et al. [ACI+17] initiated the study of this question in the dynamic setting by
considering the problem of constructing a data structure over two strings that returns the
LCS after a single edit operation in one of the strings. However, in their solution, after
each edit operation, the string is immediately reverted to its original version. Abedin
et al. [AHGT22] improved the tradeoffs for this problem by designing a more efficient
solution for the so-called heaviest induced ancestors problem. Amir and Boneh [AB18]
investigated some special cases of the partially dynamic LCS problem (in which one of the
strings is assumed to be static); namely, the case where the static string is periodic and
the case where the substitutions in the dynamic string are substitutions with some letter
# ∉ Σ. Finally, Amir et al. [ACPR20] presented the first algorithm for the fully dynamic
LCS problem (in which both strings are subject to updates) that needs only sublinear time
per edit operation, namely Õ(=2/3) time. As a stepping stone towards this result, they
designed an algorithm for the partially dynamic LCS problem that processes each edit
operation in Õ(

√
=) time.

5.1.2 Our contribution

See Table 5.1.
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Variant Operations Space Update time

Partially dynamic

Substitutions

Õ(=) Ω(log =/log log =) Theorem 5.4.3

Õ(=) O(log =/log log =) Theorem 5.2.5

O(=1+n ) O(log log =) Corollary 5.2.6

Edit operations
O(poly =) Ω(log =/log log =) Theorem 5.4.1

Õ(=) O(log =/log log =) Theorem 5.2.9

Fully dynamic
Substitutions O(poly =) Ω(log =/log log =) Theorem 5.4.5

Edit operations Õ(=) O(log7 =) Theorem 5.3.1

Table 5.1: A summary of update time complexities for variants of the dynamic LCS
problem. Parameter n is a predefined arbitrarily small positive constant. Note that several
of the stated upper and lower bounds allow for amortization and/or randomization; for each
of the bounds, this is explicitly stated in the corresponding section.

5.1.3 Techniques and ideas
We first consider the partially dynamic version of the problem where updates are only
allowed in one of the strings, say (, in Section 5.2. This problem is easier as we can
use the static string ) as a reference point. We maintain a partition of ( into blocks
(i.e. substrings of ( whose concatenation equals (), such that each block is a substring
of ) , but the concatenation of any two consecutive blocks is not. This is similar to the
approach of [ALLS07] and other works that consider one dynamic and one static string.
The improvement upon the Õ(

√
=)-time algorithm presented in [ACPR20] comes exactly

from imposing the aforementioned maximality property, which guarantees that the sought
LCS is a substring of the concatenation of at most three consecutive blocks and contains
the first letter of one of these blocks. The latter property allows us to anchor the LCS in (.
Upon an update, we can maintain the block decomposition, by updating a constant number
of blocks. It then suffices to show how to efficiently compute the longest substring of ) that
contains the first letter of a given block. We reduce this problem to answering a heaviest
induced ancestors (HIA) query. This reduction was also presented in [ACI+17,AHGT22],
but we describe the details to help the reader develop intuition towards understanding the
more involved solution of fully dynamic LCS.

In Section 5.3, we move to the fully dynamic LCS problem. We try to anchor the LCS
in both strings as follows. For each of the strings ( and ) we show how to maintain, in
logO(1) = time, a collection of pairs of adjacent fragments (e.g. (([8 . . 9 − 1], ([ 9 . . :])),
denoted by �( for ( and �) for ) , with the following property. For any common substring -
of ( and ) there exists a partition - = -ℓ-A for which there exists a pair (*ℓ,*A) ∈ �( and
a pair (+ℓ, +A) ∈ �) such that -ℓ is a suffix of both*ℓ and+ℓ, while -A is a prefix of both*A
and+A . We can maintain this collection by exploiting the properties of the locally consistent
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parsing previously used for maintaining a dynamic collection of strings [GKK+18]. We
maintain tries for fragments in the collections �( and �) , and reduce the dynamic LCS
problem to a problem on dynamic bicolored trees, which we solve by using dynamic
heavy-light decompositions and 2D range trees.

The lower bound for the case where edit operations are allowed follows from a variant
of the dynamic partial sums problem [FS89b,HR03]. The lower bounds for the case where
only substitution operations are allowed are much more involved. For those, we first show
a reduction from the problem of answering reachability queries in butterfly graphs that was
considered in the seminal paper of Pătraşcu [P1̆1] to the HIA problem. However, both of
these are data structure problems. For the lower bound for the fully dynamic LCS problem,
we overcome this by using as an intermediate step a reduction to a (normalized) dynamic
variant of the HIA problem. In fact, in order to show that these lower bounds hold even
when Las Vegas randomization is allowed, we slightly generalize Pătraşcu’s reduction from
the information-theoretic lopsided set disjointness problem to the butterfly reachability
problem. See Section 5.4.

5.2 Algorithms for Partially Dynamic LCS
In this section, we describe an algorithm for solving the partially dynamic variant of the
LCS problem, where updates are only allowed on one of the strings, say (, while ) is given
in advance and is not subject to change. We first consider the case where only substitution
operations are allowed and then extend our solution for the case where insertions and
deletions are also allowed.

Let us assume that all the letters of ( throughout the execution of the algorithm occur at
least once in ) ; we will waive this assumption later. Also, for simplicity, we assume that (
is initially equal to $|( |, for $ ∉ Σ. We can always obtain any other initial ( by performing
an appropriate sequence of updates in the beginning.

5.2.1 Block decomposition
Definition 5.2.1. A block decomposition of string ( with respect to string ) is a sequence
of strings (B1, B2, . . . , B: ) such that ( = B1B2 . . . B: and every B8 is a fragment of ) . An
element of the sequence is called a block of the decomposition. A decomposition ismaximal
if and only if B8B8+1 is not a substring of ) for every 8 ∈ [: − 1].

Maximal block decompositions are not necessarily unique and may have different
lengths, but all admit the following useful property.

Lemma 5.2.2. For any maximal block decomposition of ( with respect to ) , any fragment
of ( that occurs in ) is contained in at most three consecutive blocks. Furthermore, any
occurrence of an LCS of ( and ) in ( must contain the first letter of some block.

Proof. We prove the first claim by contradiction. If (B1, B2, . . . , B: ) is a maximal block
decomposition of ( with respect to ) and a fragment of ( that occurs in ) spans at least four
consecutive blocks B8, B8+1, B8+2, . . . , B 9 , then B8+1B8+2 is a substring of ) , a contradiction.
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As for the second claim, it is enough to observe that if an occurrence of an LCS in
( starts in some other than the first position of a block 1, then it must contain the first
letter of the next block, as otherwise its length would be smaller than the length of block 1,
which is a common substring of ( and ) . �

We will show that an update in ( can be processed by considering a constant number of
blocks in a maximal block decomposition of ( with respect to ) . We first summarize the
basic building block needed for efficiently maintaining such amaximal block decomposition.

Lemma 5.2.3. Let ) be a string of length at most =. In O(= log2 =)-time, we can construct
an O(= log =)-space data structure that, given two fragments* and + of ) , can compute a
longest fragment of ) that is equal to a prefix of*+ in O(log log =) time.

Proof. We build a weighted ancestor queries structure over the suffix tree of ) . A weighted
ancestor query (ℓ, D) on a (weighted) tree T , asks for the deepest ancestor of D with
weight at most ℓ. Such queries can be answered in O(log log =) time after an O(=)-time
preprocessing of T if all weights are polynomial in = [FM96], as is the case for suffix trees
with the weight of each node being its string-depth. We also build a data structure for
answering unrooted LCP queries over the suffix tree of ) . In our setting, such queries can
be defined as follows: given nodes D and E of the suffix tree of ) , we want to compute the
(implicit or explicit) node where the search for the path-label of E starting from node D
ends. Cole et al. [CGL04] showed how to construct in O(= log2 =) time a data structure
of size O(= log =) that answers unrooted LCP queries in O(log log =) time. With these
data structures at hand, the longest prefix of*+ that is a fragment of ) can be computed
as follows. First, we retrieve the nodes of the suffix tree of ) corresponding to * and +
using weighted ancestor queries in O(log log =) time. In more detail, if* = ) [8 . . 9] then
we access the leaf of the suffix tree corresponding to ) [8 . .] and access its ancestor at
string-depth |* |, and similarly for + . Second, we ask an unrooted LCP query to obtain the
node corresponding to the sought prefix of*+ . �

Lemma 5.2.4. A maximal block decomposition of a dynamic string (, with respect to a
static string ) , can be maintained in O(log log =) time per substitution operation with a
data structure of size O(= log =) that can be constructed in O(= log2 =) time.

Proof. We keep the blocks on a doubly-linked list and we store the starting positions
of blocks in an O(=)-size predecessor/successor data structure over [=] that supports
O(log log =)-time queries and updates [vEB75]. This allows us to navigate in the structure
of blocks, and in particular to be able to compute the block in which the edit occurred and
its neighbors.

Suppose that we have a maximal block decomposition � = (B1, . . . , B: ) of (
with respect to ) . Let us consider a substitution operation with letter H at position
C of block B8, and let B8 = Bl

8
GBr
8
, with |Bl

8
G | = C. Consider a block decomposition

�′ = (B1, B2, . . . , B8−1, Bl8, H, Br8 , B8+1, . . . , B: ) of string (′ after the update. Note that both Bl8
and Br

8
may be empty. This block decomposition does not need to be maximal. However,

since � is a maximal block decomposition of (, none of the strings B1B2, B2B3, . . ., B8−2B8−1,
B8+1B8+2, B8+2B8+3, . . ., B:−1B: occurs in ) . Thus, given �′, we repeatedly merge any two
consecutive blocks from (B8−1, Bl8, H, Br8 , B8+1) whose concatenation is a substring of ) into
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one, until this is no longer possible. We have at most four merges before obtaining amaximal
block decomposition �′ of string (′. Each merge is implemented with Lemma 5.2.3 in
O(log log =) time. �

As for allowing substitutions of letters that do not occur in ) , we simply allow blocks
of length 1 that are not substrings of ) in block decompositions, corresponding to such
letters. It is readily verified that all the statements above still hold.

Due to Lemma 5.2.2, for a maximal block decomposition (B1, B2, . . . , B: ) of ( with
respect to ) , we know that any occurrence of an LCS of ( and ) in ( must contain the
first letter of some block of the decomposition and cannot span more than three blocks. In
other words, it is the concatenation of a potentially empty suffix of B8−1B8 and a potentially
empty prefix of B8+1B8+2 for some 8 ∈ [:] (for convenience we consider the non-existent B8s
to be equal to Y). We call an LCS that can be decomposed in such way a candidate of B8.
Our goal is to maintain the candidate proposed by each B8 in a max-heap with the length as
the key. We also store a pointer to it from block B8. The max-heap is implemented with an
O(=)-size predecessor/successor data structure over [=] that supports O(log log =)-time
queries and updates [vEB75]. We assume that each block B8 stores a pointer to its candidate
in the max-heap.

After an update, the candidate of each block 1 that satisfies the following two conditions
remains unchanged: (a) 1 did not change and (b) neither of 1’s neighbors at distance
at most 2 changed. For the O(1) blocks that changed, we proceed as follows. First, in
O(log log =) time, we remove from the max-heap any candidates proposed by the deleted
blocks or blocks whose neighbors at distance at most 2 have changed. Then, for each
new block and for each block whose neighbors at distance at most 2 have changed, we
compute its candidate and insert it to the max-heap. To compute the candidate of a block
B8, we proceed as follows. We first compute the longest suffix* of B8−1B8 and the longest
prefix + of B8+1B8+2 that occur in ) in O(log log =) time using Lemma 5.2.3. Then, the
problem in scope can be restated as follows: given two fragments* and + of ) compute
the longest fragment of*+ that occurs in ) . This problem can be reduced in O(log log =)
time to a constant number of HIA queries over the suffix trees of ) and )' as shown
in [ACI+17,AHGT22]. Here, we briefly explain the reduction to HIA in the interests of
self-containment and developing intuition for the harder problem of maintaining an LCS
of two dynamic strings.

5.2.2 Reduction to Heaviest Induced Ancestors
Let T1 and T2 be the suffix trees of )$ and )'#, respectively, where $ and # are sentinel
letters not in the alphabet and lexicographically smaller than all other letters. Note that
each suffix of )$ corresponds to a leaf in T1; similarly for T2. We label a leaf E of T1
with the starting position of the suffix of )$ that it represents. For T2, however, we label
the leaf corresponding to )' [8 . .]# with = − 8 + 2. Intuitively, if we consider a split
) = ) [. . 8−1]) [8 . .], the leaves corresponding to ) [8 . .]$ in T1 and ) [. . 8−1]'# in )2 get
the same label. Further, let the weight of each node in T1 and T2 be its string-depth. Upon
query, we first compute the node ? corresponding to + in T1 and the node @ corresponding
to*' in T2 using weighted ancestor queries in O(log log =) time. Then the length of the
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longest substring of*+ is exactly the sum of the weights of the nodes returned by a HIA
query for ? and @. Some technicalities arise when ? or @ are implicit nodes, which can be
overcome straightforwardly.

Let &HIA(=), (HIA(=), and %HIA(=), respectively, denote upper bounds on the query-
time, space, and preprocessing of a data structure for the Heaviest Induced Ancestors
problemwhen the input is of size O(=). Combining the above discussion with Lemma 5.2.4,
we obtain the following result, which is a reduction of the partially dynamic LCS problem
to the static HIA problem.

Theorem 5.2.5. We can maintain an LCS of a dynamic string ( and a static string ) ,
each of length at most =, in O(log log =) +&HIA(=) time per substitution operation using
O(= log =) + (HIA(=) space, after an O(= log2 =) + %HIA(=)-time preprocessing.

Using Theorem 4.1.2, we obtain that an LCS can be maintained in O(log =/log log =)
time per update using Õ(=) space, after an Õ(=) time preprocessing. Clearly, the bottleneck
in the update time in this approach is in Theorem 4.1.2. That is, it is the query-time of
the data structure for answering HIA queries, as the additional time for each update is
only O(log log =). We can thus obtain a faster data structure at the expense of slower
preprocessing and more space using the following lemma, whose proof is deferred
to Section 4.2.

By plugging in the data structures encapsulated by Theorem 4.1.2 and Lemma 4.2.1
to Theorem 5.2.5 we obtain the following results.

Corollary 5.2.6. We can maintain an LCS of a dynamic string ( and a static string ) ,
each of length at most =,

(a) in O(log = log log =) time per substitution operation using O(= log2 =) space, after
an O(= log2 =)-time preprocessing, or

(b) in O(log =/log log =) time per substitution operation using Õ(=) space, after an
Õ(=)-time preprocessing, or

(c) in O(log log =) time per substitution operation using O(=1+n ) space, after an
O(=1+n )-time preprocessing, for any constant n > 0.

5.2.3 Handling insertions and deletions
Let us now show how to extend our solution to handle arbitrary edit operations, i.e. insertions
and deletions of letters as well. The sole challenge to this end is in maintaining the maximal
block decomposition of (. This is because insertions and deletions offset the indices and
hence we cannot use a predecessor structure to identify the block that contains the edit as
in the proof of Lemma 5.2.4.

First, note that we can perform the required task with an additive O(log =) factor
overhead in the update time by maintaining an augmented balanced binary search tree over
the blocks. This way, we appropriately offset their indices upon insertions and deletions
of letters while locating the block that contains the edit. In fact, as we show next, we
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can perform the required task in O(log =/log log =) amortized time per update using the
dynamic array data structure of Dietz [Die89].1 Formally, consider the following problem.

List Indexing
Input: A list ! of size at most = over universe [=].
Update: “Delete H” or “insert H after G”.
Query: “Report the 8-th element of !” or “return the position of element G in !”.

Theorem 5.2.7 ([Die89]). There is a data structure for List Indexing that, after an
O(=)-time initialization, can perform updates and answer queries in O(log =/log log =)
amortized time.

Let us now return to our problem. In what follows, we will slightly abuse notation by
referring to the 8-th element of a list ! as ! [8]. We will maintain lists !(, !�, and !" ,
defined as follows:2

1. !( [8] = ([8],

2. !� [:] stores the :-th block B: in the decomposition, represented as (0, 1), where
B: = ) [0 . . 1],

3. !" is the concatenation of lists !� [:]!( [8 . . 9], where B: = ([8 . . 9], in increasing
order with respect to : .

We are only interested in !" . We maintain !( and !� for the technical reasons, for the
sake of efficiency.

There is a natural bijection 5 from the elements of !" to the elements of the
concatenation of !( and !�. We will maintain bidirectional pointers according to this
bijection. Formally, between !� [:] and the delimiter of block B: in !" , and between
!( [8] and !" [8 + 1], where 1 is the rank of the block containing ([8]. Such pointers
can be implemented using O(1) query operations, provided that we replace each element
G ∈ {0, 5 (0) : 0 ∈ !"} by (G, id(0)), where id(0) is a unique identifier.

Example 5.2.8. Let ( = abaabca and ) = bcaba. Example lists !(, !�, and !" are
shown below with blocks aba = ) [3 . . 5], a = ) [3], and bca = ) [1 . . 3]. The unique
identifiers are highlighted in blue.

!( (a, 5) (b, 1) (a, 7) (a, 10) (b, 2) (c, 8) (a, 4)

!� ((3, 5), 6) ((3, 3), 3) ((1, 3), 9)

!" ((3, 5), 6) (a, 5) (b, 1) (a, 7) ((3, 3), 3) (a, 10) ((1, 3), 9) (b, 2) (c, 8) (a, 4)

1This problem is very similar to the List Representation problem defined in Section 5.4.1. In fact, the
data structure of Dietz [Die89] solves the latter problem within the same complexities and this is optimal due
to a lower bound by Fredman and Saks [FS89b]. A reduction from List Representation to List Indexing
is only possible when no duplicates are allowed in the “represented list”.

2Note that List Indexing assumes that the elements in the list are pairwise distinct. We ensure this by
giving pairwise distinct identifiers to the elements of each list.
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Let us now discuss how to perform a deletion in (. Substitutions and insertions can
be handled analogously. Upon the deletion of a letter ([8] = 0, we follow the pointer
from !( [8] to some element !" [ 9] of !" . We delete both !( [8] and !" [ 9]. It follows
that ([8] is on the :-th block in the decomposition, where : = 9 − 8. This block B: is
stored in !� [:]. We split this block to at most two blocks Bl

:
and Br

:
such that B: = Bl:0B

r
:

similarly to the proof of Lemma 5.2.4, and then repeatedly try to merge consecutive blocks
in (B:−1, Bl: , B

r
:
, B:+1).

When we cannot merge any more blocks, we update lists !� and !" as follows. We
obtain the set � of delimiters of blocks B:−1, B: and B:+1 in !" using the pointers from
!� [: − 1], !� [:], and !� [: + 1], respectively. We delete any of these delimiters that
should be deleted. The indices where delimiters are to be inserted in !" (corresponding to
new blocks) can be straightforwardly obtained from � and the lengths of the new blocks.
In the end, we create bidirectional pointers between new blocks and their corresponding
delimiters, getting identifiers from a global max-heap of available identifiers. We obtain
the following result.

Theorem 5.2.9. We can maintain an LCS of a dynamic string ( and a static string ) , each
of length at most =, in O(log =) +&HIA(=) time or O(log =/log log =) +&HIA(=) amortized
time per edit operation using O(= log =) + (HIA(=) space, after an O(= log2 =) + %HIA(=)-
time preprocessing.

We obtain the following results by plugging in the data structures encapsulated
by [GGN13] or Theorem 4.1.2 to Theorem 5.2.9.

Corollary 5.2.10. We can maintain an LCS of a dynamic string ( and a static string ) ,
each of length at most =,

(a) in O(log = log log =) time per edit operation using O(= log2 =) space, after an
O(= log2 =)-time preprocessing, or

(b) in O(log =/log log =) amortized time per edit operation using Õ(=) space, after an
Õ(=)-time preprocessing, for any constant n > 0.

5.3 Fully Dynamic LCS
In this section, we prove our main result.

Theorem 5.3.1. We can maintain an LCS of two initially empty dynamic strings, each of
length at most =, in O(log7 =) amortized time per edit operation with high probability,
using Õ(=) space.3

We start with some intuition. Let us suppose that we can maintain a decomposition of
each string in level-: blocks of length roughly 2: for each level : = 0, 1, . . . , log = with the
following property: any two equal fragments* = ([8 . . 9] and + = ) [8′ . . 9 ′] are “aligned”

3Our algorithm is Las Vegas randomized, that is, it always returns correct answers but its running time
holds with probability 1 − 1/=Ω(1) .
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by a pair of equal blocks �1 in ( and �2 in ) at some level : such that 2: = Θ( |* |). In
other words, the decomposition of* (resp. +) at level : consists of a constant number of
blocks, where the first and last blocks are potentially trimmed, including �1 (resp. �2), and
the distance of the starting position of �1 from position 8 in ( equals the distance of the
starting position of �2 from position 8′ in ) . The idea is that we can use such blocks as
anchors for the LCS. For each level, for each string � appearing as a block in this level, we
would like to design a data structure that:

1. supports insertions/deletions of strings corresponding to sequences of a constant
number of level-: blocks, each containing a specified block equal to � and a Boolean
variable indicating the string this sequence originates from (( or )), and

2. can return the longest common substring among pairs of elements originating from
different strings that is aligned by a pair of blocks equal to �.

For each edit operation in either of the strings, we would only need to update O(log =)
entries in our data structures – a constant number of them per level.

Unfortunately, it is not clear how to maintain a decomposition with all these properties.
In fact, there were multiple papers on the topic and we elaborate a bit on these before we
proceed to present what we have chosen in our work. We resort to the dynamic maintenance
of a locally consistent parsing of the two strings, due to Gawrychowski et al. [GKK+18].
We exploit the structure of this parsing in order to apply the high-level idea outlined above
in a much more technically demanding setting.

5.3.1 Locally consistent parsing
The authors of [GKK+18] settled the time complexity of maintaining a collection of
stringsW under the following operations: makestring(,) (insert a non-empty string,),
concat(,1,,2) (insert,1,2 toW, for,1,,2 ∈ W), split(,, 8) (split the string, at
position 8 and insert both resulting strings toW, for , ∈ W), lcp(,1,,2) (return the
length of the longest common prefix of,1 and,2, for,1,,2 ∈ W). Let us note that the
collection is persistent in the sense that operations concat and split do not remove their
arguments fromW. An edit operation can be implemented with a constant number of
calls to such operations.

Theorem 5.3.2 (Gawrychowski et al. [GKK+18]). A persistent dynamic collection
W of strings of total length = can be maintained under operations makestring(,),
concat(,1,,2), split(,, 8), and lcp(,1,,2) with the operations requiring O(log = + |, |),
O(log =), O(log =) worst-case time with high probability and O(1) worst-case time,
respectively.

The data structure underlying the above theorem is Las Vegas randomized: the answers
are correct, but the update times are guaranteed onlywith probability 1−1/<Ω(1) , where< is
the total size of the input, including updates. Note that the size of amakestring(,) operation
is |, |, while the size of a concat or a split operation is O(1). We will use Theorem 5.3.2
to maintain two dynamic strings of length at most = under edit operations: each update to
the collection will increase the total size of the collection by an O(=) additive factor. By
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rebuilding the data structure every O(=) updates, we can ensure that the update times are
guaranteed with probability 1 − 1/=Ω(1) .

Other methods of maintaining dynamic collections of strings

We stress that the work of Gawrychowski et al. [GKK+18] is not the only work on
maintaining dynamic collections of strings. In this subsection, we review other methods
that we could potentially use in our work.

In [SV96], Sahinalp and Vishkin considered the Dynamic DictionaryMatching problem,
that is maintaining a collection of patterns under insert and delete operations that allows
for efficient search queries for occurrences of a given text. The main idea is to maintain
the so-called fat-tree, which is a directed acyclic graph of limited degree 3 that can be
partitioned into levels such that all the edges are only between neighbouring levels, and
each node has limited number of parents (up to 3/2). The nodes on the topmost level are
called the roots of the tree. These nodes correspond to so-called cores of a string: these
cores are chosen consistently: for any equal strings if one of their substrings is chosen
as a core, then it is also chosen in all the other strings. Additionally, any substring of
length ℓ can be represented in a unique way using only O(log ℓ) cores. These cores may
potentially overlap and this is represented in the fat-tree. Thus, any pattern matching query
is translated into determining the core representation for the text and then trying to find it
in stored core representations for patterns. Inserting or deleting a pattern of length ? takes
O(?) time and search takes O(C + >22) time, where >22 is the number of occurrences of
text in all the patterns in the text. The construction is deterministic.

In [MSU97], Mehlhorn, Sundar and Uhrig presented randomized and deterministic
data structures for maintaining a set of strings under equality comparisons. More precisely,
the structure is capable of creating sequences containing a single character, inserting
concatenation of existing strings or inserting left and right part after making a split in any
position of the existing string. The structure supports equality tests between any chosen
strings in the collection in deterministic constant time by just comparing signatures of
given strings. The signatures are computed recursively: for a string, a subset of its positions
is marked and this determines a partition of string into substrings for which signatures
are computed and the process continues for the sequence of signatures until only one
signature is computed for the whole string. Both marking and signature assignment is
done consistently: for any two equal strings, the algorithm marks the same positions and
assigns the same signatures to obtained strings. For deterministic marking, a technique
called deterministic coin tossing [CV86] is used: assuming that all neighbouring characters
are different, based on O(log∗<) neighbouring characters the decision about marking
the given position is made in a deterministic way so all the created blocks have length
at most 4 and all blocks, except at most one, have a length of at least 2. Randomized
marking is even simpler: for each distinct character/signature of a string, a random priority
is computed. Marked positions are exactly the ones where local minima of priorities are. If
there are neighbouring equal characters/signatures, these are replaced with a run occurrence
signatures representing both character/signature and its number of occurrences. Equal runs
are replaced with the same signatures and the process continues. To be able to update the
appropriate signatures when updates are made, each level of the decomposition is stored as
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a balanced binary tree that can be accessed and locally updated efficiently. To concatenate
or split, one needs to be careful near the ends of representation as the final representation
needs to be consistent with earlier updates. In randomized structure, it is usually enough
(in expectation) to consider O(1)-size context and in deterministic structure, the context
size is O(log∗<) where < is the number of operations already made to the collection.
This discrepancy follows from the context size of three-coloring. In any case, one needs
to consider only individual elements of the hierarchical representations. Overall, authors
achieve O(log2 =) time for concatenate/split operation in case of deterministic structure
and O(log =(log< log∗< + log =)) time for a randomized one. Here < denotes the number
of operations that were made earlier in the structure.

Other structure, that uses work of [MSU97] as an ingredient, was described in [ABR00]
by Alstrup, Brodal and Rauhe. The structure supports maintaining dynamic text including
moving blocks within the text and enables pattern matching queries, lexicographical
comparison, finding the longest common prefix/suffix with given patterns. The idea is to
maintain a collection of substrings of input text. This collection is no longer persistent:
after concatenation/split the inputs are destroyed and only the output of the operation stays
in the collection. This prevents creating the string of exponential length in linear time.
Appropriate parts of strings added to the collection (and their reversals) are stored in the
structure of [MSU97]. Additionally, the range search structure for the collection of some
pairs of these strings are created. More precisely, for a string B and some of its indices 8,
called anchors, strings B[..8 − 1]' and B[8..] are stored in the range search structure sorted
lexicographically. Now to find a string containing some anchor 8 in the collection one
can issue appropriate range search query. The most technical part is choosing which of
the positions should be the anchors. For each level of the balanced tree decomposition
of [MSU97] appropriate breakpoints are chosen in a consistent, deterministic way so
decompositions of equal strings are the same. To search, one needs to decompose the
input, find the appropriate breakpoint to construct the left and right parts of strings near it,
insert strings to collection of [MSU97] and issue the range search query in the structure.
The structure achieves O(log2 = log log = log∗ =) time for any update operation, including
moving the large block of text to some other location.

Another variant of Mehlhorn et al.’s parsing was used in [CEK+21], where Christiansen,
Ettienne, Kociumaka, Navarro and Prezza presented space efficient dictionary-compressed
indexes. They rely on constructing locally consistent grammar generating just one string
(text) in a way that any pattern needs to be only split into O(log<) parts to find the
representation of all its occurrences in the text. Here < is the length of the pattern so
that there is no dependency on = – the length of the text. While authors use similar ideas
as in randomized parsing of [MSU97], in order to achieve O(log<) splits, they showed
their parsing that is also locally contracting: the number of blocks in the next level of
the decomposition is always smaller than the original fragment’s length by a constant
factor. This helped to achieve locally balanced grammar, where the height of the parse tree
representing string of length ? is some constant times log ?. This idea was pushed forward
by Kociumaka, Navarro and Olivares in [KNO23], where they additionally “slow down”
parsing by pausing pairing some symbols if their expansions are too long for the current
iteration: this guarantees that all expansions of symbols in the parse tree on the same level
have approximately the same length. This helped them to achieve near-optimal searching
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in space which is X-close to optimal. Here X describes so-called substring complexity4.

Dynamic collection of strings by Gawrychowski et al.

At the heart of Theorem 5.3.2 lies a locally consistent parsing of the strings in the collection
that can be maintained efficiently while the strings undergo updates. It can be interpreted
as a dynamic version of the recompression method of Jeż [Jeż16, Jeż15] (see also [I17]) for
a static string ) . As such, we first describe the parsing of Theorem 5.3.2 for a static string
) and then extend the description to the dynamic variant for a collection of strings. We
note that other parsings described in the previous subsection could also be described using
the same terms.

A run-length straight line program (RLSLP) is a context-free grammar which generates
exactly one string and contains two kinds of non-terminals: concatenationswith production
rule of the form �→ �� (for symbols �,�) and powers with production rule of the form
�→ �: (for a symbol � and an integer : ≥ 2), where a symbol can be a non-terminal or a
letter in Σ. Every symbol � generates a unique string denoted by gen(�).

Let ) = )0. We can compute strings )1, . . . , )� , where � = O(log =) and |)� | = 1 in
O(=) time using interleaved calls to the following two auxiliary procedures:

RunCompress applied if ℎ is even: for each �A , A > 1, replace all occurrences of �A as a
run by a new letter �. There are no runs after an application of this procedure.5

HalfCompress applied if ℎ is odd: first partition Σ into Σℓ and ΣA ; then, for each pair of
letters � ∈ Σℓ and � ∈ ΣA such that �� occurs in )ℎ replace all occurrences of ��
by a new letter �.

We can interpret strings ) = )0, )1, . . . , )� as an uncompressed parse tree PT()), by
considering their letters as nodes, so that the parent of )ℎ [8] is the letter of )ℎ+1 that either
(a) corresponds to )ℎ [8] or (b) replaced a fragment of )ℎ containing )ℎ [8]. We say that
the node representing )ℎ [8] is the node left (resp. right) of the node representing )ℎ [8 + 1]
(resp. )ℎ [8 − 1]). Every node E of PT()) is labeled with the symbol it represents, denoted
by L(E). For a node E corresponding to a letter of )ℎ, we say that the level of E, denoted
by lev(E), is ℎ. The value val(E) of a node E is defined as the fragment of ) corresponding
to the leaf descendants of E and it is an occurrence of gen(�) for � = L(E).

We define a layer to be any sequence of nodes E1E2 · · · EA in PT()) whose values are
consecutive fragments of ) , i.e. val(E 9 ) = ) [A 9−1 + 1 . . A 9 ] for some increasing sequence
of A8’s. The value of a layer � is the fragment obtained by concatenating the values of �’s
elements and is denoted by val(�). We similarly use gen(·) for sequences of symbols, to
denote the concatenation of the strings generated by them. We call a layer E1E2 · · · EA an
up-layer when lev(E8) ≤ lev(E8+1) for all 8, and a down-layer when lev(E8) ≥ lev(E8+1) for
all 8.

In [GKK+18], the authors show how to maintain an RLSLP for each string in the
collection, each with at most 2 log = levels for some global constant 2; when this condition

4Substring complexity is defined as follows: X = sup{() (:)/: : : ≥ 1}, where () (:) is the number of
distinct substrings of ) of length : .

5A fragment ) [8 . . 9] = �A is a run if it is a maximal fragment consisting of �s.
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is no longer satisfied, the data structure is reinitialized. Let ) be a string in the collection.
For each fragment * = ) [0 . . 1] of ) , one can compute in O(log =) time a layer C(*)
of nodes in PT()) that has value ) [0 . . 1] and satisfies the following property. It can be
decomposed into an up-layer Cup(*) and a down-layer Cdown(*) such that:

• The sequence of the labels of the nodes in Cup(*) can be expressed as a sequence of
at most 2 log = symbols and powers of symbols dup(*) = �A00 �

A1
1 · · · �

A<
< such that,

for all 8, �A8
8
corresponds to A8 consecutive nodes at level 8 of PT()); A8 can be 0 for

8 < <.

• Similarly, the sequence of the labels of the nodes in Cdown(*) can be expressed
as a sequence of at most 2 log = symbols and powers of symbols ddown(*) =
�
C<
< �

C<−1
<−1 · · · �

C0
0 such that, for all 8, �C8

8
corresponds to C8 consecutive nodes at level 8

of PT()); C8 can be equal to 0.

We denote by d(*) the concatenation of dup(*) and ddown(*). Note that* = gen(d(*)) =
gen(�0)A0 · · · gen(�<)A<gen(�<)C< · · · gen(�0)C0 . See Fig. 5.1 for a visualization. The
parsing of the strings enjoys local consistency in the following way: d(*) = d(+) for any
fragment + of any string in the collection such that* = + . We will use d(·) for substrings
and not just for fragments.

a b a b a b a a b b c d a b a b a b c d

4 5

6 6 6 ℎ 6 6 6 ℎ

: :

ℓ <

? @

A

RunCompress

HalfCompress

RunCompress

HalfCompress

RunCompress

HalfCompress

RunCompress

HalfCompress

Figure 5.1: An example PT()) for ) = )0 = abababaabbcdabababcd. We omit the
label of each node E with a single child D; L(E) = L(D). )3 = :4 5 ℎ:ℎ and )6 = ?@.
We denote the nodes Cup()) by red (filled) squares and the nodes of Cdown()) with blue
(unfilled) squares. dup()) = ab62ℓ, ddown()) = ℎ63cd and hence d()) = ab62ℓℎ63cd.

Let us consider any sequence of nodes corresponding, for some 9 < <, to �A 9
9
with

A 9 > 1 or �C 9
9
with C 9 > 1. We note that )9 must have been obtained from )9−1 by an

application of HalfCompress, since there are no runs after an application of procedure
RunCompress. Thus, at level 9 + 1 in PT()), i.e. the one corresponding to )9+1, all of
these nodes collapse to a single one: their parent in PT()). Hence, we have the following.
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Proposition 5.3.3. Let us consider a fragment* of ) with dup(*) = �A00 �
A1
1 · · · �

A<
< and

ddown(*) = �C<< �C<−1<−1 · · · �
C0
0 . Then we have the following:

• The value of Cup(*) is a suffix of the value of a layer of (at most) 2 log = + A< − 1
level-< nodes, such that the two layers have the same rightmost node. The last A<
nodes of each of these two layers are consecutive siblings with label �<.

• The value of Cdown(*) is a prefix of the value of the layer consisting of the subsequent
(at most) 2 log = +max(C< − 1, 0) level-< nodes. If C< ≠ 0, then the first C< nodes of
both of these layers are consecutive siblings with label �< ≠ �<.

The parse trees of the strings in the collection are not maintained explicitly. However,
we have access to the following pointers and functions, among others, which allow us to
efficiently navigate through them. First, we can get a pointer to the root of PT()) for any
string ) in the collection. Given a pointer % to some node E in PT()) we can get deg(E)
and pointers to the parent of E, the :-th child of E and the nodes to the left/right of E.

Let us now briefly explain how the dynamic data structure of [GKK+18] processes
a substitution in ) at some position 8, that yields a string ) ′. First, C() [. . 8 − 1]) and
C() [8 + 1 . .]) are retrieved. These, together with the new letter at position 8 form a layer
of PT() ′). The sequence of the labels of the nodes of this layer can be expressed as a
sequence of O(log =) symbols and powers of symbols. Then, only the portion of PT())
that lies above this layer needs to be (implicitly) computed, and the authors of [GKK+18]
show how to do this in O(log =) time. In total, we get PT() ′) from PT()) by performing
the following update in each level ℎ of the parse tree: a fragment of )ℎ of the form �0*�1,
where � and � are letters of )ℎ and * is a fragment of length O(log =) is replaced by a
fragment of ) ′

ℎ
of the same form. In the parse tree view, over all levels, we have O(log2 =)

insertions and deletions of nodes and layers that consist of consecutive siblings.
Insertions and deletions of letters in ) can be processed analogously in O(log =) time,

and also result, for each level ℎ, in the replacement of a fragment of )ℎ of the form �0*�1,
where � and � are letters of )ℎ and* is a fragment of length O(log =) with a fragment of
) ′
ℎ
of the same form.

5.3.2 Anchoring the LCS
We will rely on Proposition 5.3.3 in order to identify an LCS ([8 . . 9] = ) [8′ . . 9 ′] at a pair
of topmost nodes of C(([8 . . 9]) and C() [8′ . . 9 ′]) in PT(() and PT()), respectively. In
order to develop some intuition, let us first sketch a solution for the case where PT(()
and PT()) do not contain any power symbols throughout the execution of our algorithm.
For each node E in one of the parse trees, let Zℓ (E) be the value of the layer consisting
of the (at most) 2 log = level-lev(E) nodes, with E being the layer’s rightmost node, and
Zr (E) be the value of the layer consisting of the (at most) 2 log = subsequent level-lev(E)
nodes. Now, consider a common substring - of ( and ) and partition it into the prefix
-ℓ = gen(dup(-)) and the suffix -A = gen(ddown(-)). For any fragment * of ( that
equals - , Cup(*) is an up-layer of the form E1 · · · E<. Hence, by Proposition 5.3.3, -ℓ
is a suffix of Zℓ (E<). Similarly, -A is a prefix of Zr (E<). Thus, it suffices to maintain
pairs (Zℓ (E),Zr (E)) for all nodes E in PT(() and PT()), and, in particular, a pair of nodes
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D ∈ PT(() and E ∈ PT()) that maximizes lcp(Zℓ (D)',Zℓ (E)') + lcp(Zr (D),Zr (E)). The
existence of power symbols poses some technical challenges which we overcome below.

For each node of PT()), we consider at most one pair consisting of an up-layer and a
down-layer. Crucially, for each maximal set of consecutive siblings, we consider a number
of pairs proportional to the minimum of their number and log =; considering one pair for
each of the siblings would be correct but inefficient. This lead to a different treatment of
nodes based on their parent. We have two cases.

1. For each node I with deg(I) = 2 and L(I) being a concatenation symbol, for each
child E of I, we consider the following layers:

• The layer Jup(E) of the (at most) 2 log = level-lev(E) consecutive nodes of
PT()) with E a rightmost node.

• The layer Jdown(E) of the (at most) 2 log = + deg(F) subsequent level-lev(E)
nodes of PT()), where F is the parent of the node to the right of E.

2. For each node I of PT()) whose label is a power symbol and has more than one
child, we will consider O(log =) pairs of layers. In particular, for each E, being one
of the 2 log = + 1 leftmost or 2 log = + 1 rightmost children of I, we consider the
following layers:

• The layer Jup(E) consisting of (a) the (at most) 2 log = level-lev(E) consecutive
nodes of PT()) preceding the leftmost child of I and (b) all the children of I
that lie weakly to the left of E, i.e. including E.

• The layer Jdown(E) consisting of the (at most) 2 log = subsequent level-lev(E)
nodes of PT()) – with one exception. If E is the rightmost child of I and
the node to its right is a child of a node F with more than two children, then
Jdown(E) consists of the 2 log = + deg(F) subsequent level-lev(E) nodes.

In particular, we create at most one pair (Jup(E), Jdown(E)) of layers for each node E of
PT()). Let Yℓ (E) = val(Jup(E)) and Yr (E) = val(Jdown(E)). Given a pointer to a node I
in PT()), we can compute the indices of the fragments corresponding to those layers with
a straightforward use of the pointers at hand in O(log =) time. With a constant number of
split operations, we can then add the string Yr (E) to our collection within O(log =) time.
Similarly, if we also maintain )' in our collection of strings, we can add the reverse of
Yℓ (E) to the collection within O(log =) time. We maintain pointers between E and these
strings. Note that each node of PT()) takes part in O(log =) pairs of layers and these pairs
can be retrieved in O(log =) time. Similarly, for each node whose label is a power symbol,
subsets of its children appear in O(log =) pairs of layers; these can also be retrieved in
O(log =) time. These pairs of layers (or rather the pairs of their corresponding strings
maintained in a dynamic collection) will be stored in an abstract structure presented in the
next section.

Recall that each update on ) is processed in O(log =) time. In each level of the parse
tree, it deletes and then inserts O(log =) nodes and, possibly, two additional layers of
consecutive siblings, replacing a fragment of )ℎ. In each level, the total number of affected
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pairs of layers is thus O(log =), for a total of O(log2 =) pairs which can be computed in
O(log2 =) time. The total time required to add/remove the affected pairs of layers is thus
O(log3 =). In order to keep the space occupied by our data structure Õ(=), after every =
updates to the collection we delete our data structure, and initialize a new instance of it for
an empty collection, on which we call makestring(() and makestring()). The cost of this
reinitialization can be deamortized using standard techniques. We summarize the above
discussion in the following lemma.

Lemma 5.3.4. We can maintain pairs (Yℓ (E)',Yr (E)) for all E in PT()) and PT((), with
each string given as a handle from the dynamic collection, in O(log3 =) time with high
probability per edit operation, using Õ(=) space. The number of deleted and inserted pairs
for each edit operation is O(log2 =).

The following lemma gives us an anchoring property, which is crucial for our approach.

Lemma 5.3.5. For any common substring - of ( and ) , there exists a partition - = -ℓ-A
for which there exist nodes D ∈ PT(() and E ∈ PT()) such that:

1. -ℓ is a suffix of Yℓ (D) and Yℓ (E), and

2. -A is a prefix of Yr (D) and Yr (E).

Proof. Let dup(-) = �A00 �
A1
1 · · · �

A<
< and ddown(-) = �C<< �C<−1<−1 · · · �

C0
0 .

Claim. Either A< > 1, C< = 0, and gen(dup(-)) is not a suffix of �2 log =+A<< , or there exists
a node E ∈ PT()) such that:

1. gen(dup(-)) is a suffix of Yℓ (E), and

2. gen(ddown(-)) is a prefix of Yr (E).

Proof. We assume that A< = 1 or gen(dup(-)) is a suffix of �2 log =+A<< or C< ≠ 0 and
distinguish between the following cases.

Case 1. There exists an occurrence . of - in ) , where the label of the parent of the
rightmost node D of Cup(. ) is not a power symbol. (In this case A< = 1.) Recall here, that
we did not construct any pairs of layers for nodes whose parent has a single child. Let E be
the lowest ancestor of D with label �<. If D ≠ E then all nodes that are descendants of E
and strict ancestors of D have a single child, while the parent of E does not. In addition,
the label of the parent of E must be a concatenation symbol, since only new letters are
introduced at each level and thus we cannot have new nodes with label �< appearing to
the left/right of any strict ancestor of D. Finally, note that a layer of : level-lev(E) nodes
with E a leftmost (resp. rightmost) node contains an ancestor of each of the nodes in a
layer of : level-lev(D) nodes with D a leftmost (resp. rightmost) node. Thus, an application
of Proposition 5.3.3 for D straightforwardly implies our claim for E.

Case 2. There exists an occurrence . of - in ) , where the label of the parent I of the
rightmost node D of Cup(. ) is a power symbol. Let, be the rightmost occurrence of - in
) with the rightmost node F of Cup(,) being a child of I. We have three subcases.
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1. We first consider the case A< = 1. Let us assume towards a contradiction that
D is not one of the 2 log = + 1 leftmost or the 2 log = + 1 rightmost children of I.
Then, by Proposition 5.3.3 we have that gen(dup(-)) is a suffix of �2 log =< and
gen(ddown(-)) is a prefix of �2 log =< . Hence, there is another occurrence of -
|gen(�<) | positions to the right of . , contradicting our assumption that . is a
rightmost occurrence.

2. In the case where C< ≠ 0, D must be the rightmost child of I since �< ≠ �<. Here E
from the claim is the subsequent level-lev(D) node from D.

3. In the remaining case where gen(dup(-)) is a suffix of �2 log =+A<< , either C< > 0 and
we are done, or gen(Cdown(. )) is a prefix of the value of the (at most) 2 log = level-<
nodes to the right of D. In the latter case, either D is already among the rightmost
2 log = + 1 children of I or there is another occurrence of - |gen(�<) | positions to
the right of . , contradicting our assumptions on . . Here, again, E from the claim is
the subsequent level-lev(D) node from D. �

We have to treat a final case.

Claim. If A< > 1, C< = 0, and gen(dup(-)) is not a suffix of �2 log =+A<< then there exists a
node E ∈ PT()) such that:

1. gen(�A00 �
A1
1 · · · �

A<−1
<−1 �<) is a suffix of Yℓ (E), and

2. gen(�A<−1< )gen(ddown(-)) is a prefix of Yr (E).

Proof. In any occurrence . of - in ) , the label of the parent I of the rightmost node of
Cup(. ) is a power symbol. Let D be the A<-th rightmost node of Cup(. ). By the assumption
that gen(dup(-)) is not a suffix of �2 log =+A<< and Proposition 5.3.3, D must be one of the
2 log = leftmost children of I and E being the subsequent level-lev(D) node from D satisfies
the claim. �

The combination of the two claims applied to both ( and ) yields the lemma. �

5.3.3 Dynamic Bicolored Trees Problem
Due to Lemmas 5.3.4 and 5.3.5, our task reduces to solving the problem defined below in
polylogarithmic time per update, as we can directly apply it to R = {(Yℓ (D)',Yr (D)) : D ∈
PT(()} and B = {(Yℓ (E)',Yr (E)) : E ∈ PT())}. Note that |R | + |B| = Õ(=) throughout
the execution of our algorithm.

LCP for Two Families of Pairs of Strings
Input: Two families R and B, each consisting of pairs of strings, where each string is
given as a handle from a dynamic collection.
Update: Insertion or deletion of an element in R or B.
Query: Return (%,&) ∈ R and (%′, &′) ∈ B that maximize lcp(%, %′) + lcp(&,&′).
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Each element of B and R is given a unique identifier. We maintain two compacted
tries T% and T& . By appending unique letters, we can assume that no string is a prefix of
another string. T% (resp. T&) stores the string % (resp. &) for every (%,&) ∈ R, with the
corresponding leaf colored red and labeled by the identifier of the pair and the string %′
(resp. &′) for every (%′, &′) ∈ B, with the corresponding leaf colored blue and labeled by
the identifier of the pair. Then, the sought result corresponds to a pair of nodes D ∈ T% and
E ∈ T& returned by a query to a data structure for the Dynamic Bicolored Trees Problem
defined below for T1 = T% and T2 = T& , with node weights being their string-depths.

Dynamic Bicolored Trees Problem
Input: Two weighted trees T1 and T2 of total size at most <, whose leaves are bicolored
(i.e. of one of two colors) and labeled, so that each label corresponds to exactly one leaf
of each tree.
Update: Split an edge into two / attach a new leaf to a node / delete a leaf.
Query: Return a pair of nodes D ∈ T1 and E ∈ T2 with the maximum combined weight
that have at least one red descendant with the same label, and at least one blue descendant
with the same label.

Here the input for the split operation is the leaf ℓ and the string depth 3. One can easily
locate the actual edge to split by weighted level ancestor query from ℓ. After such split, the
edge (D, E) is decomposed into two edges (D, F) and (F, E), such that the string depth of
F is 3.

Remark 5.3.6. A static version of this problem has been used for approximate LCS under
the Hamming distance, e.g. in [CCI+18].

To complete the reduction, we have to show how to translate an update in R or B into
updates in T% and T& . Let us first explain how to represent T% and T& . For each edge, we
store a handle to a string from the dynamic collection, and indices for a fragment of this
string which represents the edge’s label. For each explicit node, we store edges leading to
its children in a dictionary structure indexed by the first letters of the edges’ labels. For
every leaf, we store its label and color. An insert operation receives a string (given as a
handle from a dynamic collection), together with its label and color, and should create its
corresponding leaf. A delete operation does not actually remove a leaf, but simply removes
its label. However, in order to not increase the space complexity, we rebuild the whole data
structure from scratch after every < updates. This rebuilding does not incur any extra cost
asymptotically; the time required for it can be deamortized using standard techniques.

Lemma 5.3.7. Each update in R or B implies O(1) updates in T% and T& that can be
computed in O(log =) time.

Proof. Inserting a new leaf, corresponding to string *, to T% requires possibly splitting
an edge into two by creating a new explicit node, and then attaching a new leaf to an
explicit node. To implement this efficiently, we maintain the set � of path-labels of
explicit nodes of T% in a balanced search tree, sorted in lexicographic order. Using lcp
queries (cf. Theorem 5.3.2), we binary search for the longest prefix*′ of* that equals the
path-label of some implicit or explicit node of T%. If this node is explicit, then we attach a
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leaf to it. Otherwise, let the successor of*′ in � be the path-label of node E. We split the
edge (parent(E), E) appropriately and attach a leaf to the newly created node. This allows
us to maintain T% after each insert operation in O(log =) time.

For a delete operation, we can access the leaf corresponding to the deleted string in
O(log =) time using the balanced search tree. �

It thus suffices to show a solution for the Dynamic Bicolored Trees Problem that
processes each update in polylogarithmic time.

We will maintain a heavy-light decomposition of both T1 and T2. This can be done by
using a standard method of rebuilding as used by Gabow [Gab90]. Let ! (D) be the number
of leaves in the subtree of D, including the leaves without labels, when the subtree was last
rebuilt. Each internal node D of a tree selects at most one child E and the edge (D, E) is
heavy. All other edges are light. Maximal sequences of consecutive heavy edges are called
heavy paths. The node A (?) closest to the root of the tree is called the root of the heavy
path ? and the node 4(?) furthest from the root of the tree is called the end of the heavy
path. The following procedure receives a node D of the tree and recursively rebuilds the
heavy paths in its subtree.

1 function decompose(D, A)
2 ( ← children(u)
3 E ← argmaxE∈( ! (E)
4 if ! (E) ≥ 5

6 · ! (A) then
5 edge (D, E) is heavy
6 decompose(E, A)
7 ( ← ( \ {E}
8 for E ∈ ( do
9 decompose(E, E)

Every root D of a heavy path maintains the number of insertions � (D) in its subtree
since it was last rebuilt. When � (D) ≥ 1

6 · ! (D), we recalculate the values of ! (E) for
nodes E in the subtree of D and call decompose(D, D). This maintains the property that
! (4(?)) ≥ 2

3! (A (?)) for each heavy path ? and leads to the following.

Proposition 5.3.8. There are O(log<) heavy paths above any node.

As rebuilding a subtree of size B takes O(B) time, by a standard potential argument, we
get the following. (The bottleneck is in updating � (D)s.)

Lemma 5.3.9. The heavy-light decompositions of T1 and T2 can be maintained in O(log<)
amortized time per update.

Note that we used � (D) as number of insertions, not the number of operations and this
does not impose any new problem in the analysis. If we assign a credit to the node each
time it is deleted, standard amortized analysis via accounting method shows that we can
rebuild a subtree without exceeding the claimed time with usage of these additional credits.

122

122:61365



5.3. Fully Dynamic LCS

The main ingredient of our data structure is a collection of additional structures, each
storing a dynamic set of points. Each such point structure sends its current result to a
max-heap, and after each update we return the largest element stored in the heap. The
problem each of these point structures are designed for is the following.

Dynamic Best Bichromatic Point
Input: A multiset of at most < bicolored points from [<] × [<].
Update: Insertions and deletions of points from [<] × [<].
Query: Return a pair of points ' = (G, H) and � = (G′, H′) such that ' is red, � is blue,
and min(G, G′) +min(H, H′) is as large as possible.

We call the pair of points sought in this problem the best bichromatic pair of points.
In Section 5.3.4, we show the following result by modifying 2D range trees.

Lemma 5.3.10. There is a data structure for Dynamic Best Bichromatic Point that
processes each update in O(log2<) amortized time.

Conceptually, we maintain a point structure for every pair of heavy paths from T% and
T& . However, the total number of points stored in all point structures at any moment is only
O(< log2<) and the empty structures are not actually created. Consider heavy paths ? of
T1 and @ of T2. Let ℓ be a label such that there are leaves D in the subtree of A (?) in T1 and
E in the subtree of A (@) in T2 with the same color and both labeled by ℓ. Then, the point
structure should contain a point (G, H) with this color, where G and H are the string-depths
of the nodes of ? and @ containing D and E in their light subtrees, respectively. It can be
verified that then the answer extracted from the point structure is equal to the sought result,
assuming that the corresponding pair of nodes belongs to ? and @, respectively. It remains
to explain how to maintain this invariant when both trees undergo modifications.

Splitting an edge does not require any changes to the point structures. Each label
appears only once in T1 and T2, and hence by Proposition 5.3.8 contributes to only
O(log2 =) point structures. Furthermore, by navigating the heavy path decompositions we
can access these point structures efficiently. This allows us to implement each deletion
in O(log4 =) amortized time, employing Lemma 5.3.10. To implement the insertions, we
need to additionally explain what to do after rebuilding a subtree of D. In this case, we
first remove all points corresponding to leaves in the subtree of D, then rebuild the subtree,
and then proceed to insert points to existing and potentially new point structures. As each
insertion affects O(log =) heavy paths, it affects O(log =) rebuilding instances. By the
same standard potential argument as above, each insertion costs O(log4 =) amortized time
per such instance: we add a point, in O(log2 =) time, in O(log2 =) point structures. Hence
insertions require O(log5 =) amortized time.

Wrap-up. Lemma 5.3.5 reduces our problem to the LCP for Two Families of Pairs
of Strings problem for sets R and B of size Õ(=), so that each edit operation in ( or
) yields O(log2 =) updates to R and B, which can be performed in O(log3 =) time due
to Lemma 5.3.4. The LCP for Two Families of Pairs of Strings problem is then
reduced to the Dynamic Bicolored Trees Problem for trees T1 and T2 of size Õ(=), so
that each update in R or B yields O(1) updates to the trees, which can be computed in
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O(log =) time (Lemma 5.3.7). We solve the latter problem by maintaining a heavy-light
decomposition of each of the trees in O(log =) amortized time per update (Lemma 5.3.9),
and an instance of a data structure for the Dynamic Best Bichromatic Point problem
for each pair of heavy paths. For each update to the trees, we spend O(log5 =) amortized
time to update the point structures. Thus, each update in one of the strings costs a total of
O(log7 =) amortized time. In order to keep the space usage of our data structure Õ(=), we
reinitialize it after every Θ(=) updates.

5.3.4 Dynamic Best Bichromatic Point
In this section we prove Lemma 5.3.10, i.e. design an efficient data structure for the
Dynamic Best Bichromatic Point problem.

First, we show that we can assume that all G and H coordinates of points are distinct.
Let us replace identical points of the same colour with a single point, with which we
store its multiplicity as satellite information. Then, we perform the following standard
perturbation. Namely, we can (implicitly) replace each red (resp. blue) point (G, H) with
((G |H |0), (H |G |0)) (resp. ((G |H |1), (H |G |1))), and use the lexicographic order to perform
comparisons for each coordinate (cf [dBCvKO08, Section 5.5]). As the data structures that
we use are comparison based, the above transformation does not affect the complexities.

We maintain an augmented dynamic 2D range tree [WL85] over the multiset of points.
This is a balanced search tree T (called primary) over the G coordinates of all points in
the multiset in which every G coordinate corresponds to a leaf and, more generally, every
node D ∈ T corresponds to a range of G coordinates denoted by G(D). Additionally, every
D ∈ T stores another balanced search tree TD (called secondary) over the H coordinates of
all points (G, H) ∈ ( such that G ∈ G(D). Thus, the leaves of TD correspond to H coordinates
of such points, and every E ∈ TD corresponds to a range of H coordinates denoted by
H(E). We interpret every E ∈ TD as the rectangular region of the plane G(D) × H(E), and,
in particular, each leaf E ∈ TD corresponds to a single point in the multiset. Each node
E ∈ TD will be augmented with some extra information that can be computed in constant
time from the extra information stored in its children. Similarly, each node D ∈ T will be
augmented with some extra information that can be computed in constant time from the
extra information stored in its children together with the extra information stored in the root
of the secondary tree TD. Irrespectively of what this extra information is, as explained by
Willard and Lueker [WL85], if we implement the primary tree as a ��(U) tree and each
secondary tree as a balanced search tree, each insertion and deletion can be implemented
in O(log2<) amortized time.

Before we explain what is the extra information, we need the following notion. Consider
a non-leaf node D ∈ T and let Dℓ, DA ∈ T be its children. Let E ∈ TD be a non-leaf node with
children Eℓ, EA ∈ TD. The regions � = G(Dℓ) × H(Eℓ), � = G(Dℓ) × H(EA), � = G(DA) × H(Eℓ)
and � = G(DA) × H(EA) partition G(D) × H(E) into four parts. We say that two points
? = (G, H) and @ = (G′, H′) with G < G′ are shattered by E ∈ TD if and only if ? ∈ � and
@ ∈ � or ? ∈ � and @ ∈ � (note that the former is only possible when H < H′ while the
latter can only hold when H > H′).
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Proposition 5.3.11. Any pair of points in the multiset is shattered by a unique E ∈ TD (for
a unique D).

T

D
D; DA

TD

EE; EA

�

�

�

�

�

�

�

�

Figure 5.2: Left: A 2D range tree. Right: Node representing regions �, �, �, �. The
best pair for each case is denoted by a small square.

Now we are ready to describe the extra information. Each node D ∈ T stores the
best bichromatic pair with G coordinates from G(D). Each node E ∈ TD stores the best
bichromatic pair shattered by one of its descendants E′ ∈ TD (possibly E itself). Additionally,
each node E ∈ TD stores the following information about points of each color in its region:

1. the point with the maximum G,

2. the point with the maximum H,

3. a point with the maximum G + H.

We need to verify that such extra information can be indeed computed in constant time
from the extra information stored in the children.

Lemma 5.3.12. Let E ∈ TD be a non-leaf node, and Eℓ, EA be its children. The extra
information of E can be computed in constant time given the extra information stored in Eℓ
and EA .

Proof. This is clear for the maximum G, H and G + H of each color, as we can take the
maximum of the corresponding values stored in the children. For the best bichromatic
pair shattered by a descendant E′ of E, we start with considering the best bichromatic
pair shattered by a descendant E′

ℓ
of Eℓ and E′A of EA . The remaining case is that the best

bichromatic pair is shattered by E itself. Let �, �, �, � be as in the definition of shattering.
Without losing generality we assume that the sought pair is ? = (G, H) and @ = (G′, H′) with
G < G′, red ? and blue @. We consider two cases:

1. ? ∈ � and @ ∈ �: the best such pair is obtained by taking ? with the maximum
G + H and any @,

2. ? ∈ � and @ ∈ �: the best such pair is obtained by taking ? with the maximum G

and @ with the maximum H.
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In both cases, we are able to compute the best bichromatic pair shattered by E using the
extra information stored at the children of E. See Figure 5.2. �

Lemma 5.3.13. Let D ∈ T be a non-leaf node, and Dℓ, DA be its children. The extra
information of E can be computed in constant time given the extra information stored in Eℓ,
EA and the root of TD.

Proof. We seek the best bichromatic pair with G coordinates from G(D). If the G coordinates
are in fact from G(Dℓ) or G(DA), we obtain the pair from the children of D. Otherwise, the
pair must be shattered by some E ∈ TD that is a descendant of the root of TD, so we obtain
the pair from the root of TD. �

5.4 Lower Bounds
We show lower bounds in the cell-probe model of computation, perhaps the strongest model
for proving lower bounds, which only accounts for memory accesses and neglects the
actual computation time. We make the standard assumption that the size of each machine
word is Θ(log =), where = is an upper bound on the size of the input at all times. Note that
this assumption is necessary if we want to be able to specify memory locations storing
parts of the input in O(1) time.

5.4.1 Partially Dynamic LCS under Edit Operations
In this subsection, we will show a lower bound for the partially dynamic LCS problem,
when edit operations are allowed, by a reduction from a following variant of the dynamic
partial sums problem. Fredman and Saks [FS89b] showed that any data structure for the
Dynamic Partial Sums Modulo 2 (DPSM2) problem, specified below, cannot handle
both updates and queries in >(log =/log log =) time under our assumption on the word-size.

Dynamic Partial Sums Modulo 2
Input: An integer array � of size =.
Update: �[:] := �[:] + X.
Query: Given 8, return

(∑
9≤8 �[ 9]

)
mod 2.

Later, Husfeldt and Rauhe [HR03] considered different variants of the above problem,
including the following promise variant.

Promise DPSM2
Input: An integer array � of size =, with all entries in {−1, 0, 1}.
Update: �[:] := G for G ∈ {−1, 0, 1}.
Query: parity� (8, B): Given 8 and B, with the promise that |∑ 9≤8 �[ 9] − B | ≤ 1, return(∑

9≤8 �[ 9]
)
mod 2.

In particular, Husfeldt and Rauhe showed that any data structure for the Promise
DPSM2 problem cannot process both updates and queries in >(log =/log log =) time.
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Further, DPSM2 reduces to the following problem [FS89b].

List Representation
Input: A list ! of size at most = over universe [=].
Update: “Delete the :-th element of !” or “insert 0 ∈ [=] after the :-th element of !”.
Query: Report the 8-th element of !.

We will slightly abuse notation, and refer to the 8-th element of ! as ! [8]. In particular,
we consider a verification variant of this problem, where the allowed queries are of the
following type: check whether the 8-th element of ! is G; we denote such a query by
report! (8, G). In our proof below, we provide a reduction from Promise DPSM2 to the
verification variant of list representation; the reduction for the standard variants was omitted
in [FS89b].

Further note, that by interpreting list ! as a string, one can see that any data structure,
for any problem on dynamic strings under edit operations, that enables one to retrieve any
letter of the string, specified by its current position, with a constant number of queries and
updates, cannot process both queries and updates in >(log =/log log =) worst-case time
deterministically. We show that this is indeed the case for partially dynamic LCS under
edit operations.

Theorem 5.4.1. Any data structure for maintaining an LCS of a static string ) and
a dynamic string ( that undergoes edit operations, each of length at most =, requires
Ω(log =/log log =) time per update operation.

Proof. Consider an instance of the Promise DPSM2 problem over an array � of size =.
We define an instance of the verification variant of the list representation problem, of

size < = 10=2, with list ! initially consisting in = copies of 15=23 · · · (5=) (5= + 1). The
only update operations that we will perform on ! are deletions and insertions of 1s. More
specifically, we will maintain the following invariant: the :-th 2 in ! is preceded by

1. a (maximal) block of 5= − 1 1s if �[:] = −1;

2. a (maximal) block of 5= 1s if �[:] = 0;

3. a (maximal) block of 5= + 1 1s if �[:] = 1.

This is ensured for the initial array � by changing the initial list !. As the number of
1s in each block can differ by at most 2, depending on value of �: , thanks to having at
least 5= − 1 1s in each block, positions of the boundaries of these blocks can be easily
approximated.

To maintain the invariant, upon an update of �[:], we make at most two insertions of
1s or at most two deletions of 1s in the block of 1s that precedes the :-th 2 in !. By the
invariant, at any point our list can be obtained by our initial list by at most = insertions and
deletions of 1s. Consequently ! [10:= + 3= − 1]! [10:= + 3=] is always part of the sought
block of 1s and hence we can perform our insertions or deletions there.

We now show that a parity� (8, B) query reduces to a constant number of report! (·, ·)
queries. Similarly to before, the element ! [108= + 8= − 1] lies always strictly between
the 8-th and the (8 + 1)-st blocks of 1s. Note that when ! was initialized, we had
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! [108= + 8= − 1] = 3=. Every deletion of a 1 to its left increments ! [108= + 8= − 1], while
every insertion of a 1 to its left decrements ! [108= + 8= − 1], and updates to its right
do not change its value. The promise B is an additive 1-approximation of the following
quantity: the total length of the first 8 blocks of 1s minus 58=. It then suffices to refine this
approximation, as this directly yields the parity of the sought prefix sums. We can achieve
this by performing queries report! (108= + 8= − 1, 3= + G) for all G ∈ {B − 1, B, B + 1}.

We have reduced Promise DPSM2 problem over an array � of size = to the verification
variant of the list representation problem of size <, with each query and updates in the
original instance being translated to a constant number of queries and updates in the
new instance. By the lower bound of Husfeld and Rauhe [HR03], any data structure for
the former problem cannot process both queries and updates in >(log =/log log =) time.
Consequently, any data structure for the latter problem cannot process both queries and
updates in >(log =/log log =) = >(log</log log<) time.

We now proceed to reduce the verification variant of the list representation problem of
size< to the partially dynamic LCS problem under edit operations for strings of total length
at most 6<. When combined with the above reduction, we will be able to conclude that any
data structure for the latter cannot process queries and updates in >(log</log log<) time.

Our static string is
) = 11#22# · · ·<#.

We will maintain dynamic string

( = ! [1]$$! [2]$$ · · · ! [|! |]$$.

Each update in ! naturally translates to at most three updates in (.
We process a query report! (8, G) as follows. We issue update ([38 + 2] := G to our LCS

data structure. Then, it is readily verified that the LCS of ( and ) is of length 2 if and only
if ! [8] = G. We then revert our changes, setting ([38 + 2] := $. �

5.4.2 Dynamic LCS under Substitution Operations
We now proceed to show that the studied problems are hard even when the only allowed
operations are substitutions. The lower bounds will be obtained by a series of reductions
and use lower bounds described in Chapter 4 for Heaviest Induced Ancestors problem.

Partially Dynamic LCS

We recall that Normalized HIA problem was described earlier in Section 4.4.1. It is
useful to prove the following.

Lemma 5.4.2. If there exists a structure of size Õ(=) for maintaining the LCS of a dynamic
string ( and a static string ) , each of length O(= log2 =), requiring C time per update,
then there exists a structure of size Õ(=) for Normalized HIA on (1, =)-normal trees that
answers queries in time O(C).

Proof. We first apply Lemma 4.4.3 to obtain O(
√
=) instances of Normalized HIA on

(1,
√
=)-normal trees. In the 8-th instance we are working with two (1,

√
=)-normal trees
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T 81 and T 82 obtained from complete 1-ary trees of depth 3 = log1
√
=. The edges outgoing

from a node in a complete 1-ary tree can be naturally identified with numbers 1, 2, . . . , 1.
This allows us to uniquely represent every node F of such a tree by the concatenation of the
numbers corresponding to the edges on the path from F to the root, denoted by path(F).
Similarly, pathA (F) is the concatenation of the numbers corresponding to the edges on the
path from the root to F.

For every 8, for every 3′ = 1, 2, . . . , 3 we consider every pair of leaves D ∈ T 81 and
E ∈ T 82 with the same label attached to D′ ∈ T 81 and E′ ∈ T 82 at depths 3′ and 3 + 1 − 3′,
respectively, and construct the following gadget:

path(D′)$ipathA (E′).

We concatenate all such gadgets, separated by . characters, to obtain ) . The length of ) is
O(= log2 =).

For each pair of strings B and C of length 3 over {1, 2, . . . , 1} we construct the following
gadget:

B#C

We concatenate all such gadgets, separated by , characters, to obtain (. The length of ( is
O(= log =).

A query to the original instance of Normalized HIA can be translated in constant
time into two queries to the smaller instances. To answer a query concerning a pair of
leaves D ∈ T 81 and E ∈ T 82 , we locate the gadget corresponding to path(D)#pathA (E) in
(. This can be done in constant time by enumerating the strings B and C in the natural
lexicographical order and storing the rank of each leaf. Then, we temporarily replace# by
$8, find the length ! of the LCS, and then restore the gadget. We claim that ! = 3 + 2 if
and only if the total weight of HIA is 3 + 1. Recall that the total weight of HIA is 3 + 1 if
and only if there exists an ancestor D′ of D at depth 3′ and E′ of E at depth 3 + 1 − 3′ with a
pair of leaves having the same unique label. Since gadgets are separated with different
characters in ( and ) , any path(F) is of length at most 3, ! = 3 + 2 must correspond to
a substring path(D′)$8path(E′), for some ancestor D′ of D at depth 3′ and E′ of E at depth
3 + 1 − 3′. But such a substring occurs in ) if and only if a pair of leaves connected to D′
and E′ has been activated, so our answer is indeed correct. �

Theorem 5.4.3. Any structure of Õ(=) size for maintaining an LCS of a dynamic string (
and a static string ) , each of length at most =, requires Ω(log =/log log =) time per update
operation.

Lower bound for amortized update time. We next show that the above theorem also
holds when amortization is allowed. To this end, let us suppose that there exists an
Õ(=)-size data structure that processes each update in amortized time upper bounded by
C = >(log =/log log =). We will show that this implies the existence of an Õ(=)-size data
structure with O(C) worst-case update time, contradicting Theorem 5.4.3.

First, let us observe that the proof of Lemma 5.4.2 actually considers a restricted variant
of the partially dynamic LCS problem, where updates come in pairs: we temporarily
replace some # by $8 and then revert this change. We initialize the data structure that
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achieves the claimed space and amortized update time complexities for the static string )
and a dynamic string of length |( |. Given any sequence of < updates, the total time that
this “blank” data structure requires to process them is at most < · C. We first perform at
most = updates to transform the dynamic string to (. At this point, the budget towards
future (expensive) updates can be no more than = · C. While we can, we consider a pair of
updates of the desired type, i.e. replace some # by $8 and then revert this change, with
total cost at least 3C. This can be done at most = times, else the amortized cost over all our
updates would exceed C. After having reached a point where such a pair does not exist,
every (pair of) update(s) we might perform costs O(C) worst-case time. From then on,
when executing a pair of updates we store the modified memory locations together with
their original content. This allows us to restore the structure to the state before the current
pair of updates, and so any possible pair of updates will take only O(C) worst-case time. To
bound the size of the structure, recall that we have assumed that the structure takes Õ(=)
space. Additionally, we perform O(=) updates after the after the initialization in order to
obtain the version of the data structure in which all pairs of updates are cheap, which adds
O(= · C) to the size of the structure, which remains to be Õ(=).

An algorithm for Fully Dynamic LCS

We now proceed to show stronger bounds for fully dynamic variant of LCS. We recall that
Activation HIA problem was described earlier in Section 4.4.2. It is useful to prove the
following.

Lemma 5.4.4. If there exists a polynomial-size structure for maintaining the LCS of two
dynamic strings of length O(=2 log2 =), requiring C time per update, then there exists a
polynomial-size structure for Activation HIA which processes updates and answers queries
in O(C) time.

Proof. Recall that in Activation HIA we are working with two (1, =)-normal trees T1 and
T2 obtained from complete 1-ary trees of depth 3 = log1 =. For every 3′ = 1, 2, . . . , 3 we
consider every pair of leaves D ∈ T1 and E ∈ T2 with the same label attached to D′ ∈ T1 and
E′ ∈ T2 at depths 3′ and 3 + 1 − 3′, respectively, and construct the following gadget:

path(D′)$pathA (E′).

We concatenate all such gadgets, separated by . characters, to obtain ) . The length of ) is
O(=2 log2 =).

For each pair of leaves D ∈ T1 and E ∈ T2 at depth 3, we create a similar gadget:

path(D)&pathA (E).

We concatenate all such gadgets, separated by , characters, to obtain (. The length of ( is
O(=2 log =).

Activating a pair of leaves D ∈ T1 and E ∈ T2 is implemented with replacing $ by # in
the corresponding gadget. To answer a query concerning a pair of leaves D ∈ T1 and E ∈ T2,
we temporarily replace $ by # in the corresponding gadget, find the length ! of the LCS,
and then restore the gadget. We claim that ! = 3 + 2 if and only if the total weight of HIA
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is 3 + 1. Recall that the total weight of HIA is 3 + 1 if and only if there exists an ancestor D′
of D at depth 3′ and E′ of E at depth 3 + 1 − 3′ with a pair of leaves having the same unique
label. Since gadgets are separated with different characters in ) and (, any path(F) is of
length at most 3, ! = 3 + 2 must correspond to a substring path(D′)#path(E′), for some
ancestor D′ of D at depth 3′ and E′ of E at depth 3 + 1 − 3′. But such a substring occurs in
) if and only if a pair of leaves connected to D′ and E′ has been activated, so our answer is
indeed correct. �

We are now ready to prove the main result of this subsection.

Theorem 5.4.5. Any polynomial-size structure for maintaining an LCS of two dynamic
strings, each of length at most =, requires Ω(log =/log log =) time per update operation.

Proof. Theorem 4.4.1 and Lemma 4.4.2 imply that any structure of size Õ(=) for
Normalized HIA requires query time Ω(log =/log log =). By combining this with
Lemma 4.4.6 we get that any polynomial-size structure for Activation HIA with
polylogarithmic query time requires update time Ω(log =/log log =). By combining
this with Lemma 5.4.4 we get the claimed result. �

Lower bound for amortized update time. Let us assume towards a contradiction that
there exists an O(=: )-size data structure, for constant : , with C = >(log =/log log =)
amortized update time for the fully dynamic LCS problem over two strings of length at
most =.

Let < = =1/2: . We initialize the aforementioned fully dynamic LCS data structure
for two strings ( and ) , each of length Õ(<2). We follow the proof of Lemma 5.4.4,
performing Õ(<2) updates to ( and ) in order to encode the Activation HIA problem
for two unlabeled (1, <)-normal trees. These operations cost Õ(<2 · C) time and leave us
with a budget of no more than Õ(<2 · C) = Õ(=) towards future updates. Let us note at
this point that the reduction underlying Lemma 5.4.4 allows us to consider a slightly more
general problem than Activation HIA, where deactivating a pair of leaves is also allowed.

Recall that in the proof of Lemma 4.4.6 wewish to perform several sequences !1, . . . , !A
of activations in the blank Activation HIA structure, of total length Õ(=), so that sequence
! 9 creates an instance I9 of the Normalized HIA problem. We process each of the
sequences as follows. We first perform the sequence ! 9 of activations. This adds at most
|! 9 | · C credits to our budget. Then, while there exists an expensive HIA query that requires
at least 3C time to be answered, we perform it. (Recall that each HIA query reduces to an
update in one of the strings that is then reverted.) When this is no longer possible, all
HIA queries cost O(C) worst-case time. We store a snapshot of the current data structure
for instance I9 by storing the changes in the memory from the blank structure using a
hash table. Finally, we deactivate all leaves that were activated by ! 9 . This, again, adds
at most |! 9 | · C credits to our budget. In total, our budget starts with Õ(=) credits, and
over processing all sequences ! 9 receives Õ(= · C) extra credits. As each expensive HIA
query uses at least C credits, we ask at most Õ(=) of them, and thus the extra space is Õ(=).
Hence, we obtain an Õ(=)-size data structure with O(C) worst-case query time for the
Normalized HIA problem, a contradiction.
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Allowing Las Vegas randomization. Let us suppose that there exists data structure for
fully dynamic LCS that processes each update in expected amortized time C. Then, by
combining our series of reductions with the above credits-based deamortization technique
(with queries being expensive or cheap based on their expected cost), we obtain a distribution
over Õ(=)-size data structures for the Butterfly Reachability with expected query time
O(C) (expected here is meant in the sense of Theorem 4.4.5). By Theorem 4.4.5, we have
C = Ω(log =/log log =).
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