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Report on the Ph.D. Thesis, “New algorithms and conditional lower bounds for dynamic
problems and in small space” by Karol Pokorski

I am happy to provide an evaluation of this thesis. It consists of an introduction and four chap-
ters, which discuss results from four conference papers. Two of these papers appeared at ICALP,
one appeared at WADS, and one appeared at CPM. All of these conferences are well respected
internationally. The papers were coauthored with Karol’s Ph.D. supervisor and three of them had
additional coauthors. I was surprised that there was no mention of Karol’s contribution to each of
the papers, as this is expected at my university.

I was asked to focus my attention on Chapter 2, which extends results from a paper that I coauthored
in 1995 with Munro and Poblete. This chapter considers the problem of developing an algorithm
to select exactly one element as a leader of each cycle of a permutation of the integers 1 through
n. This can then be used to apply the permutation to the elements of an array of size n. A
straightforward approach is to select the smallest element of each cycle as the leader. Then the sum
of the computation times to determine whether each element is a leader (which is the cost when
using it to apply the permutation to an array) is in O(n?), using only O(logn) bits of workspace. A
more complex algorithm, from my paper, uses O(nlogn) time, but uses O(log2 n) bits. It chooses
the leader of each cycle based on recursively computing a cycle of its local minima. A local minimum
of a cycle is an element that is smaller than the elements immediately before and after it. This
algorithm is presented, somewhat differently, in Section 2.2. An open question in my paper is
whether there exists an algorithm that uses O(nlogn) time and O(logn) bits of workspace.

Section 2.3 gives the first algorithm for selecting cycle leaders using O(logn) bits of workspace
that has significantly better time complexity than the straightforward algorithm. Specifically, the
algorithm from Section 2.2 is extended so that it uses O(n'*¢) time and O(logn) bits of workspace,
for any constant ¢ > 0, where the constant factors depend on e. The main insight is to consider
elements which are smaller than the n¢ elements before and after them in the permutation (which
takes O(nf) time to verify), rather than local minima. Doing so allows the algorithm to only
remember a constant number of elements at a time, instead of O(logn) elements. This is a nice
idea. However, implementing the algorithm involves using a more complicated, recursive data
structure.

An algorithm for inverting a permutation is presented in Section 2.4. It is based on the algorithm
in Section 2.2 and also uses O(nlogn) time and O(log®n) bits of workspace. This algorithm has
the added complication that, once a leader of a cycle has been identified and the cycle is inverted,
the leader of the cycle may be different. If the new leader has not yet been considered, the element
before this new leader is set to point to a null value, which converts the cycle into a path. Then,
when this new leader is considered, the algorithm can see that the cycle has already been inverted
and it simply fixes the path to be a cycle again. A more complicated version of this algorithm was
first obtained in 2016 by El-Zein, Munro and Robertson.

In Section 2.5, the ideas from Sections 2.3 and 2.4 are combined to get an algorithm for inverting
a permutation with the same time and space complexity as the algorithm in Section 2.3. This new
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algorithm is a valuable contribution. A new structure called a sigma is introduced, which consists
of a path that leads into a cycle. Additional cases in the algorithm are needed to handle elements
on the path and on the cycle of a sigma. It would have been helpful to have had an explanation of
why using only cycles and paths is not sufficient.

I have separately provided detailed feedback on this chapter, including grammatical errors.

The last three chapters consider three other algorithmic problems. In Chapter 3, a dynamic version
of interval scheduling is considered. In interval scheduling, the goal is to determine the maximum
number of intervals in a given set that can be scheduled without conflicting with one another. In the
dynamic version, intervals can be added to and deleted from the set. New algorithms are presented
that update the answer after each change, but considerably faster than recomputing it. A number
of variants of this problem are also considered.

Chapter 4 considers a technical data structure problem about labelled trees that is used for some of
the results in Chapter 5. New algorithms with improved query times are obtained for this problem,
as well as a reduction that gives a lower bound on query time, matching one of the algorithms.

Chapter 5 considers a dynamic version of the longest common substring problem. Given two strings,
the goal of the longest common substring problem is to compute the length of a longest substring
that occurs in both of the strings and where this substring occurs in each string. In the dynamic
version, characters can be modified, inserted into a string, or deleted from a string, one at a time.
Again, new algorithms are presented that update the answer much faster than recomputing it. Some
of these are for restricted versions of the problem. Reductions are used to obtain lower bounds on
the amortized time for each update, assuming only a polynomial amount of space is used.

In summary, I believe that the research contributions included in this thesis meet the requirements
for a doctoral dissertation.

Sincerely,

Professor Faith Ellen
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