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Assessment report on dissertation of Karol Pkorski

Dear Ewa Lamch,

I hereby send you my assessment of the PhD thesis submitted by Karol Pkorski which is titled “New

algorithms and conditional lower bounds for dynamic problems and in small space”.

In his thesis, Karol presents results for well-studied problems in algorithms such as the longest

common substring (LCS) problem, the interval scheduling problem, and the leader election and finding

inverses of permutations. Also, he studies the heaviest induced ancestors (HIA) problem which arises

as a subproblem in his approaches for the LCS. Karol presents new algorithms for these problems and

proves bounds on their running times (or update times in the dynamic setting) and the space they use.

For LCS, interval scheduling, and HIA, the presented algorithms are dynamic, meaning that they

provide data structures for dynamically changing input such that after each update on the input, a new

solution to the changed input can be computed quickly. In the following, I will elaborate on these

results.

In Chapter 2, Karol presents his results on leader election and finding inverses of permutations. In the

former problem, we are given a permutation π and we seek to compute a subset S of the given

elements, such that each cycle of π contains exactly one element from S. Karol presents a new

deterministic algorithm with a running time of O(n1+ε) which needs O(logn) bits of additional space,

i.e., in addition to the space used by the input. In comparison, previously there was a deterministic

algorithm known with a running time of O(n logn) and which needs O(log2 n) bits of extra space, and

also another algorithm needing O(n2/b) time and O(b+ logn) space. Thus, the presented new

algorithm provides a new trade-off between running time and space. One should note that with

hashing one can achieve an expected running time of O(n logn) with O(logn) bits of extra space (but

with a randomized algorithm). The presented new algorithm in the thesis builds on the results by Fich

et al. [FMP95]. The key strategy in the latter result is to select all local minima from each cycle of π ,

filter out all other items, shortcut π according to the remaining elements, and repeat this process until

only one element m remains. There can be at most O(logn) iterations until only m remains. The leader
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is then the element i that leads to m if one applies the shortcutted permutations of π one after the

other, starting with i. The newly presented algorithm extends this idea to work with b-local minima,

instead of local minima, where an element i is a b-local minimum if i is strictly smaller than all of its b

successors and predecessors. By choosing b = ⌈nε⌉ the number of iterations decreases to Oε(1) and

accordingly the space usage decreases from O(log2 n) to O(logn). This change adds certain technical

hurdles though. Karol manages overcome them, obtaining a running time of only O(n1+ε). This

algorithm is used as a building block for a new algorithm to invert a given permutation π . The high level

idea is to iterate through the elements from 1 to n; once one finds a leader i, one inverts the cycle of i

starting with i. However, it could happen that one inverts a cycle a second time if after the inversion a

different element becomes the leader. This may indeed happen with the previously described leader

election method. Similarly as in previous work, the fix to this problem is to convert potentially

problematic cycles temporarily to paths and to change them back to cycles once the “second” leader

of the cycle is found. However, this needs to be done very carefully, keeping in mind how the leader

election algorithm works. This yields a new algorithm for inverting permutations with a running time of

O(n1+ε) which needs O(logn) bits of additional space. Hence, this algorithm improves on a result by

Guśpiel [Guś19] needing O(n1.5) time and O(logn) additional space. Also, it compares well with

another result by El-Zein et al. [EMR16] needing O(n logn) time and O(log2 n) space. Hence, the

presented results yield new and favorable trade-offs for the needed running time and the needed

space for the studied problems.

In Chapter 2, Karol presents new algorithms for the dynamic interval scheduling problem. In this

problem, we are given a set of intervals and we seek to compute the largest subset of elements that

are pairwise non-overlapping. In the offline setting, this problem can be solved easily in O(n logn) time

by first sorting the intervals and then executing a greedy algorithm. Karol studies the dynamic setting

in which in each update an interval is inserted or deleted. He provides a data structure supporting

these update operations and a query operation that reports the size of the largest subset of pairwise

non-overlapping intervals. He first presents a data structure needing Õ(n1/2) time for each update and

then a more sophisticated data structure needing only Õ(n1/3) time. All update times are amortized.

Note that after one update Ω(n) intervals from the optimal solution might change. Hence, one cannot

hope to construct a data structure with such update times that explicitly maintains the optimal solution

in a certain position in memory. Karol’s results are the first dynamic algorithms for the problem that

solve the problem exactly, instead of only approximately. There is previous work that maintains

(1+ ε)-approximate solutions for any fixed constant ε > 0, even with only polylogarithmic update

times, e.g., by Compton, Mitrović and Rubinfeld [CMR20]. I like that Karol first presents the simpler

data structure with Õ(n1/2) update time since it nicely highlights some key ideas. On a high level, the

core idea of that result is to subdivide the real line into O(n1/2) parts that contain O(n1/2) intervals

each. Intuitively, once an interval is added or deleted in some part, the information about this part is

updated in O(n1/2) time. Then, each query intuitively executes the greedy algorithm, but the

information stored for each part allows one to “jump” over each part, thus yielding a running time of

only O(n1/2). To obtain the faster update time of Õ(n1/3), additional ideas are used. Now each part has

a size of intuitively Õ(n2/3), but it is no longer recomputed from scratch when an interval in it is

updated. Instead, for each part Pj one uses a decremental data structure D j from which one can

delete intervals that were deleted after the last rebuild. Newly added intervals are added into a buffer

B j which stores up to Õ(n1/3) intervals. When the buffer overflows, one has accumulated enough

budget to recompute the data structures for the entire part. To execute the queries correctly, one

needs to synchronize these data structures carefully. Interestingly, for the insertion-only or the

deletion-only case, this yields even data structures with an update time of only O(poly logn), instead of
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Õ(n1/3). Finally, Karol extends these results to the case of multiple machines, i.e., in which there is a

value m and we seek a solution such that on each point of the real line may be used by up to m

selected intervals. The update time then becomes Õ(n1−1/m) and additional technical problems need

to be solved. Finally, Karol shows that in the weighted setting, i.e., each interval has a weight and one

seeks to compute a subset of non-overlapping intervals of maximum weight, for all ε > 0 there is no

dynamic algorithm with an update time of O(n1−ε), assuming the (2ℓ+1)-Clique Hypothesis. This

contrasts his results for the unweighted case and I find this very interesting. In particular, one should

note that there are (1+ ε)-approximation algorithms with polylogarithmic update time (for fixed ε) that

do work in the weighted setting.

Then Karol studies the Heaviest Induced Ancestors (HIA) problem in Chapter 4. This problem arises

as a subproblem in his dynamic algorithms for LCS (Chapter 5). Karol presents a data structure for

HIA of size Õ(n) that can answer queries in time O(logn/ log logn); furthermore, he shows that this is

(asymptotically) the fastest possible query time for a data structure with this size. In addition, he

provides a data structure with a slightly larger size of O(n1+ε) but with a query time of only O(1). I find

this new trade-off very interesting. Previous work on the HIA problem used the heavy-path

decomposition technique which is a well-known tree decomposition technique. The depth of this

decomposition is Ω(logn). Instead, Karol uses a different technique, the α-tree decomposition, which

yields a depth of only O(logn/ log logn). The idea is to decompose the tree into certain subtrees that

are called heavy trees. To answer an HIA query, one needs to consider certain pairs of heavy trees

and their number is bounded by the depth of the α-tree decomposition, i.e., O(logn/ log logn). If one

processed each such pair independently, then each pair would incur a running time of Ω(log logn),

which would yield only a query time of O(logn) overall. However, using fractional cascading, Karol

manages to ensure that for almost all such pairs the running time is only O(1) which reduces the

overall query time to only O(logn/ log logn). This needs some additional technical work. Finally, the

mentioned lower bound is proven via a reduction to the butterfly reachability problem for which there is

a known lower bound for the query time of data structures of size Õ(n).

Finally, in Chapter 5 Karol presents results for the dynamic LCS problem. His data structure maintains

two strings S and T and a longest common substring of them. He distinguishes the studied setting

according to whether both strings may be changed by an update or only the string S (fully dynamic or

partially dynamic setting) and whether only the substitution of characters are allowed or whether edit

operations are allowed, i.e., characters may be deleted or inserted. In the partially dynamic setting he

gives a data structure with an update time of O(logn/ log logn) using a total space of Õ(n); also, he

provides a lower bound of Ω(logn/ log logn) for the update time which holds even if O(polyn) bits of

space are allowed. In the fully dynamic setting, for edit operations he presents a data structure

needing an update time of O(log7 n) while using Õ(n) bits of space. Also here he gives a lower bound

of Ω(logn/ log logn) for the update time, assuming that even O(polyn) bits of space are allowed,

which holds already for the substitution setting. Karol first presents (simpler) algorithms for the partially

dynamic setting. One key ingredient is to maintain a partition of the (dynamic) string S into blocks such

that the (fixed) string T serves as a reference. After each update, for certain blocks of S the

corresponding candidate substring (for the LCS to be output) needs to be updated. This is reduced to

HIA queries, using the data structures presented for this problem. In the fully dynamic setting, the

algorithm maintains for both strings S and T certain pairs of adjacent fragments such that, intuitively

speaking, there is one such pair for S and one such pair for T for which the LCS is contained in these

pairs. Using tries for the fragments, LCS is then reduced to a problem on dynamic bicolored trees.

Finally, Karol proves the mentioned lower bounds via a reduction to the promise dynamic partial sums
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modulo 2 problem.

In summary, Karol presents a very nice thesis with interesting results on the LCS problem, the interval

scheduling problem, the HIA problem, and the problems of leader election and finding inverses of

permutations. In particular, for several of his results he presents matching lower bounds, showing that

the respective results are best possible. The thesis is well-written. Its results are already published in

four papers which appeared in ICALP 2020, WADS 2021, ICALP 2022, and CPM 2023, respectively.

There is no doubt that the presented work meets the standards of a PhD thesis in the field.

Best regards,

Andreas Wiese


