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Abstract

In the dynamic landscape of technological progression, the efficient exploration
and understanding of complex data types such as speech, video, and 3D point
clouds are becoming increasingly crucial. These data types, rich in information
about the physical world and human interactions, offer insights and stimulate
innovations across diverse domains. This thesis investigates methodologies
in processing and leveraging these data forms, carefully addressing challenges
caused by their dependencies in time and space, and pushing the boundaries of
digital communication, immersive experiences, and artificial intelligence. The
research presented spans several key applications of these data modalities.

Speech recognition through unsupervised learning approaches adapts to
linguistic variability without relying on annotated data. These methods aim to
develop robust speech representations that can handle the diversity of human
languages and dialects, overcoming the limitations of traditional supervised
models. This work focuses on creating more adaptable and universal speech
representations that perform well even in low-resource settings.

For video content, the development of models for generating and editing
video content is driven by the rise of social media and the need for more dy-
namic communication methods. The research explores advanced techniques
such as diffusion models to create realistic and emotionally expressive video
animations. This includes methods to synchronize lip and jaw movements ac-
curately with speech, enhancing the realism and engagement of video-based
interactions across various applications, from entertainment to telecommuni-
cation.

The advancement of 3D point cloud processing for synthesis, continual
learning, and representation learning is critical in applications such as virtual
reality, autonomous driving, and robotic manipulation. This work presents
innovative methods for generating 3D data, handling the challenges of contin-
ual learning to prevent catastrophic forgetting, and improving self-supervised
learning techniques for more robust 3D object recognition and manipulation.
These advancements aim to create more immersive and interactive digital envi-
ronments, enhancing user experiences and operational efficiencies in numerous
fields.

This work is based on seven research papers published in prestigious jour-
nals and conferences during my doctoral studies, exploring innovations in self-
supervised learning techniques for speech [I, II], diffusion models for video
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synthesis [III] and editing [IV], and new approaches in modeling 3D point
clouds [V-VII].

The thesis is structured into two main parts: the first contextualizes the
research within the broader scientific landscape and summarizes key findings,
and the second part showcases the full text of the publications.
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Streszczenie

We współczesnym świecie, w którym obserwujemy gwałtowny rozwój nowych
technologii, skuteczne badanie i rozumienie złożonych typów danych, takich
jak mowa, wideo i trójwymiarowe chmury punktów, staje się coraz bardziej
kluczowe. Wymienione reprezentacje danych, bogate w informacje o świecie
fizycznym i interakcjach międzyludzkich, stwarzają nowe możliwości dla modeli
uczenia maszynowego i motywują innowacje w różnych dziedzinach. Niniejsza
rozprawa doktorska bada metody przetwarzania i wykorzystania tych typów
reprezentacji danych, uważnie adresując wyzwania związane z zależnościami w
czasie i przestrzeni oraz przesuwając granice komunikacji cyfrowej, doświad-
czeń immersyjnych i sztucznej inteligencji. Praca przedstawia odkrycia w kilku
kluczowych zastosowaniach wyżej wymienionych modalności.

Rozpoznawanie mowy za pomocą nienadzorowanych metod dostosowuje się
do zmienności językowej bez konieczności korzystania z adnotowanych danych.
Metody te mają na celu opracowanie reprezentacji mowy, które potrafią radzić
sobie z różnorodnością języków i dialektów, przezwyciężając ograniczenia trady-
cyjnych modeli nadzorowanych. Ta praca koncentruje się na tworzeniu bardziej
elastycznych i uniwersalnych reprezentacji mowy, które działają dobrze nawet
bez dostępu do dużych zasobów obliczeniowych.

Rozwój modeli do generowania i edytowania treści wideo jest napędzany
przez rosnącą popularność mediów społecznościowych i potrzebę tworzenia
bardziej realistycznych metod komunikacji. Badania te eksplorują zaawan-
sowane techniki, takie jak modele dyfuzyjne, aby tworzyć wiarygodne i ek-
spresyjne animacje. Dodatkowo, metody synchronizujące ruch warg i szczęki z
mową, zwiększają realizm i zaangażowanie widza, otwierając nowe możliwości
dla produkcji filmowych i komunikacji w wielu językach, bez konieczności pow-
tarzania ujęć w świecie rzeczywistym.

Postęp w przetwarzaniu chmur punktów 3D dla syntezy, uczenia się ciągłego
i uczenia się reprezentacji jest kluczowy w takich zastosowaniach jak rzeczy-
wistość wirtualna, pojazdy autonomiczne i robotyka. Ta praca przedstawia
innowacyjne metody generowania danych 3D, radzenia sobie z wyzwaniami
uczenia ciągłego, zapobiegającemu katastrofalnemu zapominaniu oraz nową
technikę nienadzorowanego uczenia znajdującą reprezetacje chmur punktów,
służące do ich rozpoznawania i segmentacji. Te osiągnięcia mają na celu
tworzenie bardziej immersyjnych i interaktywnych środowisk cyfrowych, zwięk-
szając doświadczenia użytkowników i efektywność w licznych dziedzinach.
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Praca ta opiera się na siedmiu publikacjach opublikowanych w prestiżowych
czasopismach i konferencjach podczas moich studiów doktoranckich, eksploru-
jących innowacje w technikach uczenia się samo-nadzorowanego dla mowy [I,
II], modelach dyfuzji do syntezy [III] i edycji [IV] wideo, oraz nowych podejś-
ciach w modelowaniu chmur punktów 3D [V-VII].

Rozprawa jest podzielona na dwie główne części: pierwsza opisuje badania
w szerszym kontekście naukowym i podsumowuje kluczowe rezultaty rozprawy
doktorskiej, a druga część zawiera pełne teksty publikacji.

6

7:31169



List of publications

[I] J. Chorowski, G. Ciesielski, J. Dzikowski, A. Łańcucki, R. Marxer, M.
Opala, P. Pusz, P. Rychlikowski, and M. Stypułkowski, Aligned con-
trastive predictive coding, Proc. Interspeech 2021, pp. 976–980, 2021.
CORE A, 140 MEiN points.
Contribution I contributed in designing the method while brainstorming
ideas with the rest of the authors. I also took part in the experimental
part of the work, preparing and running code for baseline methods. All
of the authors contributed equally.

[II] J. Chorowski, G. Ciesielski, J. Dzikowski, A. Łańcucki, R. Marxer, M.
Opala, P. Pusz, P. Rychlikowski, and M. Stypułkowski, Information
retrieval for zerospeech 2021: The submission by university of wroclaw,
Proc. Interspeech 2021, pp. 971–975, 2021.
CORE A, 140 MEiN points.
Contribution I developed the approach to the syntactic task of the Ze-
roSpeech challenge involving LSTM language model. I conducted experi-
ments together with Piotr Pusz. All of the authors contributed equally.

[III] M. Stypułkowski, K. Vougioukas, S. He, M. Zięba, S. Petridis, and
M. Pantic, Diffused heads: Diffusion models beat gans on talking-face
generation, in Proceedings of the IEEE/CVF Winter Conference on Ap-
plications of Computer Vision, pp. 5091–5100, 2024.
CORE A, 140 MEiN points.
Contribution I designed, implemented, and validated the proposed ap-
proach, supported by other authors during brainstorming sessions. I pre-
pared the major part of the manuscript. I wrote the vast majority of the
code. I was also the main contributor while responding to the reviewers
during the rebuttal stage.

[IV] D. Bigioi, S. Basak, M. Stypułkowski, M. Zieba, H. Jordan, R. Mc-
Donnell, and P. Corcoran, Speech driven video editing via an audio-
conditioned diffusion model, Image and Vision Computing, vol. 142,
p. 104911, 2024.
CORE B, 70 MEiN points.
Contribution I contributed in designing and validating the method that
was inspired by my previous work. I was also responsible for planning

7

8:48131



and organizing the work. I was involved in writing the code. I contributed
equally to Shubhajit Basak.

[V] M. Stypułkowski, K. Kania, M. Zamorski, M. Zięba, T. Trzciński, and
J. Chorowski, Representing point clouds with generative conditional in-
vertible flow networks, Pattern Recognition Letters, vol. 150, pp. 26–32,
2021.
CORE B, 100 MEiN points.
Contribution I designed, implemented, and validated the method sup-
ported by other authors during brainstorming sessions. I prepared the
vast majority of the manuscript, and the code, and also conducted most
of the experiments.

[VI] M. Zamorski, M. Stypułkowski, K. Karanowski, T. Trzciński, and M.
Zięba, Continual learning on 3d point clouds with random compressed re-
hearsal, Computer Vision and Image Understanding, vol. 228, p. 103621,
2023.
CORE A, 100 MEiN points.
Contribution I participated in brainstorming sessions while designing
the method. I wrote the code for reference methods and adjusted them
from image to point cloud data. I was also involved in preparing the
manuscript.

[VII] M. Szachniewicz, W. Kozłowski, M. Stypułkowski, and M. Zięba, Self-
supervised adversarial masking for 3d point cloud representation learn-
ing, arXiv preprint arXiv:2307.05325. To appear in the proceedings of
the Asian Conference on Intelligent Information and Database Systems,
2024.
CORE B, 70 MEiN points.
Contribution I was involved in brainstorming sessions while design-
ing the concept of the method. I contributed by writing the manuscript,
organizing the experiments, and writing responses for reviewers.

8

9:11290



Chapter 1

Introduction

In the era of rapid technological advancements, the exploration and under-
standing of complex data types have become fundamental to numerous appli-
cations across various fields. They often contain rich information about the
physical world and human interaction within it, offering unique insights and
opportunities for innovation. To this date, the digital space has been domi-
nated by text data, mostly because of its low cost of storing, and technological
limitations for more sophisticated modalities. However, we can observe a trend
of the rapidly growing amount of information delivered using audio and videos,
with 3D shapes being arguably the next step in the development of a realistic
virtual experience.

1.1 Motivation
The research in speech, video, and 3D point cloud data is crucial due to its vast
applications that touch almost every aspect of modern life. From improving
interpersonal communication and public safety to enhancing entertainment
and revolutionizing industrial applications, the potential impacts are worth
pursuing. As these fields evolve, they advance technology and offer meaningful
social benefits, making research in these domains important and essential for
future progress. This justifies continued investment and interest in exploring
these complex data types to unlock further potential and address existing and
emerging challenges.

Speech

Speech is undeniably one of the most vital means of human interaction. It
serves as a primary channel through which individuals express thoughts, emo-
tions, and intentions, enabling complex forms of communication that are foun-
dational to social structures. Through speech, humans not only share informa-
tion but also build relationships, negotiate conflicts, and pass knowledge across
generations. The nuances of tone, pace, and inflection add layers of meaning to
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the spoken word, enriching interpersonal connections and supporting a deeper
understanding among people.

In the digital realm, speech maintains its role as a critical tool for human
interaction, adapting to new technologies that redefine how we connect across
distances. As digital communication platforms evolve, they increasingly in-
corporate speech-driven interfaces, such as voice calls, voice assistants, and
real-time voice translations. These allow for a more personal and engaging
connection than text-based communications, incorporating emotions and sub-
tleties that text alone may miss. The rise of podcasts, virtual meetings, and
voice notes underscores how speech bridges the gap between physical separa-
tion, ensuring that even in a highly digitalized world, the human voice remains
a powerful medium.

The rapid advancements in automatic speech recognition (ASR) [1, 2] sys-
tems underscore a critical shift towards leveraging unsupervised learning tech-
niques to decode and understand human speech at multiple linguistic lev-
els. Traditional supervised ASR models [3, 4, 5], though proficient in variable
rate data processing through mechanisms like Hidden Markov Models (HMMs)
and attention-based decoders, are heavily dependent on extensive annotated
datasets. This dependency limits their applicability in languages or dialects
where such resources are scarce or non-existent.

In contrast, the unfolding field of unsupervised speech representation learn-
ing [6] aims to discover the underlying structure of speech by learning directly
from raw audio without any linguistic annotations or prior knowledge. This
paradigm not only challenges the conventional methods that use fixed-rate data
representations but also prompts the development of novel algorithms capable
of adapting to the natural variability in speech. By focusing on capturing the
intrinsic properties of speech at various depths, from phonemes to semantics,
these unsupervised methods hold the promise of universal speech processing
technologies that are both robust and adaptable to any language. There exists
a necessity to bridge the gap between acoustic feature extraction and higher-
level linguistic understanding, aiming to develop methodologies that are less
constrained by the availability of annotated data and more adjusted to the
natural dynamics of spoken language.

Recent research initiatives [7, 8] aim at developing end-to-end spoken dia-
logue systems capable of learning an unknown language from scratch, utilizing
only sensory information in the form of audio recordings without any pre-
existing linguistic resources or knowledge. They set ambitious goals across
multiple dimensions of language understanding. The important aspect of cre-
ating a reliable mechanism is its ability to perform well on different aspects of
language understanding: phonetic discrimination, lexical accuracy, semantic
similarity, and syntactic correctness, all derived directly from raw audio data.
This challenge not only tests the boundaries of current speech technology but
also pushes for innovations in how machines can learn and interpret language
independently.
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In this thesis, we propose a new self-supervised method for speech repre-
sentation learning called Aligned Contrastive Predicting Coding (ACPC) [I]
being a direct extension of CPC [6]. Our approach allows to align predicted
representations in time, producing smoother and more meaningful embeddings
for downstream tasks. Additionally, we present a number of solutions for var-
ious linguistic tasks utilizing raw audio without any additional information
[II]. We show that straightforward techniques for refining representations can
close the gap and, in some cases, outperform solutions that require a high
computational budget.

Video

The growth of social media platforms has led to an exponential increase in
video content creation and consumption. Platforms like TikTok, YouTube,
and Instagram have democratized video production, allowing anyone with a
smartphone to create and share their stories, tutorials, and entertainment with
a global audience. This can be observed not just in quantity but in the di-
versity of content, reflecting a wide range of interests and perspectives. As a
result, videos have become a powerful medium for personal expression and a
significant driver of cultural trends. They also serve as a vital tool for market-
ing and communication, with businesses and influencers leveraging the format
to engage audiences more dynamically than traditional media ever could.

From a technical point of view, processing video data is far more challenging
than image modeling due to the additional time axis. Tasks require handling
large volumes of information and effectively analyzing spatial-temporal rela-
tionships. Today’s hardware architectures have recently started enabling the
creation of solutions for the most complex problems, one of them being video
synthesis. There exist multiple models for image generation producing extraor-
dinary results [9, 10, 11], both in terms of quality and the broad spectrum of
creation, that can easily be perceived as real. However, video methods that
yield similar results are yet to be created.

The escalating interest in speech-controlled talking-face animation presents
application possibilities across various domains, ranging from telecommunica-
tions to the entertainment industry. Current methods [12, 13, 14], however, of-
ten struggle to render natural-looking facial expressions that accurately reflect
the original nuances of human emotion. Deep generative models, particularly
Generative Adversarial Networks (GANs) [15], have emerged as a prominent
solution in the creation of dynamic, audio-driven facial animations. Despite
their advancements, these systems still face significant challenges, including
training instability and the inability to generate diverse facial movements,
particularly when it comes to replicating extensive or subtle head motions
without distortion. Meanwhile, diffusion models [9, 10], a new family of gener-
ative models, have recently opened the door to a synthetic world characterized
by a quality and variety never seen before.
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Furthermore, the enhancement of speech-driven video editing [16, 17] is a
highly anticipated advancement within the visual media sector. This technol-
ogy aims to seamlessly sync the lip and jaw movements of actors to new audio
inputs, ensuring that the emotional integrity of the original performance is
maintained regardless of the modifications to the audio track. Such capabili-
ties not only expand artistic freedom by reducing the need for costly reshoots
but also enable the more inclusive and accessible globalization of media content
through easier dubbing across languages.

To achieve these goals, we present two methods for audio-driven talking-
face generation [III] and dubbing [IV]. Both of them utilize diffusion models,
following recent advancements in the generative modeling field. Our results
show a big improvement over existing approaches, surpassing them in terms
of expression realism and video smoothness.

3D point clouds

The future of digital interactions is destined to undergo a transformative shift
with the integration of augmented and virtual reality, entering a new era of im-
mersive experiences. As mixed reality technology advances, it will enable users
to step into three-dimensional virtual spaces constructed from high-resolution
3D point clouds and meshes. These environments will offer an unprecedented
level of realism and interactivity, making digital meetings, social gatherings,
and educational sessions feel as material as their physical counterparts. Users
will be able to manipulate objects, navigate complex spaces, and communicate
with avatars that move and react with lifelike accuracy. This leap in technol-
ogy promises not only to enhance the way we connect with others across the
globe but also to expand the possibilities for remote learning, tourism, and
collaborative work, making our digital interactions more meaningful and en-
gaging.

The development of 3D capturing technologies such as LIDARs and depth
cameras has sparked a notable interest within the research community con-
cerning the processing of point clouds — unordered sets of points in three-
dimensional space that are essential in creating digital models of physical en-
vironments by capturing the contours of object surfaces. This enthusiasm is
driven by the increasing applicability of such technologies in fields ranging from
autonomous driving to robotic manipulation, where precise spatial recognition
and manipulation are crucial. Notably, they pose more technical challenges
compared to structured data modalities, like images or text.

Integrating deep learning with 3D point cloud processing began with the
introduction of datasets like ShapeNet [18], marking a shift from traditional 3D
representations, i.e. meshes, and voxels. Point clouds now serve as a standard
for numerous applications including object classification [19], detection [20],
and scene segmentation [21].

Generative models enhance more immersive user experiences and support
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scalability and efficiency, allowing for the generation of large datasets needed
for training robust AI systems, thus pushing the boundaries of what’s achiev-
able in digital and physical world interactions. Advancements in deep gener-
ative models, such as Variational Autoencoders (VAEs) [22] and Generative
Adversarial Networks (GANs) [15], have further refined the approach to mod-
eling the distribution of data underlying these point clouds. These models typ-
ically focus on optimizing metrics like the Chamfer distance (CD) and Earth
Mover’s distance (EMD) to reduce discrepancies between the predicted and
actual data distributions. However, issues such as metric optimization leading
to deviations from the true data distribution require alternative approaches
like normalizing flows [23, 24], which allow for direct likelihood calculation.

Deployment of deep learning methods for 3D point clouds brings challenges
known from more explored data modalities. Notably, the phenomenon of catas-
trophic forgetting, where training on new tasks can erase previously learned
information, and the computational intensity of training becomes prominent.
The former is particularly critical in the realm of continual learning [25, 26, 27,
28], where models must adapt to new data without losing proficiency in previ-
ous tasks. For example, for a trained classifier integrated into an autonomous
drone, one would not want to retrain it to add just a single class of objects
that were not considered before.

Among the approaches to lower training expenses that have raised atten-
tion is self-supervised learning, which has proven effective in learning from
data without explicit human annotations. These methods have shown con-
siderable success across various data modalities, including images [29, 30, 31],
text [32, 33], and speech [6], significantly enhancing performance on down-
stream tasks even with limited labeled datasets. Specifically, in the domain
of 3D point clouds, self-supervised methods often employ techniques such as
random masking [34, 35, 36, 37], where the model learns to predict the ob-
scured portions of the data. However, the use of random masks in training
presents challenges. While intended to force the model to recover missing in-
formation and thereby learn more robust features, this approach can be limited
in its effectiveness. Random masking may not adequately represent the full
semantic scope of an object, often preserving much of the input’s original in-
formation and thereby potentially stunting the model’s ability to learn truly
comprehensive features.

In this work, we present three methods for modeling representations of
point clouds, in the context of data generation [V], continual learning [VI], and
self-supervised learning [VII]. In [V], we make use of two normalizing flows [24]
to model the distributions of shapes and points forming a specified object. This
approach enables data generation with a variable number of points, reconstruc-
tion, interpolation between two shapes, and anomaly detection. To overcome
the problem of catastrophic forgetting in classification task, we adapt exist-
ing image continual learning methods to point clouds and propose a new one
[VI], utilizing characteristics of 3D objects. Finally, in [VII], we show that
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the learnable masking of point cloud parts brings increased performance on
downstream tasks conducted on representations learned in a self-supervised
manner.

1.2 Scope and contributions
The aim of this dissertation is to explore and advance methodologies in the
representation and processing of speech, video, and 3D point clouds. As the
digital landscape evolves, these modalities are becoming increasingly vital for
numerous applications across various domains. This work seeks to address
the challenges inherent in these data types posed by their additional time
and spatial dependencies, and propose innovative solutions that enhance the
understanding, generation, and manipulation of these forms of data.

The scope of this dissertation covers several key areas. For speech process-
ing and representation learning, the objective is to develop and evaluate new
methods for speech representation learning that do not rely on extensively
annotated datasets, making the technology more accessible across different
languages and dialects. The focus areas include self-supervised learning tech-
niques improving speech embeddings for automatic speech recognition (ASR),
and investigation of low-resource unsupervised methods for phonetic discrimi-
nation, lexical accuracy, semantic similarity, and syntactic correctness.

In the realm of video data analysis and generation, the objective is to create
advanced methods for video generation and editing that utilize audio inputs,
aiming to achieve high realism in visual outputs. The focus areas cover the
development of diffusion models for audio-driven talking-face generation and
dubbing, the enhancement of speech-controlled facial animation to accurately
reflect human emotions and subtleties, and addressing the challenges in video
synthesis, particularly in terms of spatial-temporal relationships.

For 3D point cloud processing and modeling, the objective is to develop
robust techniques for the generation, continual learning, and self-supervised
learning. The focus areas include the utilization of normalizing flows for point
cloud data generation and anomaly detection, the adaptation of continual
learning methods to mitigate catastrophic forgetting in 3D object classifica-
tion, and the implementation of learnable masking strategies in self-supervised
learning to improve downstream task performance.

The methodological contributions of this dissertation can be summarized
as follows. In self-supervised learning for speech, the introduction of ACPC
[I] and annotation-free methods for linguistic tasks [II], aims at producing
smoother and more meaningful speech embeddings, demonstrating unsuper-
vised speech learning methods that close performance gaps with supervised
techniques. In diffusion models for video generation, innovative methods for
creating [III] and editing [IV] videos driven by audio inputs show significant
improvements in expression realism and video smoothness over existing ap-
proaches. For generative models [V] and learning techniques [VI, VII] for 3D
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point clouds, novel approaches using normalizing flows for flexible point cloud
data generation and new methodologies to enhance continual learning and
self-supervised learning performance in 3D data contexts are presented.

The proposed methods and discoveries within this dissertation have broad
applications, from enhancing digital communication and entertainment to im-
proving public safety and industrial processes. By addressing the unique chal-
lenges posed by speech, video, and 3D point cloud data, this work contributes
to the advancement of more intuitive, realistic, and adaptable technologies
that can significantly impact both everyday life and specialized fields. Through
this comprehensive exploration, the dissertation aims to push the boundaries
of current capabilities in complex data processing and set the stage for future
innovations that leverage the richness of audio, visual, and spatial information.

1.3 Structure
This dissertation is based on seven publications [I-VII] I co-authored during
my doctoral studies exploring selected research topics on speech, video, and
3D point cloud modeling. It is divided into two parts. The first contains an
introduction, an overview of the articles, a description of the problems they
try to solve, and a summary of my other achievements. In the second part,
full texts of the papers are provided.

In Chapter 2, the extension of CPC [6], a self-supervised representation
learning technique for speech, is presented [I], as well as discoveries from the
ZeroSpeech 2021 challenge on four different language tasks [II]. Chapter 3
showcases two methods developed for audio-driven video generation [III] and
editing [IV] both utilizing diffusion models. Papers approaching problems de-
fined for 3D point clouds are depicted in Chapter 4. Particularly, it explores the
challenges of point cloud generation [V], continual learning on a classification
task [VI], and representation learning using trainable masks [VII]. Further-
more, Chapter 5 includes a list of grants I was part of, awards, internships,
national and international collaborations, and teaching activities. Finally, the
full texts of [I-VII] are included in Appendix A.
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Chapter 2

Speech

Advancements in unsupervised learning are revolutionizing the ability of ma-
chine learning models to process and understand speech across various lan-
guages and dialects. This shift towards unsupervised learning not only expands
the capabilities of speech technology but also pushes the boundaries of how
machines interpret human language, promising a future where digital systems
can interact more naturally with humans across any linguistic barrier.

In this chapter, we briefly present the basic concepts of two papers that
tackle the problem of unsupervised representation learning for speech. In the
first work [I] we introduce Aligned Contrastive Predicting Coding (ACPC) that
improves the stability of encodings learned by CPC [6], promoting smoother
representations, and allows the model to focus on predicting embeddings with-
out the need to place them correctly in time. In the second work [II], we
focus on low-resource approaches to language modeling that do not need la-
beled data. We investigate four linguistic tasks, covering a broad spectrum of
speech-processing challenges.

2.1 Representation learning
Representation learning for speech focuses on developing models that can auto-
matically discover the underlying representations of raw speech data, facilitat-
ing tasks such as speech recognition, synthesis, and speaker identification. The
goal is to transform complex audio inputs into a more manageable, structured
format that captures essential characteristics like phonetic details, speaker at-
tributes, and emotional tones.

One of the most renowned methods is Contrastive Predictive Coding (CPC)
[6] using contrastive loss to learn a meaningful representation of speech se-
quence. However, this representation should ideally change at phoneme bound-
aries, and be stable within which is not achieved solely by the contrastive
approach.
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Figure 2.1: Architecture of ACPC [I]. The model uses contrastive loss combined
with DTW to align K predictions to M latent codes.

Our approach

Contrastive Predicting Coding (CPC) [6] extracts latent representations of se-
quential data by predicting future states. Initially, a feed-forward network pro-
cesses overlapping data chunks into latent codes zt. Next, an auto-regressive
model outputs context vectors ct which are then used to predict codes pt several
steps ahead, supervised via Noise Contrastive Estimation where the prediction
pt must be closer to the actual latent code zt than to randomly sampled neg-
ative samples. When used with speech signals, CPC has been effective in
learning acoustic representations that are beneficial for phoneme prediction
and low-resource speech recognition. However, this approach does not take
into account the smoothness of learned encodings. In addition, the model per-
forms two tasks at once: it needs to not only predict future representations but
also place them correctly in time, making the problem unnecessarily harder.

We propose Aligned Contrastive Predicting Coding (ACPC) [I] extending
this idea by making K predictions matched to M future latent vectors. An in-
put sequence x1, . . . , xT is processed by a convolutional encoder genc into latent
encodings z1, . . . , zT ′ . An autoregressive model compresses these to a context
vector ct = gar(z≤t). Based on ct, K predictions p1t , . . . , p

K
t are generated

and matched to M subsequent latent vectors zt+1, . . . , zt+M using contrastive
scores, defined as:

sk,mt =
e⟨pkt ,zt+m⟩

e⟨pkt ,zt+m⟩ +∑N
n=1 e

⟨pkt ,z̄Nt ⟩ (2.1)

where ⟨·, ·⟩ is the scalar product, and z̄1t , . . . , z̄
N
t are N negative latent vectors

from the encoder outputs.
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To capture timing information making the task of the autoregressive model
easier, we promote the best alignment between the predictions and actual la-
tent encodings using Dynamic Time Warping (DTW). Figure 2.1 demonstrates
the entire process.

ACPC allows the model to focus solely on predicting the next encodings,
without a need to place them correctly in time, thus making the task easier.
It also produces more stable representations by directly enforcing smoothness
during training.

Results

We conduct experiments on a widely-used dataset LibriSpeech train-clean-100
[38] and compare results with vanilla CPC [6]. All of the details can be found
in Appendix A.

Firstly, we analyze the self-similarity of latent representations produced by
the convolutional encoder used in CPC and ACPC models. CPC shows a dis-
tinct moiré-like pattern, while ACPC, which doesn’t rely on precise timing for
predictions, produces only a faint pattern, leading to more consistent phoneme
boundary alignment and enhanced similarity of encodings across different sam-
ples.

We also compare pairwise similarities of latent representations between
CPC and ACPC using histograms. ACPC exhibits a second, distinct mode
suggesting it aligns consecutive latent representations more closely than CPC,
leading to a more consistent and slowly varying representation across frames.

Using k-means, we assess the concentration of latent representation clusters
by measuring the average squared distance from the samples to their centroids.
Results indicate that ACPC achieves consistently lower mean distances, sug-
gesting more tightly clustered representations across various component tests.
Additionally, the cluster alignments from ACPC show greater agreement with
phonetic alignments generated by supervised Automatic Speech Recognition
(ASR) systems.

The study evaluates the ACPC model’s performance through quantitative
tasks including the minimal-pair ABX task and supervised linear frame-wise
phoneme prediction. ACPC shows an 8-15% improvement over CPC in these
tasks and requires significantly less training time with comparable hardware
and settings.

2.2 Zero resource modeling
Zero resource modeling [7, 8] aims at developing a system capable of learning an
end-to-end spoken dialogue system for an unknown language using only audio
recordings, without relying on any pre-existing linguistic data or expertise.

The goal is to derive various linguistic features from raw audio data at
multiple levels of detail, entirely without explicit instructions. We specify four
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different tasks testing the system’s ability to comprehend speech:

1. Phonetic ABX [39] - judging if two phonemes are identical.

2. Lexical - detecting mispronounced words.

3. Semantic - measuring semantic similarity of two words.

4. Syntactic - choosing a correct sentence from a given pair.

We employ CPC [6] serving as a baseline method for encoding extraction.
This model processes raw audio to learn speech features that are represented
as embedding vectors emitted every 10 ms and are grouped into 50 pseudo-
phones using k-means clustering. This setup allows the transformation of any
new audio into a sequence of pseudo-phones, which serves as the foundation
for developing language models for further tasks.

Phonetic ABX discrimination

For ABX metric [39], triplets of sounds (a, b, x) are given, where a and x rep-
resent the same category (e.g. two different versions of triphone aba), whereas
x comes from another one (e.g. apa). The goal of the model is to assign a
lower distance score, indicating belonging to the same category, to the a and
x pair than to the b and x pair, i.e. d(a, x) < d(b, x).

CPC embeddings capture both phonetic content and speaker identity. For
phoneme recognition, such as ABX, speaker information is irrelevant. We
thus project the baseline model embeddings into the nullspace of a speaker
classification model to reduce speaker sensitivity.

For higher-level tasks, we modify each CPC embedding e with its cluster
centroid ce using a weighted average:

ê = α ce + (1− α) e. (2.2)

This approach moves each embedding towards its centroid based on proximity,
maintaining local detail while incorporating global characteristics.

The averaging of embeddings with centroids was found to improve ABX
scores, particularly when combined with the 448-dimensional nullspace projec-
tion, using both Euclidean and cosine distance metrics for centroid selection.

Next, we assess the effects of these methods on supervised speaker and
phoneme classification accuracies. The nullspace approach generally results in
lower accuracies, which increase with the size of the nullspace. This suggests
that some speaker-related information remains after attempts to remove it.

Additionally, averaging with centroids also decreases phoneme classification
accuracy, indicating that while the method enhances ABX scores by removing
less critical information, it worsens phoneme separation due to the loss of
potentially useful data for classifiers.
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Lexical accuracy

In this task, we are given pairs of words containing real and artificial words
(a, b), e.g. (brick, blick). The model should assign a higher probability of a
word being correct to the real word, i.e. p(a) > p(b).

sWUGGY dataset for this task is built with two parts: base with real words
from the LibriSpeech [38] training set, and out-of-vocabulary (OOV ) ones.

Our approach for this task involves a dictionary lookup against the entire
LibriSpeech corpus for both base and OOV pairs. It involves converting all
utterances in the LibriSpeech training set to strings of pseudo-phones and using
DTW to find the closest matching subsequence in the corpus. The matching
process is based on a real-valued similarity matrix derived from the Euclidean
coordinates of the centroids of pseudo-phones.

When we accurately match a word, the matching cost is distributed uni-
formly across the sequence. On the other hand, an incorrect match typically
results in some areas having higher costs and others lower. To address this,
we increase the costs for significantly different pseudo-phones and reduce them
for more similar ones. This is achieved by elevating the values in the distance
matrix to a certain power, effectively enhancing the differences.

With all of the proposed improvements, the accuracy is increased by over
5 percentage points.

Semantic similarity

To assess the model’s ability to understand semantic word similarities, we
calculate distance scores between semantically close pairs and distant ones,
e.g. dog and cat should have a distance score lower than dog and car.

We utilize baseline pseudo-phone units derived from CPC and quantized by
k-means. We collapse repeated occurrences and unify similar context blocks.
This process approximates phoneme-level transcriptions without word bound-
aries. We further employ SentencePiece [40] to segment them into pseudo-
words based on a unigram language model using the Viterbi algorithm.

We train a word2vec [41] model on the segmented pseudo-words. For the
similarity task dataset, each recording is converted to pseudo-phone sequences,
some of which match our vocabulary and have pre-calculated embeddings,
while others are averaged from matches in the training corpus based on edit
distance.

Our approach computes a vector for an entire recording, and replicates it
along the time axis. However, the challenge format requires vectors at all of the
temporal locations followed by an aggregation. To address this, we introduce
alternative word-oriented toplines for sSIMI that align better with our method.
Our approach outperforms the RoBERTa [42] topline in embeddings trained
on word corpora. Our method also achieves the top score in the LibriSpeech
subcategory, indicating effective semantic interpretation of known words but
limited generalization.
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Syntactic correctness

Finally, we verify how well the model can recognize grammatically accurate
sentences. The goal of this task is to assign a higher probability of a correct
sentence being valid than to an incorrect one. As an example, the model should
recognize that girls eat fruits is correct, and girls eats fruits is not.

sBLIMP is a dataset designed to evaluate the extent to which language
models grasp English grammar. It comprises pairs of similar sentences where
only one sentence per pair is grammatically correct. A natural approach to
tackling sBLIMP involves using a language model to calculate the probability
of each sentence in a pair and selecting the more probable one as the correct
sentence. For this purpose, we employ an LSTM language model trained on
quantized nullspace features from the LibriSpeech [38] development subset. In
a competition setting, this model achieved a 53% accuracy on both develop-
ment and test sets, marginally surpassing the baseline and closely approaching
the 54% accuracy of the best contest entry.

However, these results are hardly remarkable, as an LSTM model initialized
with random weights already achieves 52.9% accuracy. We believe it is a direct
effect of uneven sentence lengths in sBLIMP, where incorrect sentences tend
to be longer. It is also worth noting a big LSTM trained on a large text
corpus reaches only 70% accuracy and even advanced transformer models do
not surpass 82%.
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Chapter 3

Video

Building models for video presents additional challenges compared to images
because of dependencies between consecutive frames. In video synthesis, this
aspect is crucial for maintaining realistically looking results without any dis-
tortions and uncontrolled changes.

In this chapter, an overview of two methods for audio-driven talking-face
animation [III] and editing [IV] is provided. Both of the method use diffusion
models, following recent developments of the state-of-the-art methods for im-
age generation. In [III], we present Diffused Heads utilizing a diffusion model
conditioned on speech encodings and identity frame, synthesizing one frame
at a time. To ensure consistency between frames, it also makes use of a few
previously generated frames. It also overcomes the problems of unnaturally
looking faces and grimaces and lack of eye blinks. We extend the idea fur-
ther to the dubbing problem and introduce a method [IV] synchronizing lip
and jaw movements with given audio, without any alternation of a person’s
identity and expressions.

3.1 Diffusion models
Diffusion models are a fairly new family of generative methods. They were
popularized in [44, 45, 9, 10] following the initial work [46] inspired by non-
equilibrium statistical physics. In comparison to GANs [15], diffusion models
do not rely on adversarial training, hence they do not suffer from training
instability, and mode collapse - a phenomenon manifesting in the model al-
ways generating just a couple of good-looking samples [47]. Additionally, they
synthesize data of an arguably higher quality.

We can distinguish two processes taking place in diffusion models: forward
and reverse, as presented in Figure 3.1. The first is fixed and determined by a
noise schedule, and the second is learnable in the optimization procedure.
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Figure 3.1: Diffusion model transforms data point x0 into a normally dis-
tributed sample xT by adding a small amount of Gaussian noise at each of T
steps. The goal of the model is to learn to inverse this process. Source: [43].

Fixed forward diffusion process

The forward process is a Markov chain starting from a data point sampled
from a true data distribution x0 ∼ q(x) that adds a small portion of Gaussian
noise at each step, resulting in a sequence x1, x2, . . . , xT of gradually noisier
images. Let {βt ∈ (0, 1)}Tt=1 be an increasing sequence controlling noise size.
We can define the transition distribution as:

q(xt|xt−1) = N (xt;
√

1− βtxt−1, βtI) (3.1)

With a sufficiently large T (in practice T = 1000), xT becomes indistinguish-
able from isotropic Gaussian noise, i.e. xT ∼ N (xT ;0, I).

Let αt = 1− βt and ᾱt =
∏t

i=1 αi. Then, we can calculate q(xt|x0) as:

q(xt|x0) = N (xt;
√
ᾱtx0, (1− ᾱt)I) (3.2)

This nice property allows us to calculate the noisy sample xt for any given t
without the need to go through all of the intermediate steps.

Generative reverse diffusion process

The overall goal is to reverse the forward process and be able to sample from
q(xt−1|xt). To achieve this, let us define:

pθ(xt−1|xt) = N (xt−1;µθ(xt, t),Σθ(xt, t)) (3.3)

to be a parametrized model aiming to mimic q(xt−1|xt). However, we only
know q(xt−1|xt) is Gaussian and is not easily estimated because it requires
the entire dataset to do so. Instead, we can note the parameters of amortized
version q(xt−1|xt, x0) = N (xt−1; µ̃t, β̃tI) can be calculated using Bayes’s rule
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and Equation (3.2):

µ̃t =
1√
αt

(
xt −

1− αt√
1− ᾱt

ϵ
)

(3.4)

β̃t =
1− ᾱt−1

1− ᾱt

· βt

where ϵ ∼ N (0, I) is scaled noise added to x0. In consequence, we will train
µθ(xt, t) to approximate µ̃t:

µθ(xt, t) =
1√
αt

(
xt −

1− αt√
1− ᾱt

ϵθ(xt, t)
)

(3.5)

where ϵθ(xt, t) is noise predicted by a backbone neural network.
The amortization procedure is known from VAE [22] and similarly, we can

utilize variation lower bound to optimize the negative log-likelihood:

− log pθ(x0) ≤ LVLB = LT + LT−1 + · · ·+ L0 (3.6)
where LT = DKL(q(xT |x0) ∥ pθ(xT )) (3.7)

Lt = DKL(q(xt|xt+1, x0) ∥ pθ(xt|xt+1)) for 1 ≤ t ≤ T − 1 (3.8)
L0 = − log pθ(x0|x1) (3.9)

LT is a constant because pθ(xT ) is our prior Gaussian distribution and q(xT |x0)
does not have learnable parameters. Furthermore, log pθ(x0|x1) is calculated
using a separate discrete decoder to match the pixel space.

Each of the term Lt for t = 1, . . . , T − 1 can be written in a closed form
since both q(xt|xt+1, x0) and pθ(xt|xt+1) are Gaussian:

Lt = Ex0,ϵ

[ 1

2∥Σθ(xt, t)∥22
∥µ̃t(xt, x0)− µθ(xt, t)∥2

]
(3.10)

= Ex0,ϵ

[ (1− αt)
2

2αt(1− ᾱt)∥Σθ∥22
∥ϵ− ϵθ(xt, t)∥2

]
(3.11)

= Ex0,ϵ

[ (1− αt)
2

2αt(1− ᾱt)∥Σθ∥22
∥ϵ− ϵθ(

√
ᾱtx0 +

√
1− ᾱtϵ, t)∥2

]
(3.12)

where the first transition follows Equations (3.4) and (3.5), and the second one
Equation (3.2).

The authors of [44] proposed to simplify the objective further and set Σθ

to a constant. We can define Lsimple as the mean square error between true
and predicted noises:

Lsimple = Et,x0,ϵ

[
∥ϵ− ϵθ(xt, t)∥2

]
(3.13)

To sample new data, we simply start from xT ∼ N (0, I) and perform T
denoising steps using pθ(xt−1|xt). Both training and inference are summarized
in Figure 3.2.
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Figure 3.2: Training and sampling algorithms of diffusion models. Source:
[44].

3.2 Facial animation
The success of diffusion models in image generation is attributed to their robust
training dynamics and the high degree of control they offer over the generation
process, which allows for the creation of diverse and complex images. Following
the recent successful works on image generation [9, 48, 49], the development of
diffusion-based methods for videos emerged [50, 51, 52]. Yet impressive, their
results are far from being indistinguishable from real clips.

Humans are very perceptive to the nuances of facial expressions. Capturing
the subtleties of emotions and expressions occurring when a person talks, such
as smiling slightly when saying something happy or frowning during a serious
statement, adds another layer of complexity. Achieving a natural look of gener-
ated videos while maintaining correct emotional cues is difficult. Additionally,
people have diverse ways of speaking and different facial features. A talking-
face synthesis system must be robust enough to handle different accents, speech
tempos, and intonations, as well as a wide range of facial anatomies, skin tones,
and features.

Our approach

Diffused Heads [III] is the first method using diffusion models for talking-face
generation. Given a single image and audio containing speech, the model is able
to generate videos with natural expressions and head movements. As shown
in Figure 3.3, it produces a frame at a time, leveraging the identity frame
throughout the entire generation process together with audio embeddings ex-
tracted using a pre-trained audio encoder. The model achieves smooth and
expressive video outputs by incorporating additional information about past
movements through the integration of motion frames - the previously gener-
ated frames. Furthermore, a specialized lip sync loss is employed to enhance
the model’s focus on accurately rendering the mouth region, thereby improving
lip synchronization with the audio input.

The training of Diffused Heads is conducted by learning the distribution of
video frames with a diffusion model. First, a random video X = {x(1), . . . , x(n)}
is selected from a dataset. Then, a target frame x(k) and an identity frame

25

26:27679



Diffusion model

...
Identity
frame

Speech

Generated
sequence

...

Figure 3.3: Overview of Diffused Heads [III]. Given a single image and audio
recording, the model generates frames in an iterative process.

xId are randomly sampled from this video. The goal of the model is to predict
noise applied to the target frame, as described in Section 3.1.

To integrate temporal information corresponding to the audio, the audio
sequence is divided into chunks equal to the number of video frames. These
chunks are then encoded into audio embeddings Y = {y(1), . . . , y(n)} using a
pre-trained audio encoder.

Moreover, to ensure smooth transitions in generated videos and to retain
motion context, for the target frame x(k), the model introduces motion frames :

x
(k)
Motion =

⊕

c

({x(k−mx), . . . , x(k−1)}) (3.14)

where mx represents the number of motion frames used, and
⊕

c(.) indicates a
concatenation operation across the channel dimension. We empirically found
mx = 2 to work best. The motion frames are concatenated with the identity
frame and a noisy version of the target frame and passed to the diffusion model.

We also modify the time conditioning mechanism known from [9] to inject
information from audio embedding y(k):

hs+1 = y(k)s (tsGN(hs) + tb) + y
(k)
b (3.15)

where (ts, tb) and (y
(k)
s , y

(k)
b ) are scales and biases extracted from time and

audio embeddings, respectively, and (hs, hs+1) are consecutive hidden states of
the UNet [53] backbone.

To improve the lip sync, we implement an additional lip sync loss, Lls, which
minimizes the prediction error of noise in the diffusion process, specifically in
the mouth region of frames. It is defined as:

Lls := Et,x0,ϵ

[
||ϵ̃− ϵ̃θ(xt, t)||2

]
(3.16)

26

27:73139



SDA

EAMM

PC-AVS

MakeItTalk

Wav2Lip

Ours

Figure 3.4: Qualitative comparison of [III] with reference methods. For videos,
please visit mstypulkowski.github.io/diffusedheads/.

where ϵ̃ and ϵ̃θ are cropped versions of ground truth and predicted noise, re-
spectively. This approach contrasts with other methods that rely on complex
sequence-based losses and instead focuses on improving lip motion accuracy
through localized adjustments.

The synthesis of a video is started with motion frames being copies of the
given identity frame. Then, the denoising process of a single frame is performed
using additional information from pre-computed audio embeddings. Finally,
the latest motion frame is replaced with the freshly generated one. These steps
are repeated until there are no more audio embeddings left.

Results

We compare Diffused Heads with reference methods [12, 16, 17, 13, 14] on
CREMA [54], and LRW [55] datasets. Examples of qualitative evaluation
can be found in Figure 3.4. Diffused Heads produces videos nearly indis-
tinguishable from real footage. It showcases strong capabilities in rendering
natural human expressions such as eye blinks and grimaces while ensuring
smooth transitions between frames, and preserving facial identity throughout
the sequences. A notable achievement is its ability to handle complex fea-
tures like hair and glasses, typically challenging for many models. The model
also demonstrates robust performance on difficult angles, such as side views of
faces.

From a quantitative perspective, Diffused Heads outperforms other models
in several key metrics. It excels in both Fréchet Video Distance (FVD) [56]
and Fréchet Inception Distance (FID) [57], indicating that its outputs closely
mimic the statistical properties of real video data. The model also scores well
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Figure 3.5: An overview of the audio-driven lip sync diffusion model [IV]. The
model is given a masked target frame, previous frame, and identity frame (left).
It follows the diffusion training to learn the distribution of the masked region,
conditioned on an audio embedding. During inference (right) the masked re-
gion of each frame is denoised T − 1 times and used as conditioning for the
next frame.

in metrics assessing the smoothness of video sequences, such as Optical Flow
Magnitude (OFM) and Frame-wise Mean Square Error (F-MSE), as well as in
median blink duration and mean number of blinks per second.

In a user study involving 140 participants, videos generated by our method
were frequently mistaken for real footage, performing better than the state-of-
the-art solution PC-AVS [13].

While the model performs well in maintaining sync between audio and
video, it does exhibit lower scores in lip synchronization accuracy and audio-
visual confidence [58]. This indicates that while the overall audio-visual expe-
rience is coherent, there is room for improvement in the precise alignment of
spoken words with lip movements.

3.3 Neural dubbing
The concept of audio-driven video editing revolves around adjusting an actor’s
lip and jaw movements in a video to sync with a new speech signal, potentially
from a different speaker, without compromising the actor’s original expressions
and emotions.

It differs from the talking-face generation in a significant way. While syn-
thesis of the entire content within a frame leaves space for small artifacts and
inconsistencies not affecting the general perception of the results, the inpaint-
ing task is far less forgiving. The change in the inpainted region should blend
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Figure 3.6: Qualitative comparison of [IV] with reference methods. For videos,
please visit danbigioi.github.io/DiffusionVideoEditing/.

well with the rest of the video, maintaining the quality and matching the
content.

Our approach

The publication [IV] builds on top of Diffused Heads [III] incorporating task-
specific adjustments. The model architecture focuses on using audio-driven
video editing as a conditional inpainting.

During training, the goal of the model is to learn the distribution of masked
regions around the mouth and jaw via the diffusion model using information
from the remaining part of the frame and underlying speech segment. In
addition, to provide information about the full look of a person, an identity
frame is given. Similarly to [III], we want to ensure good consistency and
smooth motion between frames. To do so, a single motion frame is added to
the input of the diffusion model. It then follows the standard training process
consisting of the real noise prediction applied only on the masked part of the
target frame.

To perform mouth replacement using a trained model, a video and new
audio are required. The method inpaints one frame at a time using information
from the previous steps as motion frames. Figure 3.5 depicts a training scheme
of the method, together with the denoising process for a single frame.

Results

We evaluate our model on two audio-visual datasets: GRID [59] and CREMA
[54], and compare the results with [12, 16, 17, 13, 14].

The model produces quality results that are on par or better with existing
methods as shown in Figure 3.6. It demonstrates strong generalization capa-
bilities, especially in multi-speaker settings, where it performs well in image
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quality metrics, surpassing most other methods in SSIM and CPBD scores.
In terms of lip synchronization measured by SyncNet [58] confidence (LSE-

C) and distance (LSE-D), the model achieves comparable results but doesn’t
reach the highest scores. This is attributed to its training process, which in-
herently learns the relationship between speech and lip movements without
specific loss functions focused on lip sync accuracy, unlike other methods that
use lip sync discriminators. The model performs exceptionally well on identi-
ties it was trained on, suggesting that its ability to synchronize lips to audio
is robust in familiar settings.
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Chapter 4

3D point clouds

We can define a 3D point cloud as an unordered set of points in 3D space.
This data structure poses a couple of significant challenges for its processing:
1) the model must be invariant on the permutations of points within a shape,
2) a small change in the number of points should not affect the result, 3)
the model is expected to ignore point cloud transformation such as rotation
or translation, 4) underlying relations between neighboring points should be
discovered.

This chapter includes an overview of the proposed solutions for 3D point
cloud processing presented in [V-VII]. In [V], we introduce a novel generative
model utilizing two normalizing flows modeling the distributions of shapes
and points within these shapes. We show that our approach allows to per-
form multiple tasks, such as data generation, reconstruction, and latent space
manipulation for anomaly detection and interpolation. We further investi-
gate the problem of catastrophic forgetting in a continual learning setting for
point cloud classification [VI]. We adjust the existing image methods for point
clouds and propose a new one, involving compression of 3D shapes. Lastly,
in [VII], we show that learning meaningful representations of point clouds in
an unsupervised way with learnable masks brings an increased performance in
comparison to random masking.

4.1 Background
A notable architecture overcoming the aforementioned challenges is PointNet
[19] which transforms each point of a point cloud separately and accumulates
information using permutation invariant function, i.e. max pooling. PointNet
often serves as a backbone for more complex models, allowing convenient point
cloud modeling.

Standard metrics like mean square or mean absolute distances cannot be
used to measure similarities between two point clouds. Instead, we can define
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Earth Mover’s Distance (EMD) as:

EMD(x, y) = min
ϕ:x→y

N∑

i=1

||xi − ϕ(xi)||2 (4.1)

where ϕ is a bijection mapping cloud x into cloud y. However, EMD requires
optimization of ϕ, making it computationally heavy. Instead, we can opt to
use Chamfer Distance (CD) approximating EMD:

CD(x, y) =
N∑

i=1

min
yj∈y

||xi − yj||22 +
N∑

i=1

min
xj∈x

||yi − xj||22 (4.2)

where we search for the closest points from x to y and vice versa.

4.2 Generation
Recent years have seen notable advances in generative models for handling
high-dimensional multivariate probability distributions, crucial for effectively
generating and manipulating point clouds [60, 60, 61, 62, 63]. Generative
Adversarial Networks (GANs) [15], operate by generating new data points
through adversarial processes, where a generator creates new samples and a
discriminator evaluates them. The training process involves adjusting the gen-
erator to produce increasingly accurate representations of real data points,
thereby enabling effective modeling of point clouds without the need for com-
puting probabilities over permutations of point sets. Variational Autoencoders
(VAEs) [64] utilize an encoder-decoder structure to produce latent represen-
tations of the data, which are then used to reconstruct the input data points.
This method focuses on maximizing the likelihood of data under the model,
constrained by the information bottleneck introduced between the encoder and
the decoder.

However, these approaches face several challenges. Maintaining the geo-
metric and topological integrity of the generated point clouds can be difficult,
as generative models might produce point clouds with unrealistic deformations
or missing features (VAEs). Another significant challenge is ensuring the di-
versity and novelty of the generated samples, as these models can sometimes
produce overly unvarying outputs or fail to capture the full variability of the
input data (GANs).

Flow-based models [24, 23] rely on invertible deep neural networks that
map data between the domain of a simple prior distribution and the complex
data distribution. This approach allows for direct likelihood computation and
optimization, resulting in much more diverse synthesis in comparison to GANs
while maintaining a high quality of the outputs.
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Figure 4.1: Training and sampling of CIF [V]. a) During training, an encoder
h and two normalizing flows g and f are used to extract features from the
input (h) and learn the distribution of shapes (g), and points given a shape
(f). b) For sampling, h and g are discarded, h−1 transforms initial Gaussian
noise to a new object, conditioned on a sampled shape embedding e.

Our approach

We model point clouds in R3 as probability distributions, using a normalizing
flow network f to transform a standard normal distribution into the points of
the cloud. This flow is conditioned on latent vectors e derived from a PointNet
[19] encoder h. Both f and another flow g, which maps encoder outputs to
latent vectors, are optimized simultaneously through a single loss function.

Flow-based models aim to map data distributions pX to a tractable prior pZ
through an invertible transformation f , where z = f(x, e) implies x = f−1(z, e).
Utilizing the change of variable formula, the model density becomes:

pX(x|e) = pZ(f(x, e))

∣∣∣∣det
∂f(x, e)

∂x

∣∣∣∣ (4.3)

We construct our flows similarly to [24]. Flow f is in consequence a com-
bination of simple flows f

(k)
i :

f
(k)
i

([
y1

y2

])
=

[
y1

y2 ⊙ exp(M(y1, e)) + A(y1, e)

]
(4.4)

where
[
y1
y2

]
is some partition of the output of the previous layer’s output y, ⊙ is

the element-wise product, M and A are neural networks. This transformation
is easy to invert and log

∣∣∣det ∂f
∂y

∣∣∣ =
∑

i M(y1)i. To ensure the entire data is

changed, f (k)i ’s receive alternating splits of the inputs.
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Figure 4.2: Examples of samples generated by CIF [V] for three ShapeNet [18]
classes: airplanes, cars, and chairs.

We train the model on sampled subsets of point clouds xf and xh, mapping
point representations w = h(xh) and e = g(w) to condition the likelihood:

log pX(x
f |xh) =

N∑

i=1

log pZ(f(x
f
i , e)) + log

∣∣∣∣∣det
∂f(xf

i , e)

∂xf
i

∣∣∣∣∣ (4.5)

The final loss function becomes:

L = − log pX(x
f |xh)− log pW (w|xh) (4.6)

where the second term ensures normal distribution of e.
For new point cloud generation, we sample latent vector e from the stan-

dard normal prior and use the inverted flow f−1 to map back to the data space,
conditioned on this vector.

Results

Our experiments aim to quantitatively and qualitatively evaluate the model’s
performance in reconstructing and generating point clouds. We use Jensen-
Shannon Divergence (JSD) to measure the similarity between generated and
real distributions, Coverage (COV) to determine how diverse the samples are,
Minimum Matching Distance (MMD) and 1-Nearest Neighbor Accuracy (1-
NNA) for quality evaluation. COV, MMD, and 1-NNA are computed using
both Chamfer and Earth Mover Distances. We compare CIF with the existing
approaches [60, 60, 61, 62, 63] on the ShapeNet [18] dataset.
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Figure 4.3: Example of continual learning for image classification on MNIST
dataset.

The first experiment tests the model’s ability to reconstruct objects. An
input sample x is encoded by h to a feature vector w, which, via flow g,
generates an embedding e. This embedding conditions the inverted flow f−1,
reconstructing the point cloud from points sampled from N (0, I). The results
confirm the model’s capacity to encode and reconstruct objects accurately.

We perform a sampling experiment where an embedding e is sampled from
the standard normal distribution and passed to f as conditioning. Initial points
z ∼ N (0, I) are transformed by f−1 to generate diverse point clouds (Figure
4.2). In quantitative comparison, CIF achieves state-of-the-art performance
on most metrics while being competitive on the rest of them.

We assess the continuity of the embedding space E through linear interpo-
lation between point cloud shapes. Intermediate embeddings are generated and
used to interpolate point clouds via f−1. The results show smooth transitions
and natural arrangements of embeddings.

By evaluating the likelihood pW (w|xh) of embeddings, we identify the most
unique and typical point clouds. The likelihood, computed after processing
through h and g, determines the rarest and most typical samples.

4.3 Continual learning
Continual learning manifests the process by which a model progressively ac-
cumulates, refines, and transfers knowledge across a sequence of tasks over an
extended period. This dynamic form of learning is critical for the evolution
of AI systems that can adapt to novel environments or tasks while retaining
previously acquired knowledge. A central challenge in continual learning is the
prevention of catastrophic forgetting, a phenomenon where the integration of
new information results in the deletion of older knowledge. Continual learning
enables more flexible, robust systems that can handle a sequence of changing
tasks and data distributions, making it essential for applications ranging from
autonomous vehicles to personalized healthcare. An example of a continual
learning problem is shown in Figure 4.3. The challenge is to train a classifier
on incremental tasks each containing digits from 2 classes but without access
to the previous tasks.

Several methodologies were developed, one being elastic weight consoli-
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Figure 4.4: Training pipeline of Random Compression Rehearsal (RCR) [VI].
1) The model is trained to classify and reconstruct objects from the first task.
2) The point clouds are randomly downsampled and stored in a rehearsal
dataset. 3) The model is trained on a combination of the rehearsal and new
task-specific data. 2) and 3) are repeated for all of the tasks.

dation [25], which protects previous knowledge by reducing the plasticity of
weights associated with earlier learned tasks while discovering new ones. Re-
play mechanisms [26], on the other hand, involve periodically retraining the
system with old data to reinforce previous learning. Additionally, modular
neural network architectures [27, 28], which isolate knowledge to specific sub-
sets of neurons for different tasks, can also help prevent forgetting by limiting
the shared information allocated across sequential learning tasks.

While continual learning is an active area of research for images, there are
few works [65, 66] on the problem applied to 3D point clouds. In [VI], we
adopt existing image methods [25, 67] to point clouds and also introduce a
new model designed specifically for 3D shapes.

Our approach

Random Compression Rehearsal (RCR) is a continual learning model utilizing
a simple autoencoder and classifier modules working on the same latent repre-
sentation of a point cloud. To prevent catastrophic forgetting, after each task,
we update a rehearsal dataset making use of point cloud properties.

The architecture of RCR is structured around three core components: the
encoder backbone, the classifier, and the decoder. The encoder is responsible
for extracting latent representations from the 3D point clouds, which capture
the essential features of the data. The classifier and decoder are optimized
for their respective tasks of classification and data reconstruction. This setup
ensures a balance between learning discriminative high-level features for accu-
rate classification and capturing low-level features that help in reconstruction
and prevent overfitting.

The use of an autoencoder architecture serves as a regularization method,
leveraging the reconstruction loss to prevent the classifier from overfitting.
Additionally, this configuration helps improve the model by conditioning the
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classifier on features that could be beneficial for future tasks. Such an approach
not only stabilizes the learning process but also enhances the model’s ability
to handle new, varied datasets without significant retraining.

To address the catastrophic forgetting problem, we integrate a rehearsing
method unique to the nature of point clouds. Unlike traditional methods that
rehearse by revisiting a subset of previous data, our model utilizes random
undersampling to compress and store entire past datasets efficiently. This
allows the entire historical data to be available for re-training, supporting
better knowledge retention and stability across tasks.

The training of RCR begins with training each module on the initial task
data until the loss function converges. This function combines cross-entropy
for classification accuracy and Chamfer Distance for reconstruction fidelity.
After the first stage, the dataset is compressed into a rehearsal dataset to
assist in future tasks, ensuring that learning new tasks does not overwrite the
knowledge from previous ones. Each next task follows a similar routine, with
the training set being a combination of new task data and the compressed
rehearsal dataset, as illustrated in Figure 4.4.

After the training phases are complete, the decoder is discarded, and the
model proceeds with only the encoder and classifier for task execution.

Results

We evaluate RCR across a diverse set of point cloud benchmark datasets in-
cluding ModelNet 10, ModelNet 40 [68], ShapeNet [18], and a custom point
cloud version of the MNIST dataset designed for 2D point cloud analysis. The
experimentation is structured around multiple tasks: 5 for all datasets and
an extended 20 for ModelNet 40 and ShapeNet. We train the model for both
task and class incremental scenarios. The former is to perform a binary clas-
sification between classes in a specified task, and the latter is a classification
problem on all of the available classes.

The results, averaged over three independent runs, illustrate RCR’s robust-
ness and adaptability, achieving superior classification accuracies over baselines
[65, 66, 25, 67] across a variety of learning scenarios. Particularly in Class-IL
scenarios, our method demonstrates high accuracy even with an increased num-
ber of tasks, contrasting with the performance degradation observed in other
models.

4.4 Representation learning
Deep learning has significantly advanced the field of computer vision, including
handling and interpreting 3D point cloud data, crucial for technologies like
autonomous vehicles, robotics, and augmented reality. A key development in
this area is the use of self-supervised learning methods. These methods train
models to extract meaningful features from data without requiring explicit
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Figure 4.5: Overview of PointCAM [VII]. The goal of the mask generator M is
to make it harder for the student network Ps ◦Fs to predict features similar to
the teacher Pt ◦Ft network’s ones. The dashed arrow indicates a stop-gradient
operation.

human-generated labels. This technique has proven effective across various
data types like images [29, 30, 31], text [32, 33], and speech [6], enhancing
model performance on tasks where annotated examples are scarce.

In the realm of 3D point clouds, self-supervised strategies often involve in-
tentionally obscuring parts of the data (e.g., through random masking) and
training the model to reconstruct the missing segments [34, 35, 36, 37]. Al-
though this approach aims to reinforce the model’s ability to derive significant
insights from data, the random nature of the masks may not adequately chal-
lenge the model as they typically do not cover comprehensive semantic compo-
nents of objects, often leaving substantial information intact. This limitation
suggests a need for more sophisticated techniques to better simulate real-world
conditions and thoroughly test the model’s capability to infer from incomplete
inputs.

Our approach

We introduce a self-supervised framework, PointCAM [VII], for learning deep
representations of 3D point clouds using adversarial masking. The process
involves creating two views of input point clouds by selecting patches and
applying a mask generator to one view to decide which patches to cover. A
transformer backbone processes these views in a teacher-student setup, training
the model to predict masked patches and extract features from a CLS token.
The framework employs cross-entropy for both patch-level and object-level
objectives and updates the teacher’s parameters using the student’s weight
exponential moving average. The entire pipeline is demonstrated in Figure
4.5.
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From a point cloud x, two views, local u and global v, are generated and
divided into p patches using furthest point sampling (FPS). These patches
are encoded into embeddings using a small PointNet [19], and combined with
positional embeddings from a simple neural network (MLP), resulting in a
sequence of tokens for the transformer processing. We also add a special CLS
token for feature aggregation known from [33]. A self-distillation using an
exponential moving average (EMA) is utilized to learn representations that will
be indifferent to these views. To achieve this, the student network processes
the masked local view u and aims to match output representation with the
teacher network operating on the global view v.

The mask generator M produces masks that cover significant parts of a
point cloud, adding an adversarial element to the training. It uses a simpler ar-
chitecture than the main transformer and includes an MLP head for generating
continuous masks, which are then applied to the views for student processing.

To promote masks that are mutually exclusive, close to binary, and evenly
distributed, we use sparsity [69] and diversity [70] losses:

Lspar =
1

N

N∑

i=1

sin

(
π

p

p∑

j=1

mij

)−1

(4.7)

Ldiv =
1

N2

N∑

i=1

N∑

k=1

(
1− mimk

∥mi∥2∥mk∥2

)
(4.8)

where mij corresponds to j-th patch in i-th mask.
We introduce path-level objective LMPM to minimize cross-entropy loss

between the projected features of the student and the teacher. Furthermore,
to learn global features, we use cross-entropy loss LCLS between CLS tokens
of both student and teacher networks.

The encoder aims to minimize the combined loss from patch and object-
level objectives, while the mask generator attempts to optimize mask sparsity
and diversity against the encoder’s performance, creating a challenging adver-
sarial setup:

Lenc = LMPM + LCLS (4.9)
Lmask = αLspar + βLdiv − Lenc (4.10)

Results

We pre-trained PointCAM on the ShapeNet [18] dataset. The first bench-
mark is ModelNet40 [68] classification with linear SVM classifier trained on
learned representations with frozen decoder. Our model achieves 91.52% ac-
curacy, which is a 1.32 percentage point improvement over non-hierarchical
transformers and generative architectures, and ranks second overall. When
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the model is fine-tuned on ModelNet40, it achieves an accuracy of 92.57%
placing similarly to other methods.

The model is also fine-tuned on the ScanObjectNN [71] dataset and shows
robust performance in various settings, demonstrating state-of-the-art accu-
racy among non-hierarchical transformer and generative approaches in the
OBJ-BG (90.36%) and OBJ-ONLY (88.35%) settings. It also achieves a com-
petitive result in the PB-T50-RS setting, achieving an accuracy of 84.49%.

The model excels in a few-shot learning setting, where it outperforms other
non-hierarchical transformer and generative models in both 10-shot and 20-
shot scenarios, showing lower variability in its results.

Finally, we test PointCAM on a challenging part segmentation task on
ShapeNet that requires the prediction of per-point labels. We report mean In-
tersection over Union (IoU) across instances (mIoUI) and categories (mIoUC).
Our results indicate that PointCAM is competitive with the current state-of-
the-art methods.
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Chapter 5

Achievements and other activities

This chapter summarizes the rest of my activities during PhD studies. Most of
them are not directly linked to the presented publications [I-VII] but remain
an important part of my growth and contribution to the AI community.

The publications [I-VII] were created through national and international
collaborations, with researchers from Imperial College London, University of
Galway, University of Toulon, University of Wrocław, Warsaw University of
Technology, and Wrocław University of Science and Technology. As of the day
of writing, the papers cumulatively received more than 150 citations, and their
GitHub repositories over 600 stars.

Awards

In November 2023, I was awarded with scholarship for PhD students by the
president of Wrocław for achievements in mathematical sciences. The appli-
cation contained all of the publications [I-VII] presented in this thesis.

Internships

• Vrije Universiteit in Amsterdam
March 2022
3D point cloud generation with hierarchical variational autoencoders.
Host: Jakub M. Tomczak

• NVIDIA, AI Software Engineer Intern
April - June 2022
Novel-view synthesis with Neural Radiance Fields.
Manager: PhD Pablo Ribalta

• Qualcomm, AI Research Scientist Intern
February - June 2023
Video super-resolution with diffusion models.
Manager: MSc Auke Wiggers
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• Meta, AI Research Scientist Intern
July - November 2022, June - December 2023, April 2024 - Present
Talking-face synthesis with diffusion models.
Managers: PhD Stavros Petridis, PhD Konstantinos Vougioukas

Grants

• OPUS 18 2019/35/B/ST6/04379
Learning Latent Data Structure from Observations
October 2020 - March 2021
Principal investigator: dr hab. Jan Chorowski

• OPUS 19 2020/37/B/ST6/03463
Deep generative models for 3D representations
April 2021 - March 2024
Principal investigator: dr hab. Maciej Zięba

Teaching

• Committee member of the I Polish AI Olympiad
March 2024 - Present
Preparation and verification of problems and materials for the first and
second stages.

• AI Tech Spring School, Lecturer
May 2022
A full-day workshop on neural ODE solvers, including lectures and prac-
tical sessions.

• Machine Learning, Teaching Assistant
Winter semesters 2020/21 - 2023/24

• Neural Networks and Deep Learning, Teaching Assistant
Summer semesters 2020/21 - 2023/24

Invited talks

I gave numerous talks at seminars and lectures at Meta, Jagiellonian Univer-
sity, University of Wrocław, Vrije Universiteit in Amsterdam, and Wrocław
University of Science and Technology. The topics included deep dive into dif-
fusion models, normalizing flows, and my research projects.
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Abstract
We investigate the possibility of forcing a self-supervised

model trained using a contrastive predictive loss, to extract
slowly varying latent representations. Rather than producing
individual predictions for each of the future representations, the
model emits a sequence of predictions shorter than the sequence
of upcoming representations to which they will be aligned. In
this way, the prediction network solves a simpler task of pre-
dicting the next symbols, but not their exact timing, while the
encoding network is trained to produce piece-wise constant la-
tent codes. We evaluate the model on a speech coding task and
demonstrate that the proposed Aligned Contrastive Predictive
Coding (ACPC) leads to higher linear phone prediction accu-
racy and lower ABX error rates, while being slightly faster to
train due to the reduced number of prediction heads.
Index Terms: self-supervised learning, contrast predictive cod-
ing, dynamic time warping, zerospeech

1. Introduction
Speech representations learned in an unsupervised way should
not be limited to better acoustic features for supervised ASR,
but also provide a path towards understanding of utterances at a
linguistic level by enabling modeling of audio signals at acous-
tic, phoneme, or word levels. However, these different levels
of speech understanding require reasoning at different sampling
rates: acoustic features are computed at equally spaced time in-
tervals (e.g., every 10ms), while language models change state
on each phoneme occurrence, or every word occurrence. To
capture this behavior, representation learning methods should
provide mechanisms that produce variable-rate data represen-
tations, which change synchronously with the contents of the
utterance, rather than an external clock.

Supervised ASR models allow variable rate data process-
ing: during recognition an HMM [1–3] classifies jointly several
acoustic frames into a single phoneme. Similarly the attention
mechanism [4,5] allows a phoneme or a character-synchronous
decoder network to access acoustic features sampled uniformly
in time. However, training these models requires ground-truth
transcriptions.

In this paper we investigate the possibility of extending
Contrastive Predictive Coding (CPC) [6], an unsupervised rep-
resentation learning method, with a rate-adjusting alignment
step. In the proposed Aligned Contrastive Predictive Coding
(ACPC, Figure 1) the model predicts only a short sequence of
latent codes which are aligned to a longer series of upcoming
ones.

ACPC changes the behavior of the model in two ways.

Figure 1: ACPC architecture. The encoder maps chunks of input
data into a latent space and the autoregressive model predicts
K upcoming latent vectors. They are aligned using DTW to the
M upcoming latent vectors. Training relies on a contrastive
loss: the match between a prediction and its aligned latent vec-
tors has to be stronger than the match of the predictor to any
other latent vector. Using K=M is equivalent to CPC [6].

First, it promotes stability and piece-wise smoothness of
the produced encodings: neighboring representations that are
aligned to the same prediction are implicitly trained to be sim-
ilar, while neighboring representations aligned to different pre-
dictions are trained to be different. Second, the task learned
by the prediction network is altered: rather than predicting pre-
cisely timed future representations, the prediction network can
now focus on what symbols will come next, rather than exactly
when they will come. In consequence, ACPC leads to repre-
sentations that are more related to phonemes, both on the linear
frame-wise phoneme prediction task and on ABX evaluations.
As demonstrated in experiments, ACPC also disincentivises the
encoder from extracting location-based features, such as peri-
odical patterns produced by strided convolutions [7] which are
induced by classical contrastive coding.

Finally, we note that ACPC brings a small performance in-
crease over CPC. Contrastive scoring of predictions is expen-
sive, because it requires comparisons against hundreds of neg-
ative samples. ACPC makes fewer predictions, bringing in a
noticeable speedup.

We publicly release the implementation at https://
github.com/chorowski-lab/CPC_audio.

2. Background and Motivation
CPC [6] extracts latent representations of sequential data by
learning to predict future states of the model. First, an encod-
ing feed-forward network extracts latent representations from
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consecutive and overlapping chunks of the data, producing a
sequence of latent codes. A powerful auto-regressive model is
then applied to the latent representations. It is trained to pre-
dict the extracted latent representations several steps into the
future. The model is supervised using Noise Contrastive Esti-
mation: the prediction pt of the latent code zt at time t must be
closer to zt than to some other randomly sampled latent codes
called the negative samples. When applied to speech signals,
CPC was shown to learn good acoustic representations of the
data which are useful for phoneme prediction and low-resource
speech recognition.

ACPC makes K predictions of the upcoming latent vectors,
which will be then matched to M future latent vectors. It then
force-aligns predictions to the latent codes, and only then uses
a contrastive loss to supervise the model. The alignment can be
performed efficiently using a variant of Dynamic Time Warping
(DTW) [8]. This extra search step recovers the timing informa-
tion, freeing the autoregressive model from having to learn it.
When K=M our system is equivalent to the vanilla CPC vari-
ant: there is only one possible alignment.

3. ACPC Details
Figure 1 demonstrates ACPC. The input sequence x1, . . . , xT is
mapped using a strided convolutional encoder to a sequence of
latent encodings z1, . . . , zT ′ . Typically, the encoder uniformly
reduces the temporal resolution of the data. Then, the autore-
gressive model summarizes all encodings up to time t, denoted
z≤t, into a context vector ct = genc(z≤t). Finally, K predic-
tions p1

t , . . . , p
K
t are made conditioned on ct. We match these

prediction to M upcoming latent vectors zt+1, . . . , zt+M using
contrastive scores as follows. We first sample N negative latent
vectors from the encoder outputs z̄1

t , . . . , z̄
N
t . We then compute

the match between prediction pkt and encoding zt+m using the
contrastive score:

sk,mt =
e〈pkt ,zt+m〉

e〈pkt ,zt+m〉 +
∑N

n=1 e
〈pkt ,z̄Nt 〉

, (1)

where 〈·, ·〉 denotes the scalar product of two vectors.
We can organize the scores as a matrix showing the affinity

of predictions made at time t to subsequent latent codes. An
alignment is a path through this matrix which connects the cor-
ner k=1,m=1 with the corner k=K,m=M . An example is
shown in Figure 1. We allow a single prediction to be aligned
with several consecutive latent encodings, but each encoding
may only be aligned with one prediction.

The model is trained to promote the best alignment between
the predictions and actual latent encodings. The alignment can
be found using DTW. However, since it is being computed sev-
eral times for each training minibatch, the computation has to
be efficient. We have chosen to approximate DTW using an op-
timized GPU implementation of CTC [2]. CTC assumes that
scores are normalized, and computes the expected cost of the
best path. Once a model is trained, a single path is typically
dominant, and the expected cost over all paths is close to the
cost of the best DTW path. Two technical issues remain. First,
CTC uses a blank character. We forbid its use by extending the
scoring matrix with a row set to a large negative constant value
as its log-probability. Second, CTC requires the scores to be
normalized. We use the fact, that when one path dominates, we
can add or subtract any number to its scores - and we subtract
the softmax normalizing score. The details may be found in the
source code.

4. Experiments
We conduct our experiments on LibriSpeech train-clean-100,
following the setup of [9] and the small CPC baseline used in
ZeroSpeech 2021 [10]. We keep all design choices, and only
replace the CPC loss with ACPC. All models read single chan-
nel raw waveforms sampled at 16kHz, chunked into sequences
of 20480 samples. The encoder applies five 1D convolutions
with internal dimension 256 and filter widths (10, 8, 4, 4, 4).
All convolutions are followed by channel-wise magnitude nor-
malization and ReLU activations. Convolutions are strided
by (5, 4, 2, 2, 2) respectively, which results in a 160-fold rate
reduction, yielding a 256-dimensional latent vector extracted
every 10ms. The autoregressive context-building model is a
two-layer LSTM network [11] with 256 hidden units. Finally,
each prediction head accesses all past contexts through a sin-
gle Transformer layer [12] with 8 scaled dot-product atten-
tion heads with internal dimension 2048 and dropout [13] with
p = 0.1.

Both CPC and ACPC use 128 negatives. We sample them
from other utterances in the same minibatch, and we use mini-
batches containing 64 utterances of a single speaker. However,
there is a subtle interplay between the negative selection and the
number of GPUs, that affects the results: the negative selection
is restricted to utterances processed on a single GPU. The more
GPUs are used, the smaller the pool used for negative selection.
In order to simulate the setup of [10], we group utterances into
8 groups which we use to simulate 8 GPUs and restrict negative
selection to utterances in a group.

4.1. Qualitative Results

All results in this section are reported for models trained for
200 epochs. The output of the convolutional encoder (zt in Fig-
ure 1) is used as the learned representations over which all the
following experiments are conducted, but similar conclusions
apply to autoregressive contexts ct. For clarity, we only report
ACPC results when K=8 predictions are matched to a win-
dow of M=12 frames. Several other combinations of predic-
tions and window sizes were also tested (K=10 over M=16
and K=12 over M=20) leading to similar conclusions. An
in-depth investigation of the effects on representation of these
settings is left as a scope of future work.

We investigate three aspects of the learned representations
on speech signals: the slow varying temporal evolution, how
clustered the representation space is, and the agreement with
interpretable views of speech such as the phonetic structure.

Temporal Smoothness We first compare the self-similarity
of representations produced by the convolutional encoder (Fig-
ure 2). CPC produces a distinct, moire-like pattern, and we hy-
pothesize that the network learns to abuse strided convolutions
to encode the location of the latent vector modulo 4, similarly to
the checkerboard pattern visible in deconvolutional image gen-
erators [7]. This artifact appears during CPC training because
it helps the predictor to guess the upcoming exactly timed fea-
tures. ACPC does not require exact timing of predictions, and
produces only a faint pattern. It enhances the similarity of en-
codings, as the boundaries of phonemes roughly align with the
sharp blocks on the diagonal. We observe this difference be-
tween CPC and ACPC repeatedly on other samples.

Quantifying Pairwise Similarities We compare pairwise sim-
ilarities of latent representations between CPC and ACPC with
histograms (Figure 3). The distribution between similarities for
both models (top) has a similar overall shape. For ACPC there
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CPC ACPC (K=8, M=12)

Figure 2: Dot-product similarity of latent representations at the
output of the convolutional encoder. The white vertical bars and
tick labels indicate ground-truth phoneme segmentation. Moire-
like artifacts are visible for CPC, but less pronounced for ACPC
(see main text for details). The pronounced blocks on the diag-
onal align with human-annotated phonemes. Visually, ACPC
yields a representation in which latent vectors that correspond
to a single phone are more self-similar.
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Figure 3: Distribution of cosine similarities between represen-
tations of random pairs of frames (top) and consecutive frames
(bottom). The histograms are computed on both the representa-
tions from the baseline CPC and those of the proposed ACPC.

is a second, distinct mode, which is expected for a sharp similar-
ity matrix: a ground truth matrix would be block-diagonal with
O(n) ones on the diagonal and O(n2) zeros elsewhere, moti-
vating two modes unequal in size. We take this idea further and
compare self-similarities of only consecutive latent representa-
tions (placed directly below/above the diagonal in the distance
matrix). There is a significant distribution shift in similarities of
consecutive frames between CPC and ACPC. The alignment of
fewer predictions to the sequence of upcoming representations
forces the ACPC model to share similar representations for con-
secutive frames, and therefore creates more slow-varying repre-
sentation.

Clustering Quality While slow-varying features are often ex-
pected in speech signals, another aspect which is regularly
sought is their readiness to be interpreted categorically. Speech
signals are most often segmented into a series of discrete sym-
bols for further processing. Many Automatic Speech Recogni-
tion (ASR) perform an alignment of the acoustic stream with
regions associated to phone or sub-phone units through classifi-
cation. We here test how the representations produced by ACPC
are clustered in comparison to those of the baseline CPC. We
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Figure 4: Clustering quality (solid lines, left axis) and agree-
ment with the phone alignments (dashed lines, right axis) of the
CPC and ACPC representations for different numbers of cen-
troids. The quality is measured by the average squared distance
to the assigned centroid, the agreement computed by Normal-
ized Mutual Information (NMI) between the cluster assignments
and ground truth phones, forced-aligned with ASR.

run k-means on the set of latent codes. The clusters are eval-
uated in terms of concentration by plotting in Figure 4 (solid
lines and left axis) the average squared distance from the sam-
ples to their assigned centroids. We note that the embeddings of
both systems have similar norm due to Channel Normalization
layers used in the encoder. We observe that ACPC produces
consistently a lower mean distance, thus a more clustered rep-
resentations for every tested number of components.

Furthermore, the clusters created by k-means on the ACPC
latents are more in agreement with supervised ASR generated
phonetic alignments than those computed using the baseline
CPC. We compute and plot the Normalized Mutual Informa-
tion between the set of cluster assignments resulting from the
k-means and the phones assigned to each frame with forced
alignment (Figure 4, dashed lines and right axis). The results
demonstrate that the modes in the latent space of the ACPC map
better to phonetic content than those of the baseline CPC.

4.2. Quantitative Results: ABX and Phone Classification

We evaluate the model on two tasks that highlight the use-
fulness of CPC-derived representations: minimal-pair ABX
task from ZeroSpeech 2021 [10], and supervised linear frame-
wise phoneme prediction. For ABX (Table 1), ACPC model
is trained with the same settings as the CPC baseline of Ze-
roSpeech 2021. We extract the features from the last (second)
hidden layer of the autoregressive model. We report results
for M=12, K=8, but similar results are obtained for K=6.
ACPC improves upon the CPC baseline by relative 8 − 15%,
depending on the task. It also takes significantly less wall-clock
time to train with a similar implementation and hardware.

Next, we provide an ablation on the number of predictions
M and predicted frames K, with phone classification accuracy
task. We train the models for 50 unsupervised epochs, extract
the latent vectors after the convolutional encoder (zt in Figure 1)
and on the hidden states of the autoregressive model (ct), and
then train a supervised linear phone classifier with those rep-
resentations. Table 2 lists the results. It consistently indicates
that optimal parameters for ACPC in this setup are predicting
the next M=12 frames with K=6 or K=8 predictions. We
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Table 1: ABX error rates on ZeroSpeech 2021 dev set: the pro-
vided baseline CPC checkpoint, our CPC rerun and ACPC with
M=12 and K=8.

CPC (ZeroSpeech [10]) CPC (our baseline) ACPC M=12 K=8

Dev Within Across Within Across Within Across

clean 6.18% 8.02% 6.68% 8.39% 5.37% 7.09%
other 8.46% 13.59% 9.03% 13.87% 7.46% 12.60%

Table 2: Frame-wise linear phoneme recognition accuracy af-
ter 50 epochs of unsupervised training. We report accuracy ob-
tained on latent representations: outputs zt of the convolutional
encoder, and autoregressive contexts ct (see Figure 1). Best re-
sults are achieved for M=12 with K=6 or K=8. We report wall-
clock training step time.

Step
time

Encoded zt Contextual ct

Model Train Val Train Val

CPC 2.6ms 51.5% 51.2% 67.8% 67.5%
ACPC M=12 K=10 2.4ms 51.8% 51.3% 68.8% 68.4%
ACPC M=12 K=8 2.1ms 52.0% 51.9% 69.7% 68.6%
ACPC M=12 K=6 1.8ms 52.2% 52.1% 69.2% 68.8%
ACPC M=12 K=4 1.5ms 52.1% 51.9% 69.0% 68.7%
ACPC M=16 K=10 2.4ms 52.1% 51.9% 69.1% 68.8%
ACPC M=20 K=12 2.6ms 52.1% 51.9% 68.0% 67.8%

Figure 5: Frame-wise linear phoneme prediction accuracy dur-
ing training. ACPC steadily improves upon CPC, providing rep-
resentations easier to classify.

note that the baseline CPC model is set up with M=K=12.
All tested variants of ACPC improve upon CPC, indicating that
M and K are easy to adjust.

We measure training step times, collected with the under-
lying CPC implementation provided for ZeroSpeech 2021. We
can see that the training time depends on the amount of predic-
tions, because scoring them is costly - they have to be matched
to 128 negative encodings. Thanks to reduced number of pre-
dictions, the fastest ACPC setting is 1.7x faster than CPC, and
still more accurate on phone classification. Moreover, ACPC
representations are easier to classify from the early training it-
erations (Figure 5).

We conclude that ACPC is able to train more accurate mod-
els. Qualitatively, the learned representations are smoother and
more self-similar with frames belonging to each phone. These
characteristics translate to improved linear classification accu-
racy and lower ABX error rates.

5. Related Work
Slow-feature analysis [14] introduced the general idea that in-
teresting features of a time sequence should be slowly varying
and proposed to train models with a penalty on the rate of repre-

sentation change applied to all subsequent pairs of representa-
tions. We are inspired by this observation, but attempt instead to
learn a representation which is piece-wise constant: ideally, the
representation would change abruptly at phoneme boundaries,
and be fairly stable within a phoneme. In ACPC this is achieved
by aligning the representation to a smaller sequence of predic-
tions. Forcibly, some neighboring encodings will be aligned to
the same prediction, and thus trained to be more similar, while
other neighboring encodings will be aligned to different predic-
tions, and hence trained to be different.

Several solutions were recently proposed to impose slow
changes of the latent representations learned in an unsupervised
way. So far, most efforts were aimed at auto-encoding mod-
els, especially using discrete encodings such as VQ-VAE [15].
In [16] a time-jitter regularization was proposed to smooth the
latent layer of VQ-VAE, which resulted in improved perfor-
mance on ZeroSpeech data. [17] applied a penalty to VQ-VAE
latent codes to enforce a piecewise-constant representation with
a bounded number of code changes. To this end an optimal clus-
ter assignment problem was solved for each training sample.
This approach was refined in [18] for phoneme segmentation
in a VQ-VAE and VQ-CPC [19]. Finally, [20] have proposed
to use slowness penalty and run-length encoding of the latent
representation of a VQ-VAE. ACPC is inspired by these solu-
tions, but differs in a fundamental way. All above approaches
essentially rely on temporal differences between subsequent la-
tent encodings to enforce a segmentation. This can be seen as
a purely bottom-up approach: the segmentation is fully deter-
mined given the states of the encoder. ACPC instead uses a
top-down signal coming from the predictive network: it aligns
the latent encodings to predictions. This makes ACPC some-
what similar to an online variant of pseudo-labeling [21]: the
prediction network produces pseudolabels which after a force-
alignment serve as targets for the encoder. [22] can be seen
as another top-down approach which models Markov-based la-
tent transitions and emissions with neural networks, in contrast
ACPC does not model explicitly the representation dynamics.

Matching two unaligned sequences of latent states using
time warping was explored in the context of ASR by the neu-
ral transducer [3]. ACPC employs a similar approach for each
prediction window.

6. Conclusion
We have proposed a modification to the CPC loss which aligns
a small sequence of predictions of the upcoming latent vectors
to a longer sequence of encoder outputs, then reinforces this
alignment using a contrastive training criterion. ACPC changes
the training signal to the encoder: it enforces similarity between
latent vectors aligned to the same prediction and the task solved
by the prediction network: it avoids requiring exact timings of
predictions. These changes lead to more stable latent encodings
which yield better phoneme prediction accuracies and lower
ABX error rates. We treat ACPC as a step towards enforcing
meaningful segmentation, such as detecting phoneme bound-
aries, in a contrastive coding regime. We hope it will be useful
in building systems that detect without supervision entities such
as phonemes, which are important for a given problem domain.

7. Acknowledgments
The authors thank Polish National Science Center for funding
under the OPUS-18 2019/35/B/ST6/04379 grant and the PlGrid
consortium for computational resources.

97955:24213



8. References
[1] L. R. Rabiner, “A tutorial on hidden Markov models and selected

applications in speech recognition,” Proceedings of the IEEE,
vol. 77, no. 2, pp. 257–286, Feb. 1989.

[2] A. Graves, S. Fernández, F. Gomez, and J. Schmidhuber, “Con-
nectionist Temporal Classification: Labelling Unsegmented Se-
quence Data with Recurrent Neural Networks,” in 23rd ICML
2006, New York, USA, 2006, pp. 369–376.

[3] A. Graves, “Sequence Transduction with Recurrent Neural Net-
works,” in arXiv:1211.3711 [Cs, Stat], Nov. 2012.

[4] D. Bahdanau, K. Cho, and Y. Bengio, “Neural Machine Transla-
tion by Jointly Learning to Align and Translate,” arXiv:1409.0473
[cs, stat], Sep. 2014.

[5] J. K. Chorowski, D. Bahdanau, D. Serdyuk, K. Cho, and Y. Ben-
gio, “Attention-Based Models for Speech Recognition,” in Ad-
vances in Neural Information Processing Systems 28, C. Cortes,
N. D. Lawrence, D. D. Lee, M. Sugiyama, and R. Garnett, Eds.
Curran Associates, Inc., 2015, pp. 577–585.

[6] A. van den Oord, Y. Li, and O. Vinyals, “Representation Learning
with Contrastive Predictive Coding,” arXiv:1807.03748 [cs, stat],
Jul. 2018.

[7] A. Odena, V. Dumoulin, and C. Olah, “Deconvolution and
checkerboard artifacts,” Distill, 2016. [Online]. Available:
http://distill.pub/2016/deconv-checkerboard

[8] T. K. Vintsyuk, “Speech discrimination by dynamic program-
ming,” Cybernetics, vol. 4, no. 1, pp. 52–57, Jan. 1968.

[9] M. Rivière, A. Joulin, P.-E. Mazaré, and E. Dupoux, “Unsuper-
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Abstract
We present a number of low-resource approaches to the tasks
of the Zero Resource Speech Challenge 2021. We build on the
unsupervised representations of speech proposed by the orga-
nizers as a baseline, derived from CPC and clustered with the k-
means algorithm. We demonstrate that simple methods of refin-
ing those representations can narrow the gap, or even improve
upon the solutions which use a high computational budget. The
results lead to the conclusion that the CPC-derived representa-
tions are still too noisy for training language models, but stable
enough for simpler forms of pattern matching and retrieval.
Index Terms: ZeroSpeech Challenge, unsupervised learning,
information retrieval, spoken language modeling

1. Introduction
The Zero Resource Speech Challenge series (ZeroSpeech) [1, 2]
is an initiative with the ultimate goal of building from scratch a
system that learns an end-to-end spoken dialogue system for an
unknown language, using only sensory information mainly in
the form of recordings, and does not use any linguistic resources
or knowledge.

The high-level objective of the competition is to learn var-
ious qualities of a natural language at different levels of gran-
ularity directly from raw audio without any supervision. Ze-
roSpeech 2021 evaluates speech understanding using the fol-
lowing tasks and datasets:

1. Phonetic ABX (Libri-Light dataset [3]), where the sys-
tem has to judge whether two phonemes are identical

2. Lexical (sWUGGY dataset) - classifying whether a spo-
ken utterance is a real or misspelled word

3. Semantic (sSIMI dataset) - assessing semantic similarity
between two spoken words

4. Syntactic (sBLIMP dataset) - assigning a grammatical
score to an utterance in such a way that erroneous sen-
tences have lower scores than correct ones

For all tasks it is assumed that spoken corpora (either Lib-
riSpeech [4], or Libri-Light [3]) are the only sources of lan-
guage knowledge.

The organizers have provided a baseline solution [2], which
we adapt and modify in our submission. Raw audio is fed to
a Contrastive Predicting Coding (CPC) model [5]. By trying
to predict future representations, the CPC model learns use-
ful intermediate representations of speech. These come in the
form of an embedding vector emitted every 10 ms. Collected
from a large training corpus, the embeddings are then clustered
with the k-means algorithm into 50 pseudo-phones. With this

pipeline, any unseen audio can be transformed into a stream of
pseudo-phones, on which language models may be trained for
downstream tasks.

In this paper we present our submission which tries to ad-
dress all four tasks. We extend the baseline solution in several
directions: we refine the intermediate representations, extracted
with CPC, to directly improve the ABX scores. We show that
such representations can be used to perform simple fuzzy look-
ups in a large dataset, and even extract some common patterns
that serve as pseudo-words. Our approach to the semantic word
similarity task is also based on pseudo-words. Instead of pool-
ing the hidden states of the language model, we opt for a direct
discovery of pseudo-words in the corpus. These can be em-
bedded with a word2vec-like approach [6] to form a semantic
vector for the entire word. Lastly, for the syntax modeling task
we use a simple LSTM model similar to the baseline one.

We provide complete source code of our submission at
https://github.com/chorowski-lab/zs2021.

2. Phonetic Task: Libri-Light ABX
In the ABX task two speech categories A and B are determined
by two recordings (e.g., “bit” vs “bet”), and a third recording X
has to be correctly assigned to either one of them.

The baseline representations for the ABX task are CPC-
derived embedding vectors. In order to improve upon those
representations, we introduce two approaches described in the
following section.

2.1. Improvements to CPC Representations

Factoring Out Speaker Identities The embeddings produced
by CPC contain information about both the phonetic content
and speaker identity. In case of ABX, which is a phoneme
recognition metric, the latter is irrelevant. We therefore project
the embeddings of the baseline model (CPC-big [2]) into the
nullspace of a linear speaker classification model to render
the embeddings less speaker-sensitive. We perform speaker
classification on baseline CPC embeddings with a projection
factorized into matrices A and B, where A ∈ RDinb×Demb ,
B ∈ RDspk×Dinb , Demb is the dimensionality of embeddings
and Dinb is the linear bottleneck dimensionality. In order to
compute ABX, we multiply the CPC-derived embeddings by
A′ ∈ R(Demb−Dinb)×Demb , the nullspace matrix of A.

Averaging with Centroids Higher-level tasks of the compe-
tition rely on pseudo-phones found by clustering these vectors
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Table 1: ABX error rates (%, cosine distance) for multiple sizes
of nullspaces of speaker classification models. The nullspace
dimension complements the bottleneck dimension used to train
the speaker recognizer.

Nullspace dimensionality

Evaluation None 464 448 416 320 256

dev clean within 3.38 3.28 3.25 3.29 3.26 3.31
clean across 4.17 3.98 3.94 3.92 3.98 3.99
other within 4.81 4.63 4.60 4.61 4.62 4.67
other across 7.53 7.34 7.24 7.24 7.21 7.26

with k-means. Doing so proves useful, so we incorporate some
of the outcomes of the clustering back into the dense CPC-
derived vectors.

Specifically, we take a weighted average of every dense
CPC-derived embedding e in the embedding space with its clus-
ter centroid ce:

ê = α ce + (1− α) e. (1)

This averaging moves every dense embedding towards its as-
signed centroid proportionally to the distance from it. This
aims to include information about the global characteristics of
the embedding space coming from clustering without substan-
tial loss of local information, and might be regarded as a simple
form of denoising. It does not change the assignment to the
closest centroid.

2.2. ABX Experiments

We evaluate both aforementioned improvements on the Ze-
roSpeech ABX task. To begin with, we extract 512-dimensional
embeddings from the second layer of the CPC’s autoregressive
module. We run each classification experiment for 10 epochs
on the train-clean-100 subset of LibriSpeech.

ZeroSpeech 2021 dev/test sets are subsets of LibriSpeech
dev/test sets, respectively. However, for best results (and for
replication of the baseline) we had to first compute the embed-
dings on the full LibriSpeech test set, to allow the model to
keep latent state between consecutive utterances. After all em-
beddigs were computed, we have kept only the ones needed for
ZeroSpeech ABX evaluations.

We investigate the variation in ABX scores with respect to
the dimensionality of the resulting nullspace, by testing with
different bottleneck sizes Dinb of the speaker classifier. We
achieve the best ABX result when the nullspace size is 448.

Next, we evaluate the influence of averaging with cen-
troids on the ABX scores (Table 3). It also noticeably im-
proves ABX results, and we achieve the highest error reduction
when it is combined with a 448-dimensional nullspace projec-
tion. We have experimented with both Euclidean and cosine
distance metrics when performing k-means and later choosing
the closest centroid. Both yield similar results, and we select
the centroid according to the cosine distance in subsequent ex-
periments.

Lastly, we evaluate the influence of both methods on su-
pervised speaker and phoneme classification accuracies. In the
nullspace approach, both of them are low (Table 2), and in-
crease with the size of the nullspace (Demb −Dinb). This indi-
cates that after we attempt to make the representations speaker-
insensitive, there is still some stray of speaker-related informa-
tion present in the remaining dimensions. As seen in Table 4,
averaging with centroids also reduces phoneme classification

Table 2: Phoneme and speaker classification accuracies (%)
of models after applying factorized projection heads (top) and
nullspace matrices of the aforementioned speaker classification
models (bottom) on the baseline embeddings (c.f. Table 1).

Proj. head bottleneck / Nullspace dimensionality

Setup None / 512 48 / 464 64 / 448 96 / 416 192 / 320 256 / 256

Speakers (fact. proj. head) 84.85 91.17 91.32 91.59 92.02 92.02

Speakers + null space 84.85 29.42 27.91 24.95 19.50 15.56
Phonemes + null space 78.61 78.46 78.36 78.18 77.46 76.86

Table 3: ABX error rates (%, cosine distance) for weighted
averaging of CPC embeddings with centroids. The bottom
half shows results combined with the best 448-dimensional
nullspace setup. The nullspace dimension is equal to the dif-
ference of dimensions between the embeddings and the bottle-
neck used to train the speaker classifier. Phoneme classification
results in Table 4

Centroid weight

Evaluation None 0.2 0.3 0.4 0.5 0.6
dev clean within 3.43 3.23 3.16 3.09 3.07 3.22

clean across 4.20 3.96 3.84 3.76 3.77 3.97
other within 4.84 4.64 4.62 4.61 4.75 5.19
other across 7.63 7.38 7.28 7.32 7.53 7.93

dev clean within 3.25 3.03 2.97 2.94 2.93 3.10
+ nullspace clean across 3.94 3.66 3.60 3.58 3.57 3.75

other within 4.60 4.49 4.47 4.47 4.66 4.98
other across 7.24 7.05 6.94 7.02 7.21 7.67

accuracy, proportionally to how much the embeddings are al-
tered, both with and without the nullspace projection.

Thus, both tested methods improve ABX, and degrade
phoneme separation results. This can be because difficulties of
those tasks and power of downstream models used differs - we
discard less important parts of the information, which improves
ABX results as the task is simple and there are no trained param-
eters, just representation distances (in which case removing less
important parts of information helps) but degrades phoneme
separation performance (as we still discard some information
which classifier with trainable weights could use). In both
cases the relative gain in ABX is bigger than the relative loss
in phoneme separation performance.

Table 4: Phoneme classification accuracies (%) for averaging
with centroids, both without the nullspace and after projection
to the nullspace. ABX results in Table 3

Centroid weight

Euclidean k-means None 0.2 0.3 0.4 0.5 0.6

Phonemes 78.0 77.6 77.3 76.9 76.3 75.6
Phonemes + 448-d nullspace 77.7 77.4 77.0 76.6 76.0 75.4

3. Quantization for Higher-level Tasks
The baseline methods for the remaining tasks of higher linguis-
tic levels require quantized inputs, that act as discrete input to-
kens for language models. This is achieved by clustering CPC-
derived vectors with k-means, and mapping every dense vector
to its centroid. To achieve the best results on lexical and syn-
tactic tasks (sWUGGY and sBLIMP datasets), we use the CPC-
nullspace embeddings instead of the raw CPC embeddings. In
contrast to feature extraction for the ABX task, now the LSTM
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context in CPC is not kept between the files, as the datasets for
specific tasks are not related to one another. Additionally, when
computing the distances, we normalizeL2-norm lengths of vec-
tors and in effect switch from the Euclidean metric to the cosine
metric for quantization.

For the semantic task (sSIMI dataset), we use the baseline
quantizations produced with the raw CPC embeddings, and k-
means clustering with the Euclidean metric.

4. Lexical Task: sWUGGY
The goal of the task is to distinguish a real word from a sim-
ilar pseudo-word in a given pair. Pseudo-words were gener-
ated with Wuggy [7], and adhere to orthographic and phonolog-
ical patterns of the English language. Such pairs make up the
sWUGGY dataset, which has two parts: one with real words
which appear in the LibriSpeech training set (base), and another
one in which they do not (OOV).

The baseline solution takes pseudo-phones as input, and
judges the likelihood of a word with a language model, follow-
ing [8]. For the base pairs, our method performs a dictionary
lookup of the quantized representations trying to spot the words
in the entire LibriSpeech training corpus.

For the OOV pairs, we were trying to use a simple LSTM
language model and to combine it with dictionary lookup. But
since guessing whether a word is in vocabulary is somehow
problematic, and LSTM yielded similar results to DTW, we de-
cided to treat all words in the same way.

4.1. Dictionary Lookup

We build a corpus by pre-processing all LibriSpeech training set
utterances to strings of pseudo-phones. For every query word,
our goal is to find the closest matching subsequence in the cor-
pus. The lookup is based on dynamic time warping (DTW) [9],
and uses subsequence DTW which matches a given sequence
to a contiguous subsequence of another, such that the match-
ing cost is minimal across all subsequences. This can be done
without any increase in complexity, and is easy to parallelize.

Query words and pseudo-phone representations of training
utterances are strings of discrete centroid numbers. A simple
similarity matrix between the elements of two sequences x, y
would be a binary one. We take advantage of having Euclidean
coordinates of the centroids, and compare two pseudo-phones
by the similarity of their centroid vectors. Thus, every similarity
matrix has real-valued entries, and we perform soft matching of
sequences.

We estimate pseudo-log probability of a query word as the
negative quotient of the minimum DTW cost to the mean DTW
cost of this word. We normalize with the mean DTW cost be-
cause longer words tend to have higher costs, which would re-
sult in a bias towards shorter words.

4.2. Experiments for sWUGGY

We have tried different lookup methods, such as direct com-
parison of subsequences or measuring edit distances. Out of
the tested methods, the best results were obtained with dynamic
time warping. We have also tried to post-process the quantiza-
tions, but all attempts worsened the results. This is probably
due to loss of useful information, so we run DTW on vanilla
quantizations.

For the sWUGGY test set, it was not possible to differen-
tiate between base and OOV, so we have used only DTW. For

Table 5: Scores for DTW lookup on different quantizations, and
with linear and optimal distance matrices. The results were
computed for the base dev set of the lexical task (no OOV sub-
set). We used the train-full-960 subset of the LibriSpeech as
dictionary.

Classification accuracy
Quantization Distance matrix no norm. norm.

Baseline none (constant) 68.47% 69.33%
Baseline Euclidean 68.94% 70.98%
Baseline Euclidean2 71.00% 71.64%
Cosine cosine 72.61% 73.36%
Cosine cosine1.6 73.12% 73.92%

OOV words, the difference between the results obtained with
DTW and LSTM was minor.

A significant improvement to our DTW relies on a technical
detail. If we match the word correctly, we expect the match cost
to be spread evenly over the entire sequence. However, when
we match the word incorrectly, we expect the cost to be high
in some places and low in the others. Thus, we increase the
cost of distant pseudo-phones, and decrease the cost of similar
ones by raising the cost in distance matrix to some power, which
sharpens the distances. In our case, 1.6 was the best for the
cosine metric quantization and 2.0 for the baseline quantization.

Processing of the train set took 18 hours on conventional
hardware for both baseline and nullspace quantizations. Results
presented in Table 5 show that both normalization and modifi-
cation of the distance matrix yielded a significant improvement
in the score.

5. Semantic Task: sSIMI
The goal of the task is to judge the semantic similarity of pairs
of words (see [10], [11]). That similarity is then compared
with semantic judgments made by the human annotators, col-
lected from a set of 13 existing semantic similarity and re-
latedness tests (including WordSimilarity-353[12], and mturk-
771[13] which was used as a development set).

The submission format encouraged solutions which assign
a vector at every temporal location, with a simple pooling
method to aggregate them into a vector for the entire recording.
The pooling methods included min, max, avg, last, etc. In our
submission, we have computed a vector for an entire recording,
and replicated it along the time axis, so that after pooling with
aforementioned functions it would remain unchanged.

Preparation of the Corpus We rely on the baseline pseudo-
phone units, extracted with CPC and quantized with k-means.
Streams of recognized pseudo-phones contain symbol repeti-
tions, and we treat such blocks as higher order units. We further
simplify these sequences by heuristically collapsing subsequent
occurrences of the same pseudo-phone, and unify blocks which
occur in similar contexts. The treat the result of this procedure
as an approximation of a phoneme-level transcription with no
word boundaries.

Segmentation We apply segmentation into pseudo-words
with SentencePiece [14], which maximizes the probability un-
der a unigram language model [15]. Given a vocabulary
V = w1, . . . , wn with associated occurrence probabilities
(p1, . . . , pn) and an utterance x, the most probable segmenta-
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tion is determined with the Viterbi algorithm. The vocabulary
V is refined iteratively by maximizing the probability of every
utterance under a unigram language model: P (x) =

∏
i p(xi).

We apply SentencePiece with target vocabulary size 50k.
By using ground-truth transcriptions, we found that the corpus
has 18,705,420 words, which translates to 1.95 pseudo-word
for every real word.

Embedding and Retrieval With the corpus segmented into
pseudo-words, we train an ordinary word2vec model [6]. Ev-
ery recording in the similarity task dataset comprises a single
word, and we convert each of them to a sequence of pseudo-
phones. Some of those sequences exist in our pseudo-word vo-
cabulary, and already have a unique word embedding calculated
with word2vec. Others need to be built from smaller pseudo-
word units. A simple way of doing so would be to split the se-
quence with SentencePiece into known pseudo-words. Know-
ing that the pseudo-representations tend to be noisy, we instead
find the closest matches of each of them in the training cor-
pus wrt. edit distance. Then, word2vec embeddings of these
matched pseudo-words are averaged to a single embedding for
every input recording.

5.1. Experiments for sSIMI

Since our approach differs from the ZeroSpeech baseline one,
we decided to present other word-oriented toplines for sSIMI,
that better suit our approach. We compare word vectors trained
on a large corpus, LibriSpeech transcriptions, and on our tok-
enization of LibriSpeech transcriptions. In that last case, we
delete spaces and tokenize into 50k units using SentencePiece.
The results are presented in Table 6. The embeddings trained on
word corpora outperform the RoBERTa topline, which suggests
that the proposed approach might deserve further investigation.

Table 6: Toplines for word-based sSIMI (dev set). First three
methods used all word pairs from the dev set, the result for
RoBERTa[16] are for the synthetized part of the data.

Method synth.

Google News word2vec 65.5
LibriSpeech 960 transcriptions (w2v) 36.3
Tokenized Librispeech 16.8
RoBERTa (ZeroSpeech2021 Topline) 32.28

Table 7 presents our results in the ZeroSpeech contest to-
gether with other submissions. Our approach achieves the best
score in the LibriSpeech subcategory, where the recordings are
cut from LibriSpeech and not synthesized. This might indi-
cate that our method is able to discover semantic shades of the
known words from the corpus, but unable to generalize further.

6. Syntactic Task: sBLIMP
BLIMP [17] is a challenge dataset for evaluating to what ex-
tent language models can understand the English grammar. The
dataset consists of pairs of similar sentences, and in every pair
only one sentence is correct. In sBLIMP all sentences are syn-
thesized. Since the aim of BLIMP was to evaluate how sen-
tence likelihood is related to its grammatical correctness, there
is a natural strategy of solving sBLIMP: use a language model
to compute sentence probability and pick the most likely sen-
tence from the pair as the correct one. To this end we use a

Table 7: Correlation between human judgments and system re-
sponses (× 100). For other contestants the best submission on
the test part of the data is presented.

synth. libri.
Method dev test dev test

LSTM Baseline 4.42 7.35 7.07 2.38
BERT Baseline 6.25 5.17 4.35 2.48

Ours 5.90 2.42 10.20 9.02
van Niekerk et al. 4.29 9.23 7.69 -1.14
Liu et al. 3.16 7.30 1.79 -4.33
Maekaku et al. -2.10 6.74 8.89 2.03

LSTM language model trained on quantized nullspace features
from LibriSpeech dev subset. In the competition, it had 53%
accuracy both on dev and test sets, slightly outperforming the
baseline, and being close to 54% of the best submission.

However, this result is not impressive at all: LSTM with
random weights has 52.9% accuracy. We hypothesize that this
is caused by unbalanced utterance lengths in sBLIMP. We have
discovered that incorrect sentences are typically longer than the
correct ones. Nevertheless, it is worth saying that BLIMP even
in text version is definitely a non-trivial task, as for instance
a big LSTM trained on large text corpus achieves only 70%
accuracy [18], and even large Transformer[19] model like GPT-
2 don’t exceed 82% [17, 20].

7. Conclusions and Future Works
We have presented a low-resource, information-retrieval based
approach to the tasks of the Zero Resource Speech Challenge
2021. We were able to outperform baselines on every task, and
achieve best or close to the best results on all four tasks. Still,
many issues deserve further investigation.

First, we can explore the relationship between the ability
of neural networks to memorize words, and contrast that with
fuzzy information retrieval system. Is it possible to discover the
dictionary from recordings, using some combinations of these
approaches?

Moreover, we believe that there is a potential synergy with
computing semantic vector representation for pseudo-words us-
ing word2vec – mainly because it is inexpensive to compute,
and moving to bigger datasets can lead to a substantial improve-
ment of embedding quality.

Solving BLIMP in the Zero Resource regime is undoubt-
edly an ambitious task. We believe that it is worth to consider
its simpler, artificially created variants. For instance, a variant
in which the incorrect sentences were created by changing word
order, or by replacing a randomly chosen word with another.
Such simpler task can produce less noisy results.

Lastly, we can explore approach similar to averaging with
centroids, but applied during training of CPC. For example by
adding a loss based on the distance to simultaneously computed
centroids, hoping that its denoising effect will improve the ex-
tracted representations.
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Figure 1. Overview of the proposed approach. Given a single identity frame and an audio clip containing speech, the model uses a diffusion
model to sample consecutive frames in an autoregressive manner, preserving the identity, and modeling lip and head movement to match
the audio input. Contrary to other methods, no additional guidance is required.

Abstract

Talking face generation has historically struggled to pro-
duce head movements and natural facial expressions with-
out guidance from additional reference videos. Recent de-
velopments in diffusion-based generative models allow for
more realistic and stable data synthesis and their perfor-
mance on image and video generation has surpassed that
of other generative models. In this work, we present an au-
toregressive diffusion model that requires only one identity
image and audio sequence to generate a video of a real-
istic talking head. Our solution is capable of hallucinat-
ing head movements, facial expressions, such as blinks, and
preserving a given background. We evaluate our model on
two different datasets, achieving state-of-the-art results in
expressiveness and smoothness on both of them.1

1Project page: https://mstypulkowski.github.io/diffusedheads/.

1. Introduction

Animation of faces from speech can have a broad scope
of applications from an alternative to video compression
during virtual calls with poor connectivity, to artistic anima-
tion for entertainment industry applications, e.g., movies,
video games, and VR experience. Up to date, existing meth-
ods struggle to create naturally-looking faces that maintain
genuine expressions and movements, while still requiring
additional supervision during the generation process.

Deep generative models are constantly gaining popular-
ity and achieving impressive results in image and video gen-
eration tasks and have become the defacto standard for most
facial animation systems. In particular speech-driven facial
animation systems, which are a simple and effective way
of producing character animations, have been revolution-
ized by the introduction of recent generative models such
as Generative Adversarial Networks (GANs) [9]. GANs
are known for being able to produce high-quality frames
while simultaneously giving a large degree of control over

This WACV paper is the Open Access version, provided by the Computer Vision Foundation.
Except for this watermark, it is identical to the accepted version;

the final published version of the proceedings is available on IEEE Xplore.
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the generation process [20, 24, 29].
Despite the powerful capabilities of GANs, their appli-

cation to speech-driven video synthesis has several draw-
backs. Firstly, GAN training is notoriously difficult, of-
ten requiring an extensive architectural search and param-
eter tuning to achieve convergence. The training stability
of GAN-based facial animation methods can be improved
through the use of additional guidance such as masks or
driving frames to guide the generation process. However,
this limits them to applications of facial reenactment and
reduces their ability to produce original head motions and
facial expressions. Furthermore, GAN training can often
lead to mode collapse, i.e., a situation when the generator
can’t produce samples that cover the entire support of the
data distribution and instead learns to generate only a few
unique samples [1]. Finally, existing one-shot GAN-based
solutions have problems with face distortion in the gener-
ated videos, especially when generating videos with large
head motions. This is often solved by either switching to a
few-shot approach (i.e., using several frames or a short clip)
or relying on pre-trained face verification models that serve
as oracles for maintaining identity consistency.

We address all of the above problems, proposing Dif-
fused Heads - a frame-based diffusion model that produces
realistic videos, requiring only one identity frame and a
speech recording. Generated heads move and behave in a
natural expressive way while still preserving the subject’s
identity and plausible lip sync. In contrast to most recent ap-
proaches [3, 18, 21, 27, 32, 39, 45, 49–51], we use Denoising
Diffusion Probabilistic Models [15, 23] that utilize a vari-
ational approach instead of adversarial training and do not
require stabilizing discriminators [27, 45, 50, 51]. To elimi-
nate the problem of unnaturally-looking sequences, we in-
troduce motion frames (see Section 4.2) that are guiding
video creation. To maintain the consistency between the
speech and the generated frames, we postulate to use audio
embeddings extracted from a pre-trained temporal model
injected into the model via our novel conditioning approach.
Finally, instead of using a pre-trained oracle model, we in-
troduce a simple modification of the loss function to pre-
serve the consistency of the lip movement.

Contributions of our work are summarized as follows:
1) To the best of our knowledge, we present the first so-
lution for talking-face generation based on diffusion mod-
els. 2) We enrich the diffusion model with motion frames
and audio embeddings in order to maintain the consistency
of generated images. 3) Our approach is robust in terms
of generalization, invariant on the source of identity frames
and audio recordings.

2. Related work
The problem of speech-driven video synthesis was ini-

tially investigated in [48], where the authors discovered

a strong correlation between acoustic and video features.
Some of the earliest approaches utilized Hidden Markov
Models (HMMs) to capture the dynamics of the video and
speech sequences [36, 46, 47]. The authors of [36] used the
compact feature representations of speech and video jointly
as states of the fully-connected Markov model. In [47] the
authors used HMMs to estimate the sequence of lip pa-
rameters. The authors of [46] proposed a coupled hidden
Markov model (CHMM) approach to video-realistic speech
animation, which realizes realistic facial animations driven
by speaker-independent continuous speech.

Following the modern trends in machine learning, deep
learning approaches gained the most promising results in
the audio-based video synthesis domain. In [41] the authors
propose to use a deep learning model that learns arbitrary
nonlinear mappings from phoneme label input sequences to
mouth movements in a way that accurately captures natural
motion and visual coarticulation effects. In [19] a convo-
lutional network is used to transform audio features to 3D
meshes of a specific person. The authors of [35] presented
unsupervised keypoint detection and warping for a motion
transfer. Several approaches explore the variations of recur-
rent models [8, 25, 40, 51].

The most up-to-date approaches for speech-driven video
synthesis are based on generative models. Variations of
Generative Adversarial Networks (GANs) [9] were primar-
ily applied to the problem of video generation [26, 29, 42].
The GAN-based approach for a speech-driven generation
was introduced in [45]. The authors propose an end-to-end
system that generates videos of a talking head, using only a
still image of a person and an audio clip containing speech
without relying on handcrafted intermediate features. They
achieve it by utilizing temporal GAN that uses three dis-
criminators focused on achieving detailed frames, audio-
visual synchronization, and realistic expressions. In [27],
the authors propose to incorporate an additional pre-trained
Lip-Sync expert during the training to maintain the consis-
tency of generated videos. The paper [3] introduces a 3D-
aware generative network along with a hybrid embedding
module that assures rhythmic head motion. The model pre-
sented in [50] modularizes audio-visual representations by
devising an implicit low-dimension pose code to tackle the
problem of rhythmic head motion. In StyleHEAT [49], the
authors show how to utilize StyleGAN [20] model to create
talking faces guided by speech embeddings but also con-
trolled by intuitive or attribute editing.

Some modern approaches utilize rendering networks to
obtain more accurate face 3D representation. In [39] the au-
thors introduce a novel video rendering network and a dy-
namic programming method to construct a temporally co-
herent and photo-realistic video. The authors of [10] pro-
pose to use an audio-conditioned implicit function to gen-
erate a dynamic neural radiance field, from which a high-
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Figure 2. Training step of Diffused Heads. Our model learns to
denoise one frame at a time, using identity and motion frames, and
an audio embedding extracted from a pre-trained audio encoder.
The identity frame informs the model what the face of interest is,
and the motion frames are utilized to preserve the movement.

fidelity talking-head video corresponding to the audio sig-
nal is synthesized using volume rendering. A Portrait Im-
age Neural Renderer (PIRenderer) is introduced in [32] that
controls the face motions with the parameters of a three-
dimensional morphable face model. In [18], Implicit Emo-
tion Displacement Learner, together with Dense Warping
Field, are used to obtain high-quality images.

The Denoising Diffusion Probabilistic Models [15] are
gaining popularity and often outperforming GANs in tasks
like image synthesis [6], and other guided image generation
tasks [22, 30, 31, 33]. Several attempts utilize that group of
models in video generation [11, 14, 16, 17, 37].

To the best of our knowledge, there are no direct attempts
to solve speech-driven video synthesis problems using dif-
fusion models. Moreover, our method is the first one-shot
approach that can hallucinate diverse head motions and does
not require an actor to drive the movement via additional vi-
sual guidance input. The realism of the gestures is on par
with or superior to that of facial reenactment methods.

3. Diffusion models
Let us assume we are given samples x0 from a data dis-

tribution x0 ∼ q(x0). We can define a forward process
q(x1:T |x0) :=

∏T
t=1 q(xt|xt−1) that gradually adds Gaus-

sian noise to the data:

  q(x_t|x_{t-1}) := \mathcal {N}(x_t; \sqrt {1 - \beta _t} x_{t-1}, \beta _t \mathbf {I})   


   (1)

where T defines a number of diffusion steps, and {βt}Tt=1 is
a noise schedule starting from low values that increase with
t. Note that {βt}Tt=1 is known beforehand, so the entire
forward process is fixed. For sufficiently large T and βt ∈
(0, 1), xT becomes close to a sample drawn from isotropic
Gaussian distribution, i.e., xT ∼ N (0, I).

An interesting property of the forward process is the fact
that one can access its intermediate states in only one step,
that is:

  \label {eq:forward_property} q(x_t | x_0) = \mathcal {N}(x_t; \sqrt {\bar {\alpha }_t} x_0, (1-\bar {\alpha }_t) \mathbf {I})   

   (2)

where ᾱt =
∏t

s=1 αs, and αt = 1−βt. It allows us to train
the model more efficiently.

We are interested in learning how to denoise a sample
drawn from Gaussian distribution back to the data. Note
that q(xt−1|xt) depends on the entire dataset and hence is
intractable. Intuitively, learning how to denoise xT into the
underlying data point is only possible when the model is
given explicit information about where the forward diffu-
sion process started for it. Thus, we can additionally con-
dition q(xt−1|xt) on x0, making it tractable. Using Bayes’
theorem we get:

  q(x_{t-1} | x_t, x_0) = \mathcal {N}(x_{t-1}; \tilde {\mu }(x_t, x_0), \tilde {\beta }_t \mathbf {I})         (3)

where:

  \tilde {\beta }_t &:= \frac {1 - \bar {\alpha }_{t-1}}{1 - \bar {\alpha }_{t}} \beta _t \\ \tilde {\mu }(x_t, x_0) &:= \frac {\sqrt {\bar {\alpha }_{t-1}}\beta _t}{1 - \bar {\alpha }_t} x_0 + \frac {\sqrt {\alpha _t}(1 - \bar {\alpha }_{t-1})}{1 - \bar {\alpha }_{t}} x_t





 











 (5)

Similarly to VAE framework, we define variational pos-
teriors that approximate q(xt−1|xt, x0):

  \label {eq:variational_posterior} p_{\theta }(x_{t-1} | x_t) := \mathcal {N}(x_{t-1}; \mu _{\theta }(x_t, t), \Sigma _{\theta }(x_t, t))       (6)

As in [23], µθ(xt, t) and Σθ(xt, t) are further reparame-
terized into:

  \mu _{\theta }(x_t, t) &= \frac {1}{\sqrt {\alpha _t}} \bigg (x_t - \frac {\beta _t}{\sqrt {1 - \bar {\alpha }_t}}\epsilon _{\theta }(x_t, t) \bigg ) \\ \Sigma _{\theta }(x_t, t)) &= \exp (\nu \log \beta _t + (1 - \nu ) \log \tilde {\beta }_t) 














           (8)

where ϵθ(xt, t) is the model’s prediction of the Gaussian
noise ϵ applied on x0 in the process of getting xt, and ν is an
additional output of the model. Nichol & Dhariwal in [23]
proposed to train µθ and Σθ separately, using Lsimple and
Lvlb respectively, where:

  \label {eq:l_simple} L_{simple} &:= \mathbb {E}_{t, x_0, \epsilon } \big [||\epsilon - \epsilon _{\theta }(x_t, t) || ^ 2\big ] 


 


(9)

and Lvlb is the variational lower bound (VLB) defined as:

  \label {eq:l_vlb} L_{vlb} := L_0 + L_1 + \dots + L_{T-1} + L_T            (10)

where:

  L_0 &:= -\log p_{\theta }(x_0 | x_1) \\ L_t &:= \dkl {q(x_t|x_{t+1}, x_0)}{p_{\theta }(x_t | x_{t+1})} \\ & \hspace {8em} \text { for } t \in \{1, \dots , T-1\} \notag \\ L_T &:= \dkl {q(x_T|x_0)}{p_{\theta }(x_T)}    
     

         
       (13)
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Target frame 

with landmarks

Figure 3. In addition to minimizing L2 distance between ground
truth noise ϵ and predicted noise ϵθ(xt, t) in Lsimple, we utilize
the target frame’s landmarks to minimize lip sync loss Lls be-
tween cropped ground truth noise ϵ̃ and corresponding predicted
area ϵ̃θ(xt, t).

For images, L0 is a discretized Gaussian distribution as pro-
posed in [15]. LT is omitted because q has no trainable
parameters and pθ(xT ) is a Gaussian prior. All of the other
terms are Kullback–Leibler divergences between two Gaus-
sian distributions that can be written in a closed form.

In practice, a 2D UNet [34] with skip-connections, and
attention layers is used as a backbone to predict both
noise ϵθ(xt, t) and variance Σθ(xt, t). Information about
timestep t is injected using corresponding time embedding
ψ(t) and group normalization (GN):

  \label {eq:gn_conditioning} h_{s + 1} = t_s \text {GN}(h_s) + t_b      (14)

where hs and hs+1 are consecutive hidden states of UNet,
and (ts, tb) = MLP(ψ(t)), where MLP is a shallow neural
network consisting of linear layers.

4. Method
Diffused Heads generates one frame at a time given an

identity frame that stays fixed during the entire generation
process, and a speech recording embedded using a pre-
trained audio encoder. To achieve smoother and more ex-
pressive results, we inject additional information on past
movement and future expressions by motion frames (Sec-
tion 4.2) and audio embeddings (Section 4.3). Moreover,
an additional lip sync loss (Section 4.4) is defined to force
the model to pay more attention to the mouth region.

4.1. Training

We train a diffusion model to learn the distribution of
frames extracted from videos. The training process is
shown in Figure 2. We randomly sample a video X =
{x(1), . . . , x(n)} from the training set, and then a frame x(k)

from X . n is the total number of frames. In addition to the
standard diffusion model’s inputs, i.e., a time step t and the
frame with added noise x(k)t (following Equation (2)), to
keep the actor’s identity, we concatenate x(k)t with an iden-
tity frame xId channel-wise:

  \label {eq:concat_init} x_{In, t}^{(k)} := x^{(k)}_t \oplus _c x_{Id} 

 


   (15)

xId is randomly chosen from X . Selecting the identity
frame randomly instead of x(0) during the training makes
the model familiar to a larger variety of frames as input. In
consequence, the generation’s robustness is improved.

To add temporal information, we split the correspond-
ing audio sequence into chunks of equal length based on
the number of frames in the video. Then, using an au-
dio encoder from [45] pre-trained on the LRW [4] dataset,
the audio chunks are encoded into audio embeddings Y =
{y(1), . . . , y(n)}. The details of our proposed audio condi-
tioning method can be found in Section 4.3.

4.2. Motion frames

Even though temporal information is provided to the
model by the audio encoder, it is not enough to gener-
ate smooth videos. To overcome this problem and pre-
serve the motion, for the target frame x(k) we introduce
motion frames x(k)Motion =

⊕
c({x(k−mx), . . . , x(k−1)}),

where mx is the number of motion frames, and
⊕

c(.) is
concatenation operation in channel dimension on all of its
arguments. During our ablation study (Section 5.4), we
found that the best value for mx is 2.

If there are not enough frames preceding x(k), the most
natural choice is to fill the remaining motion frames with
duplicates of x(0). However, during sampling, we have
no access to any ground truth frames, except the identity
one. We also do not necessarily want the generated video
to start with an exact facial expression as given in the iden-
tity frame, e.g., when the audio recording starts with silence
and the person in the identity frame has their mouth open.
Thus, to make the model robust on sample initialization, we
utilize xId as a substitute for missing motion frames.

The motion frames are added to Equation (15) and get
the final form of the direct input to the model:

  x_{In, t}^{(k)} := x^{(k)}_t \oplus _c x_{Id} \oplus _c x_{Motion}^{(k)} 

 


   


 (16)

4.3. Speech conditioning

We propose to inject information from audio embedding
y(k) by modifying Equation (14) into:

  \label {eq:gn_full} h_{s + 1} = y^{(k)}_s(t_s \text {GN}(h_s) + t_b) + y_b^{(k)}       

 (17)

where (y
(k)
s , y

(k)
b ) = MLP(y(k)). In this setting, we shift

and scale hidden states of the UNet with the information
not only from the time encoding but the audio embedding as
well. We found this approach works better in comparison to
other conditioning methods, such as using just an additional
scale on top of Equation (14) [28], and applying a multi-
head attention mechanism with queries being a function of
the audio embedding [33].

In contrast to motion frames which during sampling
are only available for already processed frames, we have

5094

65:18302



SDA

EAMM

PC-AVS

MakeItTalk

Wav2Lip

Ours

Figure 4. Comparison with other methods on LRW [4] (left) and CREMA [2] (right) datasets.

an access to the entire speech recording beforehand. To
make use of it, we introduce motion audio embeddings
that bring information from both past and future au-
dio segments. We define them as a vector created by
concatenating selected audio embeddings: y

(k)
Motion =⊕

({y(k−my), . . . , y(k), . . . , y(k+my)}), where my is the
number of additional audio embeddings from one side. The
details of our choice of my can be found in the ablation
study in Section 5.4. Similarly to motion frames, if we run
out of embeddings, we pad y(k)Motion with either y(0) at the
beginning or y(n) at the end. Finally, we use y(k)Motion in-
stead of y(k) in Equation (17).

4.4. Lip sync loss

Unlike other methods [3, 18, 27, 32, 39, 45, 50], we do
not use any explicit loss function to promote better lip
sync of generated samples. Solutions that rely on using
dedicated perceptual losses based on pre-trained lipreading
models have been effective in improving lip motion accu-
racy [27, 44]. However, Diffused Heads works on frames,
not sequences so sequence-based losses can not be applied,
and more importantly, during diffusion model training, the
goal is to predict the noise that was used on the target frame.
Getting back from predicted noise to initial x0, which is re-
quired to apply the perceptual loss, is not accurate enough in
a single step, and computationally inefficient in more steps.

We introduce a simpler solution: an additional lip sync
loss Lls. During the training, we leverage facial landmarks
to crop each frame around the mouth area, and minimize
noise prediction in this region:

  L_{ls} := \mathbb {E}_{t, x_0, \epsilon } \big [||\Tilde {\epsilon } - \Tilde {\epsilon }_{\theta }(x_t, t) || ^ 2\big ]  


 


(18)

where ϵ̃ and ϵ̃θ indicate cropped versions of ground truth
and predicted noise, respectively. The process is visualized
in Figure 3. With the lip loss, the model pays more attention
to lip synchronization with audio embeddings, improving
the overall perception of sampled videos. We weight Lls

with a constant λls that leverages the model’s attention to
details of a mouth region and the rest of the frame. We
discuss the choice of λls in Section 5.4.

The final optimization objective becomes:

  L_{simple} + \lambda _{vlb} L_{vlb} + \lambda _{ls} L_{ls}      (19)

where Lsimple and Lvlb are defined by Equations (9) and
(10), respectively.

4.5. Sampling

For sampling, only an identity frame and audio embed-
dings extracted from a speech recording are required. We
start video generation by initializing x(0)Motion with copies of
the identity frame. Each frame is sampled following the de-
noising process of diffusion models defined by variational
posterior in Equation (6). After every step, we replace the
latest motion frame with a synthesized one. y

(k)
Motion fol-

lows the same procedure as during the training.
Generation of a single frame takes a significant amount

of time since it requires the model to make a prediction for
all of the diffusion time steps {1, . . . , T}. To speed up the
process, methods like DDIM [38] or time step respacing can
be used. In this work, we use the latter reducing sampling
time by a factor of 5.

During experiments, we observed that our model some-
times failed when generating sudden head movements. It
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FVD ↓ FID ↓ Blinks/s Blink dur. OFM F-MSE AV off. AV Conf. ↑ WER ↓
SDA 198.84 61.95 0.52 0.28 73.82 18.94 1 7.40 0.77

MakeItTalk 269.29 7.57 0.09 0.28 57.21 3.44 -3 3.16 0.99
Wav2Lip* 366.14 2.83 0.03 0.16 47.12 1.45 -2 6.58 0.51
PC-AVS 153.12 11.96 0.20 0.16 69.59 17.13 -3 6.24 0.64
EAMM 172.18 9.28 0.03 0.16 58.46 4.39 -3 3.83 0.95

Ours 71.88 3.94 0.35 0.28 70.71 19.69 -2 4.61 0.77

L
R

W

GT 0.53 0.28 72.02 27.34 -2 5.83
SDA 376.48 79.82 0.25 0.26 68.21 6.83 2 5.50 -

MakeItTalk 256.88 17.26 0.02 0.80 62.36 2.07 -3 3.75 -
Wav2Lip* 193.32 12.57 0 - 46.87 1.07 -2 6.68 -
PC-AVS 333.94 22.53 0.02 0.20 70.36 6.93 -3 6.17 -
EAMM 196.82 19.40 0 - 58.91 1.65 -2 4.26 -

Ours 88.61 12.45 0.28 0.36 64.30 6.99 1 4.52 -

C
R

E
M

A

GT 0.24 0.40 68.76 7.76 1 5.14

Table 1. Comparison with other methods. The best scores are in dark green and bold, second bests are in light green. ↑ / ↓ indicate
higher/lower is better, respectively. Lack of arrow indicates the closer to GT, the better. *All of the other methods are one-shot. For fair
comparison, Wav2Lip videos were generated using still images, i.e., only mouth regions change.

synthesizes sequences frame-by-frame, and any occurring
errors accumulate in later steps. One of the associated prob-
lems is that during training all of the motion frames come
from the dataset. Meanwhile, during generation, we use
previously sampled frames that have some distortions. We
hypothesize that with this setting, the motion frames and the
identity frame are equally important in terms of extracting
a person’s attributes.

To force the model to take more information on the per-
son’s appearance from the identity frame, we convert each
motion frame to a grayscale. The intuition behind this is
that it should make it harder for the model to extract iden-
tity features (such as color) while pushing it to seek motion
information instead. We found this solution to work well on
more complex datasets with a big number of participants.

5. Experiments

We evaluate Diffused Heads on the most commonly used
datasets for talking face generation: CREMA [2] and LRW
[4]. We compare our method qualitatively and quantita-
tively to the current state-of-the-art in guided [18,27,50,51]
and pose guidance-free [45] video synthesis. To experience
the full quality of our results, readers are strongly encour-
aged to watch generated videos in the supplementary mate-
rials. We will release our code for public use.

5.1. Implementation Details

Our model is trained on 128x128 resolution videos. We
use the same UNet [34] architecture as proposed in [6], with
audio conditioning explained in Section 4.3. We use 256-
512-768 channels for the input blocks with 2 ResNet [12]
layers each. In the early stages of experiments, we found

Method Score
PC-AVS [50] 34.95%

Diffused Heads (ours) 68.72%
Real videos 64.00%

Table 2. Turing test on LRW [4] dataset. 10 videos per method and
10 real ones (30 in total) were shown to 140 people. They were
asked to vote on whether the samples were real or not. The scores
indicate how authentic the videos seemed to the participants.

adding more attention layers worsened the quality of gen-
erated frames. Thus, we only use an attention layer with 4
heads and 64 head channels in the middle block.

5.2. Qualitative results

We present qualitative comparison with other methods
on CREMA and LRW in Figure 4. Videos can be found
in the supplementary materials. Diffused Heads generates
videos that are hard to distinguish from real ones. The faces
have natural expressions, eye blinks, and grimaces. The
model is able to preserve smooth motion between frames
and identity from a given input frame. There are hardly any
artifacts, and difficult objects such as hair or glasses are gen-
erated accurately. Additionally, Diffused Head works well
on challenging videos with people shown from a side view.
The important thing to note is that our model does not suffer
from mode collapse, and to prove our claim, we will share
the entire generated test set on the project’s website.

5.3. Quantitative results

We compare Diffused Heads to other methods: SDA
[45], Wav2Lip [27], MakeItTalk [51], PC-AVS [50], and
EAMM [18]. Results can be found in Table 1. We use
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first frames and audio sequences from test splits of CREMA
and LRW datasets to generate clips. For a fair comparison,
the driving videos for PC-AVS and EAMM are chosen ran-
domly from the test sets, and the audio recordings are the
same for all of the models.

To measure the quality of generated videos, we calculate
Fréchet Inception Distance (FID) [13] and Fréchet Video
Distance (FVD) [43]. FVD shares the same principles as
FID but is extended to the video domain, penalizing unnat-
ural dynamics of consecutive frames.

To overcome one of the main challenges of video evalu-
ation, we propose to use the average Optical Flow Magni-
tude (OFM) of consecutive frames, and Frame-wise Mean
Square Error (F-MSE) to measure sequence smoothness
(see Appendix for definitions). However, values close to
zero are not desirable, since a single repeating image would
get a perfect score. Hence, we treat them as population-
reference metrics, i.e., we want them to be as close as pos-
sible to their corresponding ground truth values. Similarly,
to evaluate expressiveness, we report population-reference
metrics obtained using a blink detector: the average number
of blinks per second and the median blink duration.

Lip (WER) and audio-visual (AV Offset, AV Confi-
dence) syncs are measured using a pre-trained lipreader and
Syncnet [5], respectively.

Unlike other approaches that mimic head movements
from a driving video, our model hallucinates the head mo-
tion. As a result, metrics that measure deviation from a
ground truth sequence (e.g., PSNR, SSIM) heavily penal-
ize our method and are not suitable for evaluation.

Clips generated by our model achieve state-of-the-art
scores in FVD and best or close-to-best scores in FID,
blinks per second, blink duration, smoothness (OFM and
F-MSE), and AV Offset. These metrics show our samples
being the best looking and on par with head movements and
facial expressions presented in the real videos while main-
taining smooth motion and good AV sync. Worse perfor-
mance in terms of WER is a consequence of the lack of
an expert method supervising lip sync during training. For
the same reason, lower values of AV Confidence are ob-
served. However, they do not differ a lot from the ground
truth and are still comparable to the best methods. It is
also worth noting that SDA generates heavily cropped faces
without any head movements. Additionally, high FID val-
ues of Wav2Lip are the effect of animating only mouth re-
gion. The remaining part is a fixed ground truth image
which is rewarded by FID. This is reflected in worse FVD
scores that capture unrealistic motion - in this case a lack of
movement in the majority of a video. Diffused Heads pro-
duces much more realistic and vivid samples. Overall, our
model achieves state-of-the-art on most of the metrics.

Moreover, Diffused Heads wins in the most important
metric in visual data synthesis - human perception (see Ta-

Figure 5. Average magnitudes of optical flow and consecutive
frames for 0 (top) and 2 (bottom) motion frames.

ble 2). To prove it, we conducted a Turing test on 140 par-
ticipants. We picked 10 test videos from the LRW dataset
generated by the current state-of-the-art method PC-AVS,
10 from our model, and 10 real ones. We sent them to both
females and males from different backgrounds and coun-
tries. Each of them, after watching every one of the 30
videos, was asked to vote whether they were real or not.
Diffused Heads performed much better than PC-AVS, and
also achieved higher scores than real videos. LRW videos
contain jitter due to the landmark detection and cropping
procedure that was used by the authors of the original pa-
per. This high-frequency noise is not captured by our model
leading to smoother sequences (OFM and F-MSE metrics in
Table 1) that may seem more natural.

5.4. Ablation study

We investigated the influence of a number of motion
frames on video quality. We noticed that not using any led
to almost random facial expressions. To maintain the mo-
tion, we experimented with up to 3 motion frames. In Fig-
ure 5, we show the comparison between generated videos
without any blinks for 0 and 2 motion frames. The average
magnitude of an optical flow of a video generated without
any motion frames is much higher than the one for 2 motion
frames. It is also uniformly high in all of the face regions.
It indicates more random movements between consecutive
frames. For 2 motion frames, we can spot the highest den-
sity around the mouth region, which is the desired behavior.
We include the videos for 0, 1, and 2 motion frames in the
supplementary materials where the difference is clearly vis-
ible. The model failed to work with 3 motion frames.

For the lip sync loss weight λls, we observed values
greater than 0.5 degraded the quality of results. The value
of 0.2 gave very realistic results and the best WER score.

Finally, the number of motion audio embeddings and
whether to use grayscale on motion frames turned out to
be crucial. We present the numerical results of the ablation
study on the LRW dataset in Table 3. Utilizing grayscale
improves the quality of generated videos for every choice
of the number of motion audio embeddings. For the latter,
the best value to use was 2. We noticed that using grayscale
on motion frames does not help in less diverse datasets, such
as CREMA. It consists of videos of only 91 actors, making
generalization to new faces much harder. For that reason,
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Motion audio
embeddings

Motion
grayscale CPBD ↑ MSE ↓ SSIM ↑ PSNR ↑ LMD ↓ WER ↓

0 ✗ 0.0857 1194 0.5767 18.2912 3.0282 0.93
✓ 0.0858 1148 0.5890 18.5003 2.8471 0.93

1 ✗ 0.0872 1228 0.5782 18.2309 2.8786 0.80
✓ 0.0856 1131 0.5996 18.6589 2.6705 0.81

2 ✗ 0.0831 1275 0.5658 17.9912 3.0214 0.72
✓ 0.0925 1025 0.6225 19.1072 2.5297 0.77

3 ✗ 0.0882 1266 0.5678 17.9945 2.9253 0.74
✓ 0.0882 1184 0.5851 18.4350 2.7590 0.75

Table 3. Ablation study on LRW [4] dataset. ↑ / ↓ indicate higher/lower is better, respectively.

Figure 6. Results of generalization. The audio recordings were (from top): Korean female, German male, and English male. The first row
was generated with a model trained on CREMA [2], and the last two with LRW [4] one. The first two rows used audio from AVSpeech [7],
and for the last one, we used a custom image and recording.

using RGB motion frames lets the model take more infor-
mation on identity from both identity and motion frames.

5.5. Generalization

One of the main challenges in deep learning is the ability
of models to generalize well to unseen data. We conducted
experiments to show the robustness of Diffused Heads in
this manner, and the results can be found in Figure 6. We
show that the model performs well when given part or even
all of the input from a different source.

We investigated the behavior of our model with identity
frames from CREMA and LRW, and audio recordings from
AVSpeech [7]: a female speaking Korean, and a male Ger-
man speaker. As the final test, we generated a video of
a talking avatar, using an image synthesized by DALL-E
2 [31] and our own recorded speech. We include more ex-
amples in the supplementary video.

The results show Diffused Heads works well on data that
comes from outside of a training distribution. The generated
frames look pleasant, and the lip movement and facial ex-
pressions look natural. Surprisingly, our model was even
able to successfully process the image of the avatar, even
though it was given only human faces during the training.

5.6. Limitations

Despite Diffused Heads achieving state-of-the-art re-
sults, it still suffers from some limitations. The main chal-

lenge of our method is the length of generated videos. Since
we do not provide any additional pose input or visual guid-
ance for head movement and the model autoregressively
generates frames, it fails to keep the initial quality for se-
quences longer than 8-9 seconds. Additionally, diffusion
models suffer from long generation times in comparison to
other generative models. For now, it is not possible to use
our approach in real-time applications, even though it is the-
oretically suitable for them. New metrics used in talking
face generation task are also an open research problem.

6. Conclusions
In this work, we presented Diffused Heads: a frame-

based method for talking face generation. To synthesize a
video that is hard to distinguish by a human from a real one,
it only needs one identity frame and an audio sequence con-
taining speech. We evaluated our approach on 2 datasets
with different levels of complexity, achieving state-of-the-
art results on both of them. We supported this statement by
conducting a Turing test on 140 participants showing our
results to be indistinguishable from ground truth videos.
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Speech driven video editing via an audio-conditioned diffusion model 
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A B S T R A C T   

Taking inspiration from recent developments in visual generative tasks using diffusion models, we propose a 
method for end-to-end speech-driven video editing using a denoising diffusion model. Given a video of a talking 
person, and a separate auditory speech recording, the lip and jaw motions are re-synchronised without relying on 
intermediate structural representations such as facial landmarks or a 3D face model. We show this is possible by 
conditioning a denoising diffusion model on audio mel spectral features to generate synchronised facial motion. 
Proof of concept results are demonstrated on both single-speaker and multi-speaker video editing, providing a 
baseline model on the CREMA-D audiovisual data set. To the best of our knowledge, this is the first work to 
demonstrate and validate the feasibility of applying end-to-end denoising diffusion models to the task of audio- 
driven video editing. All code, datasets, and models used as part of this work are made publicly available here: 
https://danbigioi.github.io/DiffusionVideoEditing/.   

1. Introduction 

The idea behind audio-driven video editing is to provide a means to 
re-synchronise the lip and jaw movements of an actor in a video, in 
response to a new speech input signal. This new speech signal may come 
from the original speaker, or a voice actor. Regardless of the source of 
the input speech, a key objective is that the performance of the actor is 
never diminished. No matter how the lip and jaw movements change in 
response to the new audio, the facial expressions, and emotions por
trayed by the actor should remain consistent with the original 
performance. 

Achieving such seamless audio-driven video editing is an exciting 
prospect for the entertainment industry, one with the potential of being 
applied to movies, TV shows, live streaming, and even homemade 
content uploaded to platforms such as YouTube, TikTok, and others. 
Giving video content creators the ability and option to edit their work 
without having to go through time-consuming, and expensive re-shoots, 
allows them to work with a greater tolerance for error during filming. 

Furthermore, the realisation of true audio-driven video editing 
would bring about a significant transformation in the world of cinema 
and television, allowing for more accessible and cost-effective dubbing 
of English-language movies/TV shows/videos into other languages and 
vice versa, allowing for the further democratisation of video content by 
making it more engaging and personalised for audiences worldwide. 
Recent advancements in deep learning and talking head generation 
techniques are bringing us closer to this exciting possibility, where audio 
and video will be seamlessly synchronised in real-time. 

Current approaches for speech driven video editing, and the related 
task of talking head generation can be grouped into two distinct types: 
structured, and unstructured. Structured generation refers to techniques 
that use the speech signal to first extract an intermediate structural 
representation of the face (facial landmarks, 3D model expression pa
rameters), before utilising it to render the photo-realistic frame 
[7,31,71,86,89]. On the other hand, unstructured generation ap
proaches [18,29,73,88], utilise image reconstruction techniques to 
generate the photo-realistic frame directly in an end-to-end manner. 
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Through the implementation of a divide-and-conquer strategy, 
structured approaches demonstrate the ability to generate videos of 
significantly higher quality compared to their unstructured counter
parts. This strategy involves employing multiple models, each special
ising in a distinct aspect of the generation process, ultimately 
contributing to a more accurate outcome during inference. 

On the other hand, unstructured methods take a different approach, 
opting for a direct, end-to-end methodology that prioritises optimization 
of a single model in the pixel space. While this approach offers simplicity 
and streamlined processing, it inevitably involves a trade-off, sacrificing 
some of the accuracy achieved by structured methods. To address this, 
traditional methods frequently incorporate multiple loss functions, each 
designed to steer the optimization process towards refining the model’s 
performance in the desired manner. Selecting the optimal combination 
of loss functions is a highly challenging task however, which involves 
striking a delicate balance between competing objectives to ensure the 
model captures essential features accurately, and converges during 
training. 

Through the use of diffusion models, we introduce a method for 
training a stable end-to-end video editing model that overcomes the 
aforementioned challenges associated with unstructured methods. By 
leveraging an audio-conditioned diffusion model, our approach aims to 
enhance model stability during training, avoid common GAN pitfalls 
such as mode collapse, and, generate photorealistic high quality frames 
without relying on complicated multiple loss functions. 

Diffusion models [16,24,48,62] are a relatively new class of gener
ative model that have recently been gaining traction due to their strong 
performance on image synthesis tasks, often outperforming state-of-the- 
art GAN (Generative Adversarial Network) [20]-based methods [16]. 
Utilising conditioning signals such as text and even images, diffusion 
models have shown that they can be trained and conditioned towards 
generating a specific desired output at inference time with relative ease 
[55]. They achieve high mode coverage unlike GANs, maintain high 
sample quality, and are stable during training. These properties make 
them an ideal candidate for application towards the task of unstructured 
audio-driven video editing, a task that has thus far been dominated by 
GAN-based approaches [8,11,73]. 

We present an approach for automatic speech driven video editing 
using a denoising diffusion model. We utilise a U-Net backbone modi
fying it for the task of video editing, and introduce a feature concate
nation mechanism for conditioning the network with information 
related to the previously generated frame in the sequence so that the 
network can generate temporally coherent frames. We further condition 
the network on speech by feeding spectrogram feature embeddings 
combined with the noise signal throughout the residual layers of the U- 
Net. To the best of our knowledge, this is the first work that applies 
denoising diffusion models to the task of audio-driven video editing. As 
part of this work, we state the following contributions to the field:  

• A novel unstructured end-to-end approach for audio-driven video 
editing using a denoising diffusion model. We condition the network 
on speech and train it to modify the face such that the lip and jaw 
movements are synchronised to the conditioning audio signal on a 
frame-by-frame basis. We train both single, and multi-speaker proof- 
of-concept models using the GRID [14], and CREMA-D [6] datasets 
respectively, achieving strong proof-of-concept results when tested 
on unseen speakers. The project code, datasets, and trained models 
will be made freely available to the public.  

• We demonstrate the applicability of our approach on the video 
editing task, achieving competitive results thanks to our conditional 
inpainting strategy which gathers information from previous frames 
and audio spectral embeddings, to generate the current frame. Our 
method achieves near state-of-the-art results when measured on 
traditional image quality metrics such as SSIM, PSNR, FID, and 
competitive SyncNet [13] lip synchronisation scores compared to 
other relevant methods from the field. 

2. Related works 

2.1. Audio driven video generation 

Audio-driven video generation methods can generally be categorised 
by whether they are generated by leveraging an audio-driven structural 
representation of the face, or without. 

There have been numerous approaches over the years relating to the 
former. Taylor et al. [70] and Karras et al. [32] among the first to apply 
machine learning techniques to the facial animation task, the former 
learning facial expression parameters of a 3D face model from phoneme 
labels, and the latter predicting 3D vertex positions of a face mesh from a 
speech audio window. Suwajanakorn et al. [68] trained a speaker spe
cific network to output sparse mouth key-points, using them to modify 
videos of President Obama. Eskimez et al. [17] presented a recurrent 
architecture capable of taking in speech as input and outputting 2D 
landmark face co-ordinates, with Chen et al. [9] utilising cascaded GANs 
to translate those landmark features into photorealistic frames. Cudeiro 
et al. [15] introduced a 4D facial dataset, and trained a network to 
generate animations from speech with it. [5,40,74,89] generated in
termediate landmark features from audio, also exploring the related task 
of extracting realistic headpose. Thies et al. [71] generated 3D facial 
expression parameters using features from a pretrained audio encoder, 
using these parameters to generate a photorealistic video via a neural 
renderer, with [64,76] following a similar approach but operating on 
videos instead. [7,82] presented methods to generate 3D face animation 
parameters, in addition to realistic head pose from speech, using these 
features to generate photorealistic frames. Ji et al. [31] approached the 
problem of video editing, generating emotion-controllable talking head 
portraits using both intermediate landmark structures, and 3D model 
parameters. [37,54,63,77,83,85] are other approaches from the litera
ture which predict expression parameters from audio to drive a 3D face 
model. 

What these approaches all have in common is that they use these 
intermediate structural representations as input to a separate neural 
rendering model which is typically trained as an image-to-image 
translation task to generate the final photo-realistic image frame. As of 
the date of this submission, GAN-based [20] approaches such as Pix2Pix 
[28], CycleGAN [91], and other variations have proved immensely 
popular for this task. However, diffusion-based techniques show big 
promise for the future, especially given recent developments in various 
image-to-image translation tasks [58]. 

Nonstructural/end-to-end methods on the other hand utilise latent 
feature learning and image reconstruction techniques to generate a 
photo-realistic video sequence from an input speech signal and reference 
image/video in an end-to-end manner. Approaches such as 
[8,18,29,36,44,50,66,73,87,88,90] have seen much success in recent 
times. Each of these approaches differs from the one used in this paper as 
they are all GAN/VAE (variational autoencoder) [34] based probabi
listic methods while ours leverages a denoising diffusion model. While 
current end-to-end approaches suffer from low output resolution quality 
compared to structural methods, there is a lot of potential for 
improvement, especially by exploiting diffusion models’ ability to syn
thesise high-quality samples while maintaining good mode coverage/ 
diversity. 

2.2. Diffusion models 

Denoising diffusion models [62,65] have seen great success on a 
wide variety of different challenges, ranging from image-to-image 
translation tasks like inpainting, colorisation, image upscaling, 
uncropping [4,25,42,43,51,55,58,60], audio generation 
[10,27,33,35,38,49,69,79], text-based image generation 
[2,19,21,47,53,57,59], video generation [22,26,81,84], and many 
others. Recently, diffusion models have also been applied to the related 
task of talking head generation, with the works of [61,67], concurrent 
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approaches to our own. For a thorough review of diffusion models and 
all of their recent applications, we recommend [80]. 

Diffusion models are a class of generative probabilistic models that 
consist of two steps: 1) the forward diffusion process that destroys data 
by steadily adding small amounts of random Gaussian noise over a series 
of time steps until the data becomes a sample from a standard Gaussian 
distribution. 2) The reverse diffusion process where a denoising model is 
trained to restore structure in the data by steadily removing noise over a 
series of time steps. The trained model can then sample information 
from random Gaussian noise and steadily denoise it over a series of time 
steps to attain the desired output. 

Sohl-Dickstein et al. [62] developed the first diffusion model and 
coined the term, followed by Ho et al. [24] combining denoising score 
matching with Langevin dynamics [65] and diffusion models to syn
thesise images. This ignited a steady interest in diffusion models, with 
Nichol et al. [48] showing that by making small adjustments to the 
diffusion process, they could sample data faster and achieve better log- 
likelihoods to models trained explicitly to minimise it with minimal 
impact to sample quality. They also found that training diffusion models 
with more computational power typically lead to better sample quality. 
Chen et al. [10] and Kong et al. [35] applied diffusion models to the task 
of audio synthesis, succeeding in generating high-quality samples. 
Dhariwal and Nichol [16] demonstrated that diffusion models beat 
GANs on image synthesis, also introducing the concept of “classifier 
guidance” for a conditional generation. 

As diffusion models are trained under a single loss and do not rely on 
a discriminator, they are more stable during training and do not suffer 
from typical issues associated with training GANs such as mode collapse, 
and vanishing gradients. They produce high-quality output samples and 
display high mode coverage unlike GANs [78]. Despite these advan
tages, their sampling speed is slow due to the need to run the inverse 
diffusion process thousands of times on the same sample to denoise it 

completely. Xiao et al. [78] and Rombach et al. [55] attempted at 
speeding up the sampling and training times associated with diffusion 
models with the former proposing a method to model the denoising 
distribution using a complex multi-modal distribution in order to facil
itate larger diffusion steps, and the latter applying diffusion models in 
the latent space of a pre-trained autoencoder to reduce the complexity. 
This is an ongoing focus of research in the field, and it is a certainty that 
more works tackling the inference/training speed problem will emerge. 

3. Materials and methods 

A diffusion model is defined as having two steps, the forward diffu
sion process where the data is gradually destroyed, and the learned in
verse diffusion process which reconstructs the data, and is used during 
training and inference. In our case, we condition a denoising U-Net on 
image and speech features to denoise a masked portion of the target 
frame into the desired output. A high-level overview of this process is 
depicted in Fig. 1. 

3.1. Diffusion process 

3.1.1. Forward diffusion process 
As defined by [62], the forward diffusion process is a Markov chain 

that adds small amounts of noise to the data y over a predefined number 
of time steps T, until the data is completely destroyed at time step t = T. 
This state is represented as yT with y0 representing the data before any 
noise was added to it. The Markov chain is defined by: 

q(y1:T |y0) :=
∏T

y=1
q(yt|yt− 1) (1)  

where at each step, Gaussian noise is added by: 

Fig. 1. High-level overview of the network architecture. Left of the dashed line indicates the training procedure, right of it depicts the inference procedure. ⊕
represents the concatenation operator, and → represents a skip connection. The current frame is passed through the forward diffusion process where the noise is 
computed and added to the masked region of the face, obtaining noisy frame Yt (Eq. (3)). The previous and identity frames are then concatenated channel-wise to it, 
forming a 128x128x9 feature and passed to the U-net directly. Audio features and noise level information are fed into the U-net through conditional residual blocks as 
described in Eq. (7), and depicted in Fig. 1. During inference, the predicted noise is removed from noisy image Yt , obtaining Yt− 1. The previous and identity frames 
are concatenated to Yt− 1, and the process is repeated until the image is fully denoised (Eq. (6)). 
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q(yt|yt− 1) := N (yt;
̅̅̅̅
αt

√
yt− 1, (1 − αt)I ), (2)  

with αt := (1 − βt), representing the hyperparameters of our fixed noise 
scheduler. [24] show that it is possible to sample yt at any step t in closed 
form: 

q(yt|y0) := N (yt;
̅̅̅̅
αt

√
y0, (1 − αt)I ), (3)  

with αt :=
∏t

s=1αs. This is an important observation, as it significantly 
speeds up the forward diffusion process, and can be used to train a model 
on the fly with random noise levels at each forward step. 

3.1.2. Inverse diffusion process 
Given a noisy image y defined as: 

y :=
̅̅̅
α

√
y0 +

̅̅̅̅̅̅̅̅̅̅̅
1 − α

√
ε, ε ∼ N (0, I) (4)  

the goal of the Inverse diffusion process is to learn an algorithm that can 
denoise and restore the noisy image to its original image Y0. Following 
the approach in [58], we train a neural network fθ(x, y,α,ω), a 2D U-Net 
[56], to predict the noise generated at time t, optimising the Lsimple 

objective proposed by [24]: 

Et,y0 ,ε

[⃦
⃦
⃦fθ

(
x,

̅̅̅
α

√
y0 +

̅̅̅̅̅̅̅̅̅̅̅
1 − α

√
ε,α,ω

)
− ε

⃦
⃦
⃦

2
]

(5)  

where x represents the identity and previous frame input to our network, 
y the noisy image, α the noise level, and ω the audio features. During 
training, we only calculate the loss for the masked region of the face to 
conserve computational resources, following the approach in [58]. 

Following [24], to run inference, each step of the inverse diffusion 
process can then be computed by: 

yt− 1←
1
̅̅̅̅αt

√

(

yt −
1 − αt
̅̅̅̅̅̅̅̅̅̅̅̅̅
1 − αt

√ fθ(x, yt, αt)

)

+
̅̅̅̅̅̅̅̅̅̅̅̅̅
1 − αt

√
εt, (6)  

where ε ∼ N (0, I). The inverse diffusion step is then repeated T times. 
Please see Fig. 0 for a high-level view of our network architecture, and to 
better understand where each equation is used. For a more detailed 
discussion behind these equations, and how they are derived, please see 
[24,62,65]. 

3.2. Model architecture 

Fig. 1 depicts the overall architecture of our model. We frame the 
problem of audio-driven video editing as a conditional inpainting task 
with a few key changes. Traditionally, inpainting is an image-to-image 
translation task where a neural network must learn to fill in a masked 
out region of the image with realistic content. For video editing, we must 
provide the network with additional context, to help guide its generation 
process. To do this, we split the conditioning step into two categories, 
frame-based, and audio-based conditioning. 

3.2.1. Frame-based conditioning 
For a given frame yi extracted from a video consisting of frames (y0, 

…,yn), our model takes three images as input: 1) the current masked 
noisy frame yi

T that is to be inpainted, 2) the previous frame y(i− 1) in the 
video sequence, and 3) a constant identity frame y0. As our approach is 
auto-regressive and works on a frame-by-frame basis, the purpose of the 
previous frame is to ensure that there is temporal stability between 
consecutive frames. Omitting it causes the model to output jittery, un
stable frames. The identity frame is there to encourage the model not to 
deviate away from the target identity during the generation process, as 
so often is the case with auto-regressive models. While the identity frame 
can be omitted if training a single-speaker model with little to no 
adverse effects, we found that its inclusion was key to having a model 
that could generalise well to unseen subjects when training on multiple 

identities. These three frames are concatenated channel-wise, and fed 
into the U-Net as an input feature of size [128x128x9], as depicted on 
the left hand side of Fig. 1. 

3.2.2. Audio-based conditioning 
For a given video sequence of frames (y0,…, yn), there is a corre

sponding sequence of audio spectral features (spec0,…, spec2n) extracted 
from the original speech signal. Each audio feature spans a 40 ms win
dow, overlapping every 20 ms. Details on how we compute these fea
tures are provided in Section 3.3. In order to provide the audio 
information to the network, we extract a window of audio from (spec2i− 2 

to spec2i+2) spanning 120 ms denoted as zi that is centered around the 
current video frame yi. We do this so that audio information from both 
the preceding and following frames is captured within the window to 
guarantee the accurate production of lip movements for plosive sounds 
(“p, t, k, b, d, g”) by taking into consideration that these lip movements 
precede the sound production. We then introduce this information to the 
U-net via the use of conditional residual blocks that condition the 
network on audio and noise level embeddings, scaling and shifting the 
hidden states of the U-net following the approach of [67]: 

hs+1 = zi
s(tsGN(hs)+ tb )+ zi

b (7)  

where hs and hs+1 represent consecutive hidden states of the U-Net, (zi
s,

zi
b) = MLP

(
zi), and (ts, tb) = MLP(αt). MLP represents a shallow neural 

network with a couple of linear layers separated by a SiLu() activation 
function, and GN is a group normalisation layer. This is shown detail in 
Fig. 2. 

3.2.3. U-net set up 
In order to denoise the current noisy frame, we use a denoising U-net 

[56], following the general architecture described by [58], which in turn 
is based on the model proposed by [24] with modifications inspired by 
the works of [16,60]. For this work we use a lightweight 128 × 128 
version of the 256 × 256 U-net architecture described by [16], omitting 
the class conditioning mechanism. Like [58] we condition the model to 
generate the desired frames via the concatenation of the previous and 
identity frames to the masked frame. We drive the facial animation by 
sending spectral audio features throughout conditional residual blocks 
within the U-Net as detailed by [67], described by Eq. (7). We include all 
details related to our U-Net configuration in Table 1. 

Table 1 displays the hyperparameters we use to train our diffusion 
model for the task of audio-driven video editing. We train two models, a 
single-speaker model trained on identity S1 of the GRID dataset, and a 
multispeaker model trained on the train set of the CREMA-D dataset. A 
notable difference between the two models is the use of attention. For 
the single-speaker model, we omitted it from the up/downsampling 
layers of the U-Net, using it only within the middle block in an effort to 
boost training speed. Despite this, we still obtain pleasing results, as 
shown both in Table 2, and in the videos provided as part of the sup
plementary materials. During our experiments, we discovered that the 
use of attention within the multi-speaker model was crucial for it to 
generalise well to both seen and unseen speakers. We apply it at reso
lutions of 32 × 32 within the up/downsampling layers of the U-Net. We 
provide more discussion on this in Section 4. To perform training we 
used a server of 4 32GB Nvidia V100 GPUs, allowing us a batch size of 40 
per GPU. We trained the multi-speaker model for approximately 20 
days, for a total of 735 epochs to achieve the results presented. 

3.3. Data processing 

3.3.1. Dataset 
We rely on the GRID [14], and CREMA-D [6] audio-visual speech 

data sets to carry out the work in this paper. GRID is a multi-speaker data 
set consisting of 34 speakers (18 male, 16 female), with each speaker 
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uttering 1000 short 6-word sentences. CREMA-D is a multi-speaker 
dataset consisting of 7442 talking head clips of 91 speakers from 
diverse ethnic backgrounds. As described by the [6], the racial/ethnic 
breakdown is as follows: 53 non-Hispanic Caucasian speakers, 8 
Caucasian Hispanic speakers, 21 African American speakers, 1 African 
American Hispanic speaker, 7 Asian speakers, and 1 speaker of un
specified background. 

We present two models: 1) A single speaker model trained on 950 
videos from the speaker 1 of the GRID dataset, with the model’s per
formance being evaluated on the remaining 50 videos on the task of 
video editing. 2) A multi-speaker model trained on a majority of the 
CREMA-D dataset totaling 432,000 individual samples (frames), with 
frames from videos of speaker identities 15, 20, 21, 30, 33, 52, 62, 81, 
82, and 89 kept hidden from the model for testing and evaluation 
purposes. 

3.3.2. Audio preprocessing 
From each video within the GRID and CREMA-D datasets, we extract 

the audio files and resample them at 16Khz. From the audio we compute 
overlapping mel-spectrogram features with n-fft 2048, window length 
640, hop length 320, and 256 mel bands. With these values, a 1-s audio 
feature has a shape [50,256] that can be easily aligned to a sequence of 
video frames. 

3.3.3. Video preprocessing 
First, we perform a 128 × 128 pixel crop centered around the face on 

every video frame. We do this by aligning the face in the video to the 
canonical face with a smoothing window of 7 frames, following the 
approach of [72]. We do this for two reasons: To get rid of any irrelevant 
background, and to reduce the image size to facilitate faster training and 
convergence speeds. In our initial experiments, we used an image size of 
256 × 256 however the model was too expensive to train on our limited 
resources. It is worth noting that a video super-resolution technique such 
as [39] may be applied on top of our solution to achieve high-resolution 
samples. 

Next, every video frame needs to have a rectangular region of the 
face masked out. Using an off-the-shelf facial landmark extractor [41], 
we extract facial landmark coordinates to determine the position of the 
jaw. Using this information, we mask out a rectangular portion of the 
face that covers a region just below the nose, as within Fig. 1. This face 
mask is computed and applied to the frames at train time within the data 
loader on the fly. 

During training, it is critical to hide the speaker’s jawline with a 
rectangular face mask. This is because the network can easily pick up on 
the strong correlation between lip and jaw movements, leading it to 
ignore the speech input entirely. By hiding the jawline, we compel the 
model to learn to generate lip movements based solely on the accom
panying speech. As the diffusion process relies on a single loss function, 
applying the rectangular face-mask is the easiest way to prevent the 
frame-based input dominating over the speech input. 

3.3.4. Audio video alignment 
As described previously in Section 3.2, given a video sequence with 

frames (y0,…, yn), there is a corresponding sequence of audio spectral 
features (spec0,…, spec2n) extracted from the original speech signal. Each 
audio feature spans a 40 ms window, overlapping every 20 ms. For any 
given frame Yi, it is aligned to audio features spanned by (spec2i− 2 to 
spec2i+2). To align the first and last video frames, we simply append 
silence to the start, and ends of their respective audio features. Care must 
be taken when choosing the audio window, too large and the network 
won’t use the most meaningful information available to it, too small and 
there may not be enough context for the network to generate more 
complex lip movements caused by plosives. 

Fig. 2. High-level overview of the conditional residual blocks found within our 
U-Net architecture depicting the process in which we condition our model on 
noise level and audio embeddings. ⊕ represents the addition operator, and ⊗
represents the multiplication operator. Given the noise level embedding, we 
pass it through a SiLu activation function, and a linear layer, splitting the 
output into a scale and shift embedding. Meanwhile, the input features are 
normalised, and passed through a SiLu activation function before being passed 
through an up or downsampling block depending on where in the Unet we are. 
The resultant features are then multiplied by the scale embeddings, and added 
to the shift embeddings that represent the noise level. As shown in the diagram, 
this process is repeated for the audio feature embeddings, with the final hidden 
state being added to the output of the skip connection layer. This sequence of 
events is described by Eq. (7). 

Table 1 
U-Net training hyperparameters.   

Single ID Multi-ID 

Image Size 128x128 128x128 
Total Frames 73704 432000 

Diffusion Steps 2000 1000 
Noise Schedule Linear Cosine 

Linear Start 1e − 06 NA 
Linear End 0.01 NA 

Input Channels 10 10 
Inner Channels 64 64 

Channels Multiple 1,2, 4, 8 1,2, 3 
Attention Resolution NA 32 

Res Blocks 2 2 
Head Channels 32 32 

Drop Out 0.2 0.2 
Batch Size 10 40 

Training Epochs 2000 735 
Learning Rate 5e − 05 5e − 05  

D. Bigioi et al.                                                                                                                                                                                                                                   

76:39048



Image and Vision Computing 142 (2024) 104911

6

4. Results 

In this section we present two models. A single-speaker video editing 
model trained on speaker S1 from the GRID dataset, and a multi-speaker 
model trained on the train-split of the CREMA-D dataset. We evaluate 
and compare our results to other recent audio-driven video generation 
methods, namely EAMM [30], PC-AVS [88], MakeItTalk [89], Speech 
Driven Animation [73], and Wav2Lip [50]. All models we test against 
are relevant end-to-end image-reconstruction based methods, except for 
MakeItTalk, a landmark-based method we compare against for reference 
purposes. We evaluate these models on the CREMA-D multispeaker test 
set, reporting their scores along with our own in Table 2. We generate 
the videos for each model using the official publicly available imple
mentations with the recommended parameters. 

As our models are trained explicitly for video editing, they generate 
only a small portion of the overall frame, while keeping the rest as is. 
Therefore, to maintain fairness, all metrics that rely on comparing the 
generated frame to the ground truth are computed only on the generated 
portion of the image. This limitation could also create bias in the 
perceptual metrics and readers should consider this when comparing our 
model scores to others within the literature. 

We emphasise that the objective of this paper is to serve as a proof-of- 
concept demonstrating the potential of applying denoising diffusion 
models to the task of audio-driven video editing. As such, while we do 
not achieve state-of-the-art in some of the metrics we report, our results 
still show promising improvements over existing methods and highlight 
the potential of using denoising diffusion models for this task instead of 
traditional GAN-based methods. 

4.1. Evaluation metrics 

We use a number of objective metrics to measure the quality of our 
generated videos, allowing us to compare them directly to other state-of- 
the-art audio-driven video generation methods from the literature. We 
compute the following metrics:  

• SSIM [75] (Structural Similarity Index Measure) ↑: SSIM evaluates 
the quality of an image by considering three key components: 
luminance, contrast, and structure. A higher SSIM value indicates a 
greater similarity between the images, implying that they are visu
ally more alike. 

• PSNR (Peak Signal to Noise Ratio) ↑: This measures the ratio be
tween the maximum possible power of a signal and the power of the 
noise present in the signal. In the context of images, PSNR quantifies 
how much the quality of the image has degraded or been distorted 
compared to the original.  

• FID [23] (Frechet Inception Distance) ↓: This provides a measure of 
the similarity between the distribution of real images and the dis
tribution of generated images. It captures both the quality and di
versity of generated samples where a lower FID scores indicate better 
performance, suggesting that the generated images are close to the 
real data distribution.  

• CPBD [46] (Cumulative Probability Blur Detection) ↑: This is a 
metric used to assess the overall bluriness of an image. 

• SyncNet [13,50] Confidence (LSE-C) ↑: This the “average confi
dence score, where the higher the confidence, the better the audio- 
video correlation. A lower confidence score denotes that there are 
several portions of the video with completely out-of-sync lip 
movements”  

• SyncNet [13,50] Distance (LSE-D) ↑: This is the average error 
measure “calculated in terms of the distance between the lip and 
audio representations, where a lower LSE-D indicates a higher audio- 
visual match, i.e., the speech and lip movements are in sync.” 

We reiterate the point that in order to maintain fairness when 
computing the image quality metrics, we only compute them on the 
generated portion of the image where possible. 

4.2. Single speaker 

We train our single speaker model on identity S1 using data from the 
GRID audio-visual corpus [14]. There are 1000 videos in total, each of 
them roughly 3 s in length totaling about 50 min of audio-visual content 
for training. We train our model on 950 videos, withholding 50 of them 
for testing purposes. We train this model for 895 Epochs. As we 
mentioned previously, we did not use any attention layers within the 
up/downsampling blocks of this model, using it just within the middle 
block of the U-Net. We did this to save on training time, however, for 
stronger results we recommend using it, as we show within our multi- 
speaker model. 

4.3. Multi-speaker 

We train our multi-speaker model on all identities of the CREMA-D 
data set except for speakers 5, 20, 21, 30, 33, 52, 62, 81, 82, and 89, 
choosing to keep them hidden from the model for testing purposes. We 
train the model for 735 Epochs. There are a number of key changes we 
make to train the multi-speaker model. First, we use self-attention layers 
within the U-Net at the 32 × 32 resolution, as well as in the middle 
block. Second, we switch to a cosine noise schedule and decrease the 
number of diffusion steps taken by the model during training to 1000. 
Finally, we decrease the number of channel multiples to [1–3]. We also 

Table 2 
Quantitative comparison with previous works on image quality and lip synchronisation metrics. Most previous works we compare to require a driving video to guide 
the pose of the generated speaker. For these approaches (Actual) indicates whether we provided the ground truth video to their model in addition to the ground truth 
audio to generate the new video, while (Random) indicates that we used a random audio file instead. We report their results under both configurations to maintain 
fairness. For our models we also indicate how many diffusion timesteps were used to generate the frames during inference. We report results for 100, 500, and 1000 
inference steps. † indicates that this metric was computed on the full frame. * indicates that these results are reported from their paper.  

Method LSE-C↑ LSE-D↓ FID SSIM↑ PSNR↑ CPBD 

Ground Truth CREMA-D 5.45 8.12 – – – – 
EAMM (Actual) 3.98 8.92 22.52 0.74 29.43 0.1 

EAMM (Random) 3.95 8.98 23.04 0.72 29.21 0.124 
PC-AVS (Actual) 6.12 7.8 38.46 0.61 28.47 0.127 
PC-AVS (Randon) 6.07 7.82 40.05 0.59 28.42 0.11 

SpeechDrivenAnimation – – 155.63 0.844* 27.98* 0.277* 

Wav2Lip(Actual) 5.89 7.57 16.21 0.886 34.23 0.253 
Wav2Lip(random) 5.6 7.89 20.23 0.872 34.04 0.247 

Make It Talk 3.5 9.71 27.35 0.75 31.37 0.152 
Ours (MultiSpeaker - 100) 3.53 9.74 2.362† 0.893 34.32 0.26 
Ours (MultiSpeaker - 500) 3.5 9.68 2.13† 0.902 34.4 0.26 
Ours (MultiSpeaker - 1000) 3.49 9.69 2.369† 0.863 34.12 0.242 

Ours (Single Speaker) 4.98 7.59 2.312† 0.92 32.47 0.29  
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experimented with training a model without attention in the up/ 
downsampling blocks. It failed to converge on even train set identities. 
We speculate that increasing the number of inner channels used by our 
U-Net from 64 to 128 or 256 would significantly improve the results, as 
well as training the model for a longer amount of time. Please see Table 2 
for a summary of our experiments and evaluations, compared to other 
popular works in the literature, and Section 4.4 for a detailed discussion 
surrounding the results. 

4.4. Results discussion 

Table 2 depicts the results our models score when tested on their 
unseen test sets versus other approaches in the literature. While the 
results we obtain are not state-of-the-art in all metrics, they successfully 
demonstrate that using a denoising diffusion model to do audio-driven 
video editing, is indeed quite feasible, and produces high-quality re
sults comparable to other relevant methods in the literature. 

The multi-speaker model generalises quite well to unseen speakers, 
scoring highly on image quality metrics, managing to outperform all 
other methods except for Wav2Lip on SSIM and CPBD. The single 
speaker model also achieving similarly strong results. We believe that 
this is due to the diffusion models inherent ability to model complex, 
high-dimensional data distributions, allowing it to learn the statistical 
properties of the dataset and generate images that are similar to those in 
the training set. Further, as diffusion models are trained to gradually 
remove noise from the target image over time, this may help it generate 
smoother, and more visually pleasing results than those generated by a 
GAN-based model which generates the frame in one shot. Within the 
context of audio-driven video editing, achieving visually pleasing results 
is a key requirement that our model fulfils. Please see the videos 
attached in the supplementary material for a visual comparison between 
our method and existing ones. 

When evaluated on SyncNet [13] confidence (LSE-C) and distance 
(LSE-D) scores, our multi-speaker results are comparable to other pop
ular methods from the literature, slightly outperforming MakeItTalk, but 
scoring lower than EAMM. PC-AVS and Wav2Lip score the highest in 
that order. Notably, their approaches significantly outperform the 
ground truth. We believe that this is because all other methods are 
specifically trained to optimise a loss function designed to penalise their 
models for poor lip synchronisation. In the case of PC-AVS and Wav2Lip, 
they both rely on a strong lip sync discriminator, to encourage their 
models to generate distinct, clear lip movements given speech. Our 
approach uses no such losses or discriminators, inherently learning the 
relationship between speech and lip movement during training. As such 
while our lip synchronisation scores on unseen speakers are lower, we 
offer a novel approach to the task as we do not explicitly train the model 
to improve lip synchronisation. 

It is also worth noting that our single-speaker model performs very 
well on the synchronisation metrics mentioned above, leading us to 
speculate that with more time spent learning the data distribution, our 

multi-speaker model could also theoretically achieve such results. 
During inference, we noticed that the multi-speaker model occa

sionally struggled to maintain the identity consistent throughout the 
generation process, with the problem especially prevalent if there were 
extreme changes in head pose present in the original video. This is due to 
a buildup of small errors, as our approach is completely auto-regressive 
at inference time, relying entirely on just the previously generated 
frame, and identity frame to modify the current frame. Fig. 3 highlights 
one such instance of failure, and the phenomenon is noticeable in some 
of the videos we provide in our video abstract. We speculate that this 
could be alleviated in three ways 1) introducing small amounts of face 
warping on the previous frame during training in order to simulate the 
distortion that naturally occurs over the generation process. This would 
encourage the model to look at the identity frame in order to correct 
itself. 2) Simply train the model for longer. 3) Train on a more diverse 
dataset of speakers captured in unconstrained conditions such as Vox
Celeb or LRS. 

When testing on identities seen by the network during training by 
replacing the original audio with a new one, the model achieves strong 
lip synchronisation, and the identity deviation seen when testing on 
unseen identities is significantly diminished, or simply does not occur 
over the course of the video. This problem is also non-existent in our 
single-speaker model. 

We also observed that the multi-speaker model is highly sensitive to 
speaker volume, and intonation, especially when exposed to speech 
from unseen speakers. In instances where the speaker shouts or speaks 
loudly and clearly at the microphone, the lip movement is highly ac
curate and appears well-synchronised. When the volume is low, the 
speaker appears to be mumbling, and the full range of lip motion is not 
correctly generated. Analysing the synchronisation metrics confirmed 
this for us, with videos generated using audio labelled as being “angry” 
or “happy”, scoring significantly higher than instances where the por
trayed emotion was “sad”, “fearful”, or “disappointed”. We suspect that 
this is due to our use of spectral feature embeddings when conditioning 
our network, and could be alleviated or significantly diminished with 
the use of a pretrained audio encoder for speech recognition. This is 
because such models are typically trained to extract the content from 
speech, disregarding information considered irrelevant such as pitch, or 
tone, and intonation. 

5. Future work 

5.1. Model speed and in the wild training 

It is no secret that diffusion models are slow, both to train and to 
sample from. Our models are no exception, taking us approximately 6 
min/epoch to train the single-speaker model, and 40 min/epoch for the 
multi-speaker one. We briefly experimented with training in the latent 
space to speed up training following the approach of [55], however, 
sample quality suffered, so we decided to operate in the pixel space. We 

Fig. 3. Multi-speaker failure case: Over time the appearance of the speaker slowly drifts away from the original.  
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intend to revisit this however as improving our models training speed is 
a top priority for us as it would allow us to train on larger, more diverse, 
“in-the-wild” datasets such as VoxCeleb [45], or LRS [12]. 

Furthermore, our base model has plenty of scope for optimisation, 
and improvement. From utilising standard techniques such as mixed- 
precision training, improving our learning rate scheduling, and tweak
ing the number of layers and parameters in our model, we can improve 
the training duration of our approach, and facilitate learning on larger 
more diverse datasets to produce a more robust model. 

5.2. Appearance consistency 

As previously discussed, our multi-speaker model’s generated output 
appearance for unseen identities occasionally deviates from the original. 
To investigate this phenomenon, we intend to delve deeper into the 
underlying causes. Specifically, we will explore whether this effect is 
due to inadequate training or insufficient diversity in the training 
dataset, or a combination of both. By conducting a more detailed anal
ysis, we hope to gain a better understanding of how to optimise our 
model’s performance for a wider range of identities. Further, we intend 
to fully train a model that utilises the face warping augmentation to 
determine whether this truly provides a positive impact on the gener
ated samples. 

5.3. Speech conditioning 

We plan to explore the potential of conditioning our model with a 
wider range of speech features, such as experimenting with larger or 
smaller window sizes when computing spectral features or using pre- 
trained audio encoders such as Wav2Vec2 [3], Whisper [52], or Deep
Speech2 [1]. We believe that incorporating such features could poten
tially improve the lip synchronisation performance of our model and 
generate even more realistic and expressive lip movements. 

6. Conclusion 

Our results showcase the versatility of denoising diffusion models in 
capturing complex relationships between audio and video signals and 
generating coherent video sequences with accurate lip movements for 
the task of speech-driven video editing. We are encouraged by the strong 
performance achieved by our proof-of-concept approach, scoring highly 
on all tested metrics, comparable to existing state of the art in end-to-end 
video generation. 

However, our work is not without limitations. The CREMA-D dataset 
is relatively small compared to other publicly available speech and video 
datasets, which limits the generalizability of our approach to other do
mains. Additionally, our approach requires a significant amount of 
computational resources and time to train. This is a challenge for real- 
time applications or for training on large-scale datasets. 

We are confident that our work will inspire further research and 
development in this area, leading to more efficient and effective 
methods for speech-driven video editing. The practical applications that 
our work may enable in the future are exciting, ranging from on-demand 
real-time video editing applied to homemade content uploaded to 
websites such as YouTube or Tiktok, to big budget Hollywood movie 
productions, allowing them to save time and money on costly re-shoots. 
Major streaming services such as Netflix also stand to benefit immensely 
from effective video-editing technology as it may provide them the 
ability to dub content quickly, and effectively, expanding the global 
reach of their services to audiences across the world. With the 
continuing advancements in machine learning and computer vision, we 
believe that denoising diffusion models will play an increasingly 
important role in enabling high-quality and immersive multimedia ex
periences that can better reflect the diversity and richness of human 
communication. 
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a b s t r a c t 

In this paper, we propose a simple yet effective method to represent point clouds as sets of samples 

drawn from a cloud-specific probability distribution. This interpretation matches intrinsic characteristics 

of point clouds: the number of points and their ordering within a cloud is not important as all points 

are drawn from the proximity of the object boundary. We postulate to represent each cloud as a param- 

eterized probability distribution of points in space, which is defined by a generative neural network. The 

network operates by composing several spatial transformations of point locations. Once trained, it pro- 

vides a natural framework for point cloud manipulation. For instance we can decouple cloud shape from 

its orientation and provide routines for aligning a new cloud into a default spatial orientation. To exploit 

similarities between same-class objects and to improve model performance, we turn to weight sharing: 

networks that model densities of points belonging to objects in the same family share all parameters 

with the exception of a small, object-specific embedding vector. We show that these embedding vectors 

capture semantic relationships between objects. Our method leverages generative invertible flow net- 

works to learn embeddings as well as to generate point clouds. Thanks to this formulation and contrary 

to similar approaches, we are able to train our model in an end-to-end fashion. As a result, our model 

offers competitive or superior quantitative results on benchmark datasets, while enabling unprecedented 

capabilities to perform cloud manipulation tasks, such as point cloud registration and regeneration, by a 

generative network. 

© 2021 Elsevier B.V. All rights reserved. 

1. Introduction 

Proliferation of 3D capturing devices, such as LIDARs and depth 

cameras gave rise to an unprecedented interest of the research 

community in processing the so-called point clouds - unordered 

sets of points in three-dimensional space that are created by sam- 

pling object surfaces [1–6] . This body of research becomes even 

more relevant nowadays, given a multitude of applications in- 

volving 3D space capturing devices, such as robotic manipula- 

tion [7] and autonomous driving [8] . 

An advent of deep learning applications in 3D point cloud pro- 

cessing started with the introduction of the ShapeNet dataset [1] . 

∗ Corresponding author. 

E-mail address: michal.stypulkowski@cs.uni.wroc.pl (M. Stypułkowski). 

Although first works represented objects and shapes using other 

3D representations such as meshes or voxels, point clouds were 

quickly adopted as a standard. Methods that were introduced to 

process point clouds revolved around discriminative [2,3] and gen- 

erative modeling [9,10] in point clouds representation. These mod- 

els found many applications in graph processing [11] , object classi- 

fication, object detection [12,13] or segmentation [14,15] . 

Recent years brought many advances in generative models for 

highly dimensional multivariate probability distributions. The con- 

tributions of these recent works revolve around generating multi- 

variate samples by computing all their dimensions in parallel, in- 

stead of using iterative or autoregressive procedures. The result- 

ing methods can be divided into three families: Generative Adver- 

sarial Networks (GANs) [16] , Variational Autoencoders (VAE) [17] , 

and Normalizing Flow based models [18,19] . At a high level, all 

https://doi.org/10.1016/j.patrec.2021.07.001 

0167-8655/© 2021 Elsevier B.V. All rights reserved. 
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above methods operate by sampling data in a two-step process: 

first, a seed vector is drawn from a simple, predetermined, proba- 

bility distribution. It is then transformed by a deep neural network 

(called a decoder or a generator) into a sample from the final, mul- 

tivariate distribution. The three families of methods differ in the 

way their training objectives are defined. 

GANs work to match the population of samples produced by 

the model to the training data [20] . Typically, this is implemented 

by training a discriminator tasked with learning to divide the pop- 

ulation of artificially drawn samples from the population of real 

ones. On the other hand, VAEs are trained to maximize a lower 

bound on data likelihood (the Evidence Lower Bound, ELBO). To 

do so, VAEs employ an encoder-decoder architecture. The encoder 

produces stochastic latent representations, used by the decoder to 

reconstruct the data. Latent encodings are subject to a penalty on 

information transmitted from the encoder to the decoder,which is 

included in the ELBO bound. Finally, flow-based models rely on 

deep generators which are constrained to be invertible, and in con- 

sequence to allow a bijective mapping between the domains of the 

prior and the target data distributions. Thus they allow direct like- 

lihood computation and optimization using the change of variable 

formula. 

First, we may generate whole point clouds in a single step by 

treating them as fixed sets of e.g. 2048 points as in [21] . This way, 

a point cloud model generates a distribution over sets of 2048 

points, e.g. by representing them as vectors v ∈ R 

2048 ×3 which lists 

3D coordinates of all points in the cloud. Since a single cloud can 

be represented by any permutation of its point set, computing 

point cloud probabilities in this representation remains cumber- 

some and computationally expensive as the model needs to eval- 

uate each permutation. On the other hand, GANs do not require 

probability computations over point sets. Therefore, their permu- 

tation invariance can be obtained by choosing an appropriate dis- 

criminator function, such as the chamfer distance (CD) or the earth 

mover’s distance (EMD) [21] . 

In this work, we analyze models which generate point clouds in 

two steps: first, a cloud’s embedding vector is sampled. Then, in- 

dividual points are drawn conditioned on the embedding. To that 

end, we train cloud-specific flow-based neural networks which 

learn the distribution of 3D points. Treating point clouds as param- 

eterized probability distributions matches the properties of point 

clouds - probability distributions are inherently order-invariant and 

insensitive to the different numbers of points among point clouds. 

Although a similar two-step approach is used by Point- 

Flow [4] and HyperCloud [6] , these models follow a VAE-like ar- 

chitecture based on PointNet [2] to generate stochastic encodings 

of clouds, that in turn condition the flow-based generative decoder. 

In this work, we take a fundamentally different path and train our 

model and use a denoising criterion. It splits each point cloud in 

two parts, using one part to extract a cloud embedding which 

deterministically conditions the decoder. This approach makes it 

similar to the denoising autoencoder [22] and to language mod- 

els trained to reconstruct masked out words, such as BERT [23] . It 

makes our model simple, yet powerful: its operation is fully deter- 

ministic which speeds up training, without sacrificing cloud mod- 

elling performance in comparison to the VAE-based approaches. 

Fig. 1 shows the overview of our solution. 

The contributions of our work can be summarized as: 

• a novel generative model for 3D point clouds, 
• an introduction of the d enoising criterion into the process of 

training point cloud architectures, 
• a point-level generative approach that controls the sampling 

process at every step, is insensitive to the ordering and differ- 

ent numbers of the points, and reduces computational overhead 

in comparison to competitive approaches. 

2. Model 

We treat individual point clouds as probability distributions in 

R 

3 . The normalizing flow network f implements an invertible ran- 

dom variable transformation between the standard normal prior 

and the points in the cloud. The flow f is conditioned on latent 

vectors e that are also normally distributed. We compute the con- 

ditioning vectors using a PointNet [2] encoder h whose output, w 

is transformed to the standard normal prior using another normal- 

izing flow g . The whole model is trained jointly by direct optimiza- 

tion of a single loss function. 

To generate new object-specific points clouds, we first sample a 

cloud embedding e from the standard normal prior. Then, we use it 

to condition the model f . Finally, we generate individual points in 

the cloud by sampling from the standard normal and transforming 

them into the data space using f −1 . 

2.1. Conditional flow-based cloud generator 

The main idea of flow-based models is to find an invertible 

transformation between the unknown data distributions p X and 

known simple prior distribution p Z . Hence, the goal of flow-based 

models is to transform p X to match a simpler, tractable distribu- 

tion p Z which is defined manually when constructing the model. 

We assume that there exists a function f such that z = f (x , e ) and 

x = f −1 (z , e ) , where z ∼ p Z , x ∼ p X , and e is an arbitrary condition- 

ing. We make use of the change of variable formula for density 

functions [19,24] : 

p X (x | e ) = p Z (f (x , e )) 

∣∣∣∣det ∂f (x , e ) ∂x 

∣∣∣∣, (1) 

where 

∣∣∣det ∂f (x , e ) ∂x 

∣∣∣ is the absolute value of the determinant of the 

Jacobian of the transformation f at point x . With a proper defini- 

tion of f , we are able to train the conditional model with direct 

likelihood of the data. We follow [18] in construction of our flows 

and define f as a combination of simple flows f (k ) 
i 

, each followed 

by permutation of the dimensions, where f (k ) 
i 

is defined as: 

f (k ) 
i 

([
y 1 
y 2 

])
= 

[
y 1 

y 2 � exp (M(y 1 , e )) + A (y 1 , e ) 

]
, (2) 

where y is an output from the previous transformation and 
[y 1 
y 2 

]
is some partition of the input y , � is the element-wise prod- 

uct, M and A are functions R 

d 1 × R 

d e → R 

d 2 , where d 1 , d 2 , d e 
are dimensions of y 1 , y 2 , and e , respectively. This transforma- 

tion is easily invertible and the logarithm of the Jacobian equals 

to 
∑ 

i M(y 1 ) i . Also, since f = f n ◦ f n −1 ◦ · · · ◦ f 1 , we get ∂ f 
∂x 

= 

∂ f 1 
∂x 

·
∂ f 2 

∂ f 1 (x ) 
· · · · · ∂ f n 

∂ f n −1 ◦···◦ f 1 (x ) . Note that there are no constraints on ei- 
ther M or A thus we choose them to be neural networks. 

To define our training objective, we sample two subsets of 

points x f , x h from each cloud in a training batch and train the 

model by maximizing the likelihood of the points x f conditioned 

on a cloud embedding computed on x h . First, we put the points 

in x h through a trainable PointNet [2] encoder h to obtain a cloud 

representation w which we then map to the conditioning e using 

another normalizing flow network g : 

w = h (x h ) 
e = g (w ) 

(3) 

Finally, we use points in x f to compute the conditional cloud 

likelihood: 

log p X (x 
f | x h ) = 

∑ N 
i =1 log p Z (f (x 

f 
i 
, e )) + log 

∣∣∣det ∂f (x f i , e ) 
∂x f 

i 

∣∣∣ (4) 
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Fig. 1. Architectures of our Conditional Invertible Flow Networks. For the inference (left), we first extract initial embedding w of the point cloud x using encoder h . Next, 

the initial embedding w is normalized by flow g to enable generative capabilities in the shape space. Finally, flow f transforms each point from the given point cloud x 

conditioned on its embedding e into z with known distribution, i.e. 3D Gaussian. For the generation (right), we first sample points z from 3D normal distribution, and 

object-specific embedding e . Then, the points z are transformed by f −1 into shape represented by embedding e . We denote generated point cloud by ˆ x . 

Fig. 2. Samples generated with f normalizing flow. Rows show samples from different categories (from top): airplanes, cars and chairs. 

We extend our loss function with a regularization term which 

promotes a normal distribution of the conditioning vectors e : 

log p W 

(w | x h ) = log p E (g (w ) | X ) + log 
∣∣det ∂g (e ) 

∂e 

∣∣ (5) 

Our final loss function is defined to be: 

L = − log p X (x 
f | x h ) − log p W 

(w | x h ) . (6) 

PointFlow [4] pioneered the use of normalizing flows to repre- 

sent point clouds. However, it uses a continuous normalizing flow, 

which takes long time to train, while we employ a simpler dis- 

crete flow. Our parameterization of the decoder allows easy injec- 

tion of domain knowledge, such as separate control of object shape 

and position. Moreover, PointFlow is a variational auto-encoder: it 

feeds a set of points to the encoder, then reconstructs them and re- 

lies on the VAE stochastic encoder with reparameterization trick to 

prevent learning an identity encoding. To achieve similar regular- 

ization effect without using VAE, we train the model to reconstruct 

points different than the ones used by the encoder. This also pre- 

vents trivial identity data representations, but is deterministic and 

does not require sampling. Taken jointly, these changes lead to fast 

and stable training convergence. 

3. Experiments 

The goal of the experiments is to provide quantitative and qual- 

itative analysis of reconstructive and generative capabilities of the 

model in terms of the quality of reconstructed objects, generated 

samples, interpolation and metrics including coverage and mini- 

mum matching distance. For all experiments we used point clouds 

from ShapeNet dataset preserving the validation split from [4] . 

3.1. Architecture 

We implemented networks f and g as normalizing flows. Net- 

work f is a combination of 10 segments f (k ) , k = 1 , . . . , 10 with 3 

28 
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Fig. 3. Reconstructions of our model obtained with an autoencoding architecture presented in Fig. 5 . The first row shows inputs to the model, and the second - their 

reconstructions. 

blocks f (k ) 
i 

, i = 1 , 2 , 3 each. Every block is defined by two ResNets 

[25] . Analogically, g has 5 segments with 2 blocks each. The en- 

coder h follows architecture designs of PointNet [2] . It consists of 

1D convolutional layers followed by features extraction and fully 

connected layers. The dimensions of w and e equal 32. Priors p Z 
and p E are d-dimensional standard normal distributions, where d

equals to 3 and 32, respectively. Code in PyTorch is available at 

https://github.com/MStypulkowski/CIF . 

3.2. Results 

Reconstruction As the first experiment, we test the reconstruc- 

tion capabilities of our model according to the procedure outlined 

in Fig. 5 . First, we pass an input sample x through the encoding 

network h to obtain the feature vector w , which is further used 

as an input to the flow g . As a result, we obtain an e which is 

embedding representing given cloud x . In order to reconstruct the 

object, we pass the points sampled from the p Z ∼ N (0 , I) and the 

conditioning latent code e as the input to our inverted flow f −1 to 

produce the reconstructed point cloud. 

The results are presented in Fig. 3 . They show the ability of our 

model to correctly encode unseen objects into the latent space and 

reconstruct them using a desired number of points. 

Sampling To check our model’s ability to generalize to the whole 

data space, we perform a sampling experiment. In order to sample 

a new point cloud, we first sample an embedding e from our prior 

distribution p E . With that, we obtain the conditioning term for a 

network f . We then sample a chosen number of points z from a 

distribution p Z . The embedding e and points z are then used as an 

input to f −1 in order to generate various shapes of point clouds. 

Fig. 2 presents the qualitative results of the sampling experiment. 

Following generation procedure in [26] , we found that for cars 

and chairs, sampling e from the prior distribution with increased 

standard deviation results in better samples both in terms of qual- 

ity and metrics performance. We used a standard deviation equal 

to 1.25 and 1.3 for cars and chairs, respectively. 

Interpolation As a way to assess the embedding space E conti- 

nuity, we perform the linear interpolation between the true point 

cloud shapes. First, we take two samples and obtain their la- 

tent space embeddings. Next, we calculate the intermediate latent 

codes between them. We then use those new latent space codes as 

an input to the f −1 to obtain interpolated point clouds. Results pre- 

sented in Fig. 6 show that embeddings are arranged naturally and 

logically. Transitions between each sample are smooth, and there 

are no substantial visual differences. 

Object alignment 3D point transformations, such as rotations or 

scalings can be modeled as specialized normalizing flow layers and 

added to the flow network f . In Fig. 7 we show the possibility of 

recovering object pose. We extend the flow f with multiplication 

by a parametric rotation matrix. We then randomly rotate a cloud 

Fig. 4. Point clouds sampled from N (0 , I) (left) and reconstructed using our model 

(right). Note, how the model maps points to the closest semantic parts of objects. 

and optimize its conditional likelihood p X (x | e = 0) with respect to 

the rotation matrix. During the procedure, we use the null embed- 

ding vector e = 0 to deprive the model of cloud shape information. 

For optimization we have used the CMA-ES procedure [27] . We can 

see that this procedure is able to recover the default object pose 

used in the training dataset (pictured in the last column). 

Determining typical objects and outliers We show that one can 

evaluate the likelihood p W 

(w | x h ) of the embedding vector of a 

given point cloud, which can be further used to determine the 

uniqueness of samples. We process point clouds from the dataset 

through h encoder and pass it to the g flow. Then, we calculate 

the negative likelihood of the embedding being sampled from the 

prior distribution N (0 , I) . The ”rarest” samples in the dataset, ac- 

cording to the model, can be found by choosing point clouds with 

the top highest negative likelihood. These samples can be further 

investigated in outlier detection procedure. Similarly, we can find 

the most typical point clouds by selecting samples producing the 

29 
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Fig. 5. Model used during the reconstruction task. Since we leverage invertible nor- 

malizing flows, the f modules can serve as a decoder of an autoencoder architec- 

ture. 

top lowest negative log-likelihoods. Using this method, we show in 

Fig. 8 unique and typical samples from the ShapeNet dataset. 

3.3. Quantitative analysis 

Following the methodology proposed in [4] we evaluate the 

generative capabilities of the model with the criteria: Jensen- 

Shannon Divergence (JSD), Coverage (COV), Minimum Matching 

Distance (MMD) and 1-Nearest Neighbor Accuracy (1-NNA). For the 

last three of the mentioned measures we consider using Cham- 

fer (COV-CD, MMD-CD, 1-NNA-CD) and Earth-Mover’s (COV-EMD, 

MMD-EMD, 1-NNA-EMD) distances. We compare the results with 

the existing solutions including: raw-GAN [21] , latent-GAN [21] , 

PC-GAN [28] , PointFlow [4] and HyperCloud [6] . We train each 

model using point clouds from one of the three categories in the 

ShapeNet dataset: airplane, chair , and car . We sample 2048 points 

for each of the point clouds used for evaluation. We also report 

the performance of evaluation metrics for point clouds from the 

training set, which is considered as an upper bound since they are 

from the target distribution. The results of the quantitative anal- 

ysis are presented in Table 1 . The CIF model achieves compet- 

itive results compared with the reference approaches. Moreover, 

our approach does not require extensive training procedure, es- 

sential during application of ODE solver for continuous normaliz- 

ing flows utilized by PointFlow. More precisely, results reported in 

Table 1 were achieved after 4 days of training on 2 RTX 2080 Ti 

GPUs, while PointFlow was trained for 2 weeks on 8 V100s. 

4. Related work 

The application of deep generative models to 3D shapes was 

initially studied by [1] and [29] . The former work focuses on the 

application of the Convolutional Deep Belief Network on 3D point 

grids. The latter uses adversarial training to learn the underlying 

3D voxels distribution. In [21] , the authors provide a two-stage 

approach with a simple auto-encoder and GAN model trained in 

a stacked mode. [5] provide an interesting variation of adversar- 

ial autoencoder for generating 3D point clouds. [28] provided the 

end-to-end GAN for point clouds. The GAN-based approach was 

also proposed in [30] where the authors propose a novel tree- 

structured graph convolution network to serve as a generator. 

One of the most recent methods, PointFlow [4] , utilizes VAE 

together with continuous normalizing flows [31] , to generate 3D 

point clouds. By conditioning point clouds on shape distribution, 

PointFlow controls the final shape of the point cloud, as well as 

facilitates generating novel clouds of high fidelity. 

The distribution is learned through a separate continuous nor- 

malizing flow where the prior is Gaussian. In [6] authors utilize a 

hypernetwork approach that returns weights of a particular neu- 

ral network (target network) trained to map points from a uni- 

form unit ball distribution into a 3D shape. The idea of the paper 

was further extended in [32] , where the target network serves as a 

function in continuous normalizing flow and novel prior distribu- 

tion is used for better 3D shapes modeling. 

In comparison to reference methods utilizing continuous nor- 

malizing flows, our model is using discrete models that are simpler 

and easier to compute. Our parameterization of the decoder allows 

easy injection of domain knowledge, such as separate control of 

object shape and position. Moreover, models like PointFlow or Hy- 

perCloud are variational auto-encoders: they feed a set of points to 

the encoder, then reconstructs them and relies on the VAE stochas- 

tic encoder with reparameterization trick to prevent learning an 

identity encoding. In contrast, we train the model to reconstruct 

points different from the ones used by the encoder. This also pre- 

Fig. 6. Interpolation of latent vectors e makes smooth transition between their reconstructions (from left to right). Each row shows interpolation on different classes of 

shapes. 
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Fig. 7. CIF is able to align objects into a canonical position. We extend the flow f by a multiplication by a 3D rotation matrix. We then optimize the cloud likelihood when 

conditioned on a null embedding vector with respect to this matrix. Each row shows subsequent steps of the optimization, starting from a random pose. The last image in 

each row is the object in the training set. We see that CIF is able to recover the default object pose used in the training data. 

Fig. 8. CIF is able to find the common (leftmost three clouds in each row) and rare (rightmost three) samples in the dataset by comparing the prior probability of their 

embeddings. Notice that using this approach, we detected erroneous samples in the dataset. 

Table 1 

Generation results. MMD-CD scores are multiplied by 10 3 ; MMD-EMD scores are multiplied by 

10 2 ; JSDs are multiplied by 10 2 . 

Category Methods JSD (↓ ) MMD (↓ ) COV (↑ ) 1-NNA (↓ ) 
CD EMD CD EMD CD EMD 

Airplane r-GAN 7.44 0.261 5.47 42.72 18.02 93.58 99.51 

l-GAN (CD) 4.62 0.239 4.27 43.21 21.23 86.30 97.28 

l-GAN (EMD) 3.61 0.269 3.29 47.90 50.62 87.65 85.68 

PC-GAN 4.63 0.287 3.57 36.46 40.94 94.35 92.32 

PointFlow 4.92 0.217 3.24 46.91 48.40 75.68 75.06 

HyperCloud 4.84 0.266 3.28 39.75 43.70 93.80 88.95 

CIF (ours) 4.24 0.221 3.14 47.57 52.67 77.08 72.59 

Training set 6.61 0.226 3.08 42.72 49.14 70.62 67.53 

Chair r-GAN 11.5 2.57 12.8 33.99 9.97 71.75 99.47 

l-GAN (CD) 4.59 2.46 8.91 41.39 25.68 64.43 85.27 

l-GAN (EMD) 2.27 2.61 7.85 40.79 41.69 64.73 65.56 

PC-GAN 3.90 2.75 8.20 36.50 38.98 76.03 78.37 

PointFlow 1.74 2.42 7.87 46.83 46.98 60.88 59.89 

HyperCloud 2.73 2.56 7.84 41.54 46.67 68.20 68.80 

CIF (ours) 1.42 2.38 7.85 44.01 47.03 62.71 63.39 

Training set 1.50 1.92 7.38 57.25 55.44 59.67 58.46 

Car r-GAN 12.8 1.27 8.74 15.06 9.38 97.87 99.86 

l-GAN (CD) 4.43 1.55 6.25 38.64 18.47 63.07 88.07 

l-GAN (EMD) 2.21 1.48 5.43 39.20 39.77 69.74 68.32 

PC-GAN 5.85 1.12 5.83 23.56 30.29 92.19 90.87 

PointFlow 0.87 0.91 5.22 44.03 46.59 60.65 62.36 

HyperCloud 1.07 1.14 5.30 45.74 47.44 64.63 62.78 

CIF (ours) 0.79 0.90 5.12 44.79 49.24 64.82 61.36 

Training set 0.86 1.03 5.33 48.30 51.42 57.39 53.27 
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vents trivial data representations, but it is deterministic and does 

not require sampling. Taken jointly, these changes lead to fast and 

stable training convergence. 

5. Conclusion and future work 

We demonstrate a novel point-level, order-invariant method to 

encode and generate point clouds. The model treats point clouds 

as probability distributions and represents them using normalized 

flow-based models. It can be trained end-to-end efficiently, and be 

applied for generating novel 3D point clouds that follow governing 

data distribution. We evaluated the performance of the method in 

both a qualitative and quantitative manner. Our model sets new 

state-of-the-art of generation quality on many of presented mea- 

sures and performs on par with reference approaches on the rest. 

Moreover, we show that our model can have a variety of applica- 

tions such as object alignment, typical object finding, and outlier 

detection. 

At this point, our model is trained for each class separately. It 

might be interesting to investigate an extension, which uses point 

clouds representing different types of shapes. Such an approach re- 

quires a closer look at the scalability of our architecture. In ad- 

dition, ideas from recent works on neural shape representations 

[33] could be applied to obtain potentially better shape embed- 

dings. We also plan to extend the proposed method to other 3D 

representations, like meshes. It would be also beneficial to opti- 

mize the size of architecture of the flow by utilizing hyper net- 

works instead of simple conditioning. An additional experiments 

for real-life noisy datasets would be also beneficial. 

Declaration of Competing Interest 

The authors declare that they have no known competing finan- 

cial interests or personal relationships that could have appeared to 

influence the work reported in this paper. 

Acknowledgements 

Work was done during Michał Stypułkowski’s AI Residency at 

Tooploox. We wish to thank the PLGrid consortium for GPU re- 

sources on the Prometheus cluster. Micha Stypukowski and Jan 

Chorowski thank National Science Centre of Poland for funding un- 

der the Opus 18 grant 2019/35/B/ST6/04379. Maciej Zieba thanks 

National Science Centre of Poland for funding under the Opus 

19 grant 2020/37/B/ST6/03463. This work was also supported in 

part by the National Science Centre, Poland research project no. 

2016/21/D/ST6/02948, statutory funds of Department of Computa- 

tional Intelligence at Wrocaw University of Science and Technology 

and by Microsoft Research. 

References 

[1] Z. Wu , S. Song , A. Khosla , F. Yu , L. Zhang , X. Tang , J. Xiao , 3d shapenets: A deep 

representation for volumetric shapes, in: Proceedings of the IEEE conference 
on computer vision and pattern recognition, 2015, pp. 1912–1920 . 

[2] C.R. Qi , H. Su , K. Mo , L.J. Guibas , Pointnet: deep learning on point sets for 3d 
classification and segmentation, CoRR abs/1612.00593 (2016) . 

[3] C.R. Qi , L. Yi , H. Su , L.J. Guibas , Pointnet++: deep hierarchical feature learning 
on point sets in a metric space, CoRR abs/1706.02413 (2017) . 

[4] G. Yang , X. Huang , Z. Hao , M.-Y. Liu , S. Belongie , B. Hariharan , Pointflow: 

3d point cloud generation with continuous normalizing flows, arXiv preprint 
arXiv:1906.12320 (2019) . 

[5] M. Zamorski , M. Zieba , P. Klukowski , R. Nowak , K. Kurach , W. Stokowiec , 
T. Trzcinski , Adversarial autoencoders for compact representations of 3d point 

clouds, arXiv preprint arXiv:1811.07605 (2018) . 
[6] P. Spurek , S. Winczowski , J. Tabor , M. Zamorski , M. Zieba , T. Trzci ́nski , Hyper- 

network approach to generating point clouds, Proceedings of the 37th Interna- 
tional Conference on Machine Learning (ICML) (2020) . 

[7] B. Kehoe , S. Patil , P. Abbeel , K. Goldberg , A survey of research on cloud robotics 
and automation, IEEE Trans. Autom. Sci. Eng. 12 (2) (2015) 398–409 . 

[8] B. Yang , W. Luo , R. Urtasun , Pixor: Real-time 3d object detection from point 

clouds, in: Proceedings of the IEEE conference on Computer Vision and Pattern 
Recognition, 2018, pp. 7652–7660 . 

[9] C. Xiang , C.R. Qi , B. Li , Generating 3d adversarial point clouds, CoRR 
abs/1809.07016 (2018) . 

[10] X. Yue , B. Wu , S.A. Seshia , K. Keutzer , A.L. Sangiovanni-Vincentelli , A lidar 
point cloud generator: from a virtual world to autonomous driving, CoRR 

abs/1804.00103 (2018) . 

[11] Y. Wang, Y. Sun, Z. Liu, S.E. Sarma, M.M. Bronstein, J.M. Solomon, Dynamic 
graph cnn for learning on point clouds, ACM Trans. Graph. 38 (5) (2019), 

doi: 10.1145/3326362 . 
[12] C.R. Qi , W. Liu , C. Wu , H. Su , L.J. Guibas , Frustum pointnets for 3d object detec- 

tion from rgb-d data, in: The IEEE Conference on Computer Vision and Pattern 
Recognition (CVPR), 2018 . 

[13] B. Yang , W. Luo , R. Urtasun , PIXOR: Real-time 3d object detection from point 

clouds, CoRR abs/1902.06326 (2019) . 
[14] B. Wu , A. Wan , X. Yue , K. Keutzer , Squeezeseg: convolutional neural nets 

with recurrent CRF for real-time road-object segmentation from 3d lidar point 
cloud, CoRR abs/1710.07368 (2017) . 

[15] A. Boulch, B.L. Saux, N. Audebert, Unstructured Point Cloud Semantic Labeling 
Using Deep Segmentation Networks, in: I. Pratikakis, F. Dupont, M. Ovsjanikov 

(Eds.), Eurographics Workshop on 3D Object Retrieval, The Eurographics Asso- 

ciation, 2017, doi: 10.2312/3dor.20171047 . 
[16] I. Goodfellow , J. Pouget-Abadie , M. Mirza , B. Xu , D. Warde-Farley , S. Ozair , 

A. Courville , Y. Bengio , Generative adversarial nets, in: Advances in neural in- 
formation processing systems, 2014, pp. 2672–2680 . 

[17] D.P. Kingma , M. Welling , Auto-encoding variational bayes, arXiv preprint 
arXiv:1312.6114 (2013) . 

[18] L. Dinh , J. Sohl-Dickstein , S. Bengio , Density estimation using real nvp, arXiv 

preprint arXiv:1605.08803 (2016) . 
[19] D.J. Rezende, S. Mohamed, Variational inference with normalizing flows, 2015, 

(????). 
[20] Y. Li , K. Swersky , R. Zemel , Generative moment matching networks, 

arXiv:1502.02761 [cs, stat] (2015) . 
[21] P. Achlioptas , O. Diamanti , I. Mitliagkas , L. Guibas , Learning representations and 

generative models for 3d point clouds, arXiv preprint arXiv:1707.02392 (2017) . 

[22] P. Vincent , H. Larochelle , Y. Bengio , P.-A. Manzagol , Extracting and composing 
robust features with denoising autoencoders, in: Proceedings of the 25th in- 

ternational conference on Machine learning, 2008, pp. 1096–1103 . 
[23] J. Devlin , M.-W. Chang , K. Lee , K. Toutanova , Bert: pre-training of deep bidirec- 

tional transformers for language understanding, 2018, pp. 4171–4186 . 
[24] C.M. Bishop , Pattern recognition and machine learning (information science 

and statistics), Springer-Verlag, Berlin, Heidelberg, 2006 . 
[25] K. He , X. Zhang , S. Ren , J. Sun , Deep residual learning for image recognition, 

in: Proceedings of the IEEE conference on computer vision and pattern recog- 

nition, 2016, pp. 770–778 . 
[26] D.P. Kingma , P. Dhariwal , Glow: Generative flow with invertible 1x1 con- 

volutions, in: Advances in Neural Information Processing Systems, 2018, 
pp. 10215–10224 . 

[27] N. Hansen, The CMA Evolution Strategy: a Comparing Review, in: J.A. Lozano, 
P. Larrañaga, I. Inza, E. Bengoetxea (Eds.), Towards a New Evolutionary Com- 

putation - Advances in the Estimation of Distribution Algorithms, Studies in 

Fuzziness and Soft Computing, 192, Springer, 2006, pp. 75–102, doi: 10.1007/ 
3- 540- 32494- 1 _ 4 . 

[28] C.-L. Li , M. Zaheer , Y. Zhang , B. Poczos , R. Salakhutdinov , Point cloud gan, arXiv 
preprint arXiv:1810.05795 (2018) . 

[29] J. Wu , C. Zhang , T. Xue , B. Freeman , J. Tenenbaum , Learning a probabilistic 
latent space of object shapes via 3d generative-adversarial modeling, in: Ad- 

vances in neural information processing systems, 2016, pp. 82–90 . 

[30] D.W. Shu , S.W. Park , J. Kwon , 3d point cloud generative adversarial network 
based on tree structured graph convolutions, in: Proceedings of the IEEE Inter- 

national Conference on Computer Vision, 2019, pp. 3859–3868 . 
[31] T.Q. Chen , Y. Rubanova , J. Bettencourt , D. Duvenaud , Neural ordinary differen- 

tial equations, CoRR abs/1806.07366 (2018) . 
[32] P. Spurek , M. Zieba , J. Tabor , T. Trzci ́nski , Hyperflow: representing 3d objects 

as surfaces, arXiv preprint arXiv:2006.08710 (2020) . 

[33] V. Sitzmann , J.N. Martel , A.W. Bergman , D.B. Lindell , G. Wetzstein , Implicit neu- 
ral representations with periodic activation functions, arXiv, 2020 . 

32 

88:10436



Computer Vision and Image Understanding 228 (2023) 103621

Contents lists available at ScienceDirect

Computer Vision and Image Understanding

journal homepage: www.elsevier.com/locate/cviu

Continual learning on 3D point clouds with random compressed rehearsal
Maciej Zamorski a,∗, Michał Stypułkowski b, Konrad Karanowski a, Tomasz Trzciński c,d,e,
Maciej Zięba a,d

a Wrocław Univeristy of Science and Technology, Wyb. Wyspianskiego 27, 50-370, Wroclaw, Poland
b University of Wroclaw, pl. Uniwersytecki 1, 50-137, Wroclaw, Poland
c Warsaw University of Technology, pl. Politechniki 1, 00-661, Warsaw, Poland
d Tooploox, Teczowa 7, 53-601, Wroclaw, Poland
e Jaigellonian University of Cracow, Lojasiewicza 6, 30-348 Cracow, Poland

A R T I C L E I N F O

Communicated by Nikos Paragios

Keywords:
Continual learning
Point cloud
Deep learning
Data compression

A B S T R A C T

Contemporary deep neural networks offer state-of-the-art results when applied to visual reasoning, e.g., in the
context of 3D point cloud data. Point clouds are an important data type for the precise modeling of three-
dimensional environments, but effective processing of this type of data proves to be challenging. In the world
of large, heavily-parameterized network architectures and continuously-streamed data, there is an increasing
need for machine learning models that can be trained on additional data. Unfortunately, currently available
models cannot fully leverage training on additional data without losing their past knowledge. Combating
this phenomenon, called catastrophic forgetting, is one of the main objectives of continual learning. Continual
learning for deep neural networks has been an active field of research, primarily in 2D computer vision, natural
language processing, reinforcement learning, and robotics. However, in 3D computer vision, there are hardly
any continual learning solutions specifically designed to take advantage of point cloud structure. This work
proposes a novel neural network architecture capable of continual learning on 3D point cloud data. We utilize
point cloud structure properties for preserving a heavily compressed set of past data. By using rehearsal and
reconstruction as regularization methods of the learning process, our approach achieves a significant decrease
of catastrophic forgetting compared to the existing solutions on several most popular point cloud datasets
considering two continual learning settings: when a task is known beforehand, and in the challenging scenario
of when task information is unknown to the model.

1. Introduction

In recent years the application of deep learning in computer vision
has been steadily rising due to its versatility and performance (He
et al., 2016; Dosovitskiy et al., 2021; Qi et al., 2017a,b; Wu et al.,
2019). However, due to the growing number of parameters of machine
learning models and the large amount of data needed for training,
continuous improvement of models’ performance poses a challenge
from the computational expensiveness standpoint. When re-training on
a new task, the effectiveness of neural network performance on the past
tasks quickly degrades (Delange et al., 2021; Hsu et al., 2018; Masana
et al., 2020). This phenomenon is called catastrophic forgetting. Finding
an effective way to avoid it is a main object of research in the field of
continual learning (Mai et al., 2022; Masana et al., 2020; Belouadah
et al., 2020; Delange et al., 2021; Parisi et al., 2019), with most of the
current research focusing on image (Rusu et al., 2016; Li and Hoiem,
2017; Kirkpatrick et al., 2017; Shin et al., 2017; Zenke et al., 2017;
Kirichenko et al., 2021) and video data (Doshi and Yilmaz, 2020, 2022).

∗ Corresponding author.
E-mail address: maciej.zamorski@pwr.edu.pl (M. Zamorski).

The further natural direction, being an application to the domain of 3D
computer vision, is only just starting to be explored (Chowdhury et al.,
2021; Dong et al., 2021).

Nevertheless, existing approaches require either one or a combina-
tion of (1) training one or many generative models to produce replayed
samples (Shin et al., 2017), (2) keeping a snapshot of all parameters of
the model to produce soft labels for past data, therefore, restricting the
generalization ability (Li and Hoiem, 2017; Chowdhury et al., 2021),
or (3) selecting only a small subset of exemplars or creating the set of
primitives based on past data (Rebuffi et al., 2017; Dong et al., 2021).
These factors usually make them inadequate when dealing with a large
number of tasks as well as computationally expensive to train.

In this work, we introduce Random Compression Rehearsal (RCR) –
a novel approach to continual learning for the classification of 3D point
clouds. The RCR makes use of basic autoencoder-like architecture and
shares the latent representation of the input point cloud with the classi-
fication component. During the training, the reconstruction loss serves

https://doi.org/10.1016/j.cviu.2023.103621
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Available online 5 January 2023
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as an additional regularization term. Moreover, we introduce a new
rehearsal technique to compress point clouds from previous tasks. By
storing just a small number of points from the past training datasets, we
are able to effectively mitigate the catastrophic forgetting without the
need for training an additional generative model, keeping a snapshot
for the inference of soft labels, or introducing several additional layers
to our classifier.

The advantages of the Random Compression Rehearsal are as fol-
lows:

• Classification accuracy — RCR achieves lower forgetting for point
cloud data compared to the existing approaches, even after many
instances of re-training

• Small computational cost — Our model consists only of a feature
extractor backbone with classification and decoder modules, each
composed of a small number of trainable parameters. Moreover,
unlike the methods that rely on replaying the data using genera-
tive modeling, our work does not require the expensive training
of a separate generative model capable of closely matching the
previous data distributions. In our approach, data reconstruction
loss is used only as an auxiliary regularization technique for the
backbone network but is not the main goal of the optimization
procedure.

• Storage efficiency — For effective catastrophic forgetting mitiga-
tion, the RCR requires storing a tiny portion of original training
data for rehearsal purposes.

In summary, the contribution presented in this paper is a new
architecture, called Random Compression Rehearsal, along with an
extensive evaluation conducted on 2D and 3D point cloud benchmark
datasets.

The work is structured as follows: Section 2 introduces relevant
concepts and previous work related to our paper. In Section 3, we
outline the necessary background on point clouds. Section 4 describes
the Random Compression Rehearsal in detail. The experimental setup
is described in Section 5. In Section 6, we present our model’s empirical
evaluation as well as the results of the ablation study. In Section 7 we
provide the discussion of experimental evaluation. We offer a summary
of the work in Section 8.

2. Related work

This section reviews the relevant work in continual learning, focus-
ing on its applications for 3D data.

2.1. Continual learning

Several strategies to mitigate catastrophic forgetting have been
proposed in recent years. Those strategies can be broadly categorized
into several groups: architecture growing, training with additional reg-
ularization, saving subsets of data as a memory, and replay/rehearsal.
Continual learning methods often use more than one of those strategies,
making strict categorization difficult.

In Rusu et al. (2016), the authors propose an approach called
progressive networks that progressively adds new layers and connections
with each new task. Thanks to these connections, the method may
utilize past knowledge for solving future tasks. However, adding new
layers makes the network grow linearly with each added task.

Learning Without Forgetting (Li and Hoiem, 2017) also assumes a
network-growing approach. While it removes the need to store past
data before the re-training, the model snapshot is stored instead. This
snapshot is then used to obtain the last layer’s features for new samples,
thus creating soft labels. The model weights are regularized by matching
the output values to the soft labels in the previous task range.

The authors of Elastic Weight Consolidation (Kirkpatrick et al.,
2017) depart from the idea of growing networks and assume that
current deep neural networks are heavily overparametrized. The focus

is on embedding the new knowledge using those excessive parameters
without changing the crucial regions for past data. It is done by esti-
mating the importance of each parameter for solving already learned
tasks and penalizing the gradient change of those parameters. However,
importance calculation needs to be done separately for each of the
previous tasks, and as such, the computational cost makes it challenging
to scale.

Deep Generative Replay (Shin et al., 2017) adds a generative model
that learns the distribution of previous data and replays it when op-
timizing for the next task. This approach was the first to show good
results in a challenging problem in which the information about the
task is not provided during classification and needs to be inferred or
skipped. The drawback of such a method is the necessity of training one
or more generative models that approximate the past data distribution.
The training of such models is often computationally demanding and
requires a large number of samples to sufficiently cover the distribu-
tions mentioned above. This disadvantage can be especially seen when
dealing with many tasks. With the influx of new data, the quality of
generated samples belonging to the previous classes starts degrading,
shifting the replayed distribution away from the original one.

In iCARL (Rebuffi et al., 2017), the authors propose the method that
uses the memory buffer, a fixed-size set of specially selected samples
from the previous data that is updated after each new task. At the
evaluation time, the samples from the buffer are used to classify new
data with a softmax classifier or simple classification methods, such
as the nearest neighbor. However, the updates to the memory buffer
are done at the end of the training for each task. During the update
procedure, the algorithm keeps the optimal samples and discards the
rest. This process depends on data and is therefore sensitive to ordering.

In von Oswald et al. (2020), the authors leverage hypernetworks (Ha
et al., 2017), the model based on two modules — trainer and target
networks. During the optimization routine, the trainer network learns
to generate the weights for the target network, which are conditioned
on the characteristics of the input sample (e.g., task number). This
approach allows for a dedicated target function for each task presented
to the trainer. However, hypernetwork training is challenging as it
requires careful parameter tuning to obtain stable convergence, which
makes applying the proposed method difficult.

2.2. Continual learning on point clouds

The usage of continual learning has also been emerging in applica-
tion to 3D data.

In Chowdhury et al. (2021), authors present an extension of LwF (Li
and Hoiem, 2017) architecture to work on point clouds. They achieve
this by generating output vectors that, in addition to the input shape,
are based on semantic representation embeddings of introduced classes.
The trained network is then penalized for the distribution change
between current output vectors and those obtained from the snapshot.

A different approach, presented in I3DOL (Dong et al., 2021),
employs an attention mechanism to construct geometric primitives.
Catastrophic forgetting is combated by storing a discriminative set
of exemplars. During test time, they are compared to regions of an
input data sample proposed by attention. The drawback of this solution
is a highly complex architecture and difficulty selecting the number
of exemplars. Another risk is choosing structures potentially similar
to those in future classes, which can misclassify new data or forget
essential knowledge from the past.

3. Background

In this chapter we give an overview of the background concepts,
representation learning and point clouds.

2
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3.1. Autoencoders

The (bottleneck) autoencoders are a class of models consisting of
encoding and decoding modules that are useful for learning a low-
dimensional representation of data. Such representations, called feature
vectors, are often used as data embeddings for downstream tasks.
Training autoencoders is usually performed by minimizing the recon-
struction error between the original input and the sample decoded from
the features, which we can write down as

 = 𝑑(𝑥,𝐷(𝐸(𝑥))), (1)

where  denotes the training loss, 𝐸,𝐷 are the encoding and decoding
modules, 𝑑(⋅, ⋅) is a distance function, and 𝑥 is an input to the model.

3.2. Point clouds

A point cloud is a data type represented by a set of points in a given
multi-dimensional space. It is one of the most common ways to store
and represent 3D data gathered by the scanning devices such as LIDAR
or multi-camera setups. We can define an 𝑁-dimensional point cloud
𝑋 as a set of 𝐾 real-valued points, such as

𝑋 = {𝐱1, 𝐱2,… , 𝐱𝐾}, (2)

where each point 𝐱𝑘 is represented by a vector of size 𝑁 , that we can
write as

𝐱𝑘 = [𝑥𝑘,1,… , 𝑥𝑘,𝑁 ]T (3)

However, due to the unordered nature of sets, processing point
cloud data may be computationally challenging. This difficulty arises
because the point clouds are permutation invariant, i.e., a sample con-
sisting of 𝐾 points may be stored in any of 𝐾! different orderings that
ultimately represent the same object. It is especially problematic when
there is a need to compare generated point cloud data, as is the case
when training an autoencoder. The autoencoder training procedure
usually requires a function to calculate the distance between original
and reconstructed data. Because of the permutation invariance, when
using the distance function typically used in the image domain (e.g., 𝐿2

distance), the resulting distance between two orderings that ultimately
result in the same object may be greater than zero. Therefore, to
represent the distance between two point clouds, one needs to use the
metric that calculates the distance between sets. The most common
are the Chamfer Distance (CD) and the Earth Mover’s (also called
Wasserstein) Distance (Rubner et al., 2000) (EMD).

Chamfer Distance (4) between sets 𝑋1 and 𝑋2 is defined as a sum
of the shortest distances from each point in 𝑋1 to its closest point in
𝑋2 and analogically, from each point in 𝑋2 to its closest point in 𝑋1.

𝐶𝐷(𝑋1, 𝑋2) =
∑

𝐱1∈𝑋1

min
𝐱2∈𝑋2

‖𝐱1 − 𝐱2‖22 +
∑

𝐱2∈𝑋2

min
𝐱1∈𝑋1

‖𝐱1 − 𝐱2‖22. (4)

On the other hand, Earth Mover’s Distance (5) solves the optimal
transport problem (Kolouri et al., 2017) between point clouds 𝑋1 and
𝑋2, i.e., finds a bijection between input sets that minimizes the total
distance between matched points. It can be written as

𝐸𝑀𝐷(𝑋1, 𝑋2) = min
𝜙∶𝑋1→𝑋2

∑
𝐱∈𝑋1

‖𝐱 − 𝜙(𝐱)‖22
2

, (5)

where 𝜙 is a bijection.

4. Method

In this section, we offer a precise formulation of a problem we aim
to solve and present our Random Compression Rehearsal model.

4.1. Problem formulation

Let us assume that a model 𝑓 was trained on a dataset  of 𝑀 point
clouds consisting of 𝐾 𝑁-dimensional points with corresponding class
labels, i.e.

 = {(𝑋𝑚, 𝑦𝑚)}𝑀𝑚=1, (6)

where 𝑦𝑚 is the corresponding class label for the point cloud 𝑋𝑚. For a
considered dataset, 𝑦𝑚 ∈ 𝑌 , where 𝑌 is the set of possible class labels.

The goal is to re-train the model on a given new dataset 𝑛𝑒𝑤, that
contains samples belonging to a different class domain 𝑌𝑛𝑒𝑤, i.e.

𝑌 ∩ 𝑌𝑛𝑒𝑤 = ∅, (7)

while keeping to the minimum the catastrophic forgetting effect, i.e.,
the degrading of classification performance on samples from the origi-
nal dataset .

In this work, we will refer to complete training on data with newly
introduced class labels as a task. For example, the model trained first
on a dataset consisting of point clouds with labels ’’0’’ and ’’1’’ and then
adapted to point clouds representing classes ’’2’’ and ’’3’’ was trained on
two tasks. During training, we aim to correctly classify all the samples
up to the most recent task without the need to store all of the previously
seen data. We will evaluate work on two continual learning scenarios,
as described in Van de Ven and Tolias (2019) – task incremental learning
(Task-IL, i.e. solve a task, knowing which one it is beforehand) and class
incremental learning (Class-IL, i.e. solve the task after inferring it).

4.2. Random compression rehearsal

This section presents the proposed architecture of Random Compres-
sion Rehearsal. We aim to create a model that is able to capture general
and high-level, as well as discriminative and low-level features of 3D
point cloud shapes. While detailed features are fundamental to training
any classifier, extracting the all-around representation provides twofold
benefits:

• regularization method — the application of autoencoder archi-
tecture that shares the latent space and uses reconstruction loss,
prevents classifier from overfitting,

• future-proofing — mitigates catastrophic forgetting by condition-
ing the classifier on features that may be useful in future tasks.

We employ joint discriminative modeling and representation learning
to ensure the embedding of both types of features. Discriminative
modeling allows us to learn specific, low-level features, while the
representation learning approach focuses more on the broad properties
of the data samples. Therefore, our architecture consists of three neural
networks: the common encoder backbone 𝐸, the classifier 𝐶, and the
decoder 𝐷 as presented in Fig. 1. In this case, the encoder extracts latent
representations of the given 3D shapes. On the other hand, the classifier
and the decoder are being optimized for the purpose of classification
and reconstruction. Thus they tug the focus of an encoder between
discriminative and more general features.

In addition to the aforementioned regularizations on an encoder 𝐸,
we have also employed the rehearsing method to prevent the occur-
rence of catastrophic forgetting. Existing methods, primarily designed
for images, implement rehearsing by supplying the training process
with a portion of previous data (Rebuffi et al., 2017; Yoon et al.,
2022). Contrary to that approach, we take advantage of the fact that
point clouds can be easily compressed. Therefore, we opt for random
undersampling to store the entire past training data to be used for re-
training the model for future tasks (see Section 6.1 for justification of
compression method selection).
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Fig. 1. The training procedure of Random Compression Rehearsal. (1) Train the model to reconstruct an input shape 𝑋 using a decoder 𝐷 and predict its class 𝑦 using a
classifier 𝐶 simultaneously based on shared features 𝐳 extracted by the PointNet backbone 𝐸. Optimize the weights based on reconstruction loss 𝐿𝑟 and classification loss 𝐿𝑐
(see (8)) criteria for outputs 𝑋̃ and 𝑦̃. (2) Randomly (with uniform probability) select a subset of each point cloud 𝑋 in the training dataset , creating the compressed dataset
𝑟 =

{
(𝑋𝑐 ⊂ 𝑋, 𝑦) | (𝑋, 𝑦) ∈ }

for rehearsal. (3) During re-training, use a union of new and compressed datasets (i.e., 𝑛𝑒𝑤 ∪𝑟) and expand the last layer of the classifier network
𝐶 to accommodate for more classes.

4.3. Model training and inference

In this section, we describe the training procedure of Random
Compression Rehearsal.

Our continual learning procedure is done as follows. We begin
by randomly initializing the parameters of all modules (encoder 𝐸,
decoder 𝐷, and classifier 𝐶). Next, 𝐸, 𝐷 and 𝐶 are trained on the first
task’s data 𝐷1 until convergence of loss function 𝐿 (as given in (8))

𝐿(𝑋, 𝑦, 𝑋̃, 𝑦̃) = 𝐿𝑐 (𝑦, 𝑦̃) + 𝐿𝑟(𝑋, 𝑋̃)
= CrossEntropy(𝑦, 𝑦̃) + ChamferDistance(𝑋, 𝑋̃),

(8)

where ChamferDistance is defined as in (4), 𝑋, 𝑦 refer to original point
cloud and its label, while 𝑋̃, 𝑦̃ refer to ones returned by 𝐷 and 𝐶
respectively. We then compress 𝐷1 by replacing each point cloud in
the dataset with a randomly subsampled, much smaller subset of itself.
This compressed set creates our rehearsal dataset 𝐷𝑟 that will prevent
catastrophic forgetting in the following tasks. For re-training the model
on the next task’s data, we again train it until convergence of the loss
function 𝐿 on joint dataset 𝐷2 ∪𝐷𝑟, after which we compress the new
data (in this case 𝐷2) in the aforementioned fashion and add it to 𝐷𝑟
set for future rehearsal. The presented method is then repeated for each
consecutive task. We present the described routine in pseudocode in the
Algorithm 1.

In this work, we opted for using Chamfer distance as a more
straightforward and quicker than earth mover’s distance method of
calculating point clouds similarity. As described above in Section 4.2,
the generative objective is not the priority of the RCR approach and
acts only as a regularization.

After training, we discard the decoder module and use only the
classifier 𝐶 with the encoder backbone 𝐸. For classification purposes,
we perform feature extraction and classification in a fashion similar to
the one introduced in PointNet (Qi et al., 2017a).

5. Experimental setup

In this section, we discuss the experimental setup employed to assess
the quality of our approach and describe in detail the implementation
of Random Compression Rehearsal.

We implement all modules of Random Compression Rehearsal as
convolutional and feed-forward neural networks using the PyTorch
library and train them on two NVIDIA GeForce RTX 2080Ti cards.

The encoding backbone and classifier module with their hyperpa-
rameters were chosen as described in the original PointNet implemen-
tation (Qi et al., 2017a). For the encoder, we use five 1-dimensional
convolutional layers (consisting of 64−64−64−128−|𝐳| neurons, where
|𝐳| is the size of the latent dimension) with Batch Normalization, ReLU

Algorithm 1: Random Compression Rehearsal training procedure
for 𝑇 tasks. By 𝐴 ⊂𝐾 𝐵, we denote a point cloud A that is a random
sub-sampling consisting of K points from point cloud B.
input 𝑡 ∈ {1,… , 𝑇 } - current task number
𝑡 = {(𝑋𝑡

1, 𝑦
𝑡
1),… , (𝑋𝑡

𝑁 , 𝑦𝑡𝑁 )} - training samples with corresponding
class labels for the task 𝑡

𝜃𝐸 , 𝜃𝐷, 𝜃𝐶 - model parameters for Encoder, Decoder and Classifier
modules

𝜃𝐸 , 𝜃𝐷, 𝜃𝐶 ← Random initialization
𝑟 ← ∅ // Dataset of rehearsal data
for 𝑡 ← 1 to 𝑇 do

while convergence not reached do
𝑋, 𝑦 ← sample minibatch from 𝑡 ∪𝑟
𝑧 ← 𝐸𝑛𝑐𝑜𝑑𝑒𝑟(𝑋)
𝑋̃ ← 𝐷𝑒𝑐𝑜𝑑𝑒𝑟(𝑧)
𝑦̃ ← 𝐶𝑙𝑎𝑠𝑠𝑖𝑓 𝑖𝑒𝑟(𝑧)

𝐿 ← 𝐿𝑟(𝑋, 𝑋̃) + 𝐿𝑐 (𝑦, 𝑦̃) // loss function (8)
𝜃𝐸 , 𝜃𝐷, 𝜃𝐶 ← 𝑜𝑝𝑡𝑖𝑚𝑖𝑧𝑒𝑟(𝜃𝐸 , 𝜃𝐷, 𝜃𝐶 ,∇𝐿)

end
// Compress training data 𝑡 from current task

and add it to rehearsal set 𝑟𝑟 ← 𝑟 ∪ {(𝑋̃𝑡 ⊂𝐾 𝑋𝑡, 𝑦𝑡) | (𝑋𝑡, 𝑦𝑡) ∈ 𝑡}
end

activations between them and the max(⋅) aggregation function after the
last layer.

For the decoder, we use five fully-connected layers (consisting of
64 − 128 − 512 − 1024 −𝑀 ∗ 𝑁 neurons, where 𝑀 is the fixed number
of points in the point cloud and 𝑁 is the number of dimensions of the
points in the dataset) with ReLU activations between them.

For the classifier, we use 3 fully-connected layers (consisting of
512−256−|𝐜| neurons, where |𝐜| is the number of the data classes) with
Dropout (𝑝 = 0.3) and Batch Normalization (momentum 0.5) between
them.

Following Qi et al. (2017a), batch normalization momentum in the
encoder and classifier was subjected to exponential decay by 0.5 for
every 100000 samples seen during training, with a lower limit of 0.01.

The parameters were obtained using an Adam optimizer, with a
learning rate set to 10−3 at the beginning of each training and expo-
nentially decayed by 0.7 every 100000 steps to the minimum of 10−5,
𝛽 values equal to (0.9, 0.999), without weight decay or AMSGrad.

Each task was trained for a maximum of 1000 epochs, with a 100
epoch limit of no improvement.
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Fig. 2. Average accuracy after 𝑡 tasks completed. The task is known during the inference. All models have a length of the feature vector set to 2048. The RCR saves 100 points
of each point cloud for rehearsal. We set the memory buffer size for iCaRL proportionally to the compression ratio of RCR (i.e., 5% of the total number of samples).

Subsample compression is performed by choosing the point clouds
of the original shape with a uniform probability on each point. We
chose to reduce the size of the original point clouds to 100 points,
which is less than 5% of their original size of 2048.

For each minibatch, starting from task 2, we impose a minibatch
composing condition that allocates half the minibatch size to the new
and the other half to the rehearsal data.

The experiments were conducted on three popular point cloud
benchmark datasets: ModelNet 10, ModelNet 40 (Wu et al., 2015),
and ShapeNet (Chang et al., 2015). Additionally, a point cloud version
of the well-known MNIST dataset has been created to evaluate our
approach on 2D point clouds.

For all datasets, we sample 2048 points per point cloud. All input
datasets were augmented as follows: random rotation (±15◦ MNIST,
±180◦ around the vertical axis for the rest), random noise (𝜖 ∼
 (0, 0.02) capped at 0.05), random flip (vs XZ or YZ plane with 50%
chance).

The experiments were run at distances of 5 (all datasets) and 20
tasks (only ModelNet 40 and ShapeNet), with two class labels allocated
for each task. We group the classes into tasks by ordering them by the
number of point clouds associated with the class – i.e., in the first task,
there are two classes with the most samples; in the second task, the
third and the fourth most, and so on. If each class was equally populous
(as in the case of MNIST), classes were assigned to tasks in the standard
Split MNIST order, as presented in Van de Ven and Tolias (2019).

As previously mentioned, each task consists of 2 classes, regardless
of the dataset, that are unique to the task. Therefore, the experiment
at the distance of 5 tasks consists of 10 classes in total, and the 20-task
experiment consists of 40 unique classes, even if the particular dataset
may contain more data (as is the case in ModelNet40 and ShapeNet).

We set a size of a latent representation in each model to 2048
features (i.e. |𝐳| = 2048 in Section 4.2). For Random Compression
Rehearsal, we uniformly subsample 100 points from each point cloud
for rehearsal. For iCaRL, we set the size of the memory buffer pro-
portionally to the amount of the data we keep when using the RCR.
Therefore, when saving 100 points out of 2048 in a point cloud, we

set the iCaRL buffer size to 100
2048 ≈ 5% of the total amount of the data

samples in the training set.
The datasets were split into the training and test sets in the follow-

ing manner:

• MNIST, ModelNet 10 & 40 — we use training and test split as
provided by the dataset authors

• ShapeNet — we follow the splits provided in Yang et al. (2019)

Additionally, before the training, we put away 10% of the training split
to serve as a validation split.

6. Results

In this section, we present the evaluation results of RCR and com-
pare its classification accuracy against the other popular methods from
the literature. We examine the influence of different compression strate-
gies and the usage of the reconstruction module on the model’s quality
in the ablation study in Section 6.1.

All experiments were scored over three independent runs and are
presented as a mean with a standard deviation value. For brevity, we
omit the confidence intervals in the task-by-task plots (Figs. 2 and 3).

In Fig. 2 and Fig. 3 we present the results of Random Compression
Rehearsal vs baseline methods task-by-task for Task-IL and Class-IL sce-
narios respectively. For the Class-IL scenario, we only provide baseline
results for iCaRL and I3DOL since LwF and EWC are not designed to
work with an unknown task as presented in their original form.

Table 1 presents final results with the overall accuracy for all of the
methods, including reference values for supervised learning (training
with all classes from the start), incremental topline (rehearsal with all
of the past data), and fine-tuning bottom line (fine-tuning to new data
with each re-training), as well as the results for the baseline models
from the literature and our method.

6.1. Ablation study

In this section, we present an ablation study to examine the impact
of:

5

93:85362



M. Zamorski, M. Stypułkowski, K. Karanowski et al. Computer Vision and Image Understanding 228 (2023) 103621

Fig. 3. Average accuracy after 𝑡 tasks completed. The task is unknown during the inference. All models have a length of the feature vector set to 2048. The RCR saves 100 points
of each point cloud for rehearsal. We set the memory buffer size for iCaRL proportionally to the compression ratio of RCR (i.e., 5% of the total number of samples). The results
for I3DOL as reported in Dong et al. (2021). (Note: I3DOL results are reported when training with 4 and 6 classes per task for ModelNet 40 and ShapeNet, respectively. Error for
ShapeNet trained on 40 classes was obtained by interpolating error values for 36 and 42 classes.)

Table 1
Final classification results after training for the specified number of tasks obtained by our model RCR compared to baseline methods (supervised training, fine-tuning and incremental
training) as well as leading approaches to continual learning adapted to point clouds data. Class-IL values for LwF and EWC are omitted since these models assume knowledge
about the task (note: I3DOL results are reported when training with 4 and 6 classes per task for ModelNet 40 and ShapeNet, respectively. Error for ShapeNet trained on 40 classes
was obtained by interpolating error values for 36 and 42 classes).

Dataset TasksSupervisedFine-tune Incremental LwF EWC iCaRL I3DOL (Dong et al., 2021)RCR

Task-IL Class-IL Task-IL Class-IL Task-IL Class-ILTask-IL Class-ILTask-IL Class-IL Task-ILClass-IL Task-IL Class-IL

MNIST 5 98.3 ± 0.171.2 ± 5.519.5 ± 0.399.3 ± 0.195.1 ± 0.484.5 ± 0.3– 86.8 ± 0.1– 93.4 ± 0.360.5 ± 1.8– – 99.7 ± 0.197.0 ± 0.1

ModelNet105 92.1 ± 0.272.3 ± 1.115.0 ± 0.196.6 ± 0.490.4 ± 0.291.5 ± 0.4– 86.3 ± 0.8– 87.1 ± 0.272.2 ± 1.5– – 96.8 ± 0.290.2 ± 0.1

ModelNet405 97.6 ± 0.252.4 ± 1.120.0 ± 0.199.7 ± 0.196.7 ± 0.291.7 ± 0.4– 92.4 ± 0.8– 90.2 ± 0.482.2 ± 2.4– – 99.8 ± 0.194.2 ± 0.2
20 88.2 ± 0.856.4 ± 2.71.7 ± 0.1 99.3 ± 0.188.6 ± 0.591.2 ± 0.4– 87.1 ± 1.6– 89.2 ± 0.353.3 ± 0.9– 61.5 99.0 ± 0.186.9 ± 0.2

ShapeNet 5 97.3 ± 0.185.3 ± 2.88.4 ± 0.1 99.8 ± 0.196.5 ± 0.196.4 ± 0.6– 85.9 ± 0.9– 93.5 ± 1.477.3 ± 1.0– – 99.5 ± 0.195.1 ± 0.3
20 90.8 ± 0.262.4 ± 4.40.6 ± 0.1 99.8 ± 0.191.5 ± 0.369.1 ± 0.3– 69.6 ± 0.6– 81.0 ± 0.730.5 ± 4.2– 74.4 99.2 ± 0.187.3 ± 0.1

Table 2
Ablation study — supervised classification accuracy of PointNet trained on data
consisting of 100 points versus shapes consisting of 2048 points per cloud.

Dataset # classes Classification accuracy [%]

100 points per cloud 2048 point per cloud

MNIST 10 93.5 98.3
ModelNet10 10 86.6 92.1

ModelNet40 10 96.5 97.6
40 81.7 88.2

ShapeNet 10 95.0 97.3
40 84.1 90.8

• the impact of point cloud size on the PointNet’s baseline super-
vised classification score

• the usage of reconstruction module,
• the size of the feature vector 𝐳,
• the method for picking the points for rehearsal,
• the number of points saved for rehearsal,

on the final classification accuracy in Task-IL and Class-IL scenarios.

First, we investigate whether compressing each shape to just 100
points leaves enough information for training discriminative models.

Table 2 shows the comparison between the PointNet’s classification
accuracy trained in the standard supervised manner. In this experiment,
we train two PointNet models for each pair of dataset & number of tasks
— one on the shapes consisting of 100 points and the other on the
shapes consisting of 2048 points. The results show that leaving only
100 uniformly sampled points reduces the classification performance
from 1.1 up to 6.7 percent points while still leaving overall accuracy
in the 81.7–96.5% accuracy range. We conclude that the proposed
subsampling leaves enough discriminative features in the data for the
purpose of rehearsing information.

Additionally, we tried several methods to make the encoder focus on
the given samples’ overall shape and the most discriminative features
for the current task. One such method was adding another neural
network — decoder, to produce reconstructions of the input based
solely on the latent feature vector. The purpose of the decoder was to
regularize the latent space and embed the high-level features. Because
the training of the decoder is done simultaneously with the rest of
the modules, we can train our model end-to-end without the need for
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Table 3
Ablation study — classification accuracy after 5 tasks per dataset.

Dataset Task Reconstruction 𝑧 = 100 𝑧 = 1024 𝑧 = 2048(100) 𝑧 = 2048

known? Argmax Random Argmax Random Argmax Random Argmax Random

✗ 93.3 ± 0.3 97.3 ± 0.9 95.8 ± 0.3 96.5 ± 0.4 95.2 ± 0.3 96.3 ± 0.8 93.0 ± 0.1 96.7 ± 0.1
✓

✓ 94.8 ± 0.5 96.8 ± 0.2 94.4 ± 0.4 96.7 ± 0.2 95.0 ± 0.4 96.8 ± 0.2 95.6 ± 0.2 96.9 ± 0.2

✗ 48.5 ± 0.4 80.7 ± 0.8 67.8 ± 0.5 91.6 ± 0.6 53.4 ± 0.4 83.2 ± 1.3 67.7 ± 0.1 91.7 ± 0.1ModelNet10
✗

✓ 65.2 ± 1.2 89.5 ± 0.3 68.0 ± 0.6 90.1 ± 0.2 70.1 ± 0.6 90.2 ± 0.1 83.5 ± 0.2 89.1 ± 0.1

✗ 96.2 ± 0.8 99.5 ± 0.7 94.8 ± 1.2 99.2 ± 0.6 98.1 ± 1.3 99.4 ± 0.3 99.6 ± 0.1 99.3 ± 0.1
✓

✓ 99.5 ± 1.0 99.2 ± 0.2 99.5 ± 0.4 99.7 ± 0.1 99.3 ± 0.3 99.8 ± <0.1 99.6 ± 0.1 99.8 ± <0.1

✗ 59.2 ± 4.4 75.4 ± 1.5 73.6 ± 2.2 95.9 ± 1.0 72.2 ± 1.9 88.4 ± 0.7 76.8 ± 0.1 96.7 ± 0.1ModelNet40
✗

✓ 80.6 ± 0.9 91.2 ± 0.2 92.2 ± 1.1 94.7 ± 0.6 90.1 ± 0.4 94.2 ± 0.2 93.0 ± 0.1 95.5 ± 0.1

✗ 95.2 ± 0.7 97.9 ± 0.5 96.9 ± 1.1 99.7 ± 0.1 97.2 ± 0.7 98.2 ± 0.2 97.4 ± 0.2 99.7 ± 0.1
✓

✓ 98.7 ± 0.3 99.3 ± 0.2 99.0 ± <0.1 99.4 ± 0.2 99.0 ± 0.3 99.5 ± 0.1 98.6 ± 0.1 99.7 ± 0.1

✗ 41.9 ± 2.1 59.9 ± 0.7 42.2 ± 1.1 96.5 ± 0.2 42.8 ± 1.0 96.0 ± 0.2 43.1 ± 1.0 97.1 ± 0.1ShapeNet
✗

✓ 81.3 ± 1.5 93.1 ± 0.5 88.6 ± 1.9 95.4 ± 0.4 83.2 ± 0.8 95.1 ± 0.3 85.7 ± 1.2 95.9 ± 0.3

✗ 97.6 ± 0.9 95.9 ± 1.0 97.2 ± 0.6 94.5 ± 2.0 97.4 ± 0.8 96.0 ± 0.4 97.8 ± 0.2 96.2 ± 0.6
✓

✓ 96.5 ± 1.0 98.4 ± 0.2 98.9 ± 0.2 99.7 ± 0.1 98.5 ± 0.5 99.7 ± 0.1 98.7 ± 0.1 99.7 ± 0.1

✗ 44.2 ± 7.3 27.2 ± 8.2 83.4 ± 2.1 43.3 ± 5.2 79.5 ± 0.5 68.8 ± 2.5 85.6 ± 0.9 87.0 ± 0.3MNIST
✗

✓ 29.2 ± 9.5 58.1 ± 0.3 70.9 ± 3.2 97.7 ± 0.1 65.2 ± 1.8 97.0 ± 0.1 67.8 ± 1.5 97.5 ± 0.1

Table 4
Ablation study — classification accuracy after 20 tasks.

Dataset Task Reconstruction 𝑧 = 100 𝑧 = 1024 𝑧 = 2048(100) 𝑧 = 2048

known? Argmax Random Argmax Random Argmax Random Argmax Random

✗ 96.9 ± 0.9 92.8 ± 2.1 96.5 ± 0.8 98.8 ± 0.2 98.2 ± 0.3 97.0 ± 0.4 98.8 ± 0.1 98.9 ± 0.2
✓

✓ 98.5 ± 0.2 98.4 ± 0.2 98.3 ± 0.2 99.1 ± 0.1 98.4 ± 0.3 99.0 ± 0.1 98.8 ± 0.2 99.0 ± 0.1

✗ 23.3 ± 5.4 61.0 ± 1.4 37.6 ± 3.2 86.2 ± 0.9 39.8 ± 2.9 82.8 ± 1.1 56.6 ± 3.0 87.7 ± 0.6ModelNet40
✗

✓ 67.6 ± 1.2 79.3 ± 0.4 68.7 ± 1.9 87.0 ± 1.2 69.1 ± 1.6 86.9 ± 0.2 69.5 ± 1.1 88.2 ± 0.2

✗ 96.9 ± 0.9 92.8 ± 2.1 96.5 ± 0.8 98.8 ± 0.2 98.2 ± 0.3 97.0 ± 0.4 98.8 ± 0.1 98.9 ± 0.2
✓

✓ 98.5 ± 0.2 98.4 ± 0.2 98.3 ± 0.2 99.1 ± 0.1 98.4 ± 0.3 99.0 ± 0.1 98.8 ± 0.2 99.0 ± 0.1

✗ 23.3 ± 5.4 61.0 ± 1.4 37.6 ± 3.2 86.2 ± 0.9 39.8 ± 2.9 82.8 ± 1.1 56.6 ± 3.0 87.7 ± 0.6ShapeNet
✗

✓ 67.6 ± 1.2 79.3 ± 0.4 68.7 ± 1.9 87.0 ± 1.2 69.1 ± 1.6 86.9 ± 0.2 69.5 ± 1.1 88.2 ± 0.2

alternating training between solver and generator (as is the case in Shin
et al., 2017).

The bottleneck size is usually one of the most influential hyperpa-
rameters used in machine learning models. To test for an effect of the
size of the feature vector 𝐳 on the classification accuracy, we tried three
possible values for |𝐳| ∈ {100, 1024, 2048}.

PointNet (Qi et al., 2017a) has an inherent ability to pick critical
point sets for a given shape by selecting the points, which feature values
passed through the max-pooling layer and create a global feature vector
(which we will call an argmax method). Therefore it feels natural to
pick these points for the compressed subset of the point cloud. As
an added benefit, it would be easy to control the compression level
because setting the length of the feature vector to a value 𝑀 would
enforce that at most (since points may get picked more than once) 𝑀
points would be saved to a compressed point cloud. The alternative
way to pick a subset of points from the point cloud is to draw them
randomly, with each point having an equal chance of being picked. To
ensure a more fair comparison of random and argmax picking (where
about 70%–80% of the points were unique), we employ drawing with
replacement to keep the number of saved points similar between the
two methods.

Usually, for future rehearsal, we select the number of points that is
close to the number of features in the latent vector 𝐳. To check whether
these values do not have to be correlated, we conducted an additional
experiment to set a feature vector length to 2048 but still subsample
100 points at most.

In summary, we tested four different point cloud compression strate-
gies for the ablation study — random and argmax, with or without
regularizing the reconstruction module. Each strategy was tested in
6 scenarios on 4 datasets — MNIST, ModelNet10, ModelNet40, and
ShapeNet. The study was performed on the distance of 5 and 20 tasks.
For each scenario and strategy, we picked three sizes of feature vector

𝐳 (100, 1024, 2048) that determined how many points were saved from
each point cloud. We also tested a setting where we used a wide feature
vector (of length 2048) and sampled only up to 100 points, denoted
in tables as 2048 (100). We report the results of all experiments as a
mean accuracy of 3 independent runs with a standard deviation value.
We present the results in the Table 3 for 5-task and in the Table 4 for
20-task continual learning.

7. Discussion

As we can observe, RCR is able to maintain a classification accuracy
level similar to our top line. This behavior does not change when we
train a model with a more significant number of tasks (i.e., 20 instead
of 5). In contrast, other methods suffer from a significantly diminished
quality of the accuracy of the predictions.

As a result of the ablation experiments, we can notice that compres-
sion by random sampling works better most of the time, especially in
the 20-task distance (Table 4). Furthermore, adding a reconstruction
network often improves overall accuracy in both Task-IL and Class-IL
scenarios and the stability of the training process, which we can notice
as reduced variability of the final scores. This effect is particularly
noticeable when using heavier compression and training more tasks
( Table 4). We set the length of the feature vector to 2048, and we
saved up to 100 points per point cloud due to a significant decrease in
storage needed for future rehearsal and a minor loss of total accuracy
compared to other compression settings. However, we will resort to
sampling without replacing a fixed number of 100 points for the main
experiments to reduce the randomness effect on the final results.

8. Conclusion

In this work, we present a novel approach for continual learning on
point cloud data. The proposed method consists of a joint classification-
reconstruction model called Random Compression Rehearsal trained

7
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in a rehearsal setting on compressed (subsampled) data from previous
tasks as a catastrophic forgetting mitigation method. Using joint ob-
jective we aim to obtain both high and low level latent features in the
data representations. We conduct experiments on several popular 3d
point cloud datasets, such as ModelNet 10, ModelNet 40, and ShapeNet.
We also test the approach on the 2d point cloud version of the MNIST
dataset. We show that we can effectively combat catastrophic forgetting
in classification tasks by saving a small subsample of each point cloud
in the training set. Moreover, the presented model can achieve high
classification accuracy when the task is known, as well as when the task
information is unknown during inference. We show that this method
scales well up to at least 20 continual learning tasks and is easily
extendable for longer sequences. By performing an ablation study, we
validate the design decisions regarding setting feature vector size to 100
and choosing a random uniform subsampling method as a compression
technique.
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Abstract. Self-supervised methods have been proven effective for learn-
ing deep representations of 3D point cloud data. Although recent meth-
ods in this domain often rely on random masking of inputs, the results of
this approach can be improved. We introduce PointCAM a novel adver-
sarial method for learning a masking function for point clouds. Our model
utilizes a self-distillation framework with an online tokenizer for 3D point
clouds. Compared to previous techniques that optimize patch-level and
object-level objectives, we postulate applying an auxiliary network that
learns how to select masks instead of choosing them randomly. Our re-
sults show that the learned masking function achieves state-of-the-art or
competitive performance on various downstream tasks.

Keywords: Point clouds · Self-supervised learning · Adversarial mask-
ing.

1 Introduction

Deep learning revolutionized computer vision, including 3D point cloud analysis.
Learning meaningful representations from point clouds is crucial for applications
like autonomous driving and robotics. Self-supervised learning offers a promising
unsupervised approach, training models to extract meaningful features without
human annotations.

In recent years, self-supervised methods, such as Data2Vec [2], have excelled
in learning representations for images, text, and speech, enhancing performance
on tasks with limited annotated data. For 3D point clouds, techniques like Point-
BERT, Masked PointNet, and PointM2AE [28,12,13,29] employ random masking
to predict missing parts of objects. However, random masking doesn’t effectively
challenge the model to create meaningful representations, as it often leaves sig-
nificant information untouched.

To address these limitations, we propose PointCAM, a novel adversarial
method for learning a masking function that employs a self-distillation frame-
work with an online tokenizer specifically designed for 3D point clouds. Instead of
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using randomly generated masks, we introduce an auxiliary network that learns
to select masks in a trainable manner. By doing so, we aim to optimize the
masking function, enabling it to effectively capture relevant contextual informa-
tion and promote more informative feature learning. The model is trained in a
student-teacher manner, where the former aims to maximize the cross-entropy
loss between the projected mask token representation and the corresponding
projected patch representation from the teacher.

We investigate architecture improvements and we are the first to adapt the
state-of-the-art image-based framework iBOT [33] to the point cloud domain,
enhancing the performance of our model. This also allows us to train an online
tokenizer jointly with masked patch modeling objective without the need of using
a pre-trained tokenizer as in PointBERT [28] and thus making our framework
trainable in an end-to-end manner.

Using our proposed method, we train a transformer encoder and demon-
strate its effectiveness in achieving state-of-the-art performance within the scope
of methods based on non-hierarchical transformer architectures for most of the
standard classification and segmentation downstream tasks. While our results
are comparable or superior within this category, it should be noted that more
sophisticated architectures, specifically hierarchical transformers [29], achieve
higher performance. However, our findings highlight the potential of our ap-
proach in maximizing the capabilities of standard transformer models and pro-
vide a foundation for future work to bridge the performance gap with more
complex architectures.

The main contributions of this paper can be summarized as follows: (i) We
replace the random masking function in the patch-level objective with a trainable
masking function, allowing it to learn how to corrupt semantically meaningful
parts of point clouds. (ii) To the best of our knowledge, we are the first to
adapt the state-of-the-art image self-supervised framework iBOT [33] to the
point cloud domain, enabling end-to-end optimization of all of the modules.
(iii) We evaluate PointCAM on classification and segmentation downstream
tasks, achieving results superior to the current state-of-the-art non-hierarchical
techniques on most of them.

2 Related work

Self-supervised learning for images Over the last few years, self-supervised
learning has garnered significant attention as a robust and effective paradigm
for learning high-quality image representations. In particular, transformer-based
approaches have recently emerged as a paradigm-shifting technique, setting new
benchmarks for image representation quality. For instance, Dino [3] deploys vi-
sion transformers to produce image representations of superior quality, setting
new standards for the field. Another noteworthy model, iBOT [33], builds on
Dino’s foundational ideas but enhances them by introducing masked prediction
and an online tokenizer, thereby adding an additional layer of complexity and
capability. ADIOS [18] employs a unique masking framework for self-supervised
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Fig. 1. Overview of PointCAM framework. Given a point cloud x, two views u, v
are created and divided into patches and processed with a simple PointNet [14]. The
feature vector of view u is passed to the student network Ps ◦ Fs, while the feature
vector of view v proceeds to the mask generator M. Its purpose is to mask patches to
maximize both LMPM and LCLS losses. Masked features are then recovered by Ps ◦ Fs

to get projected features that match the ones predicted by the teacher network Pt ◦Ft.
Object-level objective LCLS is optimized similarly but on features from the CLS token.
Weights of the teacher network are updated using exponential moving averaging of the
student’s parameters. After pre-training, we discard the projector Ps and derive the
final representation of a point cloud from Fs. The dashed arrows of the teacher branch
symbolize a stop-gradient operator.

learning, where the system learns a masking function along with an image en-
coder via an adversarial training objective. This leads to more robust and feature-
rich representations. Moreover, Masked Autoencoders (MAE) [8] are also shown
to be scalable self-supervised learners for computer vision.

Self-supervised learning for 3D point clouds Recent models utilize self-
supervised techniques to create meaningful representations for 3D point clouds.
The authors of [31] use a simple self-supervised pre-training method that can
work with single-view depth scans without 3D registration and point correspon-
dences. PointContrast [25] uses contrastive training as a pre-training strategy
for downstream tasks. In [16] neural network is trained to reconstruct point
clouds whose parts have been randomly rearranged. In paper [26] the authors
propose to use an implicit decoder that reconstructs a continuous representa-
tion of the 3D shape that is independent of the imperfections in the discrete
samples. Most recent approaches adapt masking techniques known from the im-
age domain. PointBERT [28] uses transformers with masked point modeling.
Point-MAE [13] adapts the concept of masked autoencoders to point clouds. For
3D-OAE [34], masking is performed by occluding some local patches of point
clouds and establishing the supervision via inpainting the occluded patches us-
ing the remaining ones. The pretraining technique from [21] applies occlusions
for various camera views and trains the encoder-decoder model to reconstruct
the occluded points. MaskPoint [12] introduces a discriminative mask pretrain-
ing Transformer framework. Hierarchical methods play a dominant role among
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other approaches considering the quality of representations evaluated on down-
stream tasks. Point-M2AE [29] incorporates the multiscale masking and modified
pyramid architecture for the encoder and decoder to progressively model spatial
geometries and capture both fine-grained and high-level semantics of 3D shapes.

Compared to the existing approaches in the literature, our proposed model
distinguishes itself by being the first to introduce the concept of trainable ad-
versarial masking for 3D point clouds. Additionally, our work ingeniously adapts
the iBOT architecture, initially designed for images, to the specialized domain
of learning representations of 3D shapes.

3 PointCAM

We design a self-supervised framework for learning deep representations of Point
Clouds with Adversarial Masking, abbreviated PointCAM. An overview of the
framework is presented in Figure 1. Input in the form of a point cloud is grouped
into patches (Section 3) and two distinct views are created. These views are then
passed to the teacher-student framework with a transformer backbone (Section
3). In addition, one view is given to a mask generator (Section 3) that determines
which patches to mask, as opposed to selecting them randomly, making it a novel
approach to masking in point cloud representation learning. The model is trained
in a self-supervised manner (Section 3), where the masked patches are recovered
by the student network in order to satisfy the patch-level objective. For object-
level objective, we use features derived from the CLS token of the transformer.
We employ cross-entropy loss as a similarity measure for both objectives and
update teacher’s parameters using the exponential moving average of student’s
weight, as in [33,3].

Input construction To be able to process a point cloud with a transformer
model, an input sequence of tokens has to be created. This task is relatively
simple when dealing with text or conventional image data, yet point clouds,
being sets of points in a multidimensional space, pose unique challenges that
necessitate a more specialized approach. Thus, we divide the given point cloud
into p patches by selecting p points as center points using furthest point sampling
(FPS) and gather k nearest points to each center in the Euclidean space.

Employing FPS offers a low computational cost while achieving almost full
coverage of the point set (approximately 99%) which we have found to be suffi-
cient for effective training. These isolated patches are subsequently transformed
into patch embeddings through a small PointNet [14] network, which consists of
two convolution blocks and a max pooling operation. The result is a sequence
of patch embeddings {xi}pi=1. To bring positional information, the original cen-
ter points are projected onto position embeddings using a multilayer perceptron
(MLP). This MLP consists of two linear layers and utilizes a GELU [9] acti-
vation function after the first layer, leading to a position embedding sequence
{xPOS

i }pi=1. By adding patch and position embeddings, we obtain a token se-
quence x = {xi + xPOS

i }pi=1, which can be processed by a transformer archi-
tecture. We also insert a special CLS token at the first position of the token
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sequence. The CLS token is a concept introduced in the BERT model [5] and
serves as an effective pooling scheme for aggregating features.

Transformer-based encoder We use a transformer with SwiGLU feed-
forward layer, following the promising results of [17], as a backbone that pro-
cesses a token sequence x with each of transformer blocks. The final represen-
tation of a point cloud is obtained by concatenating the CLS token features
with a sum of patch features aggregated using max and global average pooling
operators.

Mask generator The main objective of the mask generator network M is to
generate masks that occlude meaningful parts of a point cloud. It adds an adver-
sarial aspect to the training, aiming to maximize losses of self-supervised tasks
in contrast to the transformer’s goal to minimize them. Intuitively, the mask
generator should produce masks that make it harder for the student network
to recover. Network M follows a similar architectural design as the backbone,
however, it is significantly smaller and there is no CLS token added. An addi-
tional MLP head is used to obtain continuous masks for a point cloud of size
N × p. Then, softmax activation is applied over the first dimension resulting in
N complementary masks for each of p patches that are represented as a matrix
M = (mij) = M(x). The embedding of j-th patch is masked by i-th mask by
multiplying its features by 1−mij , where mij ∈ (0, 1).

This construction does not have any restriction on covering all of the patches
with one of the N masks, making the prediction impossible for the student. To
prevent generated masks from occluding every patch we follow previous work by
adding a sparsity penalty [18]:

Lspar =
1

N

N∑

i=1

sin


π
p

p∑

j=1

mij




−1

. (1)

where mij corresponds to j-th patch in i-th mask. We experimentally found
that masks with values close to {0, 1} worked better than soft masks, and to
encourage the network to produce such masks we add a diversity constraint [32]:

Ldiv =
1

N2

N∑

i=1

N∑

k=1

(
1− mimk

∥mi∥2∥mk∥2

)
. (2)

By optimizing these two objectives simultaneously we are able to generate
masks that are mutually exclusive, close to binary, and almost evenly distributed
in the point cloud.

Self-supervised learning framework We create two distinct views, u and
v, of a point cloud by cropping and augmenting it (for details see Section 4).
Typically, the v view covers a larger part of the point cloud than the u, allowing
them to be referred to as global and local views.

Through the self-distillation process leveraging exponential moving average
(EMA), we aim to learn representations that will be indifferent to these views. We
create a token sequence xu, which we then pass to the student network obtaining
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projected features from the CLS and patch tokens {ĥCLS, ĥpatch} = Ps(Fs(x
u)).

Similarly, we extract features from the teacher network {hCLS, hpatch} = Pt(Ft(x
v)).

Additionally, we generate masks M and apply each one to xv, creating an input
sequence that is passed to the student network:

x̂(i) = (1−mi)x
v +mix

MASK, (3)

where xMASK is a trainable mask token, and i = 1, . . . N .
The student and teacher networks share the same architecture design, how-

ever, the parameters of the teacher network are an EMA of parameters of the
student network, allowing the model to distill knowledge from past iterations of
itself. We apply centering and sharpening [3] to the teacher outputs to prevent
the framework from collapsing to a degenerate solution. As for the projector
architecture P, we follow previous work [33]. However, we disentangle its head
by employing two separate linear layers, one dedicated to CLS token and the
other for patch tokens, in order to accommodate for the significantly harder task
of recovering tokens corrupted in the adversarial manner. Projected features are
then used to meet the patch-level and object-level objectives.

Patch-level objective The masked patch modeling (MPM) allows the en-
coder to extract low-level features from point clouds. It is similar to masked
language modeling in BERT [5] or masked image modeling in iBOT [33] with
the main difference of using the auxiliary network to mask inputs. The mask
generator outputs occlusions following the procedure explained in Section 3. A
masked sequence obtained using Equation (3), is passed to the student network
which outputs patch tokens projections ĥpatch. The teacher network processes
the original sequence xv, creating representative patch token projections hpatch

that we aim to recover under the assumption that each patch token can be re-
covered independently. In this objective the task is to minimize cross-entropy
loss between projected features of the student and the teacher:

LMPM = −
p∑

i=1

(
hpatch
i

)T
log ĥpatch

i , (4)

where hpatch
i and ĥpatch

i are projections for i-th patch. The loss is calculated for
all of the N masks.

Object-level objective In this objective we also consider cross-entropy loss
as in MPM objective, however, the self-distillation process is performed on the
class token of projected local and global views. Precisely, we minimize:

LCLS = −
(
hCLS)T log ĥCLS, (5)

where hCLS = Pt(Ft(x
v)) and ĥCLS = Ps(Fs(x

u)). LCLS is optimized mainly
between projections of local view and global view but also between projections
of different global views. Since the CLS tokens are aggregated representations of
the views, optimizing LCLS allows the encoder to learn a global shape features
invariant on the augmentations used.
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Table 1. Linear SVM evaluation on ModelNet40. Mean accuracy with a standard
deviation from 10 SVM runs with different seeds is reported. Methods using hierarchical
or multimodal transformers are in gray creating a separate group for a fair comparison.
The best results among the groups are bolded.

Method Accuracy [%]
3D-GAN [23] 83.3

Latent-GAN [20] 85.7
SO-Net [10] 87.3

FoldingNet [27] 88.4
MAP-VAE [7] 88.4
VIP-GAN [6] 90.2

PointBERT [28] 87.4
PointCAM (ours) 91.52 ± 0.26

OcCo [21] 89.2
CrossPoint [1] 91.2

PointM2AE [29] 92.9

Fig. 2. Examples of masks learned by the mask generator M with N = 3 during
PointCAM pre-training. Different colors depict distinct masks.

Optimization goals Finally, the objective for the encoder P ◦ F is to min-
imize the sum:

Lenc = LMPM + LCLS. (6)

On the other hand, the mask generator M aims to minimize:

Lmask = αLspar + βLdiv − Lenc. (7)

Note that we change the sign of the encoder’s objectives to make it adversarial.
For the choice of weighting hyperparameters, please see Section 4.

4 Experiments

This section presents the pre-training setup and reports results from experi-
ments conducted on various downstream tasks. We compare PointCAM with
existing models utilizing both non-hierarchical methodology and hierarchical
transfmormers. We also conduct an ablation study to validate the effectiveness
of our approach.

Data For pre-training we use ShapeNet [4] dataset which contains 52, 472
unique 3D models from 55 common object categories. We follow the official data
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Table 2. Classification on ScanObjectNN and ModelNet40 with fine-tuning.
We reproduce PointMAE [13] results from the official repository. Mean accuracy with
standard deviation from 3 runs with different seeds is reported. Methods using hier-
archical or multimodal transformers are in gray creating a separate group for a fair
comparison. The best results among the groups are bolded.

ScanObjectNN ModelNet40

Method OBJ-BG OBJ-ONLY PB-T50-RS 1k points

PointNet [14] 73.3 79.2 68.0 89.2
PointNet++ [15] 82.3 84.3 77.9 90.7

DGCNN [22] 82.8 86.2 78.1 92.9
PointCNN [11] 86.1 85.5 78.5 92.2

Transformer [28] 79.86 80.55 77.24 91.4
PointBERT [28] 87.43 88.12 83.07 92.7
MaskPoint [12] 89.30 88.10 84.30 –
PointMAE [13] 90.02 88.29 85.18 92.7 ± 0.1

PointCAM (ours) 90.36 ± 0.25 88.35 ± 0.53 84.49 ± 0.38 92.6 ± 0.2

PointM2AE [29] 91.22 88.81 86.43 93.4

Table 3. Few-shot classification on ModelNet40. Mean accuracy with standard
deviation across 10 different folds is reported. Methods using hierarchical or multimodal
transformers are in gray creating a separate group for a fair comparison. The best
results among the groups are bolded.

5-way 10-way

Method 10-shot 20-shot 10-shot 20-shot

DGCNN [22] 91.8 ± 3.7 93.4 ± 3.2 86.3 ± 6.2 90.9 ± 5.1
OcCo [21] 94.0 ± 3.6 95.9 ± 2.3 89.4 ± 5.1 92.4 ± 4.6

Transformer [28] 87.8 ± 5.2 93.3 ± 4.3 84.6 ± 5.5 89.4 ± 6.3
PointBERT [28] 94.6 ± 3.1 96.3 ± 2.7 91.0 ± 5.4 92.7 ± 5.1
MaskPoint [12] 95.0 ± 3.7 97.2 ± 1.7 92.6 ± 4.1 95.0 ± 3.0
PointMAE [13] 96.3 ± 2.5 97.8 ± 1.8 92.6 ± 4.1 95.0 ± 3.0

PointCAM (ours) 96.7 ± 2.1 98.5 ± 1.6 92.8 ± 4.2 94.9 ± 3.4

PointM2AE [29] 96.8 ± 1.8 98.9 ± 1.2 93.3 ± 3.9 95.8 ± 3.0

Table 4. Part segmentation on ShapeNetPart. Mean IoU across part categories
mIoUC and mean IoU across instances mIoUI is reported. Methods using hierarchical
or multimodal transformers are in gray creating a separate group for a fair comparison.
The best results among the groups are bolded.

Method mIoUC mIoUI

PointNet [14] 80.4 83.7
PointNet++ [15] 81.9 85.1

DGCNN [22] 82.3 85.2
Transformer [28] 83.4 85.1
PointBERT [28] 84.1 85.6
MaskPoint [12] 84.4 86.0
PointMAE [13] 84.2 86.1

PointCAM (ours) 84.1 86.0

PointM2AE [29] 84.9 86.5
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Table 5. Ablation study. Different masking strategies are evaluated with linear SVM.
Settings are the same as in Linear SVM experiment, only masking strategy varies. Mean
accuracy with standard deviation of 10 runs from different seeds is reported.

Masking strategy Masks Masking ratio Accuracy [%]

adversarial (ours) 4 - 90.99 ± 0.24
adversarial (ours) 3 - 91.52 ± 0.26
adversarial (ours) 2 - 91.17 ± 0.19

random - 0.10–0.45 91.09 ± 0.32
block - 0.10–0.45 91.01 ± 0.30

split and use training and validation splits for pre-training, excluding the test
split. We pre-process each shape in the dataset to prepare uniformly sampled
point clouds. First, we sample 16384 points from provided meshes, and from that
we sample 8192 points using the furthest point sampling (FPS) algorithm.

During pre-training, we randomly choose 1200 points and reduce them to
1024 via FPS. As data augmentation, we apply transformations preserving se-
mantic meaning of each shape, i.e. random scaling, translation, and point jitter.
We group points into 64 patches with 32 points each following previous work
[28]. We crop 8 local views that cover 10% to 30% of a point cloud and 2 global
views that cover 30% to 50%.

Training settings Weights of the mask-related loss (Equation (7)) are
set to α = 0.2, and β = 0.03. Network M is set to generate N = 3 masks.
We conduct the training of PointCAM for approximately 33, 000 steps with a
batch size of 128, maintaining a consistent configuration for both the encoder’s
and mask generator’s optimizers, with the exception being the learning rate.
Specifically, we employ the AdamW optimizer paired with a cosine schedule
with a warmup. The encoder’s optimizer is set to a learning rate of 10−4, while
the mask generator’s optimizer is set to a learning rate of 3×10−5. Furthermore,
we apply a k-decay [30] of 1.5 and weight decay of 0.05. For parameters of the
teacher network, we set the initial momentum weight to 0.994 and anneal it to
1.0 with a cosine schedule.

Linear SVM We test 3D point cloud representations learned during pre-
training by extracting features from the frozen encoder and testing them on
ModelNet40 [24], a dataset comprising 12,311 synthetic 3D models across 40
categories. We adhere to the official split of 9843 examples in the training set,
with the remainder in the testing set. We report classification accuracy in Table
1. PointCAM achieves the state-of-the-art result of 91.52% accuracy, represent-
ing a +1.32pp improvement among non-hierarchical transformers and generative
architectures, and second-highest mean accuracy overall.

Furthermore, we provide examples of masks learned by the mask generator M
in Figure 2. Presented point clouds are divided into N = 3 masks distinguished
by different colors. As we can see, each mask covers semantically meaningful
part of a point cloud, fulfilling its desired goal.
Object classification on ModelNet40 We finetune our pretrained model on
ModelNet40 with 1024 points per object. The same data augmentation tech-
niques employed during the pre-training phase are utilized here, specifically ran-
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dom scaling, translation, and jitter. We abstain from using the voting method
and instead report the mean accuracy with a standard deviation across three
runs in Table 2. Our results are competitive with other methodologies, achiev-
ing an accuracy of 92.57%.
Object classification on ScanObjectNN We finetune our pretrained model
on real-world dataset ScanObjectNN [19], which comprises 2902 3D objects
across 15 categories. In this experiment, we amplify the number of patches per
point cloud to 128, to accommodate an increased number of points of 2048.
Our results are presented in Table 2. We report across three commonly uti-
lized settings: objects with background (OBJ-BG), objects without background
(OBJ-ONLY), and objects perturbed with translation, rotation, and scaling
(PB-T50_RS). Our model demonstrates state-of-the-art accuracy among non-
hierarchical transformer and generative approaches in the OBJ-BG (90.36%) and
OBJ-ONLY (88.35%) settings, falling short only to the hierarchical transformer
PointM2AE [29]. Additionally, we report a competitive result in the most chal-
lenging setting, PB-T50-RS, achieving an accuracy of 84.49%.
Few-shot learning on ModelNet40 We follow previous works [28,13,12,29]
in few-shot learning experiment setup. We employ the standard n-way, m-shot
setting, where n is the number of classes and m corresponds to the number of
samples per class. We provide results for {n,m} ∈ {5, 10} × {10, 20} in Table
3 across 10 different folds, consistent with the data splits employed in the ref-
erenced works. Our approach achieves notable results, particularly in the 5-way
setting, where we outperform the non-hierarchical transformer and generative
architectures, achieving improvements of +0.4pp and +0.7pp in 10-shot and 20-
shot settings respectively, while also exhibiting a lower standard deviation. In
the more challenging 10-way setting, we also report results that are superior or
competitive with the current state-of-the-art.
Part segmentation on ShapeNetPart We evaluate PointCAM on a chal-
lenging part segmentation task that requires the prediction of per-point labels.
We use the ShapeNetPart dataset [4], which comprises 16, 881 objects with parts
across 16 categories. Following the procedure of earlier works [28,12,13], we sam-
ple 2048 points and group them into 128 patches. We extract features from the
4th, 8th, and 12th layers of the encoder, and employ max pooling in conjunction
with global average pooling to generate distinct sets of features. These features
are used to upsample the center points of the patches and MLP is applied to
predict the class of each point. We report mean Intersection over Union (IoU)
across instances (mIoUI) and categories (mIoUC). Our results presented in Ta-
ble 4, indicate that PointCAM is competitive with the current state-of-the-art
methods.
Ablation study The ablation tests were conducted under the same experi-
mental setup as the Linear SVM experiment to ensure a fair comparison. We
maintained a consistent model architecture and data, only varying the stud-
ied parameter. To elucidate the benefits of our adversarial masking method, we
conducted an ablation study, contrasting it with the conventional approach of
random masking. Our findings, detailed in Table 5, reveal a performance advan-
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tage when employing our adversarial masking technique, improving the linear
SVM evaluation accuracy by +0.43pp. We also investigate the impact of the
number of masks generated by M, varying the value of N from 2 to 4. Our
results, presented in Table 5, suggest that N = 3 yields the best representations.

5 Conclusion

In this work, we introduce PointCAM, a novel adversarial masking method
for self-supervised learning with 3D point cloud data. Our approach diverges
from the conventional random masking strategies, instead utilizing a network
to learn an optimal masking function. Our extensive experiments demonstrate
that PointCAM can effectively enhance the learning capability of transformer
models. It achieves state-of-the-art or competitive performance among methods
based on non-hierarchical transformer and generative architectures on several
benchmarks, including classification, segmentation, and few-shot learning tasks.
Importantly, our ablation studies highlight the significant contribution of our
adversarial masking method to these performance gains.
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