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Summary

This doctoral thesis analyzes an important algorithmic tool known as the chase proce-
dure. The chase procedure (or simply chase) is a fundamental tool that has been applied
to several database problems such as computing data exchange solutions, query an-
swering and containment under constraints, and ontology-mediated query answering,
to name a few. In a nutshell, the chase takes as input a database D and a sct T of logi-
cal constraints, which, for this thesis, are tuple-generating dependencies (TGDs) (a.k.a.
existential rules), of the form Vavi(¢(Z,§) — 3z ¢¥(Z, Z)), where ¢ and 1 are con-
junctions of relational atoms, and its result is a (possibly infinite) instance D that is a
universal model of D and T', i.e., a model that can be homomorphically embedded into
every other model of D and T". This is precisely the reason for the ubiquity of the chase
in database theory. Indeed, many central database problems, which involve reasoning
with TGDs, can be solved by simply exhibiting a universal model. In turn, this makes
the chase an extremely important and usetul tool that deserves our attention.

The thesis explores how the chase can be applied in the context of ontology-mediated
query answering, as well as in the context of determinacy. In what follows, we give a
brief summary of the contributions of the thesis concerning the aforementioned topics.

Ontology-Mediated Query Answering. First, the problem of deciding the termina-
tion of the chase is investigated, that is, given a sct of TGDs T, to decide whether the
chase terminates w.r.t. 7" [or every input database: this is known as all-instances chase
termination. It is clear that whenever the termination of the chase is guaranteed, we
get an algorithm for query answering purposes since we simply need to construct the
chase and evaluate the input conjunctive query over the obtained finite instance. It is
well-known that, no matter which version of the chase we consider, the all-instances
chase termination problem is undecidable. The present thesis significantly strengthens
the above undecidability result by showing via an involved proof that the problem re-
mains undecidable even if we focus on binary predicates. This is an important result
that advances our knowledge on the chase termination problem.

The thesis then go on to push the limits of decidability for ontology-mediated query
answering even further. In particular, it introduces the abstract class of finite cliquewidth



sets of TGDs and shows that query answering for this class is decidable. The key prop-
erty of this class is that, although the chase instance might be infinite, it has finite
cliquewidth, which essentially means that it has a convenient finite representation. This
is a very interesting result as it provides a broad abstract class of TGDs that ensures the
decidability of ontology-mediated query answering.

The thesis further studies the decidable abstract classes of finite expansion sets
(FES) and finite unification sets (FUS) of TGDs. The former collects all the sets of
TGDs that guarantee the termination of the restricted chase for every input database,
whereas the latter collects all the sets of TGDs that are first-order rewritable, i.e.,
ontology-mediated query answering can be reduced to the evaluation problem of first-
order queries (in fact, of union of conjunctive queries), and this can be done in a
database-independent way. More precisely, the thesis focuses on the so-called FUS/FES
conjecture, which states that any set of TGDs that is a finite expansion set (FES) and a
finite unification set (FUS) must be uniformly bounded. The latter property essentially
states that, for query answering purposes, we can stop the chase up to a certain depth
that does not depend on the input database and conjunctive query. Although the conjec-
ture remains open, the thesis makes a significant progress towards its full settlement as
it provides a positive result for a broad class of TGDs.

The Determinacy Problem. This is an important and well-studied problem in database
theory, which essentially asks the following: assuming that we have access to our data
only via predefined views expressed in a certain query language, is it possible to answer
a given query only by using the available views? The thesis establishes several novel
undecidability results concerning the determinacy problem by varying the languages
in which the views and the actual query are expressed. These are highly non-trivial
results that heavily rely on the chase procedure. The thesis also studies the monotonic
determinacy problem, which is a stronger version of the standard determinacy problem
discussed above. It provides several decidability and undecidability results for recursive
views and querics cxpressed in the well-known language Datalog.

Evaluation

This is an outstanding doctoral thesis. The latter statement is justified by the excellent
list of publications that comes with the thesis. In particular, the results on the ontology-
mediated query answering problem have been published in a series of threc papers
appeared in the proceedings of the top conferences in Artficial Intelligennce (IJCAI)
and database theory (PODS). Moreover, the results on the determinacy problem have
been published in a series of three papers appeared in the proceedings of the top confer-
ences in logic (LICS) and database theory (PODS and ICDT). A thesis that produced
six papers appeared in the proceedings of top conferences is indeed exceptional.
Concerning the thesis itsell, I found the informal introduction very useful. It intro-
duces and explains in a gentle and understandable way the main concepts and results of
the thesis; it was really a pleasure to read. I appreciate the fact that the main ideas and
observations underlying the technical proofs have been explained and illustrated via in-
tuitive explanations and examples. I can confirm that the obtained results are novel and



highly non-trivial that advance our knowledge on important database problems. More-
over, the fact that all those results have been obtained by using a classical tool from
database theory, that is, the chase, is indeed very elegant and it justifies even further the
importance and relevance of the chase procedure.

Summing up, I am impressed by the technical depth of the obtained results and it
is absolutely fair 1o say that this is one of the strongest (if not the strongest) doctoral
thesis that I have reviewed in my career.




