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Abstract

In computer science, a (formal) language is a set of words (i.e. sequences of letters
from a finite alphabet), which is specified in a precise way, for example: generated
by a formal grammar, matching to a regular expression, accepted by an automaton,
produced or accepted by an algorithm, satisfying some equations or constraints, etc.
In this dissertation, we investigate the properties of three such formalisms: finite
automata, word equations, and the chase procedure in the database theory.

We have developed the first polynomial-time algorithm deciding the class of com-
pletely reachable finite automata and an algorithm that, given a set S of size k, finds
a word of length shorter than 2n(n−k) whose action transforms the set of all states
to S, where n is the number of states; the latter algorithm proves the weak Don’s
conjecture for this class of automata.

A k-avoiding threshold of A is the smallest number atk(A ) ∈ N such that for
each set S of size k there exists a word of length at most atk(A ) whose action
does not map any state to S. We have studied the avoiding technique for finite
automata and: for all number of states n ≥ 8, we showed examples of automata
that improve the largest known 1-avoiding thresholds; proved an upper bound of
at2(A ) ∈ O(n2 + n · at1(A )) on the 2-avoiding threshold for an n-state automaton
A ; improved the lower bound on the maximal k-avoiding threshold for k ≥ 3, so
that it meets the asymptotic upper bound; showed that an asymptotically better
upper bound on the k-avoiding threshold, which we conjecture holds for the class of
synchronizing automata, implies improved upper bounds on the reset threshold (i.e.
the length of the shortest reset words).

We also proved that most synchronizing problems for partial automata reduce to
the counterparts for complete automata (e.g., an upper bound on the reset threshold,
an algorithm finding a reset word, or checking the synchronizability of an automaton)
and the length of the shortest reset words for a literal automata of finite prefix codes
is at most O(n log3 n), where n is the number of states of the literal automaton.

A word equation is a formal equality of the form U = V , where U and V are
sequences of letters and variables, and we ask, whether there is a substitution equal-
izing sides of the equation. We considered the case of free groups, i.e. the equality
should hold in a free group, and we allow only one variable (and its inverse), with
possibly many occurrences. We gave an O(n3)-time algorithm for this problem,
which greatly improves the previous running times. We also gave a more detailed
characterization of the set of all solutions.

The chase procedure recursively extends a database according to a given set
of rules. The problem, whether for given rules in the form of Tuple Generating
Dependencies, the chase terminates on all input databases, was recently shown to
be undecidable, even in the case of single-head TGD over at most ternary predicates.
The problem is decidable for unary predicates, the decidability of binary predicates
case remained open. We showed that the undecidability arises even for sets of rules
over at most binary predicates.
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Streszczenie

Językiem formalnym nazywamy zbiór słów (czyli ciągów liter ze skończonego
alfabetu) zdefiniowany w ścisły sposób, na przykład przez: gramatykę formalną,
wyrażenie regularne, więzy i równania, automat lub algorytm produkujący lub ak-
ceptujący słowa języka. W niniejszej rozprawie doktorskiej badamy własności trzech
takich formalizmów: automatów skończonych, równań w słowach oraz procedury
chase z teorii baz danych.

Opracowaliśmy pierwszy wielomianowy algorytm rozstrzygający klasę całkowicie
osiągalnych automatów skończonych oraz algorytm, który dla zbioru S o rozmiarze
k znajduje słowo o długości krótszej niż 2n(n − k) osiągające S, gdzie n to liczba
stanów automatu, co dowodzi słabej hipotezy Dona dla tej klasy automatów.

Długość k-opuszczania automatu A to najmniejsza liczba atk(A ) ∈ N, dla której
dla każdego zbioru stanów rozmiaru k istnieje słowo długości co najwyżej atk(A ),
którego działanie nie przenosi żadnego stanu do stanu z tego zbioru. Przeanalizo-
waliśmy długości k-opuszczania w automatach: dla liczby stanów n ≥ 8 skonstru-
owaliśmy automaty poprawiające najdłuższą znaną długość 1-opuszczania; udowod-
niliśmy górne ograniczenie at2(A ) ∈ O(n2 + n · at1(A )) na długość 2-opuszczania
dla n-stanowego automatu A ; poprawiliśmy dolne ograniczenie na maksymalną dłu-
gość k-opuszczania dla k ≥ 3, tak że spełnia ono asymptotyczne ograniczenie górne;
pokazaliśmy, że asymptotycznie lepsze ograniczenie górne na długość k-opuszczania
dla automatów synchronizowalnych, pociąga poprawę ograniczenia na długość naj-
krótszych słów synchronizujących.

Udowodniliśmy również, że większość problemów synchronizacji dla automatów
częściowych redukuje się do odpowiedników dla automatów zupełnych (np.: górne
ograniczenie na długość najkrótszych słów synchronizujących, algorytm znajdu-
jący słowo synchronizujące lub sprawdzający synchronizowalność automatu), a dłu-
gość najkrótszych słów synchronizujących dla automatów literowych rozpoznających
skończone kody prefiksowe wynosi co najwyżej O(n log3 n).

Równania w słowach to równania postaci U = V , gdzie U i V są ciągami liter
i zmiennych, a rozwiązaniem jest podstawienie, dla którego zachodzi równość stron.
W równaniach nad grupą wolną z jedną zmienną litery są zastąpione generatorami
grupy, występuje, być może wiele razy, tylko jedna zmienna (i jej odwrotność), a
równość ma zachodzić w grupie wolnej. Dla takich równań pokazaliśmy charaktery-
stykę zbioru wszystkich rozwiązań oraz znajdujący je algorytm o złożoności czasowej
O(n3), który znacznie poprawia czasy działania dotychczasowych algorytmów.

Procedura chase rekurencyjnie rozszerza bazę danych zgodnie z danym zestawem
reguł. Niedawno wykazano nierozstrzygalność określenia własności stopu (czy pro-
cedura zatrzyma się dla każdej wejściowej bazy) procedury chase dla reguł w postaci
Tuple Generating Dependencies (TGD). Problem pozostaje nierozstrzygalny nawet
w przypadku TGD nad co najwyżej ternarnymi predykatami z jednym predykatem
w głowie reguły. Wiadomo było, że problem jest rozstrzygalny dla reguł unarnych,
jednak pozostawał on otwarty dla reguł binarnych. W rozprawie pokazaliśmy nie-
rozstrzygalność problemu dla zbioru reguł o co najwyżej binarnych predykatach.
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Chapter 1

Thesis summary

1.1 Formal languages

Formal languages are one of the core areas of theoretical computer science. The for-
mal languages terminology resembles the one used in natural languages. An alpha-
bet is a set of symbols (called letters) and a word is an ordered sequence of letters.
A formal language is a set of words. Unlike natural languages, formal languages are
defined syntactically, i.e. we abstract away the external meaning of words (seman-
tics), and focus on the structure and form of the words. Also, formal languages can
be seen in terms of abstract algebra, where words are elements of a free semigroup
over the alphabet, i.e. we consider only one (associative) operation: concatenation,
which “glues” two words together into another word.

A Formal language is usually defined by a specific formalism, for example:

� words accepted by some program (e.g., a Turing machine),

� words solving some equations,

� words matching some regular expression,

� words generated by some formal grammar.

In this dissertation, we consider some combinatorial problems related to formal
languages. This chapter provides some background theory of areas we worked in
and obtained results. The following chapters consist of published papers, where our
research is described in detail.

1.2 Synchronizing automata and related problems

A formal language is regular if it can be recognized using a finite memory. The corre-
sponding computational device is known as a (deterministic) finite automaton (DFA)
and the finite memory is modeled using a finite number of states. Regular languages
can be also defined in other ways, using regular expressions, nondeterministic fi-
nite automata, regular grammars, and others. Still, due to its combinatorial and

6
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1.2. SYNCHRONIZING AUTOMATA AND RELATED PROBLEMS 7

comprehensible structure, DFAs are extensively employed to investigate properties
of regular languages and remains one of the most important formalisms to describe
this class of languages.

A deterministic finite automaton A is defined by a set of states Q, an input
alphabet Σ, and a binary transition function δ : Q×Σ → Q. This function describes
how the automaton updates its state while processing a letter from the alphabet.
The function δ is naturally extended from letters to words; then for a given word w
it defines a mapping from states to states, and this mapping is also called the action
of this word. To recognize regular languages, we need to additionally specify an
initial state and final states; the automaton recognizes words whose action maps
the initial state to one of the final states. However, the problems considered in this
dissertation concern the properties of the transition functions of automata for which
initial and final states are irrelevant.

One of the most intensively studied structural aspects of DFAs is synchronization.
If the action of a word w maps all states to the set S of size k, i.e. δ(Q,w) = S, then
we say that w reaches S and w is k-rank. A DFA is synchronizing if there exists a
1-rank word, called a reset word. In other words, regardless of the initial state of
the automaton, after reading a reset word, we know the state where the automaton
completes the reading. The minimum length of reset words for a given automaton A

is called the reset threshold rt(A ) of the automaton. The maximal reset threshold
among all automata with n states is the Černý function, denoted by C(n).

In 1964, Černý showed a series of automata with reset threshold (n− 1)2 [Čer64,
Čer19], which is the best lower bound on Černý function known so far. The automata
of this series are called Černý automata. Despite efforts, no automata with larger
reset thresholds were found, which empirically supports the so-called Černý conjec-
ture that Černý bound is tight. To be more precise, the Černý conjecture claims
that C(n) = (n − 1)2, or equivalently, that for each A we have rt(A ) ≤ (n − 1)2.
The conjecture is one of the most longstanding in the theory of automata and has
remained open for 64 years. It has a weaker variant, which also remains open:
the weak Černý conjecture, which claims rt(A ) ∈ O(n2) for every automaton A .

The currently best upper bound on reset thresholds is cubic in n [Pin83, Shi19,
Szy18]. Most of the research on the topic of synchronizing automata and Černý con-
jecture was collected and comprehensively described in the recent survey [Vol22]; we
also refer to older ones [KV21, Vol08]. To summarize, the problem seems to be hard
to solve directly, so most of the research is focused on related problems, which appear
to be noteworthy on their own.

Completely reachable automata

When investigating the structure of the Černý automata, i.e. the ones providing
the lower bound on the Černý function, we can observe that every subset of states
is reachable, i.e. for each subset of states S ⊆ Q there exists a word w such
that δ(Q,w) = S. Automata with this property are called completely reachable.
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8 CHAPTER 1. THESIS SUMMARY

Since synchronization is the reachability of a singleton set, completely reachable
automata are obviously synchronizing. The class of completely reachable automata
subsumes other studied classes: the class of automata with the full transition monoid
[GGG+17], synchronizing automata with simple idempotents [Rys00] and aperiodi-
cally 1-contracting automata [Don16].

The concept of completely reachable automata was introduced in 2016 by Bon-
dar and Volkov [BV16], who also posed an open question about the computational
complexity of deciding, whether an automaton is completely reachable. So far only
exponential time algorithms were known for deciding the complete reachability in
the general case and the problem was expected to be computationally hard [BV16]:

We expect this problem to be computationally hard for automata over
unrestricted alphabets while for automata with a fixed number of letters
a polynomial algorithm may exist.

Nevertheless, some characterization of completely reachable automata was obtained
(specifically by so-called Rystov’s graph of automaton) [BV18, BCV22] and recently,
an O(n log logn) time algorithm was established for binary automata [CV22]. Apart
from deciding the class, the lengths of the reset word and reaching words were stud-
ied: Don [Don16] conjectured that each set of size k can be reached with a word
of length at most n(n − k), which was proven wrong in general, but remains open
in the completely reachable class [GJ19]. Also, an upper bound of O(7/48n3)

[BCV22] on the reset threshold of a completely reachable automaton was estab-
lished. For the aforementioned subclasses (i.e. full transition monoid, synchronizing
with simple idempotents and aperiodically 1-contracting automata), quadratic up-
per bounds on the reset thresholds were obtained, although the Černý conjecture
was not proved. We continued studies on completely reachable automata, focusing
mainly on algorithms testing the complete reachability and the lengths of reset and
reaching words.

We discovered a polynomial-time algorithm that identifies witnesses of the ex-
istence of unreachable sets. In a simplified, albeit not entirely accurate manner,
it checks whether a given set is a maximal unreachable set in an automaton. Guess-
ing a set and verifying whether it is a witness naturally leads to a co-NP algorithm for
deciding complete reachability. Later, instead of guessing, we provided a polynomial-
time algorithm that iteratively checks witness property for sets of decreasing size
from |Q| down to 1. Obviously, there is an exponential number of such sets, so the
algorithm has to wisely choose the tested sets (chooses less than n sets for each set
size k) in such a way that if witnesses exist, one of them will be found. The first
found witness is a maximal unreachable set, and the lack of a witness candidate
gives evidence of complete reachability. The algorithm, with a bunch of optimiza-
tions, decides the completely reachable class in O(|Σ| · n3) time, thus resolving the
7-year-old open question [BV16].

As a by-product of the algorithm, after a suitable modification, we also get the
upper bound 2n(n− k) on the length of a word reaching a set S of size k in a com-
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1.2. SYNCHRONIZING AUTOMATA AND RELATED PROBLEMS 9

pletely reachable automaton; the word is constructed through the extending method.
This bound provides a weaker version (by the factor of 2) of Don’s conjecture stated
for completely reachable automata [GJ19, Problem 4].

It follows that a completely reachable n-state automaton has a reset word of length
at most 2n2−n lnn−4n+2 (for n ≥ 3). The new upper bound improves over the pre-
viously known bounds obtained with different techniques for some proper subclasses
of completely reachable automata: synchronizing automata with simple idempotents
(with the previous upper bound 2n2 − 4n + 2) [Rys00], aperiodically 1-contracting
automata (no non-trivial previous bounds) [Don16], and automata with a full tran-
sition monoid (with the previous upper bound 2n2 − 6n+ 5) [GGG+17]. Described
results are presented in Chapter 2.

Avoiding thresholds

Compression and extension are two techniques used to construct a reset word.
In short, compression builds a reset word by generating words that iteratively de-
crease δ(Q,w) down to a singleton. The extension is dual, it builds a reset word
starting from a singleton {q} and iteratively increases the δ−1({q}, w) up to Q.
While, under the hood, we use the extending method to build short words to reach
given sets for completely reachable automata, most of the reasonable upper bounds
on the reset threshold for general automata have been obtained through compres-
sion. Let us focus on compression, within which there are two main approaches
to constructing a short reset word for automata (and thus upper bound the reset
threshold):

The first one tries to build a reset word forward: For the word w built so far,
we look at the image S = δ(Q,w) and try to build a word w′ that merges at least
two states from S into one (i.e. δ(q1, w′) = δ(q2, w

′)). Then we append w′ to w to
get a smaller set |δ(Q,ww′)| < |δ(Q,w)|. Iterating this procedure, we obtain a reset
word – a trivial n2 bound on the length of w′ gives a cubic bound on the reset
threshold.

The second approach, on the other hand, tries to synchronize the automaton
by building a reset word backward: For a word w built so far, we have the image
S = δ(Q,w), but we are examining which states ofQ are mapped to some state q ∈ S.
If we avoid a set δ−1(q, w), i.e. we build a word w′ such that δ(Q,w′)∩δ−1(q, w) = ∅,
then we can append the word w to w′ to get a smaller set |δ(Q,w′w)| < |δ(Q,w)|. As
before, iterating this procedure yields a reset word. Unfortunately, we do not know
good bounds on the length of avoiding words for large sets, so using this approach
alone does not lead to bounds comparable with the current best.

Fortunately, the two approaches can be combined: The last improvements of the
upper bound on the reset threshold are obtained by combining them [Shi19, Szy18]
(and using an algebraic solution to limit the length of merging or avoiding).

In the Chapter 3 we focused on the avoiding technique and we studied the k-
avoiding thresholds. For an automaton A a word w avoids a set S if δ(Q,w)∩S = ∅,
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10 CHAPTER 1. THESIS SUMMARY

a set S is avoidable if there exists w such that w avoids S, and the k-avoiding
threshold atk(A ) is the smallest number such that every avoidable subset S of size
k can be avoided with a word of length not larger than this number. Denote by
Ak(n) the maximal k-avoiding threshold for n-state automata.

It is known that if the 1-avoiding threshold is O(n), then the reset threshold
is at most 7/48n3 + O(n2) [Tra11], which is better than the current best upper
bound. We exploited the idea behind this result and generalized it to k-avoiding
thresholds. For a synchronizing automaton A and a given function f(n) ∈ ω(1),
we showed that if the f(n)-avoiding threshold is O(n2/f(n)), then the reset threshold
is O(n3/f(n)), i.e. it is subcubic. Discovering such an upper bound on the k-avoiding
threshold would be a breakthrough in the field.

With the exception of k = 1 (1-avoiding threshold is in O(n2) [Szy18]), the only
known upper bounds on k-avoiding thresholds for synchronizing automata are asymp-
totically equal to the length of the shortest reset word, i.e.O(n3) (orO(n2), if the weak
Černý conjecture holds). These bounds are trivial because a set S can be avoided
by a synchronizing word concatenated with a word mapping to a state outside of S,
where the latter word is of linear length. Our research on the upper bounds resulted
in relating 2-avoiding threshold to 1-avoiding threshold, namely: for every synchro-
nizing automaton A with n states, we know that at2(A ) is O(n2 + n · at1(A )).

Difficulties in improving the upper bounds on avoiding thresholds led us to ques-
tion what makes sets hard to avoid. To tackle this question, we tried to construct
automata with large avoiding thresholds. Building such automata resulted in es-
tablishing lower bounds on maximal avoiding thresholds Ak(n). Lower bounds for
maximal k-avoiding threshold Ak(n) are always expressed by series of automata
(one for each number of states n ∈ N) with large k-avoiding thresholds.

We showed the series of automata with 1-avoiding threshold equal to 2n − 3,
for every number of states n ≥ 7. Moreover, all automata in the series are strongly
connected synchronizing automata, thus we get 2n−3 ≤ A1(n) lower bound for every
n ≥ 2, so the same bound applies to this subclass of automata as to the general case.
We conjecture that it is the best possible, except for finitely many examples meeting
2n− 2.

For k ≥ 2, for the general case, we showed a series of automata with k-avoiding
thresholds in Θ(nk). These automata are strongly connected, but not synchronizing.
This matches the asymptotic upper bound for k ≥ 3 (see [BFS21]), leaving the cases
k = 2 and k = 1 open.

Partial finite automata

So far we considered only complete DFAs, i.e. we assumed that the transition func-
tion is well-defined, and, in particular, it is uniquely defined for all states and letters.
Appropriately relaxing those requirements leads to automata recognizing the same
class of languages, but the automata are potentially more succinct and have a richer
combinatorial structure.

10:62640



1.2. SYNCHRONIZING AUTOMATA AND RELATED PROBLEMS 11

When we allow the transition to be a partial function, i.e. it might be unde-
fined for some pairs: state, letter, the resulting model is called the partial (finite)
automata (PFA). This is a subclass of even more general nondeterministic finite
automata (NFA), where the transition function’s output is a set of states instead
of a single state: δ : Q × Σ → 2Q. An NFA is unambiguous (UFA) if for every
two states p, q and every word w, there is at most one path from p to q labeled
by w [BCKP08]. Since for partial, unambiguous, and general nondeterministic au-
tomata, the transition may be not defined for some pairs of a state and a letter, we
define a mortal word, for which no state is in the image of the transition function for
this word, i.e. δ(Q,w) = ∅. Both partial and complete DFA are unambiguous since
neither of them allows nondeterministic choices. The following relations between
the classes holds:

DFA ⊂ PFA ⊂ UFA ⊂ NFA .

There are several ways to generalize synchronization from complete deterministic
automata to these wider classes. For NFAs we define [IS99]:

� D1-directing word – the image of each state by the transition of this word
is the same state (a singleton),

� D2-directing word – the image of each state by the transition of this word
is the same subset of states (possibly empty),

� D3-directing word – the image of each state by the transition of this word
contains a common state (and possibly other states).

The D1 and D3-directing words do not allow undefined transitions on any state.
For PFAs, they both coincide and are called careful synchronizing words, and even
for PFAs they may be exponential in length and PSPACE-complete to find [Vor16].
On the other hand, a D2-directing word can be mortal. This does not fit to model the
synchronization by observation setting, where undefined transitions are not really
applied but we do not know the current state(s) and conclude about it by observing
the input. This setting was used, e.g. for ε-machines [TC11]. We consider another
definition, which allows some states to have an undefined transition, but the rest
of states must have the same image: an unambiguous NFAis called synchronizing
if there exist two non-empty subsets C,R of its states and a reset word w such that
w’s action maps every state in C exactly to the whole set R, and it is undefined for
all states outside C [BCKP08]. For partial DFAs, the set R has size one [BPR09]
(without nondeterminism a state can be mapped only to one state), and for complete
DFAs, the set C is also the whole set of states [Vol08] (in a complete automaton,
the transition function cannot be undefined). For an n-state strongly connected un-
ambiguous NFA the best known upper bound on the length of shortest reset words
is O(n5), and the existence of a reset word is verifiable in time O(n5) [Ryz19]. The
same upper bound holds for the length of the shortest mortal words in strongly
connected unambiguous NFAs [KM19], whereas for PFAs there is a tight quadratic
bound n(n+1)

2 , which is attainable by well-known automata [Rys83], We denote the

11:11305



12 CHAPTER 1. THESIS SUMMARY

maximal reset thresholds in those classes by CNFA(n), CUFA(n) and CPFA(n), respec-
tively.

In Chapter 4 we focused on the class of PFAs and we proved that the reset
threshold for PFAs is almost the same as for complete DFAs, i.e.:

CPFA(n) ≤ C(n) +O(n4/3)

A similar phenomenon appears for the decision problem concerning recognizing the
classes of synchronizing automata in the case of DFAs and PFAs: given a PFA

we can construct a DFA of the same size that is synchronizing if and only if the input
automaton is synchronizing; the construction can be carried out in O(|Σ|n log n).
This means that deciding synchronization for PFAs can be done in the same time
as for the complete DFAs, but not less than O(|Σ|n log n), so according to current
knowledge O(|Σ|n2) time. We also show that the reset word for PFAs can be found
in O(|Σ|n3).

Partial automata are also used to represent prefix codes: A prefix code X is a set
of finite words over a finite alphabet Σ, such that no word in X is a prefix of another
word in X. Note that in general, the words in X may differ in length. Prefix codes,
especially Huffman codes [Huf52], are widely used for lossless data compression.
The message is encoded by concatenating codewords corresponding to the sequence
of words from the message. Since the lengths of codewords can be different, it is es-
sential that the message is correctly partitioned into codewords. In particular, one
transmission error can spoil the whole decoding process, causing a major data loss.
Also, the partition into codewords is inherently sequential, so to successfully parti-
tion the second part of a message, the first part must be partitioned correctly. These
issues can be addressed by using synchronizing codes.

A code X is synchronizing if there exists a synchronizing word w ∈ X∗, such
that for each uwv ∈ X∗ we have uw, v ∈ X∗. Intuitively, the occurrence of the
synchronizing word w in the code stops error propagation and makes it possible
to correctly partition the remaining part into codewords, independently of previous
codewords and errors. Moreover, if we want to decompose only part of the mes-
sage, then we do not need to process the whole message, but we can start from
the first word after the synchronizing word. Although some other methods of error
detection and correction (e.g. error-correcting codes [GRS21]) are in general more
efficient than synchronizing codes, and therefore more frequently used in real ap-
plications, synchronizing codes may be imagined in use-case of one-way compressed
data transmission with sporadic errors (noise), where once in a while the sender
sends a synchronizing word to avoid error propagation.

A prefix codes decoder can be easily implemented as a finite state transducer [BPR09],
whose underlying automaton is a partial finite automaton, called in this case a lit-
eral automaton. It forms a tree-like structure and recognizes language X∗. Let X
be a finite prefix code over an alphabet Σ. The literal automaton AX = (Q,Σ, δ)

is constructed as follows. The set of states Q is the set of all proper prefixes of the
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1.3. WORD EQUATIONS 13

words in X, the transition function is defined as:

δ(q, x) =





qx , if qx /∈ X and qx is a proper prefix of a word in X;

ε , if qx ∈ X;

undefined , otherwise.

The state corresponding to the empty prefix ε is called the root state. The height
of a literal automaton is the length of the longest path of its transitions without
repetition of states; equivalently, this is the length of the longest word in X minus
one.

Each word that synchronizes the literal automaton is also a synchronizing word
for the code [BPR09]. For maximal prefix codes (i.e. prefix codes that are not a sub-
set of another prefix code) the literal automata are complete [BPR09], and for every
complete literal automaton over an alphabet Σ there exists a word w of logarith-
mic rank and length, i.e. |w| ≤ ⌈log|Σ| n⌉ and |δ(Q,w)| ≤ ⌈log|Σ| n⌉ ([BS16, BP09]).
Combining this fact with algebraic methods, a reset word of length O(n log3 n) was
constructed for complete literal automata [BS16]. However, the construction of log-
arithmic words does not work for partial literal automata [RS18]. In Chapter 4,
we prove that there exist O(log n)-rank non-mortal words of length O(n) for such
automata, excluding the case of a code with only one word. After generalizing
some algebraic methods to work on partial automata, we use this result to provide
an O(n log3 n) upper bound on the reset threshold of an n-state synchronizing par-
tial literal automaton, which asymptotically matches the known upper bound for
a complete literal automaton.

1.3 Word equations

A word equation is a formal equation of the form U = V , where U, V are sequences
of letters from an alphabet Σ and variables. A solution is a substitution of variables
by words that makes both sides equal. To make the definition more familiar, we give
an example of a simple word equation: aXY = Xab; for this equation, the set
of solutions is {(ai, b) : i ∈ N}, where the first pair component is the substitution
of X and the second is the substitution of Y . The above definition describes a word
equation in free monoid (the empty word ε is the identity), but word equations are
also considered over free groups, where we allow the usage of the inverse of letters
and variables, and the equality after the substitution should hold in a free group.
In this case, letters in the equation are the generators of the free group.

Systematic research on word equations in a free monoid started in the second half
of the 20th century, due to its close relation to the 10’th Hilbert’s problem, which
considers the decidability of solving Diophantine equations [Lot02]. As the word
equation problem can be reduced to the problem of Diophantine equations, some
researchers hoped that by proving the undecidability of the former both problems
will be solved [Lot02]. That approach had failed for two reasons: first, the Diophan-
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tine equations problem has been solved sooner than the word equations problem:
the undecidability of Diophantine equations was shown already in 1970 by Matiya-
sevich [Mat70]; and second, the word equations problem turned out to be decidable,
which was shown in 1977 by Makanin [Mak77]. Later, Makanin’s algorithm has
been generalized to the free group case [Mak83], and its later generalization also
finds all solutions [Raz87] of word equations in a free group. The last algorithm
is very involved and known to be not primitively recursive [KP98]. In the following
years, Makanin’s algorithm and its analysis were simplified. Later, new algorithms
based on compression were proposed, both in free monoid and free group cases, and
the corresponding algorithms run in PSPACE [DGH05, DJP16, Jeż16].

In this work, we focused on a variant of the word equation problem in which there
is one variable with possibly many occurrences. The restricted problem is naturally
easier (regarding the complexity) than the general word equation problem. Such
a variant was considered both in a free monoid and a free group. In a free monoid,
over twenty years of research [OGM94, Lot02, DP11, LP11] have led to the O(n)

algorithm [Jeż13] to find all the solutions and a very precise characterization of the
set of solutions: the set of solutions is either infinite of the form {uviw : i ∈ N} or has
at most 3 elements [NS18]. The case of a free group was considered even earlier:
in 1960 Lyndon [Lyn60] showed that for some k ∈ N the set of solutions is a finite
union of k-parametric sets, where a k-parametric set is defined as follows:

{w0w
i1
1 w2w

i2
3 · · ·wik

2k−1w2k : i1, . . . , ik ∈ Z} .

Among a variety of results about the form of the solution set [App68, Lor68, GM04,
Lor68] (see Chapter 5 for details), it is worth mentioning that the set of solutions
finally was proven to be a finite union of 1-parametric sets [CR00]. The algorithmic
results were obtained later: the first polynomial-time algorithm for this problem
was given by Bormotov, Gilman and Myasnikov [BGM09]; however, they made little
effort to minimize the exponent of the polynomial, getting O(m11k9) running time,
wherem is the number of variable occurrences and k is the length of the longest word
(i.e. the consecutive sequence of generators and its inverses) in the equation. The
running time is high, nevertheless, we believe that their approach could be improved
to O(n5) running time, where n is the total length of the equation.

In Chapter 5, we present a new algorithm for the one-variable word equation
problem in a free group, which greatly improves the running time to O(n2m),
where n is the total length of the equation and m is the number of variable oc-
currences. We also characterize the set of solutions as a union of O(n2) sets of the
form {αwkβ : k ∈ Z}, where α, w, and β are words over the generators of the
given free group. The asymptotic complexity seems to be hard to improve, as all
known characterizations have Ω(n2) solution candidates (words in the free group),
and checking each of them takes O(m) time. Moreover, this simplified analysis does
not even take into account testing the 1-parametric infinite sets.
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1.4 The Chase

Ontology-based data access (OBDA) is a prominent approach to knowledge rep-
resentation and data integration [XC+18]. In OBDA, key objects of interest are
knowledge bases, typically composed of two components. The first component, the
data layer, is an incomplete database represented as a finite set of positive facts. The
second component, the logical layer, reflects external knowledge about the world (e.g.
the fact that every person has a parent). The logical layer can be employed to infer
more information from the stored data and is usually encoded by means of some
formal ontology language. The most prominent choices for such languages are de-
scription logics [OS12], and existential rules [MT14]. In the thesis, we focus on the
latter. An existential rule (known also under the name of Datalog± rule or a tuple
generating dependency [Fag09]) is a first-order formula that conforms to the pattern

∀x̄ α(x̄) → ∃ȳ β(x̄, ȳ),

where α and β are positive conjunctions of atoms. For convenience, we call α the
body of the rule, and β the head. For instance, an existential rule stating that every
person has a parent can be expressed as follows:

∀x Person(x) → ∃y (Person(y) ∧ isParent(y, x)) .

To put knowledge bases to full use as a core part of intelligent information systems,
conjunctive queries (a popular fragment of SQL) are often employed as a funda-
mental querying formalism [Mug11]. Herein we are only interested in certain query
answers, i.e. the ones that appear in all possible extensions of the data layer that
fulfills all the constraints from the logical layer. Note that such extensions can
be of any size (any, even infinite, cardinality) and of any shape, thus enumerating
all possible extensions and testing whether they satisfy the input query is clearly
not feasible. To the rescue comes a useful property of rulesets of TGDs, namely the
fact that they possess universal models [DNR08]. More precisely, for a given incom-
plete database D and a set of existential rules T , there exists a (possibly infinite)
database D′ that is sufficient to determine query answers for all possible extensions
of D satisfying T .
Hence, the use of universal models in reasoning is highly desirable. This leads

to an investigation of different methods of computing universal models. One pop-
ular method, which originated from database theory, is called the chase [DNR08].
The chase is a saturation-based algorithm that takes as an input a database D and
a ruleset T . Call a rule φ of T applicable whenever there is a tuple of elements in
D that fulfills the body of φ. Until T contains an applicable rule φ for some tuple
of elements that were not employed yet, we append fresh elements and facts to D
to make the head of φ fulfilled. We halt otherwise. Note that even for quite simple
sets of rules, the chase may not terminate, which leads to a plethora of different ver-
sions of the chase, as discussed in the survey [KMR19]. A canonical non-terminating
chase example would be a knowledge base composed of a single fact Person(John)
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and an existential rule given above. In this case, the proposed algorithm clearly
does not stop, as every step of the chase will introduce a fresh ancestor of John.

This leads to a natural question, called the All-Instances Chase Termination
Problem (AICTP): a static analysis problem, in which we ask whether for a given
set of existential rules the Chase terminates on all possible databases [GO18]. The
problem was shown to be undecidable in [GM14] for sets of ternary existential
rules, i.e. rules that allow for atoms or arity at most three. Since the TGDs
used in their undecidability proof are far from any well-known and well-behaved rule
classes, researchers started looking on AICTP for rule-sets under some shape restric-
tions [CGP15]. More recently the decidability of AICTP has been shown for sets
of linear TGDs [LMTU19], sets of single-head guarded TGDs [GMP20], and for sets
of sticky TGDs [CP19]. Our thesis contributes to this effort by showing the undecid-
ability of AICTP for sets of existential rules of arity at most two. This is practically
relevant, as many real-world ontologies, e.g. those from the Horn fragment of the
W3C Web Ontology Language (OWL), are of this shape. A general proof scheme
is similar to the one from [GM14], namely, we encoded the boundedness problem
of Conway functions in the growing structure of the chase executed on the critical
instance (i.e., a designated database containing all possible facts describing a single
individual). The main obstacle, however, was to encode the multiplication function,
which is inherently ternary. To avoid “ternarity”, we force the structure generated
by the chase to be a binary tree and employ a certain idea of “side paths” to uniquely
identify suitable elements. Our proof is exhaustively presented in Chapter 6.

1.5 Next chapters and publications

The described above results are the essence extracted from this dissertation, more
detailed and extensive results are included in the following chapters. Each of them
consists of a separate paper, all of which were published and presented at the fol-
lowing conferences:

Chapter 2 Recognizing completely reachable automata and the reachability of sub-
sets of states. Robert Ferens, Marek Szykuła. Completely Reachable Au-
tomata: A Polynomial Algorithm and Quadratic Upper Bounds. ICALP
2023: 59:1–59:17; full version https://arxiv.org/abs/2208.05956.

Chapter 3 The avoiding word problem; motivated by an application to synchronizing
automata. Robert Ferens, Marek Szykuła, Vojtěch Vorel. Lower Bounds
on Avoiding Thresholds. MFCS 2021: 46:1-46:14.

Chapter 4 Synchronizing of partial deterministic finite automata; motivated by an
application in the theory of codes. Mikhail V. Berlinkov, Robert Ferens,
Andrew Ryzhikov, Marek Szykuła. Synchronizing Strongly Connected
Partial DFAs. STACS 2021: 12:1-12:16; full version: https://arxiv.
org/abs/2101.05057.
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Chapter 5 Solving one-variable word equations in the free group. Robert Ferens,
Artur Jeż. Solving One Variable Word Equations in the Free Group in
Cubic Time STACS 2021: 30:1-30:17; full version: http://arxiv.org/
abs/2101.06201.

Chapter 6 Decidability of new-fact generation for single-head binary tuple generat-
ing dependencies. Bartosz Bednarczyk, Robert Ferens, Piotr Ostropolski-
Nalewaja. All-Instances Oblivious Chase Termination is Undecidable for
Single-Head Binary TGDs IJCAI 2020: 1719-1725
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tomatami. Matematicko-fyzikálny Časopis Slovenskej Akadémie Vied,
14(3):208–216, 1964. In Slovak.

18

18:76967



BIBLIOGRAPHY 19
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1 Introduction

The concept of completely reachable automata origins from the theory of synchronizing
automata. A deterministic finite automaton is synchronizing if starting from the set of all
states, after reading a suitable reset word, we can narrow (reach) the set of possible states
to a singleton. On the other hand, an automaton is completely reachable if starting from
the set of all states, we can reach every non-empty subset of states. Thus, every completely
reachable automaton is synchronizing, and the class of completely reachable automata forms
a remarkable subclass of (synchronizing) automata.
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Synchronizing automata are most famous due to a longstanding open problem: the Černý
conjecture, which states that every synchronizing n-state automaton admits a reset word of
length at most (n− 1)2. Applications of synchronizing automata include testing of reactive
systems [20] and synchronization of codes [2, 4]. The currently best upper bound for the
Černý problem is cubic in n [18, 21, 22]. Finding better bounds for particular cases was a
topic of extensive study. Some of the related computational problems such as checking if an
automaton is synchronizing are solved in polynomial time [11]. Other ones, such as finding a
reset word of the smallest length, are hard, but practical (heuristic and optimizing) methods
are developed [23]. Most of the research on the topic of synchronizing automata was collected
and comprehensively described in the recent survey [25]; we also refer to older ones [16, 24].

Other studies where completely reachable automata appear include the descriptional
complexity of formal languages. Here, the complete reachability of an automaton is often
juxtaposed with the maximality of the state complexity or the syntactic complexity of
languages recognized by automata [5, 15, 17].

The notion of completely reachable automata was first introduced in 2016 by Bondar and
Volkov [6], who also asked about the complexity of the computational problem of deciding
whether a given automaton is completely reachable. The analogous decision problem for
synchronizing automata is easily solvable in quadratic time in the number of states. Later
studies revealed a connection to the so-called Rystsov graph, whose generalization can be
used to characterize completely reachable automata [5, 7]. However, this does not yet lead
to an effective algorithm, as it is unknown how to compute these graphs. Recently, the case
of binary automata was solved with a quasilinear-time algorithm [8], which strongly relies on
the specificity of both letters when they ensure the complete reachability of the automaton.

The class of completely reachable automata contains several previously studied cases. It
contains the Černý automata [9], which meet the conjectured bound (n− 1)2 for the Černý
problem, and some of the so-called slowly synchronizing series [1]. The class of automata
with the full transition monoid [13], synchronizing automata with simple idempotents [19]
and aperiodically 1-contracting automata [10] are proper subclasses of completely reachable
automata. For the first two subclasses and a special case of the third one quadratic upper
bounds on the length of the shortest reset words instead of a cubic one were established for
the Černý problem. However, for the whole class of completely reachable automata, only
cubic bounds were known (though better than in the general case) [5].

In connection to the bounds, a remarkable conjecture and a generalization of the Černý
one is Don’s conjecture [10, Conjecture 18]. It states that for an n-state automaton, for
every 1 ≤ k < n, if a subset of states of size k is reachable, then it can be reached with a
word of length at most n(n− k). This conjecture was disproved in general [14] but weaker
versions were proposed: one restricting to completely reachable automata [14, Problem 4]
and another general one, in relation to avoiding words [12, Conjecture 15].

1.1 Contribution
We design a polynomial-time algorithm for the problem of deciding whether an automaton is
completely reachable, thus solving the 7-year-old open question [6]. For this solution, we
develop a complement-intersecting technique, which allows finding a short extending word
for a given subset of states (i.e., that gives a larger preimage). We optimize the complexity
of the algorithm to work in O(|Σ| · n3) time.

Based on the discovered properties, we prove that every non-empty subset of k < n states
in a completely reachable n-state automaton is reachable with a word of length smaller
than 2n(n− k). This is a weaker version (by the factor of 2) of Don’s conjecture stated for
completely reachable automata [14, Problem 4].
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It follows that a completely reachable n-state automaton has a reset word of length at
most 2n2 − n ln n− 4n + 2 (for n ≥ 3). This generalizes and improves the previous bounds
obtained with different techniques for known proper subclasses of completely reachable
automata: automata with a full transition monoid (with the previous upper bound 2n2 −
6n + 5) [13], synchronizing automata with simple idempotents (with the previous upper
bound 2n2 − 4n + 2) [19], and 1-contracting automata (only a special case was solved) [10].

2 Solving Complete Reachability in Polynomial Time

2.1 Reachability
A complete deterministic finite semiautomaton (called simply automaton) is a 3-tuple (Q, Σ, δ),
where Q is a finite set of states, Σ is an input alphabet, and δ : Q× Σ→ Q is the transition
function, which is extended to a function Q× Σ∗ → Q in the usual way. Throughout the
paper, by n we always denote the number of states in Q.

Given a subset S ⊆ Q, the image of S under the action of a word w ∈ Σ∗ is δ(S, w) =
{δ(q, w) | q ∈ S}. The preimage of S under the action of w is δ−1(S, w) = {q ∈ Q | δ(q, w) ∈
S}. For a state q, we also simplify δ−1(q, w) = δ−1({q}, w). Note that q ∈ δ(Q, w) if and
only if δ−1(q, w) ̸= ∅. For a subset S ⊆ Q, by S we denote its complement Q \ S.

For two subsets S, T ⊆ Q, if there exists a word w ∈ Σ∗ such that δ(T, w) = S, then we
say that S is reachable from T with the word w. Then we also say that T is a w-predecessor
of S. It is simply a predecessor of S if it is a w-predecessor for some word w. One set can
have many w-predecessors, but there is at most one maximal with respect to inclusion (and
size).
▶ Remark 1. For S ⊆ Q and w ∈ Σ∗, the preimage δ−1(S, w) is a w-predecessor of S if and
only if δ−1(q, w) ̸= ∅ for every state q ∈ S. Equivalently, we have δ(δ−1(S, w)) = S.
▶ Remark 2. For S ⊆ Q and w ∈ Σ∗, if δ−1(S, w) is a w-predecessor of S, then all w-
predecessors of S are contained in it, thus δ−1(S, w) is maximal in terms of inclusion and
size. If δ−1(S, w) is not a w-predecessor of S, then S does not have any w-predecessors.

A word w is called extending for a subset S, or w extends S, if |δ−1(S, w)| > |S|. It is
called properly extending if additionally δ−1(S, w) is a w-predecessor of S, i.e., δ−1(q, w) ̸= ∅
for all q ∈ S.

A subset S ⊆ Q is reachable in the automaton if S is reachable from Q with any
word. An automaton is completely reachable if all non-empty subsets S ⊆ Q are reachable.
Equivalently, Q is a predecessor of all its non-empty subsets. The latter leads to an alternative
characterization of completely reachable automata:
▶ Remark 3. An automaton (Q, Σ, δ) is completely reachable if and only if for every non-empty
proper subset of Q, there is a properly extending word.

The decision problem Completely Reachable is the following: Given an automaton
(Q, Σ, δ), is it completely reachable?

2.2 Witnesses
For an automaton (Q, Σ, δ), we consider unreachable sets that have the maximal size among
all unreachable subsets of Q. They play the role of witnesses for the non-complete reachability
of the automaton (or counterexamples for its complete reachability).

▶ Definition 4 (Witness). A non-empty set S ⊊ Q is a witness if it is unreachable and has
the maximal size of all unreachable subsets of Q.
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Since Q is trivially reachable, the maximal size of unreachable subsets of Q is in
{0, . . . , n− 1}. It equals 0 (i.e., there is no witness) if and only if the automaton is completely
reachable.

Although any non-empty unreachable set is evidence that the automaton is not completely
reachable, it turns out that verifying if a set is a witness is computationally easier – later
we show that we can verify the complete reachability and also find a witness if it exists in
polynomial time. Verifying whether a given set is reachable (or unreachable) in general is
PSPACE-complete [6] and it remains hard in many variations of the problem [3].

We start with a simpler solution in co-NP, where we just guess a candidate for a witness
and verify it. A witness obviously cannot have a larger predecessor, as this predecessor or
maybe some other larger set would be unreachable and so a witness instead. Still, a set can
have exponentially many predecessors of the same size. The following observation allows us
to infer the existence of a larger predecessor indirectly.

▶ Lemma 5. Let S, T ⊆ Q be distinct. If a word u ∈ Σ∗ is properly extending S ∪ T , then u

is also properly extending S or T .

Proof. Let u be a properly extending word for U = S∪T ⊊ Q, thus there is a larger maximal
u-predecessor U ′ of U , i.e., δ(U ′, u) = U , δ−1(U, u) = U ′, and |U ′| > |U |. By Remark 1, we
have |δ−1(q, u)| ≥ 1 for all q ∈ U . As this holds for all the states of S and T , they also have
their u-predecessors δ−1(S, u) and δ−1(T, u), respectively. Suppose that |δ−1(S, u)| = |S|
and |δ−1(T, u)| = |T |. Then |δ−1(q, u)| = 1 for all q ∈ U , which gives a contradiction with
|U ′| > |U |. ◀

▶ Corollary 6. Let S, T ⊊ Q be two distinct witnesses. Then S ∪ T = Q.

Proof. Since S ̸= T , the union S ∪ T is larger than the witness size |S| = |T |, thus it must
be reachable. If S ∪ T ̸= Q, then S ∪ T has a larger predecessor. By Lemma 5, either S or T

also has a larger predecessor, which contradicts that they both are witnesses. ◀

Now, we focus on detecting sets that are potential witnesses. We relax the required
property for being a witness and introduce an auxiliary definition:

▶ Definition 7 (Witness candidate). A non-empty set S ⊊ Q is a witness candidate if it
does not have a larger predecessor and all its predecessors (which are of the same size) have
pairwise disjoint complements.

▶ Remark 8. For two sets T, T ′ ⊆ Q, the condition of disjoint complements T ∩ T ′ = ∅ is
equivalent to T ∪ T ′ = Q.

▶ Lemma 9. A witness is a witness candidate.

Proof. Let S be a witness and let T and T ′ be two distinct predecessors of S. As they are
of the same size |T | = |T ′| = |S| and S is reachable from both T and T ′, they also must
be witnesses. By Corollary 6, T ∪ T ′ = Q. Therefore, S meets the definition of a witness
candidate. ◀

Thus, every witness is a witness candidate and clearly, every witness candidate is un-
reachable (moreover, it is unreachable from every larger set). However, both converses do
not necessarily hold.

▶ Example 10. The automaton from Figure 1 (left) is not completely reachable, and:
All sets of size 5 are witnesses.
The sets Q \ {qi, q(i+1) mod 6} for i ∈ {0, . . . , 5} are reachable.
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Figure 1 Left: an example of an automaton that is not completely reachable. Right: an example
of a completely reachable automaton [8, Fig. 3]. (a’s transitions are solid, b’s transitions are dashed.)

The sets Q \ {qi, q(i+2) mod 6} for i ∈ {0, . . . , 5} are unreachable (only the action of b

yields a predecessor). They do not admit a properly extending word but they are not
witness candidates, since their complements are not disjoint.
The set {q0, q2, q4} and its complement {q1, q3, q5} are witness candidates but not wit-
nesses, as they have size 3.
All non-empty proper subsets of Q are extensible, e.g., δ−1(q1, (ab)3, a) = Q, but not
necessarily properly extensible.

The following remark will be useful for efficient checking if a set is a witness candidate:
▶ Remark 11. A witness candidate S has at most ⌊n/(n− |S|)⌋ predecessors.

Proof. The complements of the predecessors of S are pairwise disjoint, so each state is
contained in at most one complement of size n− |S|. ◀

2.3 An Algorithm in co-NP
We build a polynomial procedure that checks whether a given set S is a witness candidate.
It is shown in Algorithm 1. Starting from S, we process all its predecessors in a breath-first
search manner; for this, a FIFO queue Process is used. A next set T is taken in line 6. Then,
we verify whether T ∩ T ′ ̸= ∅, for some previously processed set T ′. For this, we maintain
Absent array, which for every state q indicates whether q occurred in the complement of some
previously processed set, and if so, this set is stored as Absent[q]. We additionally use this
array to check whether the same set T has been processed previously (line 9); if so, then it is
ignored. Otherwise, S is not a witness candidate as the complements of its two predecessors
have a non-empty intersection. We update this array in lines 12–13. Finally, in lines 14–19,
we add one-letter predecessors of T to the queue. If one of the predecessors is larger than
T , then this immediately implies that S is not a witness candidate. Since predecessors are
never smaller, this means that all processed sets that are put into the queue are of the same
size |S|. When all predecessors of S have been considered and neither of the two conditions
occurred, the function reports that S is a witness candidate.

The function is a base for our next algorithms. Hence, even though we do not need to
optimize it here, in the next lemma, we describe the technical details for achieving optimal
time complexity. In particular, an important optimization that lowers the time complexity
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Algorithm 1 Verifying whether a given subset is a witness candidate from Definition 7.

Input: An n-state automaton A = (Q, Σ, δ) and a non-empty S ⊊ Q.
Output: true if S is a witness candidate; false otherwise.

1: function IsWitnessCandidate(A , S)
2: Process ← EmptyFifoQueue() ▷ It contains predecessors of S to be processed
3: Process.Push(S)
4: Absent ← Array indexed by q ∈ Q initialized with none
5: while not Process.Empty() do
6: T ← Process.Pop()
7: if Absent[q] ̸= none for some q ∈ T then ▷ Then T ∪ T ′ ̸= Q

8: T ′ ← Absent[q]
9: if T = T ′ then

10: continue ▷ T has been processed previously
11: return false ▷ T and T ′ are predecessors with non-disjoint complements
12: for all q ∈ T do
13: Absent[q]← T

14: for all a ∈ Σ do
15: if T has a-predecessor then
16: T ′ = δ−1(T, a)
17: if |T ′| > |S| then
18: return false
19: Process.Push(T ′)
20: return true ▷ All predecessors of S were checked

is storing each processed set T as a list of states in its complement. Then we can perform
all operations on a set T in O(n− |S|) time, which compensates the number of iterations,
which is at most O(n/(n− |S|)).

▶ Lemma 12. Function IsWitnessCandidate from Algorithm 1 is correct and can be
implemented to work in O(|Σ| · n) time.

Proof. Correctness: The function can end in line 11, 18, or 20. The first case means that S

has two distinct predecessors, T and T ′ such that T ∩ T ′ ̸= ∅, which implies that S is not a
witness candidate. The second case (line 18) means that we have found a larger predecessor
of S, thus S is not a witness candidate. The last possibility (line 20), where the function
ends with a positive answer, occurs when there are no more predecessors of S to consider
(Process becomes empty), so all predecessors of S have been checked and the two previous
cases have not occurred. Thus, S satisfies the conditions from Definition 7.
Running time: We separately consider the time complexity of two types of iterations of the
main loop: full and extra iterations. An extra iteration is where the case from line 7 holds;
then the iteration ends either in line 10 or 11. Otherwise, we count it as a full iteration.

In each iteration, T has size |S|, because a predecessor cannot be smaller than the set and
we check in line 18 if it is larger. The number of distinct processed predecessors (including S

itself) of the same size |S| < n with pairwise disjoint complements is at most ⌊n/(n− |S|)⌋.
This bounds the number of full iterations. In extra iterations, the same sets can be repeated.
As these sets are added in full iterations, and one full iteration adds at most |Σ| sets to the
queue, the number of extra iterations is at most |Σ| · (⌊n/(n− |S|)⌋).
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If we store T (and all sets in Process) as a list of states in its complement, then full one
iteration takes O(|Σ| · (n− |S|)) time: Lines 6–11 trivially take O(n− |S|) time. Updating
Absent in lines 12–13 also takes O(n−|S|) time, if we store a pointer/reference to T (line 14 in
O(1)) instead of copying. Computing one-letter predecessors in lines 15–19 can be performed
in O(|Σ| · (n− |S|)) time as follows. At the beginning of the function, we additionally do
some preprocessing of the automaton. For each a ∈ Σ and q ∈ Q, we compute the list of
states δ−1(q, a); note that for the same a, these lists are always disjoint. For each a ∈ Σ,
we also count the states q ∈ Q such that |δ−1(q, a)| = 0; let za be their number. Then
in line 15, we check if δ−1(T, a) is a-predecessor by counting the states p ∈ T such that
|δ−1(p, a)| = 0. The set δ−1(T, a) is a-predecessor if and only if the number of such states
p equals za, because if it is smaller, then some state q ∈ T has an empty preimage under
the action of a. Next, we compute δ−1(T , a) by joining the preprocessed lists for a for each
q ∈ T , and T ′ = Q \ δ−1(T , a) is also stored in the form of a list of states in the complement.
Since a predecessor is never smaller than the set, we have |T ′| ≥ |T | = |S|, thus the length of
this list is at most |S|, so we do this computation in O(n− |S|) time.

Also, the running time of an extra iteration (lines 6 up to 11) is easily bounded by
O(n− |S|) time.

Summarizing, full iterations take O(n/(n− |S|) · |Σ| · (n− |S|)) time and extra iterations
take O(|Σ| · n/(n − |S|) · (n − |S|)) time, which gives the same upper bound on the total.
The aforementioned preprocessing can be done in O(|Σ| · n) time as well. ◀

▶ Remark 13. The asymptotic running time of IsWitnessCandidate in terms of |Σ| and n

is the best possible because |Σ| · n is the number of automaton’s transitions that we have to
read in the worst case.

▶ Theorem 14. Problem Completely Reachable can be solved in co-NP.

Proof. To certify that a given automaton A is not completely reachable, we can guess a
witness candidate S ⊊ Q and call IsWitnessCandidate(A , S) to verify it. If the automaton
is not completely reachable, then there exists some witness, which is a witness candidate.
Otherwise, there are no unreachable non-empty sets, thus no witness candidates. ◀

2.4 A Polynomial-Time Algorithm
The overall idea to make the algorithm work in deterministic polynomial time is as follows.
We replace guessing a witness with a constructive procedure. We extend the function
from Algorithm 1 so that instead of a Boolean answer, it finds a properly extending word for
S. This works under a certain assumption that S is not a witness candidate and there are
no witness candidates of size larger than |S|. When S is a witness candidate, the function
returns none.

Then, we use this function to hunt for a witness. We iteratively reduce each set of size
n − 1 to smaller sets S in the way that if some witness is a subset of the initial set, then
this witness is also a subset of set S. As we process the sets from the largest size, we keep
the assumption that there are no witness candidates larger than the currently processed set.
Hence, the first found witness candidate will be a witness.

2.4.1 Finding Properly Extending Words
The function for finding properly extending words is shown in Algorithm 2. Here, together
with predecessor sets T of S, we also keep track of the words w such that δ(T, w) = S. The
main difference with IsWitnessCandidate is the case in line 7. For the union T ∪ T ′,
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Algorithm 2 An algorithm finding a properly extending word (a larger predecessor) for a given
set (recursive version).

Input: An n-state automaton A = (Q, Σ, δ) and a non-empty S ⊊ Q.
Output: A properly extending word for S or none . If S is a witness candidate, then always

returns none . If S is not a witness candidate and there are no witness candidates
of size > |S|, then always returns a word.

1: function FindProperlyExtendingWord(A , S)
2: Process ← EmptyFifoQueue() ▷ It contains pairs (T, w) such that δ(T, w) = S

3: Process.Push((S, ε))
4: Absent ← Array indexed by q ∈ Q initialized with none
5: while not Process.Empty() do
6: (T, w)← Process.Pop()
7: if Absent[q] ̸= none for some q ∈ T then ▷ Then T ∪ T ′ ̸= Q

8: (T ′, w′)← Absent[q]
9: if T ′ = T then

10: continue ▷ T ′ has been processed previously
11: u← FindProperlyExtendingWord(A , T ∪ T ′)
12: if u = none then
13: return none
14: else ▷ u is a properly extending word for T ∪ T ′

15: if |δ−1(T, u)| > |T | then ▷ u properly extends T

16: return uw

17: else ▷ u properly extends T ′

18: return uw′

19: for all q ∈ T do
20: Absent[q]← (T, w)
21: for all a ∈ Σ do
22: if T has a-predecessor then
23: T ′ = δ−1(T, a)
24: if |T ′| > |S| then
25: return aw

26: Process.Push((T ′, aw))
27: return none ▷ S is a witness candidate

we aim at finding a properly extending word for it, which then turns out to be properly
extending either for T or T ′ by Lemma 5; this is done by a recursive call in line 11. This call
can return none instead, which means that a witness candidate larger than S was found.

▶ Example 15. For the automaton from Figure 1 (left) and S = {q0, q2, q4, q5} (this is
an unreachable and not properly extensible set, but not a witness candidate), FindProp-
erlyExtendingWord returns none using one recursive call.

Proof. Since letter a cannot be applied, the second iteration is with T = δ−1(S, b) =
{q5, q1, q3, q4}, and similarly, the third one is with T = δ−1(S, b2) = {q4, q0, q2, q3}. Now,
since the complements of {q4, q0, q2, q3} and S contain the common state q1, we recursively
call the function for the union Q \ {q1}. This union set is a witness and has 6 predecessors
(including itself). After processing all these predecessors, the function returns none. ◀
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▶ Example 16. For the automaton from Figure 1 (right) and let S = {q0, q10}, FindProp-
erlyExtendingWord returns the word ab2 using 8 recursive calls.

▶ Lemma 17. Function FindProperlyExtendingWord is correct and works in at most
O(|Σ| · n2 log n) time. Moreover, if a word is returned, then it has length at most O(n log n).

Proof sketch. The correctness can be proved by descending induction on the set size, using
similar arguments as for Lemma 12 and Lemma 5

Without counting the recursive call, the running time is O(|Σ| · n2/(n− |S|); for this, to
avoid higher complexity by copying potentially long words, we need to concatenate words
by storing pointers to both parts and maintain the induced transformations Q→ Q along
them. If we consider the recursive calls, in the worst case n− |S| we call the function on sets
of sizes n− |S|, n− |S|+ 1, . . . , n− 1; in the calculation we get the harmonic series what is
bounded by the logarithm, giving the final running time and word length bounds. ◀

2.4.2 Set Reduction for Witness Containment
Suppose that given a subset S ⊊ Q, we search for a witness that is contained within it.
Having a properly extending word w for S, we can reduce S to its proper subset by excluding
some states which surely cannot be in any witness contained in S. The next lemma shows
the criterion.

▶ Lemma 18. Let S ⊆ Q and δ−1(S, w) be a w-predecessor of S for some w. Then for every
witness candidate S′ ⊆ S, every state q ∈ S′ is such that |δ−1(q, w)| = 1.

Proof. Since δ−1(S, w) is a w-predecessor of S, by Remark 1, we have δ−1(q, w) ̸= ∅ for
every state q ∈ S. Suppose for a contradiction that there exists S′ ⊆ S that is a witness
candidate and contains a state p ∈ S′ such that |δ−1(p, w)| > 1. Note that the set δ−1(S′, w)
is a w-predecessor of S′, since its superset S has a w-predecessor, and:

|δ−1(S′, w)| = |δ−1(p, w)|+
∑

s∈S\{p}
|δ−1(s, w)| > 1 + (|S| − 1) = |S|.

Thus, S′ cannot be a witness candidate, since it has a larger predecessor. ◀

As a witness is also a witness candidate, the lemma also applies to witnesses. From the
lemma, we know that by having a properly extending word for S, we can remove at least
one state from S and all the witnesses will still be contained in the resulting set. Function
Reduce(A , S, w) in Algorithm 3 realizes this reduction and returns a set of states that can
be removed. If w is given as a transformation, the function trivially works in O(n) time.

Algorithm 3 Reducing a set for possible witness containment.

Input: An n-state automaton A = (Q, Σ, δ), a non-empty S ⊊ Q, and a properly extending
word w for S.

Output: A non-empty subset R ⊆ S such that all the witnesses contained in S are also
contained in S \R.

1: function Reduce(A , S, w)
2: return {p ∈ S : |δ−1(p, w)| > 1}
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2.4.3 Finding a Witness
We have all ingredients to build a polynomial algorithm that solves the decision problem
Completely Reachable. It is shown in Algorithm 4. If the automaton is not completely
reachable, the algorithm also finds a witness. Starting from all sets of size n− 1, we process
sets in descending order by size. Processing a set consists of finding a properly extending
word for it and reducing the set for a witness containment by this word.

Algorithm 4 A polynomial-time algorithm verifying the complete reachability of an automaton
or finding a witness.

Input: An n-state automaton A = (Q, Σ, δ).
Output: none if A is completely reachable; a witness otherwise.

1: function FindWitness(A )
2: Queue ← EmptyPriorityQueue() ▷ Ordered by set size; the largest sets go first
3: for all q ∈ Q do
4: Queue.Push(Q \ {q}) ▷ Initialize with sets of size n− 1
5: while not Queue.Empty() do
6: S ← Queue.Pop() ▷ Get a set of the largest size
7: w ← FindProperlyExtendingWord(A , S)
8: if w = none then
9: return S ▷ Found witness

10: R← Reduce(A , S, w) ▷ R is non-empty
11: S′ ← S \R ▷ S′ ⊊ S

12: if S′ ̸= ∅ then
13: Queue.Push(S′)
14: return none ▷ No witnesses

▶ Lemma 19. Function FindWitness is correct and works in O(|Σ| · n4 log n) time.

▶ Remark 20. The number of witnesses of size k is at most ⌊n/k⌋, as their complements must
be pairwise disjoint – otherwise, we could properly extend at least one of them by Lemma 5.
Function FindWitness can be easily modified to find all the witnesses: after finding the
first witness of size k, we can continue the main loop until all sets of size k are processed.

2.5 Improving Running Time
The main idea for the improvement is to use already computed reductions instead of finding
a properly extending word recursively (Algorithm 2, line 13), which is required when we
encounter the case of non-disjoint complements. For lowering the time complexity by this
optimization, using adequate set representations is also crucial.

2.5.1 Reduction History
A reduction history RED is an array of size n of lists of states. For a state q ∈ Q, RED[q]
denotes the list of states assigned to q. Let |RED[q]| denote the length of this list, and let
RED[q][i] denote the i-th state for 1 ≤ i ≤ |RED[q]|. The states in the list must be pairwise
different and distinct from q.

A reduction history represents our current knowledge about possible witness containment
and will be progressively filled out in the algorithm, starting from the empty lists. For each
q ∈ Q, the reduction history defines a reduction chain that is a sequence of reduced sets
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Rq
0, Rq

1, . . . , Rq
|RED[q]|. The first set Rq

0 = Q \ {q}, and each next set is obtained from the
previous set by removing the corresponding state in the list: for 1 ≤ i ≤ |RED[q]|, we define
Rq

i = Rq
i−1 \ {RED[q][i]} (equivalently, Rq

i = Q \ ({q} ∪⋃
i∈{1,...,|RED[q]|}{RED[q][i])}).

A reduction history RED is valid (for an automaton) if for each q ∈ Q and each 1 ≤ i ≤
|RED[q]|, there exists a properly extending word w for Rq

i−1 such that |δ−1(RED[q][i], w)| > 1.
This means that the reduction for witness containment of Rq

i−1 to Rq
i by removing the state

RED[q][i] is justified by Lemma 18, i.e., all witnesses contained in Rq
i−1 are also contained in

Rq
i . However, note that the reduction can be not exhaustive with respect to w, i.e., there

may exist other states p ∈ Rq
i−1 \ {RED[q][i]} such that |δ−1(p, w)| > 1, which also could

be removed by Lemma 18. In our algorithm, this situation will be possible because we do
not always compute properly extending words directly but infer their existence based on the
reductions computed for other sets, tracing only one state to remove.

Besides being valid, we need that our reduction history is sufficiently filled out. For
q ∈ Q, the deficiency of RED[q] is the length |RED[q]| thus equals the number of states to
be removed from Q \ {q}. The deficiency of the whole reduction history RED is its minimum
deficiency over q ∈ Q. Hence, a valid history reduction of deficiency d stores information for
reducing every set of size n− 1 to a set of size at most n− 1− d.

Algorithm 5 A fast reduction retrieval for witness containment for a given set from the past
stored reductions.

Input: An n-state automaton A = (Q, Σ, δ), a non-empty set S ⊊ Q, and a reduction
history RED.

Require: RED is a valid reduction history of deficiency at least n− |S|.
Output: A state p ∈ S such that there exists a properly extending word w for S such that
|δ−1(p, w)| > 1.

1: function GetStoredReduction(A , S, RED)
2: q ← any state from S

3: for i← 1, 2, . . . do
4: assert(i ≤ |RED[q]|)
5: p← RED[q][i]
6: if p ∈ S then
7: return p

Function GetStoredReduction from Algorithm 5 quickly finds a reduction of a given
set S, provided that a valid reduction history with a large enough deficiency is available. The
function starts from picking any q outside of S, and it repeats the reduction chain starting
from Q \ {q} ⊇ S. It seeks the first removed state that belongs to S. In this way, since the
same reduction was applied previously to a superset of S, it can be correctly applied to S as
well, i.e., the same word is properly extending word for both the superset and S. We note
that this may not hold for the states removed later, since then a properly extending word
inferred from the reduction history may not be properly extending for S (may not give a
predecessor of S).

Since the found state p ∈ S has the property that there exists a properly extending word
w for S such that |δ−1(p, w)| > 1, we can apply Lemma 18 and get a smaller S′ = S \{p} ⊊ S

such that every witness in S is also contained in S′.

▶ Lemma 21. Function GetStoredReduction is correct and can be implemented to work
in O(n) time.
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2.5.2 Finding a Reduction
We redesign earlier Algorithm 2 for finding a properly extending word so that we return a
reduction (here, one state to remove) directly for the given S. GetStoredReduction can
be used for computing the reduction fast, but only if our reduction history has a large enough
deficiency, i.e., in each of the reduction chains, Q \ {q} is reduced to a set smaller than the
set that we want to reduce. We cannot ensure this for S, but if in the main algorithm, we
reduce the sets in descending order by their size, then we can fulfil the weaker requirement
that the reduction chains end with sets of size at most |S|. Then, to reduce S, we perform as
the previous algorithm until encountering the case of a non-empty complements intersection.
Then we can use GetStoredReduction for the obtained set of size at least |S|+ 1.

Function FindReduction from Algorithm 6 for a given S finds a state to remove or
none if S is a witness candidate. The most important difference with previous FindProp-
erlyExtendingWord is the use of GetStoredReduction in line 11 and processing its
result p.

To keep the time complexity low, as before, we need to store the sets T in the form of a
list of states in the complement. This time, we do not maintain the induced transformations
for words (they are too costly here). Instead, we compute δ(p, w) applying the letters one by
one, but only for this state, which is doable in O(n/(n− |S|)) time, avoiding quadratic time
complexity.
▶ Lemma 22. Function FindReduction is correct and can be implemented to work in
O(|Σ| · n) time.

2.5.3 The Optimized Algorithm
The optimized algorithm FindWitnessFaster is shown in Algorithm 7. For reducing
sets, it relies on FindReduction, which returns a state p such that there exists a properly
extending word w for S and |δ−1(p, w)| > 1. We can remove p from S by Lemma 18, i.e.,
every witness contained in S must be also contained in S′ = S \ {p}.

Additionally, the sets in Queue are stored together with their initially removed state q, to
know where to store their reductions in the reduction history. Note that in an iteration, the
set S taken from the queue is the currently last set Rq

|RED[q]| from the reduction chain for q,
and S′ will be a next set in this chain. Updating the reduction history with state p keeps
it valid, which also follows from the guaranteed existence of a properly extending word by
FindReduction. As we process the sets in descending order by size, our reduction history
always has the required deficiency when used in line 8.
▶ Lemma 23. Function FindWitnessFaster is correct and works in O(|Σ| · n3) time.

3 An Upper Bound on Reset Threshold

3.1 Synchronization
A reset word is a word w such that |δ(Q, w)| = 1. Equivalently, we have δ−1(q, w) = Q for
some q ∈ Q. If an automaton admits a reset word, then it is called synchronizing and its
reset threshold is the length of the shortest reset words.

The central problem in the theory of synchronizing automata is the famous Černý
conjecture, which states that every synchronizing n-state automaton has its reset threshold
at most (n− 1)2. For the subclass of completely reachable automata, the previously known
upper bound on the reset threshold was 7/48n3 +O(n2) [5], which has been obtained through
the technique of avoiding [22], that is, it follows in particular from the fact that every set of
size n− 1 is reachable with a word of length at most n.
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Algorithm 6 An algorithm finding a reduction for witness containment using a reduction history.

Input: An n-state automaton A = (Q, Σ, δ), a non-empty S ⊊ Q, and a reduction history
RED.

Require: RED is a valid reduction history of deficiency at least n− |S| − 1.
Output: If S is not a witness candidate: a state p ∈ S such that there exists a properly

extending word w for S such that |δ−1(p, w)| > 1. Otherwise: none.
1: function FindReduction(A , S, RED)
2: Process ← EmptyFifoQueue()
3: Process.Push((S, ε))
4: Absent ← Array indexed by q ∈ Q initialized with none
5: while not Process.Empty() do
6: (T, w)← Process.Pop()
7: if Absent[q] ̸= none for some q ∈ T then ▷ Then T ∪ T ′ ̸= Q

8: (T ′, w′)← Absent[q]
9: if T ′ = T then

10: continue ▷ T ′ has been processed previously
11: p← GetStoredReduction(A , T ∪ T ′, RED)
12: if p ∈ T then
13: return δ(p, w)
14: else ▷ Then p ∈ T ′

15: return δ(p, w′)
16: for all q ∈ T do
17: Absent[q]← (T, w)
18: for all a ∈ Σ do
19: if T has a-predecessor then
20: T ′ = δ−1(T, a)
21: if |T ′| > |S| then
22: p← any state such that |δ−1(T, a)| > 1
23: return δ(p, w)
24: Process.Push((T ′, aw))
25: return none ▷ S is a witness candidate

3.2 Finding Short Properly Extending Words

For a completely reachable automaton, function FindProperlyExtendingWord from Al-
gorithm 8 always finds a properly extending word. Therefore, using the well-known extension
method (e.g., [24]), we can construct a synchronizing word starting from some singleton {q}
and iteratively increasing the set by at least one in at most n− 1 iterations, finally obtaining
Q. This is an easy way to get the upper bound of order O(n2 log n) by Lemma 17. However,
it is not enough to prove a quadratic upper bound, so we are going to further adapt the
algorithm for that.

The idea is to keep track of all subsets for an intersection of complements, instead of
starting an independent search for a properly extending word recursively. This modification
is shown in Algorithm 8.

The function keeps Trace map, which stores for a given predecessor set, by the application
of what letter it has been obtained or, in the second case, of what two sets it is a union.
It also stores S′ as the current origin set, which is the set for which we are going to find a
larger predecessor currently.
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Algorithm 7 A faster algorithm for finding a witness.

Input: An n-state automaton A = (Q, Σ, δ).
Output: none if A is completely reachable; a witness otherwise.

1: function FindWitnessFaster(A )
2: RED[q]← EmptyList for all q ∈ Q ▷ Empty reduction history
3: Queue ← EmptyPriorityQueue() ▷ Contains pairs (S, q); ordered by |S|
4: for all q ∈ Q do
5: Queue.Push((Q \ {q}, q))
6: while not Queue.Empty() do
7: (S, q)← Queue.Pop() ▷ Get a set of the largest size
8: p← FindReduction(A , S, RED)
9: if p = none then

10: return S ▷ Found witness
11: RED[q].append(p) ▷ Store the removed state
12: S′ ← S \ {p}
13: if S′ ̸= ∅ then
14: Queue.Push((S′, q))
15: return none ▷ No witnesses

The function has two phases. First, it searches for a larger predecessor or a non-empty
complement intersection as the previous variants. In the second case, it only changes the
origin set S′ (line 15), notes this in the map Trace and initiates a fresh search for S′.
In the second phase (from line 25), a properly extending word is reconstructed (like in
FindProperlyExtendingWord after a recursive call) until we reach our original S.

▶ Lemma 24. Function FindShortProperlyExtendingWord is correct.

The remaining effort is to prove an upper bound on the length of the returned word.

3.2.1 Nested Boxes
To bound the length of the found word, we consider an auxiliary combinatorial problem.
Consider an n-element universe Q. Two subsets S, T ⊆ Q are colliding if S ∩ T /∈ {∅, S, T}.
Thus, colliding sets have a non-trivial intersection. A family of non-empty subsets of Q is
called non-colliding if all the subsets are pairwise non-colliding.

▶ Definition 25. For an n ≥ 1, the number MaxNestedBoxes(n) is the maximum size of a
non-colliding family for an n-element universe.

The problem is equivalent to, e.g., the maximum number of boxes for n items, such that
a box must contain either an item or at least two boxes.

▶ Lemma 26. MaxNestedBoxes(n) = 2n− 1.

The generalized version of the problem limits the maximum size of the subsets:

▶ Definition 27. For an n ≥ 1, the number MaxNestedBoxes(n, k) is the maximum size of
a non-colliding family for an n-element universe where each subset from the family has size
at most k.

▶ Lemma 28. MaxNestedBoxes(n, k) = 2n− ⌈n/k⌉.
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Algorithm 8 An algorithm finding a short properly extending word.

Input: An n-state automaton A = (Q, Σ, δ) and a non-empty S ⊊ Q.
Require: A is completely reachable.
Output: A properly extending word w of S.

1: function FindShortProperlyExtendingWord(A , S)
2: Trace ← EmptyMap() ▷ For a processed set, it stores how this set was obtained; for

not yet processed sets, it gives none
3: Process ← EmptyFifoQueue()
4: S′ ← S ▷ Current origin set
5: Trace[S′]← ε

6: Process.Push(S′)
7: while true do
8: assert(not Process.IsEmpty()) ▷ Otherwise S′ is a witness candidate
9: T ← Process.Pop()

10: if |T | > |S′| then ▷ Found a properly extending word for S′

11: S′ ← T

12: break
13: if there is T ′ such that Trace[T ′] ̸= none and T ⊊ T ∪ T ′ ⊊ Q then
14: S′ ← T ∪ T ′ ▷ New origin set; |S′| > |S|
15: Trace[S′]← (T, T ′)
16: Process.Clear() ▷ Continue only for the new origin
17: Process.Push(S′)
18: else
19: for all a ∈ Σ do
20: if a is properly extending T then
21: T ′ ← δ−1(T, a)
22: if Trace[T ′] = none then ▷ A not yet processed set
23: Trace[T ′]← a ▷ δ(T ′, a) = T

24: Process.Push(T ′)
25: w ← ε ▷ Word reconstruction starts with the empty word
26: while S′ ̸= S do
27: assert(Trace[S′] ̸= none)
28: if Trace[S′] is a letter then
29: a← Trace[S′]
30: S′ ← δ(S′, a)
31: w ← wa

32: else
33: (T, T ′)← Trace[S′] ▷ w properly extends T ∪ T ′

34: if |δ−1(T, w)| > |T | then ▷ w properly extends T

35: S′ ← T

36: else ▷ w properly extends T ′

37: S′ ← T ′

38: return w

3.2.2 Final Bounding
We apply the above combinatorial problem to derive an upper bound on the length of a
word found by FindShortProperlyExtendingWord. The crucial property is that the
family of the complements of all subsets T that are processed in the block of lines 19–24 is
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non-colliding, since for these subsets T , the condition in line 13 does not hold. The upper
bound follows since all the letters in the final word are added in line 31, where S′ is always
the complement of one of the sets from the family.

▶ Lemma 29. For a completely reachable automaton and a non-empty proper subset S ⊊ Q,
the word returned by FindShortProperlyExtendingWord from Algorithm 8 has length
at most MaxNestedBoxes(n, n− |S|) = 2n− ⌈n/(n− |S|)⌉.

Finally, using the standard extension method (starting from a subset S and iteratively
extending it to Q) and some calculations, we obtain a weaker Don’s conjecture (cf. [14,
Problem 4]):

▶ Theorem 30. For a completely reachable n-state automaton (Q, Σ, δ), every non-empty
proper subset S ⊆ Q is reachable with a word of length at most

(n− |S|)2n− n ln(n− |S|)− n/(n− |S|) < 2n(n− |S|).

▶ Corollary 31. The reset threshold of a completely reachable automaton with n ≥ 3 states
is at most

(n− 2)2n− n ln(n− 2)− n/(n− 2) < 2n2 − n ln n− 4n + 2.
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For a DFA, a word avoids a subset of states, if after reading that word the automaton cannot be
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1 Introduction

A deterministic finite complete semi-automaton (called simply automaton) is a 3-tuple
(Q, Σ, δ), where Q is a finite set of states, Σ is an input alphabet, and δ : Q × Σ → Q is the
transition function. The transition function is naturally extended to a function Q × Σ∗ → Q.
Throughout the paper, by n we always denote the number of states in Q.

Given a subset S ⊆ Q, the image of S under the action of a word w ∈ Σ∗ is δ(S, w) =
{δ(q, w) | q ∈ S}. The preimage of S under the action of w is δ−1(S, w) = {q ∈ Q | δ(q, w) ∈
S}.

The rank of a word w is the cardinality of the image δ(Q, w). A word w is reset if it has
rank 1, i.e., its action maps all the states to one state. If an automaton admits a reset word,
then it is called synchronizing, and its reset threshold is the length of the shortest reset word.

The central problem in the theory of synchronizing automata is the famous Černý
conjecture, which states that every synchronizing n-state automaton has reset threshold at
most (n−1)2. Fig. 1 shows the 4-state automaton from the well-known Černý series [2], which
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meets the conjectured upper bound for every n. The Černý conjecture is one of the most
longstanding open problems in automata theory, with constantly growing literature around
the topic; see an old survey [15] and a recent special issue dedicated to the problem [17]. The
best known general upper bound on reset threshold is cubic and equals ∼ 0.1654n3+o(n3) [11].
Better bounds are known for many subclasses of automata.

q1 q2

q3q4

b b

b

a

a

a

a, b

Figure 1 The Černý automaton with n = 4 states.

1.1 Avoiding words
Avoiding words are defined similarly to reset words. For a state q ∈ Q, a word w is avoiding
if q /∈ δ(Q, w), i.e., no state is mapped by the action of w to q. More generally, a word w

avoids a subset S ⊂ Q if δ(Q, w) ∩ S = ∅. Note that a word of rank n − k is also a word
avoiding some subset S of size k. In this way, a reset word is a specific case of an avoiding
word.

A subset S is avoidable if there exists an avoiding word for S. Then, the S-avoiding
threshold is the length of the shortest words avoiding S. The k-avoiding threshold is the
maximum S-avoiding threshold over all subsets S ⊂ Q of size k. In other words, every
avoidable subset of size k can be avoided with a word of length not exceeding the k-avoiding
threshold.

Obviously, a k-avoiding threshold is never larger than the (k + 1)-avoiding threshold. In
a synchronizing automaton, every subset of size ≤ n − 1 is avoidable.

For example, for the automaton from Fig. 1, the k-avoiding thresholds for k = 1, 2, 3 are
respectively equal to 4, 8, 12. For instance, the shortest word avoiding subset {q2, q3} is
ba3ba3, and no other subset of size two requires a longer word.

Avoiding words are closely related to reset words and can be interesting as such for similar
reasons. Yet, so far the focus was put on their application to bounding reset thresholds.

Originally, the concept was first used by Trahtman as a tool for improving the cubic upper
bound on the reset threshold [14]. This turned out to be wrong as is based on the claim
that 1-avoiding threshold is at most n, whereas it can be larger [5]. Nevertheless, the idea of
applying avoiding words has been shown to be useful. A non-trivial quadratic upper bound
on 1-avoiding threshold already led to the first improvement [12] of the old and well-known
upper bound on the reset threshold [8]. This was later refined to ∼ 0.1654n3 + o(n3) [11],
using the same method but improving the counting argument.

Better upper bounds on avoiding thresholds should lead to better upper bounds on reset
thresholds. Yet, the problem of avoiding may be of similar difficulty.

Avoiding a subset is closely related to subset reachability. The latter is the question for
a given subset T ⊆ Q, are there and how long are words w such that δ(Q, w) = T . It is
known that the decision problem is PSPACE-complete even if the automaton is strongly
connected [18] and the shortest such words can have a length larger than 2n/n [4]. It
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holds similarly in the weaker included version where w is such that δ(Q, w) ⊆ T [4]. This is
equivalent to avoiding the complement of T : δ(Q, w) ⊆ T is equivalent to δ(Q, w)∩(Q\T ) = ∅.
It is also equivalent to that w is totally extending, i.e., δ−1(T, w) = Q, which was shown to be
PSPACE-complete even if the automaton is strongly connected and binary [1]. It follows that
avoiding a subset, in general, should require exponentially long words, but precise bounds
were not shown so far. In particular, these results do not say what happens in the case of a
synchronizing automaton nor if the size of the subset S to avoid is small. Yet, as we note,
these cases are particularly important.

1.2 Known upper bounds
For the 1-avoiding threshold, the best known upper bound is quadratic in n. It is derived
through linear algebraic methods applied to automata.

▶ Theorem 1 (rephrased [12, Corollary 5]). For an n-state automaton, the 1-avoiding threshold
is at most (n − 2)(n − 1) + 2.

In the general case, for k-avoiding threshold, we have the following asymptotic bound:

▶ Theorem 2 (rephrased [1, Theorem 12]). Let A = (Q, Σ, δ) be an n-state automaton, let r

be the minimal rank in A over all words, and let m be the length of the shortest words of the
minimal rank. Then the k-avoiding threshold is at most O(nmin(r,k) + m).

Since for m we have only a cubic upper bound O(n3), this component is dominating for
k = 1 and k = 2. In these cases, it is unlikely to be tight. There is also the well-known rank
(Pin-Černý) conjecture [8] stating that m ≤ (n − r)2.

No better bounds on avoiding thresholds are known in the case of a synchronizing
and/or strongly connected automaton. Except for the obvious fact that for a synchronizing
automaton O(n3) is an upper bound on every k-avoiding threshold, and O(n2) would be an
upper bound if the (weak version of) Černý conjecture holds.

We note that it is also an easy exercise to prove that avoiding thresholds are small (at most
linear) for many subclasses of automata. For example, for Eulerian automata, the k-avoiding
threshold is at most k(n − 1) [6]. For aperiodic automata [13, 16], or more generally, for
automata with letters whose transitions contain only trivial cycles (self-loops), it is at most
n − 1.

1.3 Known lower bounds
Concerning automata with the largest possible avoiding thresholds, only a few particular
examples of automata were described so far. Moreover, they were limited to 1-avoiding
threshold.

The first such example is a 4-state automaton with the 1-avoiding threshold equal to
6, which was found as a counterexample to the conjecture that the 1-avoiding threshold is
bounded above by the number of states [5]. Later experiments [7] revealed several other
examples with n ≤ 11 states, suggesting that 2n − 2 may be an upper bound.

It is also known that deciding whether 1-avoiding threshold or {q}-avoiding threshold
(for a given q) is smaller than a given integer is NP-complete [1].

1.4 Contribution
We tackle the problem of constructing automata with large avoiding thresholds. In this
paper, we summarize our efforts.
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First, we show that 1-avoiding threshold can be equal to 2n − 3, for every number of
states n ≥ 2, and this is met by a series of strongly connected synchronizing automata. We
conjecture that it is best possible, except for finitely many examples meeting 2n − 2.

For the general case, we show a series of automata with k-avoiding thresholds in Θ(nk).
These automata are strongly connected but not synchronizing. This matches the asymptotic
upper bound for k ≥ 3, leaving open the cases k = 2 and k = 1. Yet, we show that the case
of k = 2 can be reduced to a possible solution of the case of k = 1.

Finally, we note the potential of avoiding words for improving upper bounds on the
reset threshold. So far, only an application of 1-avoiding threshold was considered; being in
O(n), it would imply an upper bound on the reset threshold equal to 7/48n3 + O(n2) [14].
However, with the generalized concept of avoiding subsets of size k, we can achieve more. If
the k-avoiding threshold is subquadratic for all k bounded by any growing function in n (e.g.,
if for all k ≤ log n, the k-avoiding threshold is o(n2)), then the reset threshold is subcubic.

2 1-avoiding threshold

We show a series of binary strongly connected synchronizing automata with 1-avoiding
threshold equal to 2n − 3. The existence of the series has been mentioned several times
([7, 12]), but it has not been described yet.

For each n ≥ 5, we define An = (Q = {q1, . . . , qn}, Σ = {a, b}, δ), which is shown in
Fig. 2. The transition function is defined as follows: δ(q1, a) = q2; δ(q1, b) = q1; δ(q2, a) = q1;
δ(q2, b) = q3; δ(q3, a) = q1; δ(q3, b) = q4; δ(qi, a) = δ(qi, b) = qi+1 for all i ∈ {4, . . . , n − 1};
δ(qn, a) = q4; δ(qn, b) = q2.

q4

q5

q6

q7

. . .

qn−1

qn

q3 q2

q1

a

a

b

a

b

a, b

a, b

a, b a, b

a, b

a, b

a

bb

Figure 2 The binary automaton An with the 1-avoiding threshold equal to 2n − 3.

▶ Proposition 3. For n ≥ 5, the automaton An is strongly connected and synchronizing,
and its reset threshold is at most 3n − 4.
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Proof. We can avoid all even-indexed states on the a-cycle by word (ab)k for some k:

Q
ab−→ Q \ {q4} ab−→ Q \ {q4, q6} ab−→ · · · ab−→ {q1, q2, q3} ∪ {q5, q7, . . .}.

Moreover, if n is even, then we can continue applying word ab to avoid also all odd-indexed
states on the a-cycle:

{q1, q2, q3} ∪ {q5, q7, . . .} ab−→ {q1, q2, q3} ∪ {q7, q9, . . .} ab−→ · · · ab−→ {q1, q2, q3} ab−→ {q1, q3}.

If n is odd, then we can apply one additional a letter to avoid all odd-number states and
repeat the procedure of avoiding even-number states, that is:

{q1, q2, q3} ∪ {q5, q7, . . .} a−→ {q1, q2, q3} ∪ {q4, q6, . . .} ab−→ {q1, q2, q3} ∪ {q6, q8, . . .}
ab−→ · · · ab−→ {q1, q2, q3, qn−1} ab−→ {q1, q2, q3}.

Overall, we can compress the automaton to the set {q1, q2, q3} using a word of length at
most 2(n − 3) for an even and 2(n − 3) + 1 for an odd n, since each ab application decreases
the size of the image by 1 until there are only three states left. The set {q1, q2, q3} can be
easily synchronized to q1 by the word abn−3aba. ◀

Informally, the key property of the construction is the following. To avoid q1, we must
avoid both q2 and q3. But to do so, we must first avoid two consecutive states in the cycle
q4, . . . , qn on a. This requires one full round on this cycle. In particular, the avoided states
on the cycle will be always q4 and q5 at some point. Then, we need a second round to map
these two gaps to q2 and q3, respectively. Hence, the shortest avoiding words for q1 have
length ∼ 2n.

▶ Theorem 4. For n ≥ 7, the 1-avoiding threshold of An equals 2n − 3.

Proof. We show that the length of the shortest avoiding words for state q1 is 2n − 3.
If n is even, then (ab)n−3bba is an avoiding word for q1 of length 2n − 3. We have:

Q
(ab)n−3

−−−−−→ {q1, q2, q3} bba−−→ {q2, q4, q5}.

If n ≥ 9 is odd, then aban−5babn−3a is the desired word. We have:

Q
ab−→ Q\{q4} an−5

−−−→ Q\{q3, qn−1} ba−→ Q\{q3, q4, q5} bn−3
−−−→ Q\{qn, q2, q3} a−→ Q\{q1, q4, q3}

For n = 7, a shortest avoiding word is abaabaaabba.
To prove the lower bound, we start with an auxiliary claim.

Claim 1: If a word v avoids state qn, then |v| ≥ n − 2. It follows because the only state that
can be avoided with one letter (a) is q3, and the shortest words with an action mapping q3
to qn have length n − 3.

Let w be a shortest word avoiding state q1. Since δ(q1, b) = q1, δ(q1, aa) = q1, and
δ(q1, aba) = q1, it follows that w must end with bba, as otherwise it would not be a shortest
such word. Let write w = w′bba. We have δ(qn, bba) = δ(qn−1, bba) = q1, which implies that
w′ must avoid both qn and qn−1. From Claim 1, |w′| ≥ n − 2, so we can write w = w′′xyubba,
where |u| = n − 5, |x| = |y| = 1, and |w′′| ≥ 1. Since w′ = w′′xyu avoids both qn and qn−1,
and these states are mapped respectively to qn and qn−1 by the action of every word of
length n − 5, we know that w′′xy avoids both q5 and q4.
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We consider three cases:
1. If y = a, then w′′x must avoid qn (as δ(qn, a) = q4). From Claim 1, we get that

|w′′x| ≥ n − 2, hence |w| ≥ (n − 2) + 1 + (n − 5) + 3 = 2n − 3.
2. If y = b and x = a, then w′′ must avoid qn (as δ(qn, ab) = q5). Similarly as in the previous

case, we get that |w| ≥ 2n − 2.
3. If y = b and x = b, then w′′ must avoid both q2 and q3. Then, however, w′′a would avoid

q1, which contradicts that w is a shortest such word. ◀

The proof covers the cases n ≥ 7, whereas the lower bound for the cases n ≤ 6 was
confirmed by experiments [7].

Automata An have another extremal property: The quadratic upper bound on the
1-avoiding threshold is derived by an iterative application of [12, Lemma 3], which for a given
subset S gives a word w of length at most n − |S| + 1 that either avoids a fixed state q ∈ Q

or compresses S (i.e., |δ(S, w)| < |S|). In the worst case, we must apply this lemma a linear
number of times, hence a quadratic upper bound follows. The automata An demonstrate
that this may be the case: we may be forced to apply the lemma Θ(n) times obtaining each
time the word w = ba, which compresses the subset. On the other hand, ba is very short
compared to the linear upper bound n − |S| + 1. Yet, it would be possible that also this
bound can be met. There also exists another series of automata (similar to the automaton
from Fig. 4) showing that the upper bound n − |S| + 1 on the length of shortest avoiding
or compressing word is tight for each n ≥ |S| ≥ 1. However, it is an open question whether
both these bounds can be met simultaneously.

2.1 Exceptional examples

q2

q3

q4

q5

q6q7

q1

a
a

a

a

b

b b

b

bb

a

a

a

b

Figure 3 An automaton with the 1-avoiding threshold equal to 2n − 2 = 12 (for state q1).

There are several particular examples of synchronizing automata with 1-avoiding threshold
equal to 2n − 2. For instance, for the automaton A5 it is 8. Another example is shown Fig. 3,
which is a largest known automaton meeting this bound.
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No such example seems to belong to a series keeping that 1-avoiding threshold. It is
known that there are no binary synchronizing automata exceeding 1-avoiding threshold 2n−3
in range n ∈ {8, 9, 10, 11} [7] (the case of n = 11 was verified later).

3 k-avoiding thresholds

3.1 General lower bound
For every fixed k ≥ 1, we show an infinite series of (non-synchronizing) automata such that
their k-avoiding threshold is in Θ(nk). The construction is built from gadgets of two types.

3.1.1 One-track counting gadget

q0

q1 . . . qℓ−1 qℓ

aI,ΣN

aR

aR

aR

aR,ΣN

ΣN
ΣN

ΣN
aI

aI aI aI

Figure 4 The one-track counting gadget. The identity action of ΣP is not drawn.

Let ℓ ≥ 2 be an integer, ΣP, ΣN be disjoint sets of letters, and aR, aI /∈ ΣP∪ΣN be two other
distinct letters. We define the one-track counting gadget T (ℓ, aR, ΣP, aI, ΣN) (shown in Fig. 4),
which is the automaton (QT , ΣT , δT ), where P = {q0, q1, . . . , qℓ}, ΣT = {aR, aI} ∪ ΣP ∪ ΣN
and δT is defined as follows. Letter aR is the reset letter with the action mapping all the
states to q1:

δT (qi, aR) = q1 for i ∈ {0, 1, . . . , ℓ}.

Letter aI is the incrementing letter with the action shifting the states q1, . . . , qk:

δT (qi, aI) = qi+1 for i ∈ {1, . . . , ℓ − 1}; δT (qℓ, aI) = q0; δT (q0, aI) = q0.

The letters from ΣP are called previous letters and they all act as the identity. The letters
from ΣN are called next letters; they have the same action mapping all the states to q0 except
qℓ, which is mapped to q1:

δT (qi, a) = q0 for i ∈ {0, 1, . . . , ℓ − 1}, a ∈ ΣN; δT (qℓ, a) = q1 for a ∈ ΣN.
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The mechanism of the gadget is that, in order to avoid q0, applications of next letters are
restricted. We must start with aR and then keep applying aℓ−1

I alternatingly with one next
letter. Additionally, previous letters can be applied interleaving at any time. Formally, we
have the following:

▶ Lemma 5. Consider T and a word w ∈ ({aI} ∪ ΣP ∪ ΣN)∗. If the word aRw avoids q0,
then in w, the number of occurrences of aI is at least ℓ − 1 times larger than the total number
of occurrences of letters from ΣN.

Proof. In the analysis, we can ignore the occurrences of ΣP and assume equivalently that
w ∈ ({aI} ∪ ΣN)∗.

Since w does not contain aR and this is the only letter with the action mapping q0
to another state, for every prefix w′ of w, aRw′ must also avoid q0. In the beginning,
δT (QT , aR) = {q1}. The only possibility to keep q0 avoided is to apply aℓ−1

I , which must
be followed by a letter from ΣN. We end with the singleton {q1} and the argument repeats,
keeping the proportion between the numbers of occurrences of aI and of letters from ΣN. ◀

3.1.2 Two-track counting gadget

q0

q1 . . . qℓ−1 qℓ

p1 . . . pℓ−1 pℓ

aI

aI aI aI

aI

aI aI aI

aI

aR

aR aR aR aR

aR aR aR aR

Figure 5 The two-track counting gadget. The identity action of ΣP is not drawn.

Let ℓ ≥ 1 be an integer, ΣP be a set of letters, and aR, aI be two other distinct letters.
We define the two-track counting gadget D(ℓ, aR, ΣP, aI) (shown in Fig. 5), which is the
automaton (QD , ΣP ∪{aR, aI}, δD), where QD = {q0, q1, . . . , qℓ, p1, . . . , pℓ}, and δD is defined
as follows. Letter aR is the reset letter, whose action maps the corresponding states qi to pi:

δD(qi, aR) = pi for i ∈ {1, . . . , ℓ}; δD(pi, aR) = pi for i ∈ {1, . . . , ℓ}; δD(q0, aR) = q0.

Letter aI is the incrementing letter acting as follows:

δD(qi, aI) = qi+1, δD(pi, aI) = pi+1 for i ∈ {1, . . . , ℓ − 1}; δD(pℓ, aI) = δD(qℓ, aI) = q0.

Finally, the letters from ΣP act as identity.
The point of the gadget is that, in order to avoid pℓ, we have to apply ℓ − 1 times letter

aI without applying letter aR in between.
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▶ Lemma 6. For D , if a word w ∈ Σ∗
D avoids pℓ, then w contains at least ℓ occurrences of

aI without any occurrence of aR in between.

Proof. Observe that for every word u ∈ Σ∗
D , we have δD(QD , uaR) = {q0, p1, . . . , pℓ}. Thus,

if pℓ is avoided by w, then w must contain a subword (factor) w′ ∈ ΣD \ {aR} such that
pℓ /∈ δD({q0, p1, . . . , pℓ}, v). Ignoring the letters from ΣP, the only such words are ai

I for
i ≥ ℓ. ◀

3.1.3 The construction
We build the construction as a union of gadgets. For each k ≥ 1 and ℓ ≥ 2, we build the
automaton K (k, ℓ) = (QK (k,ℓ), ΣK (k,ℓ), δK (k,ℓ)). Let ΣK (k,ℓ) = {aR, a1, . . . , ak} be the
input alphabet. The automaton is the disjoint union of the following gadgets:

D = D(ℓ, aR, {ak, . . . , a2}, a1);
Ti = T (ℓ, aR, {ak, . . . , ai+1}, ai, {ai−1, . . . , a1}) for all i ∈ {2, . . . , k}.

As it contains states from several gadgets, when denoting a state, we specify the owning
gadget in the superscript. Finally, we define the subset to be avoided:

Sk = {pD
ℓ } ∪

⋃

i∈{1,...,k−1}
{qTi

0 }.

Observe that the number of states n of K (k, ℓ) equals (k − 1)(ℓ + 1) + (1 + 2ℓ) =
kℓ + k + ℓ = ℓ(k + 1) + k.

Note that for every k, we have QK (k,ℓ) ⊊ QK (k+1,ℓ), ΣK (k,ℓ) ⊊ ΣK (k+1,ℓ), δK (k,ℓ) ⊊
δK (k+1,ℓ), and also Sk ⊊ Sk+1. Hence, every letter of K (k, ℓ) acts the same on the same
common states in every K (k + i) for i ≥ 0.

For every word u ∈ Σ∗, further applying aR yields the same fixed image, that is:

δK (k,ℓ)(QK (k,ℓ), uaR) = δK (k,ℓ)(QK (k,ℓ), aR) = {qD
0 }∪

⋃

j∈{1,...,ℓ}
{pD

j }∪
⋃

i∈{1,...,k}
{qTi

1 }. (1)

▶ Lemma 7. For K (k, ℓ), the subset Sk is avoidable and the length of the shortest avoiding
words for Sk equals 1 + ℓk (and ℓ if k = 1).

Proof. For k = 1, the shortest avoiding word for S1 is aℓ
1. For the remaining part, assume

that k ≥ 2.
Let wk be a shortest avoiding word for Sk in K (k, ℓ). First, we observe that wk must

contain aR, since otherwise the states qCi
0 could not be avoided. From (1), we know that

wk may contain only one occurrence of aR and it must appear at the beginning; otherwise,
there would exist a shorter avoiding word.

To show that Sk is avoidable with a word of length 1+ℓk, we use induction on k. We show
that there is an avoiding word wk from aR{a1, . . . , ak}∗ of the required length. For k = 1, there
is only the gadget D , and the word w1 = aRaℓ

1 does the job. Assuming the statement for k, we
show that it holds for k+1. Then wk acts the same in K (k+1, ℓ) as in K (k, ℓ) on the common
states. Let wk+1 be the word obtained from wk by inserting aℓ−1

k+1 before each occurrence of
every letter from {a1, . . . , ak}. Since ak+1 works as the identity in the gadgets D , T1, . . . , Tk,
Sk is avoided. Also, we can see that δK (k+1,ℓ)({q

Tk+1
0 , . . . , q

Tk+1
ℓ }, wk+1) = {q

Tk+1
1 }. Thus

wk+1 avoids Sk+1 and has length 1 + ℓk · ℓ = 1 + ℓk+1.
To show that there are no shorter avoiding words, we also use induction on k. We show

that every avoiding word for Sk contains at least ℓk occurrences of letters from {a1, . . . , ak}.
For k = 1, by Lemma 6, w has at least ℓ occurrences of a1. Assuming the statement for k,
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we show that it holds for k + 1. Let wk+1 = aRw′
k+1 be a shortest avoiding word for Sk+1.

Since Sk ⊂ Sk+1, wk+1 also avoids Sk. Let w′
k be the word obtained from w′

k+1 by removing
every occurrence of ak+1. Then, aRw′

k is over the alphabet of K (k, ℓ) and is an avoiding
word for Sk in K (k, ℓ). Thus, by the inductive assumption, it has at least ℓk occurrences of
letters from {a1, . . . , ak}. Then w′

k+1 contains them as well. By Lemma 4 for the last gadget
Tk+1, where the set of the next letters is {a1, . . . , ak}, we get that w′

k+1 also must contain
at least (ℓ − 1) · ℓk occurrences of ak+1. Altogether, w′

k+1 contains at least ℓk+1 occurrences
of letters from {a1, . . . , ak+1}. ◀

3.1.4 Strong connectivity
Each particular gadget is already strongly connected. We can make the whole construction
strongly connected by redefining the special action of aR so that its transitions work cyclically
on the gadgets. Let

δK (k,ℓ)(qD
0 , aR) = qT1

1 ;

δK (k,ℓ)(qTi
j , aR) = q

Ti+1
1 for i ∈ {1, . . . , k − 1}, j ∈ {0, . . . , ℓ};

δK (k,ℓ)(qTk
j , aR) = qD

0 for j ∈ {0, . . . , ℓ};

and the action is left unchanged for the other states of D : qD
1 , . . . , qD

ℓ , pD
1 , . . . , pD

ℓ .
Since (1) still holds for the modified construction, Lemma 7 works as well. We conclude

the construction with the following:

▶ Theorem 8. For every k ≥ 2, there exists an infinite series of strongly connected automata
such that its k-avoiding threshold is at least 1 +

(
n−k
k+1

)k

. For a fixed k, its k-avoiding
threshold is in Θ(nk).

Proof. For an integer k ≥ 2, the build the automata K (k, ℓ) for all ℓ ≥ 2. Each K (k, ℓ)
has n = ℓ(k + 1) + k states and its k-avoiding threshold is at least 1 + ℓk, thus we get the
lower bound.

Note that aR is the shortest word of the minimal rank, so for a fixed k, the lower bound
asymptotically coincides with the upper bound from Theorem 2 for k ≥ 2, thus the k-avoiding
threshold is in Θ(nk). ◀

3.2 2-avoiding threshold reduction
The bound O(nk) is asymptotically tight for k ≥ 3, but the cases of k = 1 and k = 2 remain
open. This is due to the cubic upper bound on the length of the shortest minimal-rank words.
However, we can reduce the problem for k = 2 to the case of k = 1. If 1-avoiding threshold is
bounded by f(n), then 2-avoiding threshold is at most O(n2 + n · f(n)). Thus, if 1-avoiding
threshold is at most linear, then 2-avoiding threshold is at most quadratic, which would be a
tight bound.

A similar result, but restricted to strongly connected synchronizing automata, was shown
in [12, Lemma 13]. Here, we show it in the general case, which in essence combines both
techniques behind Theorem 8 and Theorem 4.

▶ Theorem 9. For every n-state automaton, if the 1-avoiding threshold is at most f(n) for
some function f , then the 2-avoiding threshold is at most O(n2 + n · f(n))).
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Proof. A strongly connected bottom component is a minimal non-empty set of states X ⊆ Q

such that for every word w we have δ(X, w) ⊆ X. A synchronizing automaton has exactly
one strongly connected bottom component, whereas a non-synchronizing automaton can have
many of them. Let z be a shortest word such that all states in δ(Q, z) are in the strongly
connected bottom components of the automaton. It is well-known that the length of z is in
O(n2) [9].

Let {q1, q2} be a subset to avoid. States q1 and q2 are either in the same strongly
connected component or in separate ones. In any case, we can ignore every other strongly
connected component, since their states cannot be mapped to q1 or q2. Let C1 and C2 be
these components, respectively of q1 and q2. From now, consider the automaton containing
only C1 and C2.

Let u1 and u2 be avoiding words respectively for q1 and q2, both of length at most f(n).
We build iteratively some words w1, w2, . . . , wn−1. Each wi will be of length O(i(n+f(n))).

Let w0 = ε.
Assume that we have built wi, and let X = δ(Q, wi). Now, we use a linear algebraic

argument to infer that one of three possibilities hold:
(1) there exists a word v of length at most n − 1 such that q1 /∈ δ(X, vu2), or
(2) there exists a word v of length at most n − 1 such that there are at least two distinct

states r1, r2 ∈ X such that δ(r1, vu2) = δ(r2, vu2) = q1, or
(3) there does not exist any word v (of any length) satisfying (1) or (2).
We omit to repeat the argument here since it follows in the same way as in the proof of [12,
Lemma 13] and requires introducing many linear algebraic definitions. In [12, Lemma 13],
however, (3) cannot happen due to the assumption that the automaton is synchronizing and
strongly connected, so such a word v always exist.

If (1) holds, then wivu2 is an avoiding word for {q1, q2} and it has a desired length. If (2)
holds, then let wi+1 = wivu2, which is longer than wi by at most n − 1 + f(n). If (3) holds,
then it means that wi in the automaton restricted to C1 has the minimal rank. Otherwise,
we could map two distinct states from X ∩ C1 to the same state, and then map it to q1. In
this case, we also stop with wi.

If we have stopped with (3), then we repeat the construction symmetrically for q2. If
we also do not find an avoiding word, then we obtain a word w′

i′ that has the minimal rank
in the automaton restricted to C2. Altogether, wiwi′ has the minimal rank the automaton
with both C1 and C2.

Then, it remains to use the upper bound from Theorem 2. Since the length of wiwi′ is
an upper bound on m, we get the upper bound O(n2 + n · f(n)).

Finally, we have to add z at the beginning to construct an avoiding word in the original
automaton, and the length of z is also at most O(n2). ◀

4 Bounding reset threshold with avoiding words

If 1-avoiding threshold is subquadratic, it would yield an upper bound on reset threshold
equal to 7/48n3 + o(n3). However, the application of 1-avoiding threshold to bound reset
threshold can be generalized to the usage of k-avoiding thresholds, if they are small enough.
It turns out that, in a synchronizing automaton, a subquadratic value of k-avoiding thresholds
already for small values of k is enough to imply a subcubic upper bound on the reset threshold.
In the following calculations, we disregard particular constants and focus only on asymptotic
bounds.
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▶ Lemma 10. Let (Q, Σ, δ) be an n-state synchronizing automaton and w be a word of rank
r ≥ 2. There exist at least one state q ∈ δ(Q, w) such that |δ−1({q}, w)| ≤ ⌊n/r⌋.

Proof. For each q, the states in δ−1({q}, w) are pairwise disjoint and they cover the whole Q.
As we have r states in R, there exist a state q ∈ R such that the cardinality of δ−1({q}, w)
is at most n/r. ◀

▶ Lemma 11. Let (Q, Σ, δ) be an n-state synchronizing automaton and w be a word of rank
r ≥ 2. There is a word of rank at most r − 1 and of length at most |w| + d, where d is the
⌊n/r⌋-avoiding threshold.

Proof. We take the state q from Lemma 10. Since r ≥ 2, so ⌊n/r⌋ < n, thus every subset of
that size is avoidable. We first avoid the subset δ−1({q}, w) by a word u of length at most
d, and then apply w. We have δ(Q, uw) ⊆ δ(Q, w) and q ∈ δ(Q, w), but also q /∈ δ(Q, uw),
thus we obtain that δ(Q, uw) ⊊ δ(Q, w). ◀

Taking the usual notation, ω(1) is the set of R → R functions growing faster than a
constant.

▶ Theorem 12. If there exists a function f ∈ ω(1) such that for every n-state synchronizing
automaton and every k ≤ f(n), the k-avoiding threshold is at most O(n2)/f(n), then the
reset threshold is in o(n3).

Proof. We build a reset word in two phases. First, we start with the empty word and
iteratively apply Lemma 11 until the built word reaches a rank of at most n/f(n). Thus,
there are at most n − n/f(n) applications of the lemma. The rank is at least n/f(n) every
time, so we need the k-avoiding threshold for k ≤ n/(n/f(n)) = f(n). Hence, d from the
lemma is bounded above by O(n2)/f(n) from the assumption of the theorem. It follows that
the resulted word of rank n/f(n) has length at most (n−n/f(n)) ·O(n2)/f(n) = O(n3)/f(n).

In the second phase, we use the usual pair compression [8]. We need to compress a pair
at most n/f(n) − 1 times, each time appending a word of length smaller than n2. Thus, the
word from this phase also has length at most O(n3)/f(n).

Altogether, our reset word has length at most n3/f(n), which is in o(n3). ◀

5 Conclusions, discussion, and open problems

In the general case of an automaton and its k-avoiding threshold, we have a complete
asymptotic solution for k ≥ 3. The cases of k = 2 and k = 1 are open, yet a conjectured
solution to the latter would solve also the former.

As for now, determining the maximum 1-avoiding threshold is the core problem, in
particular in the class of synchronizing automata, but the general case of an automaton does
not seem different for k = 1. Here, we considered a precise bound and have shown that
2n − 3 is attainable for every n ≥ 2. Yet, a few isolated examples reach 2n − 2. We have the
following conjecture:

A trivial extension of an automaton (Q, Σ, δ) is any automaton (Q, Σ ∪ Σ′, δ ∪ δ′) such
that each letter from Σ′ act either as an identity or as a letter from Σ.

▶ Conjecture 13. For an n-state automaton, the 1-avoiding threshold is at most 2n − 3,
except for a finite number of cases and their trivial extensions, where it is equal to 2n − 2.

A weak version (with any linear bound) of Conjecture 13 implies the following:
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▶ Conjecture 14. For an n-state automaton, a tight upper bound on 2-avoiding threshold is
O(n2).

Conjecture 13 was verified for small cases [7], in particular up to 11 states for binary
synchronizing automata. We have also experimented with the case of k = 2. The maximum
2-avoiding threshold of an n-state binary synchronizing automaton for n = 3, . . . , 10 equals
respectively 6, 8, 12, 17, 19, 23, 25, and 28. However, for this problem, the range is much
too small to reveal the tendency.

The case of synchronizing automata is much harder, and the problem remains open for
all k. We have the trivial upper bound O(n3), thus the situation is surely different than in
the general case already for k ≥ 4 and most likely already for k ≥ 2.

We have made an effort to find a lower bound on the maximum possible k-avoiding
threshold also for k ≥ 2. We have not found any series of automata that would exceed the
upper bound O(kn) (when k is a variable). This bound is easily met, for example by the
well-known Rystsov series [10] with a sink (zero) state and reset threshold n(n − 1)/2. We
should consider the following:

▶ Conjecture 15. For an n-state synchronizing automaton, the k-avoiding threshold is at
most O(kn) (when k is a variable).

It turns out that this is a weaker (by several means) version of the disproved Don’s
conjecture [3, Conjecture 18], which states that if a subset T is reachable, then it is reachable
with a word of length at most n(n − |T |). We know that Conjecture 15 does not hold
for non-synchronizing automata, and even for synchronizing automata with the original
non-asymptotic bound (by e.g., Theorem 4 for k = 1). On the other hand, if the reset
threshold is at most quadratic, then the conjecture trivially holds for k ∈ Θ(n).

Finally, we have noted that a subquadratic upper bound on k-avoiding threshold of a
synchronizing automaton for small, but non-constant, values of k, is enough to imply a
subcubic upper bound on reset threshold. This should motivate further efforts on bounding
avoiding thresholds. Since the current upper bound on 1-avoiding threshold is quadratic, this
requires both decreasing it and generalizing to k-avoiding thresholds for small k. We know
that a subquadratic upper bound for k = 2 is not possible in the class of non-synchronizing
automata. Yet, our conjectures are much stronger than the required upper bound to give
further improvements.
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Abstract
We study synchronizing partial DFAs, which extend the classical concept of synchronizing com-
plete DFAs and are a special case of synchronizing unambiguous NFAs. A partial DFA is called
synchronizing if it has a word (called a reset word) whose action brings a non-empty subset of states
to a unique state and is undefined for all other states. While in the general case the problem of
checking whether a partial DFA is synchronizing is PSPACE-complete, we show that in the strongly
connected case this problem can be efficiently reduced to the same problem for a complete DFA.
Using combinatorial, algebraic, and formal languages methods, we develop techniques that relate
main synchronization problems for strongly connected partial DFAs with the same problems for
complete DFAs. In particular, this includes the Černý and the rank conjectures, the problem of
finding a reset word, and upper bounds on the length of the shortest reset words of literal automata
of finite prefix codes. We conclude that solving fundamental synchronization problems is equally hard
in both models, as an essential improvement of the results for one model implies an improvement for
the other.
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1 Introduction

Synchronization is a concept in various domains of computer science which consists in
regaining control over a system by applying (or observing) a specific set of input instructions.
These instructions are usually required to lead the system to a fixed state no matter in which
state it was at the beginning. This idea has been studied for automata (deterministic [8, 36],
non-deterministic [17], unambiguous [2], weighted and timed [10], partially observable [22],
register [1], nested word [9]), parts orienting in manufacturing [13, 23], testing of reactive
systems [30], variable length codes [5], and Markov Decision Processes [11, 12].
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In this paper, we study the synchronization of partial DFAs, which are a generalization of
complete DFAs and a special case of unambiguous NFAs. We are motivated by applications
of this model and its connections with others, as well as the need for new techniques applied
to partial DFAs. The problems for strongly connected partial DFAs are a motivation for
further development and generalization of the methods applied for complete DFAs, since, as
we show, these models are closely related. We also hope that our methods will serve as a
step toward studying a wider class of strongly connected unambiguous NFAs.

1.1 Observing a reactive system
Consider a finite-state reactive system modeled by a partial DFA (by partial we mean that for
some states there can be no outgoing transitions corresponding to some letters). The observer
knows the structure of the DFA but does not know its current state. At every step, the DFA
reads a letter (also known to the observer) and transits to another state. The observer wants
to eventually learn the actual state of the DFA. Since the DFA is deterministic, once a state
is known, it will be known forever.

In this setting, the actual state is known if and only if the system reads a reset word –
a word which transits a non-empty set of states to a single state and is undefined for all
other states. The presence of undefined transitions indicates that certain actions cannot be
performed from certain states, which can be essential for synchronization.

For several identical systems running in parallel and receiving the same input (but possibly
starting from different states), the presence of a reset word guarantees that all systems end
up in the same state. This idea can be used in robotics, where a sequence of passive obstacles
is used for orienting a large number of arbitrarily rotated parts arriving simultaneously on a
conveyor belt ([13, 23], see also [36] for an illustrative example).

Reactive systems (such as Web servers, communication protocols, operating systems and
processors) are systems developed to run without termination and interact through visible
events, so it is natural to assume that the system can return to any state from any other state
(NFAs with this property are called strongly connected). The probabilistic version of the
described problem for strongly connected partial DFAs has been considered in the context of
ε-machines [34]. In particular, the observer knows the state of an ε-machine precisely if and
only if a reset word for the underlying partial DFA was applied. Some experimental results
on finding shortest reset words for partial DFAs were recently presented in [31].

1.2 Synchronizing automata
There exist several definitions that generalize the notion of a synchronizing complete DFA to
larger classes of NFAs. In this subsection, we describe the notion which preserves most of
the properties of the complete DFAs case, and in 1.5 we briefly describe alternative notions.

An NFA is called unambiguous if for every two states p, q and every word w, there is at
most one path from p to q labeled by w [2]. In the strongly connected case, this is equivalent
to a more classical definition of an unambiguous automaton with chosen initial and final
states, if there is a unique initial state and a unique final state. An unambiguous NFA is
called synchronizing if there exist two non-empty subsets C, R of its states and a word w

(called a reset word) such that its action maps every state in C exactly to the whole set R,
and is undefined for all states outside C [2]. For partial DFAs, the set R has size one [5],
and, for complete DFAs, the set C is also the whole set of states [36].

Partial DFAs are a natural intermediate class between unambiguous NFAs and complete
DFAs. The bounds on the length of shortest reset words in strongly connected partial
DFAs have not been studied before. The famous Černý conjecture, which is one of the most
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longstanding open problems in automata theory, states that for an n-state complete DFA
we can always find a reset word of length at most (n − 1)2, unless there are no reset words.
The best known upper bound is cubic in n [32, 33], and the problem of deciding whether a
complete DFA is synchronizing is solvable in time quadratic in n [36]. For an n-state strongly
connected unambiguous NFA the best known upper bound on the length of a shortest reset
word is n5, and the existence of a reset word is verifiable in time O(n5) [28]. The same upper
bound holds for the length of the shortest mortal words in strongly connected unambiguous
NFAs [21], whereas partial DFAs admit a tight quadratic bound [26].

1.3 Synchronizing codes
A variable length code X (which we call a code) is a set of finite words over a finite alphabet
Σ, such that no word over Σ can be written as a concatenation of codewords of X in two
different ways. Such codes (especially Huffman codes [16]) are widely used for lossless data
compression. Since the lengths of codewords can be different, one transmission error can
spoil the whole decoding process, causing a major data loss. Also, in general, decoding a
part of a message (e.g., a segment of a compressed video stream) is not possible without
decoding the whole message.

These issues can be addressed by using synchronizing codes. A code X is called syn-
chronizing if there exists a synchronizing word w ∈ X∗ such that for every uwv ∈ X∗ we
have uw, wv ∈ X∗. The occurrence of the word ww thus stops error propagation and allows
parallel decoding of the two parts of the message. More generally, each appearance of the
word ww in a coded message allows running decoding independently from the position after
the first w.

A code is called prefix if none of its codewords is a prefix of another codeword. Such codes
allow obtaining the correct partition of a message into codewords one by one by going from
left to right. Even if a code is synchronizing, there are no guarantees that a synchronizing
word will appear in a message. Codes where every long enough concatenation of codewords
is synchronizing are called uniformly synchronizing [5, 7]. A prefix code is called maximal if
it is not a subset of another prefix code. All non-trivial uniformly synchronizing finite prefix
codes are non-maximal [5].

1.4 Automata for X∗

A code recognized by an NFA as a language is called recognizable. In particular, every finite
code is recognizable. To argue about synchronization properties of a recognizable code X,
special NFAs recognizing X∗ are studied. These NFAs have a unique initial and final state
r such that the set of words labeling paths from r to itself coincides with X∗, thus they
are also strongly connected. Provided a recognizable code X, an NFA with the described
properties can be chosen to be unambiguous [5]. Moreover, this NFA can be chosen to be a
partial (respectively, a complete) DFA if and only if X is a recognizable prefix (respectively,
recognizable maximal prefix) code [5].

For such an unambiguous NFA with the properties as above, X is synchronizing if and
only if the NFA is synchronizing, and the length of a shortest synchronizing word for X is
at most the length of a shortest reset word of the NFA plus twice its number of states [5,
Chapter 4].

Finite prefix codes admit a direct construction of partial DFAs with the described
properties, called literal automata. Let X be a finite prefix code over an alphabet Σ. The
literal automaton AX = (Q, Σ, δ) is constructed as follows. The set of states Q is the set of all
proper prefixes of the words in X, the transition function is defined as follows: δ(q, x) = qx
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if qx /∈ X and qx is a proper prefix of a word in X, δ(q, x) = ε if qx ∈ X, and δ(q, x) = ⊥
otherwise. The state corresponding to the empty prefix ε is called the root state. The height
of a literal automaton is the length of a longest path of its transitions without repetition of
states; equivalently, this is the length of the longest word in X minus one. Note that the
number of states of AX is at most the total length of all codewords of X, which allows to
directly transfer upper bounds from literal automata to finite prefix codes. An example of a
literal automaton is shown in Fig. 1(right). The literal automaton of a prefix code can be
used as a decoder for this code by adding output labels to the transitions [5].

1.5 Carefully synchronizing DFAs
For general NFAs, synchronizability can be generalized to Di-directability for i = 1, 2, 3 [17].
As discussed in [38, Section 6.3], for partial DFAs the notions of D1- and D3-directing words
both coincide with carefully synchronizing words. These are words sending every state of a
partial DFA to the same state, not using any undefined transitions at all. A D2-directing
word for a partial DFA is either carefully synchronizing or mortal (undefined for every state).
The definitions of carefully synchronizing and D2-directing words are different from our
definition of synchronizing words.

A carefully synchronizing word can be applied to a partial DFA at any moment without
the risk of using an undefined transition. This comes at a high cost: even for strongly
connected partial DFAs, the shortest carefully synchronizing words can have exponential
length [38, Proposition 9], and the problem of checking the existence of such a word is
PSPACE-complete [38, Theorem 12], in contrast with the case of complete DFAs. On the
contrary, the notion of a synchronizing partial DFA preserves most of the properties of
a synchronizing complete DFA, at least in the strongly connected case. Note that every
carefully synchronizing word is synchronizing, but the converse is not true.

While for complete DFAs the property of being strongly connected is not essential for
many synchronization properties [36], the situation changes dramatically for partial DFAs.
Partial DFAs, which are not strongly connected, can have exponentially long shortest reset
words, and the problem of checking the existence of a reset word is PSPACE-complete [3].
Thus, strong connectivity is indeed necessary to obtain good bounds and algorithms. As
explained above, for reactive systems and prefix codes this requirement comes naturally.

1.6 Our contribution and organization of the paper
We prove a number of results for strongly connected partial DFAs connected with the Černý
conjecture and its generalizations. Where possible, we look up for methods that allow relating
the partial case with the complete case, instead of directly reproving known results in this
more general setting. In this way, we do not have to go into the existing proofs, and future
findings concerning the complete case should be often immediately transferable to the partial
case.

We start from basic properties and introduce more advanced techniques along with their
applications. First, we investigate the rank conjecture, which is a generalization of the Černý
conjecture from the case of synchronizing automata to the case of all automata. We show that
the rank conjecture for complete DFAs implies it also for partial DFAs (Theorem 10). For
this, we introduce our first basic tool called fixing automaton, which is a complete automaton
obtained from a partial one and sharing some properties. Our result shows a general way
for transferring upper bounds from the case of complete DFAs to partial DFAs, e.g., we
immediately get that the rank conjecture holds for partial Eulerian automata (Corollary 11).
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To connect the Černý conjecture for the cases of complete and partial DFAs, we need
more involved techniques, since the construction developed for the rank conjecture does not
preserve the property of being synchronizing. We introduce a collecting automaton, which
extends the concept of the fixing automaton. We use it to show that all upper bounds on the
length of the shortest reset words, up to a subquadratic additive component, are equivalent
for partial and complete DFAs (Theorem 17). We also use it to prove that the problems of
determining synchronizability and finding a reset word of a strongly connected partial DFA
can be effectively reduced to the same problem for a complete DFA (Section 3.5). This also
means that possible improvements of the complexity of the best-known algorithms for these
problems for complete DFAs should directly apply to partial DFAs.

As discussed in 1.3 and 1.4, one of the main motivations for studying synchronization
of strongly connected partial DFAs is a direct correspondence with synchronization of
recognizable prefix codes. An important special case is when the prefix code is finite. We
investigate it by studying literal automata of finite prefix codes and obtain stronger upper
bounds than those for the general case of strongly connected partial (or complete) DFAs.
We show that the length of the shortest reset words for literal automata of finite prefix codes
is at most O(n log3 n), where n is the number of states of the automaton (Corollary 23).
This upper bound is the same as the best known for maximal prefix codes (which becomes
now a special case), but it is not transferred directly, as key statements do not hold in the
same way for non-maximal prefix codes. To prove it, we first show that literal automata
of finite prefix codes admit a word of linear length whose action sends all the states to a
non-empty subset of small size (Theorem 22). It establishes a natural combinatorial property
of finite prefix codes and constitutes the most involved proof in this paper. Once we show the
existence of such a word, we use one more construction called the induced automaton, which
is a generalization of linear algebraic techniques to the case of partial DFAs (Section 3.7).
This particular construction extends the existing techniques originally developed for complete
DFAs but simultaneously comes with a new simpler and more general proof.

Finally, we show that the lower bounds for strongly connected partial DFAs are asymp-
totically the same even if we ensure the existence of undefined transitions (Section 4). In
other words, undefined transitions do not help in general, as we cannot significantly improve
upper bounds for such automata without doing that for the complete case.

2 Preliminaries

A partial deterministic finite automaton A (which we call partial automaton throughout the
paper) is a triple (Q, Σ, δ), where Q is a set of states, Σ is an input alphabet, and δ is partial
function Q × Σ → Q called the transition function. Note that the automata we consider do
not have any initial or final states. We extend δ to a partial function Q × Σ∗ → Q as usual:
we set δ(q, wa) = δ(δ(q, w), a) for w ∈ Σ∗ and a ∈ Σ. For a state q ∈ Q and a word w ∈ Σ∗,
if the action δ(q, w) is undefined, then we write δ(q, w) = ⊥. Note that if δ(q, w) = ⊥ for a
word w ∈ Σ∗, then δ(q, wu) = ⊥ for every word u ∈ Σ∗. An automaton is complete if all its
transitions are defined, and it is incomplete otherwise. An automaton is strongly connected if
for every two states p, q ∈ Q there is a word w ∈ Σ∗ such that δ(p, w) = q.

By Σi we denote the set of all words over Σ of length exactly i and by Σ≤i the set of
all words over Σ of length at most i. For two sets of words W1, W2 ∈ Σ∗, by W1W2 we
denote their product {w1w2 ∈ Σ∗ | w1 ∈ W1, w2 ∈ W2}. The empty word is denoted by ε.
Throughout the paper, by n we always denote the number of states |Q|.

Given S ⊆ Q, the image of S under the action of w is δ(S, w) = {δ(q, w) | q ∈ S, δ(q, w) ̸=
⊥}. The preimage of S under the action of w is δ−1(S, w) = {q ∈ Q | δ(q, w) ∈ S}. Since
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A is deterministic, for disjoint subsets S, T ⊆ Q, their preimages under the action of every
word w ∈ Σ∗ are also disjoint.

The rank of a word w is the size of the image of Q under the action of this word, i.e.,
|δ(Q, w)|. In contrast with complete automata, partial automata may admit words of rank
zero; these words are called mortal. Words of non-zero rank are called non-mortal. A word
of rank 1 is called reset, and if the automaton admits such a word then it is synchronizing.
The reset threshold rt(A ) is the length of the shortest reset words of A .

We say that a word w compresses a subset S ⊆ Q, if |δ(S, w)| < |S| but δ(S, w) ̸= ∅.
A subset that admits a compressing word is called compressible. There are two ways to
compress a subset S ⊆ Q with |S| ≥ 2. One possibility is the pair compression, which is the
same as in the case of a complete automaton, i.e., mapping at least two states p, q ∈ S to
the same state (but not to ⊥). The other possibility is to map at least one state from S to
⊥, but not all states from S to ⊥. Sometimes, a subset can be compressed in both ways
simultaneously.

q1 q2 q3

q4q5q6

a a

a

aa

a

b b

b

b

q1

q2

q3

q4 q5

a6

a

b

a b

a

b

a, b

a

Figure 1 Left: a strongly connected partial 6-state binary automaton; right: the literal automaton
of the prefix code {abaaa, abaab, abab, abba}.

An example of a strongly connected partial automaton is shown in Fig. 1 (left). We
have two undefined transitions: δ(q3, b) = δ(q6, b) = ⊥. The unique shortest reset word is
bab: δ(Q, b) = {q1, q2, q5}, δ(Q, ba) = {q2, q3, q6}, and δ(Q, bab) = {q2}. However, in contrast
with the case of a complete automaton, the preimage δ−1({q2}, bab) = {q1, q4} is not Q.

3 Upper Bounds

3.1 Inseparability Equivalence
Let A = (Q, Σ, δ) be a partial automaton. We define the inseparability relation ≡ on Q.
Two states are separable if they can be separated by mapping exactly one of them to ⊥,
leaving the other one.

▶ Definition 1. The inseparability equivalence ≡ on Q is defined as follows:

p ≡ q if and only if ∀u∈Σ∗ (δ(p, u) ∈ Q ⇔ δ(q, u) ∈ Q) .

The same relation is considered in [5, Section 1.4] if all states of the partial automaton are
final. Also, if we replace ⊥ with a unique final state, then ≡ is the well-known Myhill-Nerode
congruence on words in a complete automaton. Under a different terminology, it also appears
in the context of ε-machines, where non-equivalent states are called topologically distinct [34].
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For a subset S ⊆ Q, let κ(S) be the number of equivalence classes that have a non-empty
intersection with S. In the automaton from Fig. 1(left) we have three equivalence classes,
where q1 ≡ q4, q2 ≡ q5, and q3 ≡ q6.

Our first auxiliary lemma states that a subset S ⊆ Q that intersects at least two
equivalence classes can be compressed and the number of intersected classes can be decreased
with a short word. This is done by mapping to ⊥ all the states of S from at least one
equivalence class, but not the whole set S. A linear upper bound can be inferred from a
standard analysis of the corresponding Myhill-Nerode congruence (e.g., [35]), but we will
need a more precise bound in terms of κ(S).

▶ Lemma 2. Let A = (Q, Σ, δ) be a partial automaton, and let S ⊆ Q be a subset such that
κ(S) ≥ 2. Then there is a word w ∈ Σ∗ of length at most κ(Q) − κ(S) + 1 ≤ n − |S| + 1 and
such that 1 ≤ κ(δ(S, w)) < κ(S).

By an iterative application of Lemma 2, we can easily compress any subset of states to a
subset of a single equivalence class.

▶ Corollary 3. Let A = (Q, Σ, δ) be a partial automaton, and let S ⊆ Q be a non-empty
subset. There is a word w of length at most (κ(S) − 1)(κ(Q) − κ(S)/2) such that δ(S, w) is
non-empty and is contained in one inseparability class.

3.2 Fixing Automaton
The other possibility of compressing a subset in a partial automaton is the classical pair
compression. This is the only way for compressing a subset with all states in one equivalence
class, which is always the case in a complete automaton.

Our next tool to deal with this way of compression is the fixing automaton. This is a
complete automaton obtained from a partial one, defined as follows.

▶ Definition 4 (Fixing automaton). For a partial automaton A (Q, Σ, δ), the fixing automaton
is the complete automaton A F = (Q, Σ, δF) such that the states are fixed instead of having
an undefined transition: for every q ∈ Q and a ∈ Σ, we have δF(q, a) = q if δ(q, a) = ⊥, and
δF(q, a) = δ(q, a) otherwise.

We list some useful properties of the fixing automaton.

▶ Lemma 5. Let A = (Q, Σ, δ) be a partial automaton, let S ⊆ Q, and let w ∈ Σ∗. We
have δ(S, w) ⊆ δF(S, w). Moreover, if for every state q ∈ S we have δ(q, w) ̸= ⊥, then
δ(S, w) = δF(S, w).

▶ Lemma 6. Let A = (Q, Σ, δ) be a partial automaton and let S ⊆ Q be a non-empty
subset. For every word w ∈ Σ∗, there exists a word w′ ∈ Σ∗ of length |w′| ≤ |w| such that
∅ ̸= δ(S, w′) ⊆ δF(S, w). In particular, if w has rank r in A F, then w′ has rank 1 ≤ r′ ≤ r

in A .

▶ Corollary 7. The minimal non-zero rank of a partial automaton A is at most the minimal
rank of A F.

In the general case of a partial automaton, it can happen that we cannot compress some
subset S even if there exists a word of non-zero rank smaller than |S|. This is the reason
why the shortest words of the minimal non-zero rank can be exponentially long and why
deciding if there is a word of a given rank is PSPACE-complete [3].
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However, in the case of a strongly connected partial automaton, as well as for a complete
automaton, every non-mortal word can be extended to a word of the minimal non-zero rank.
This is a fundamental difference that allows constructing compressing words iteratively. Note
that the fixing automaton of a strongly connected partial one is also strongly connected.

▶ Lemma 8. Let A = (Q, Σ, δ) be a strongly connected partial automaton, and let r be the
minimal non-zero rank over all words. For every non-empty subset S ⊆ Q, there exists a
non-mortal word w such that |δ(S, w)| ≤ r.

3.3 Rank Conjecture

The rank conjecture (sometimes called Černý-Pin conjecture) is a well-known generalization
of the Černý conjecture to non-synchronizing automata (e.g., [25]). The rank conjecture is
a weaker version of the conjecture originally stated by Pin that was not restricted to the
minimal rank and turned out to be false [18]. Some further results on the rank conjecture
for strongly connected complete automata are provided in [20].

▶ Conjecture 9 (The rank conjecture). For an n-state complete automaton where r is the
minimal rank over all words, there exists a word of rank r and of length at most (n − r)2.

For partial automata, the rank conjecture is analogous with the exception that r is the
minimal non-zero rank.

▶ Theorem 10. Let A = (Q, Σ, δ) be a strongly connected partial automaton. If the rank
conjecture holds for the fixing automaton A F, then it also holds for A .

Proof. Let r be the minimal rank in A F over all words. From the conjecture and by Lemma 6,
there exists a word w′ of length at most (n − r)2 and such that ∅ ≠ δ(Q, w′) ⊆ δF(Q, w).

Let r′ ≤ r be the minimal rank of A . For every s = r, r − 1, . . . , r′ + 1, we inductively
construct a word of non-zero rank less than s, of length at most (n − (s − 1))2, and such
that w′ is its prefix. Let w′v be a word of rank at most s and of length at most (n − s)2,
and let S = δ(Q, w′v). Suppose that κ(S) = 1. Since s is not the minimal rank of A ,
by Lemma 8, S must be compressible. Since its states are inseparable, there must be
two distinct states p, q ∈ S and a word u such that δ(q, u) = δ(p, u) ̸= ⊥. But (from
Lemma 5) {p, q} ⊆ δ(Q, w′v) ⊆ δF(Q, w′v) ⊆ δF(Q, wv), thus δF(Q, wv) is compressible
in A F, which contradicts that w has the minimal rank in A F. Hence κ(S) ≥ 2, and by
Lemma 2, δ(Q, w′v) can be compressed with a word u of length at most n − s + 1. We have
|w′vu| ≤ (n − s)2 + n − s + 1 ≤ (n − (s − 1))2, which proves the induction step. ◀

The theorem implies that, in the strongly connected case, the rank conjecture is true for
complete automata if and only if it is true for partial automata. For instance, we immediately
get the result for the class of Eulerian automata. A partial automaton is Eulerian if it is
strongly connected and the numbers of outgoing and incoming transitions are the same at every
state, i.e., for every q ∈ Q, we have |{a ∈ Σ | δ(q, a) ∈ Q}| = |{(p, a) ∈ Q × Σ | δ(p, a) = q}|.
The following corollary follows from the facts that the rank conjecture holds for complete
Eulerian automata [20] and that the fixing automaton of a partial Eulerian automaton is
also Eulerian.

▶ Corollary 11. The rank conjecture is true for partial Eulerian automata.
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3.4 Collecting Automaton
The fixing automaton allows relating the behavior of words in a partial and a complete
automaton, but its main disadvantage is that it is not necessarily synchronizing. Therefore,
we will need one more tool, called collecting automaton. It is an extension of the fixing
automaton by an additional letter that allows a quick synchronization into one inseparability
class, while it does not affect the length of a shortest synchronizing word for any particular
inseparability class.

By A /≡ = (QA /≡ , Σ, δA /≡), we denote the quotient automaton by the inseparability
relation. A /≡ is also a partial automaton, and if A is strongly connected, then so is A /≡.
By [p] ∈ QA /≡ , we denote the class of a state p ∈ Q of the original automaton A .

A collecting tree of A is a tree T with the set of vertices QA /≡ and directed edges
labeled by letters from Σ in the following way: (a) Edges are labeled by letters from Σ and
correspond to transitions in A /≡: each edge ([p], [p′], a) is such that δA /≡([p], a) = [p′]. (b)
There is a root [r] such that the tree is directed toward it. See Fig. 2 in Appendix for an
example. Equivalently, it can be seen as a specific partial automaton being a subautomaton
of A /≡ whose underlying digraph is a tree directed toward one state. An automaton can
have many collecting trees, even for the same [r], and every strongly connected automaton
has a collecting tree for every class [r].

{q1, q4} {q2, q5} {q3, q6}
a a

q1 q2 q3

q4q5q6

a, γ a, γ

a

a, γa, γ

a

b b b, γ

b

bb, γ

Figure 2 Left: a collecting tree with root [q3] = {q3, q6}; right: the corresponding collecting
automaton of the example from Fig. 1(left).

▶ Definition 12 (Collecting automaton). Let A = (Q, Σ, δ) be a strongly connected partial
automaton and let T be one of its collecting trees with a root [r]. The collecting automaton
A C(T ) = (Q, Σ ∪ {γ}, δC(T )) is defined as follows:

The transition function δC(T ) on Σ is defined as in the fixing automaton A F.
γ /∈ Σ is a fresh letter. Its action is defined according to the edges in T : Let q1 ∈ Q\ [r] be
a state. Since T is a tree directed toward [r], there is exactly one edge outgoing from [q1],
say ([q1], [q2], a) ∈ T for some [q2] ∈ QA /≡ and a ∈ Σ. We set δC(T )(q1, γ) = δ(q1, a).
Finally, the transition of γ on each state in [r] is the identity.
A collecting automaton is always strongly connected, as it contains all transitions of the

fixing automaton. We prove several properties connecting partial automata and their collect-
ing complete automata. They are preliminary steps toward relating the Černý conjecture for
strongly connected partial and complete automata.
▶ Lemma 13. Let A = (Q, Σ, δ) be a strongly connected partial automaton, and let T be
one of its collecting trees with a root [r]. If there is a word over Σ ∪ {γ} synchronizing [r] in
A C(T ) = (Q, Σ ∪ {γ}, δC(T )), then there is such a word over Σ that is not longer.
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▶ Lemma 14. Let A = (Q, Σ, δ) be a strongly connected partial automaton and let T be
one of its collecting trees. Then A is synchronizing if and only if the collecting automaton
A C(T ) = (Q, Σ ∪ {γ}, δC(T )) is synchronizing.

This also means that the choice of T does not matter: A = (Q, Σ, δ) is synchronizing if and
only if all A C(T ) are synchronizing.

3.5 Algorithmic Issues
Checking if a strongly connected partial automaton is synchronizing and finding a minimum-
rank word can be done similarly as for a complete automaton, by a suitable generalization
of the well-known Eppstein algorithm [13, Algorithm 1]. The same algorithm for checking
synchronizability, under different terminology, was described in the context of ε-machines [34].

▶ Proposition 15. Checking if a given strongly connected partial automaton with n states
over an alphabet Σ is synchronizing can be done in O(|Σ|n2) time and O(n2 + |Σ|n) space.
Finding a word of the minimum rank can be done in O(|Σ|n3) time and O(n2 + |Σ|n) space.

Furthermore, the problem of checking the synchronizability of a strongly connected partial
automaton can be reduced in smaller time to the case of a complete automaton.

▶ Theorem 16. Given a strongly connected partial automaton, in O(|Σ|n log n) time, we
can construct a complete automaton that is synchronizing if and only if the given partial
automaton is synchronizing.

Proof. We can compute all inseparability classes in O(|Σ|n log n) time. This is done by the
Hopcroft minimization algorithm [15], if we interpret the partial DFA as a language-accepting
DFA with an arbitrary initial state and the sink state ⊥ that is its only final state.

Having computed the classes, we can construct a collecting automaton for an arbitrary
collecting tree. Note that it can be done in O(|Σ|n) time by a breadth-first search from a
class [r]. The desired property follows from Lemma 14. ◀

3.6 Černý Conjecture
The famous Černý conjecture is the rank conjecture for r = 1. Let C(n) be the maximum
length of the shortest reset words of all n-state synchronizing complete automata. It is well
known that C(n) ≥ (n − 1)2 [8]. The Černý conjecture states that C(n) = (n − 1)2, but the
best proved upper bound is cubic [32, 33].

Let CP(n) be the maximal length of the shortest reset words of all n-state synchronizing
strongly connected partial automata. We show that if the Černý conjecture is true (or
another upper bound holds), then a slightly weaker upper bound holds for synchronizing
strongly connected partial automata.

To prove the following theorem, we combine several techniques, in particular, the insepar-
ability equivalence, the collecting automaton, and an algebraic upper bound on the reset
threshold of a complete automaton with a word of small rank [4].

▶ Theorem 17.

CP(n) ≤ C(n) + O(n4/3).
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Proof. Let A = (Q, Σ, δ) be a synchronizing partial automaton with n states. Let T be a
collecting tree of A with a root class [r] containing the smallest number of states. We consider
the collecting automaton A C(T ) = (Q, Σ∪{γ}, δC(T )). By Lemma 14, A C(T ) is synchronizing.
We have two cases, depending on the number κ(Q) of inseparability classes of A .

First, suppose that κ(Q) ≤ n2/3. Then, by Corollary 3 (for S = Q), there is a word v of
length at most (κ(Q) − 1)κ(Q)/2 < n4/3 such that δ(Q, v) is non-empty and is contained in
one equivalence class, say [p]. Since A is strongly connected, there is a word up→r of length
at most n − 1 whose action maps [p] into [r]. Let w′ be a reset word for A C(T ) of length at
most C(n). In particular, w′ synchronizes [r], so by Lemma 13, we get a word w of length
at most C(n) that synchronizes [r] in A . Then, vup→rw is a reset word for A of length at
most n4/3 + n − 1 + C(n).

In the second case, we have κ(Q) > n2/3. Then the size of [r], which has been chosen
to have the smallest size, has at most n1/3 states. Note that γn−1 is a word of rank at
most n1/3. Then we can apply Corollary 20 (cf. [4, Theorem 2]) for A C(T ) with this word,
obtaining that the reset threshold of A C(T ) is upper bounded by (n − 1) + 2(n − 1)C(n1/3).
Using the well-known general cubic upper bound n3/6 on the reset threshold of a complete
automaton (e.g., [25]), we get that there is a reset word w′ for A C(T ) of length at most
(n − 1) + 2(n − 1)n/6. Now, we return to A . By Corollary 3 (for S = Q), we get a word v of
length at most (n − 1)n/2 such that δ(Q, u) is non-empty and is contained in one equivalence
class [p]. As in the first case, there is a word up→r of length at most n − 1 whose action
maps [p] into [r]. By Lemma 13, from w′ we obtain a word w that synchronizes [r] and is no
longer than (n − 1) + 2(n − 1)n/6. Finally, vup→rw is a reset word for A of length at most
(n − 1)n/2 + (n − 1) + (n − 1) + 2(n − 1)n/6 ≤ (n − 1)2 for n ≥ 18.

From both cases, we conclude that rt(A ) ≤ C(n) + O(n4/3). ◀

From Theorem 17, it follows that all upper bounds on the reset threshold of a complete
automaton transfer to upper bounds for partial automata, up to a subquadratic component.
Thus CP(n) ≤ 0.1654n3+O(n2) [32]. It can be also seen from the proof that if we have a better
general upper bound on C(n), we get a smaller additional term, e.g., if C(n) ∈ O(n2), then
CP(n) = C(n) + O(n), so the additional term is at most linear. The additional component
is likely not needed, but it is difficult to completely get rid of it in general, as for that
we could not lengthen by any means the reset word assumed for a complete automaton.
However, it is easy to omit it when reproving particular bounds for complete automata, both
combinatorial [25] and based on avoiding words [32, 33]. We conjecture that CP(n) = C(n)
for all n.

3.7 Induced Automaton
We develop an algebraic technique applied to partial automata. It will allow us deriving
upper bounds on reset thresholds, in particular, in the cases when there exists a short word
of a small rank, which is the case of the literal automaton of a prefix code. We base on the
results from [4] for complete automata and generalize them to be applied to partial automata.
The existing linear algebraic proofs for complete automata do not work for partial ones,
because the matrices of transitions may not have a constant sum of the entries in each row.

We need to introduce a few definitions from linear algebra for automata (see, e.g., [4, 19,
24, 33]). Let A = (Q, Σ, δ) be a partial DFA. Without loss of generality we assume that
Q = {1, . . . , n}. By Rn, we denote the real n-dimensional linear space of row vectors. For
a vector v ∈ Rn and an i ∈ Q, we denote the vector’s value at the i-th position by v(i).
Similarly, for a matrix M , we denote its value in an i-th row and a j-th column by M(i, j).
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A vector g is non-negative if g(i) ≥ 0 for all i, and it is non-zero if g(i) ̸= 0 for some i.
For a word w ∈ Σ∗, by M(w) we denote the n × n matrix of the transformation of w in δ:
M(w)(p, q) = 1 if δ(p, w) = q, and M(w)(p, q) = 0 otherwise. Note that if δ(p, w) = ⊥, then
we have M(w)(p, q) = 0 for all q ∈ Q. The usual scalar product of two vectors u, v is denoted
by u ⊙ v. The linear subspace spanned by a set of vectors V is denoted by span(V ).

Given a transition function δ (which defines matrices M(w)), call a set of words W ⊆ Σ∗

complete for a subspace V ⊆ Rn with respect to a vector g ∈ V , if V ⊆ span({gM(w) | w ∈
W}). A set of words W ⊆ Σ∗ is complete for a subspace V ⊆ Rn if for every non-negative non-
zero vector g ∈ V , W is complete for V with respect to g. Let χ(p) denote the characteristic
(unitary) vector of {p}. For a subset S ⊆ Q, we define V(S) = span({χ(p) | p ∈ S}) ⊆ Rn.

For example, consider the automaton from Fig. 1(left). Let V = V({q1, q2, q5}) and let
W = {ab, aab}a≤5. Let g ∈ V be a non-negative non-zero vector, and let i be such that
g(i) ̸= 0. If i = 1 then let u = ab, and otherwise let u = aab; then gM(u) has exactly one
non-zero entry. Then, for each j ∈ {1, 2, 5}, the vector gM(uaj′) for some j′ has the unique
non-zero entry at qj . These vectors generate V , thus W is complete for V with respect to g.

The induced automaton of a partial one is another partial automaton acting on a subset
of states R ⊆ Q. It is built from two sets of words. Let W1 be a set of words such that
R =

⋃
w∈W1

δ(Q, w). For each state in R, there is some state mapped to it by a word from W1.
The second set W2 is any non-empty set of words that enriches its transitions. The induced
automaton is A restricted to R with alphabet W2W1. Note that its transition function is
well defined, which is ensured by the fact that every word of the form w2w1 ∈ W2W1 has the
action mapping every state q ∈ Q into R or to ⊥.

▶ Definition 18 (Induced automaton). Let W1, W2 ⊆ Σ∗ be non-empty and R = {δ(q, w) |
q ∈ Q, w ∈ W1, δ(q, w) ̸= ⊥}. If R is non-empty, we define the induced automaton
A I(W1,W2) = (R, W2W1, δA I(W1,W2)), where the transition function is defined in compliance
with the actions of words in A , i.e., δA I(W1,W2)(q, w) = δ(q, w) for all q ∈ R and w ∈ W2W1.

We can analyze an induced automaton as a separate one, and synchronize the whole
automaton using it, which is particularly profitable when R is small. Following our previous
example, for Fig. 1(left) with W1 = {b} and W2 = {ab, aab}a≤5 we obtain the induced
automaton on R = {q1, q2, q5}. Furthermore, it is synchronizing already by a letter from
W2W1 (e.g., abb), and each its reset word corresponds to a reset word of the original A .

The following lemma states that the completeness of a set of words together with the
synchronizability and strong connectivity of the whole automaton transfer to the induced
automaton. It generalizes [4, Theorem 2] to partial automata, and the proof uses a recursion
instead of an augmenting argument.

▶ Lemma 19. Let A = (Q, Σ, δ) be a strongly connected synchronizing partial auto-
maton and let W1 and W2 be two non-empty sets of words over Σ. Let A I(W1,W2) =
(R, W2W1, δA I(W1,W2)) be the induced automaton. If W2 is complete for V(Q) = Rn, then
W2W1 is complete for V(R), and A I(W1,W2) is synchronizing and strongly connected.

▶ Corollary 20. Let A = (Q, Σ, δ) be a strongly connected synchronizing partial automaton
with n states, and let w ∈ Σ∗ be a word such that R = δ(Q, w) ̸= ∅. Let W1 = {w},
W2 = Σ≤n−1, and A I(W1,W2) = (R, Σ≤n−1{w}, δA I(W1,W2)) be the induced automaton. Then
rt(A ) ≤ |w| + (|w| + n − 1) · rt(A I(W1,W2)).

The corollary directly follows from Lemma 19, since Σ≤n−1 is always complete for V(Q)
in the case of a strongly connected synchronizing partial automaton. It is useful for deriving
upper bounds for automata with a word of small rank. Having such a word w, we can further
synchronize R through the induced automaton instead of trying to do this directly. Although

69:61906



M. V. Berlinkov, R. Ferens, A. Ryzhikov, and M. Szykuła 12:13

every letter of A I(W1,W2) corresponds to a word of length |w| + n − 1 in the original A , if
R is small enough, this yields a better upper bound. We show its application in the next
subsection.

3.8 The Literal Automaton of a Finite Prefix Code
We use the obtained results about induced automata to get better bounds for partial literal
automata of finite prefix codes. To do so, we first need to prove that such automata admit
short enough words of small rank. It is known that every complete literal automaton
over an alphabet Σ has a word of rank and length at most ⌈log|Σ| n⌉ ([4, Lemma 16], cf.
[6, Lemma 14]). However, this is no longer true for non-mortal words in partial literal
automata [29] and no similar statement was known for any wider class than complete literal
automata. We prove that there exist O(log n)-rank non-mortal words of length O(n) in such
automata, excluding the case of a code with only one word. Then we use this result to
provide an O(n log3 n) upper bound on the reset threshold of n-state synchronizing partial
literal automata, matching the known upper bound for complete literal automata [4].

We start with a special case of one-word codes. A non-empty word w is called primitive
if it is not a power of another word, i.e., w ̸= uk for every word u and k ≥ 2. The upper
bound on rt(AX) follows from a result of Weinbaum ([14, 39]).

▶ Proposition 21. Let X = {x} be a one-word prefix code, and suppose that x = yk, where
y is a non-empty primitive word and k ≥ 1. Then AX has rank k. If AX is synchronizing,
then rt(AX) ≤ |x|

2 , and this bound is tight.

In the remaining cases, there always exists a word of linear length and logarithmic rank.

▶ Theorem 22. Let X be a prefix code with at least two words. Let AX = (Q, Σ, δ) be its
partial literal automaton with n states and height h. Then there exists a word of length at
most 2h and of rank at most ⌈log2 hn⌉ + ⌈log2 h⌉ for AX . Moreover, such a word can be
found in polynomial time in n = |Q|.

Proof idea. The general idea is as follows. We construct a word from the theorem in two
phases. First, we define an auxiliary filtering algorithm computing some function α : Σ∗ → Σ∗.
We consider the results of the algorithm for a lot of short (logarithmic) input words w and
show that at least one of them satisfies that α(w) is non-mortal, has length at most h, and
every state from Q is either sent to ⊥ or goes through the root by its action. Then, we use
specific properties of the image δ(Q, α(w)) to divide it into two disjoint sets: one that has
up to h states, but on a single specific path, and the other one with a small (logarithmic)
number of states. In the second phase, we construct a word v of length also bounded by h,
such that its action map all the states from the mentioned specific path to a subset of at
most logarithmic size. The concatenation of both words α(w)v is a word of length at most
2h satisfying the theorem. ◀

▶ Corollary 23. Let AX be a partial literal automaton with n states. If it is synchronizing, its
reset threshold is at most O(n log3 n). If the Cerny conjecture holds, then it is O(n log2 n).

Proof. If |X| = 1 then the bound follows from Proposition 21. If |X| ≥ 2, from Theorem 22,
we get a word w of length O(n) and rank O(log n). Then we use Corollary 20 with w, which
yields the upper bound O(n) + O(n) · rt(B), where B is an induced automaton with O(log n)
states. Then we use upper bounds on the reset threshold of a complete DFA ([32, 33])
transferred to strongly connected partial DFAs by Theorem 17. ◀
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4 Lower Bounds for Properly Incomplete Automata

We conclude with observations for transferring lower bounds from the complete case to the
partial case. Of course, in general, this is trivial, since a complete automaton is a special
case of a partial one. On the other hand, letters with all transitions undefined cannot be
used for synchronization. Hence we need to add a restriction to exclude these cases and see
the effect of usable incomplete transitions. A partial automaton is properly incomplete if
there is at least one letter whose transition is defined for some state and is undefined for
some other state.

For an automaton A , let the length of the shortest words of rank r be called the rank
threshold rt(A , r). We show that bounding the rank/reset threshold of a strongly connected
properly incomplete automaton is related to bounding the corresponding threshold of a
complete automaton. A general construction for this is the following.

▶ Definition 24 (Duplicating automaton). For a complete automaton A = (Q, Σ, δA ), we
construct the duplicating automaton A D = (Q ∪ Q′, Σ ∪ {γ}, δA D) as follows. Assume that
Q = {q1, . . . , qn}. Then Q′ = {q′

1, . . . , q′
n} is a set of fresh states disjoint with Q and γ /∈ Σ

is a fresh letter. For all 1 ≤ i ≤ n and a ∈ Σ, we define: δA D(qi, a) = qi, δA D(qi, γ) = q′
i,

δA D(q′
i, a) = δA (qi, a), and δA D(q′

i, γ) = ⊥.

The duplicating automaton turns out to be a partial DFA counterpart to the recent
Volkov’s construction of a complete DFA [37]. The duplicating automaton A D has twice the
number of states of A and is properly incomplete. Also, it is strongly connected if A is.

▶ Proposition 25. Let A = (Q, Σ, δA ) be a strongly connected complete automaton. For all
1 ≤ r < n, we have rt(A D, r) = 2 rt(A , r).

From Proposition 25, it follows that we cannot expect a better upper bound on the reset
threshold of a properly incomplete strongly connected automaton than 0.04135n3 + O(n2),
unless we can improve the best general upper bound on the reset threshold of a complete
automaton, which currently is roughly 0.1654n3 + O(n2) [32, 33]. We can also show a lower
bound on the largest possible reset threshold, using the Rystsov’s construction of automata
with long shortest mortal words [27].

▶ Proposition 26. For every n, there exists a strongly connected properly incomplete n-state
automaton with the reset threshold n2−n

2 .
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Abstract
A word equation with one variable in a free group is given as U = V , where both U and V are words
over the alphabet of generators of the free group and X, X−1, for a fixed variable X. An element
of the free group is a solution when substituting it for X yields a true equality (interpreted in the
free group) of left- and right-hand sides. It is known that the set of all solutions of a given word
equation with one variable is a finite union of sets of the form {αwiβ : i ∈ Z}, where α, w, β are
reduced words over the alphabet of generators, and a polynomial-time algorithm (of a high degree)
computing this set is known. We provide a cubic time algorithm for this problem, which also shows
that the set of solutions consists of at most a quadratic number of the above-mentioned sets. The
algorithm uses only simple tools of word combinatorics and group theory and is simple to state. Its
analysis is involved and focuses on the combinatorics of occurrences of powers of a word within a
larger word.
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1 Introduction

Word equations in the free group. A word equation is a formal equation U = V in which
both U, V contain letters from a fixed set (called alphabet) Σ and variables; a solution is
a substitution of variables by words over Σ such that this formal equation is turned into
an equality. We consider such equations in a free group, so the aforementioned equality is
interpreted as the equality in the free group generated by Σ; naturally, we allow the usage
of inverses of variables and generators in the equations. The satisfiability problem (of
word equation over the free group) is to decide, whether the input equation has a solution.
By solving the equation we mean to return an (explicit or effective) representation of all
solutions.

The first algorithm for the satisfiability problem was given by Makanin [27] and it is
an involved generalization of Makanin’s algorithm for the satisfiability of word equation
in the free monoid [26]; Razborov generalized the algorithm so that it solves word equations
in the free group [32]; the description is infinite and is known as Makanin-Razborov diagrams.
Makanin’s algorithm is very involved and known to be not primitively recursive [21], the
same applies to Razborov’s generalisation, which was the first step of solving Tarski’s
conjectures (on elementary equivalence and decidability of the theory of free groups) [20, 33].
A different approach based on Plandowski’s algorithm for the free monoid case [31] was later
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30:2 Solving One Variable Word Equations in the Free Group in Cubic Time

proposed [8], and an even simpler approach, which gives also a finite description of the solution
set, was given by Diekert, Plandowski and Jeż [9], it extends Jeż’s algorithm for the free
monoid case [16].

The problem of word equations in the free group was first investigated by Lyndon [25],
who considered the restricted variant of one-variable equations. He showed that the solution
set is a finite union of sets of the form

{w0w
i1
1 w2w

i2
3 · · ·wik2k−1w2k : i1, . . . , ik ∈ Z} , (1)

where w0, . . . , w2k are words over the generators of the free group, we call such sets k-
parametric. In fact, it was first shown using combinatorial arguments that a superset of
all solutions is of this form, and using algebraic methods the superset of all solutions is
transformed into the actual set of all solutions. As a result, k depends on the equation and
is a by-product of the algorithm rather than an explicitly given number. By using a more
refined, though purely combinatorial, argument Appel [1] showed that there exists a superset
of solutions that is a finite union of 1-parametric sets and that one can test for which values
such words are indeed solutions. In principle, the proof can be readily used as an algorithm,
but no reasonable bounds can be derived from it. Unfortunately, Appel’s proof contains an
error (see [5] for a discussion). A similar characterization was announced by Lorentz [23],
but the proof was not supplied. Chiswell and Remeslennikov [5] used a different approach,
based on geometric group theory, to show that the solution is a finite union of 1-parametric
sets. However, their argument does not give any algorithm for solving an equation. Gilman
and Myasnikov [12] gave a proof that the solution set is 4-parametric; their proof is based on
formal language theory and is considerably simpler and shorter than the other known ones,
however, it yields no algorithm.

A polynomial-time algorithm solving the one-variable word equations (in the free group)
was given by Bormotov, Gilman and Myasnikov [3]. In principle, their argument is similar to
Appel, though simpler (and without errors), and extra care is taken to guarantee that testing
takes polynomial time. The running time is high, though little effort was made to lower
the exponent, we believe that simple improvements and better analysis should yield O(n5)
running time of their algorithm.

It is known that already two-variable word equations (in the free group) do not always have
a parametrizable solution set [2], here a parametrizable set is a generalization of parametric
sets (1) in which the exponents using integer parameters can be nested and one exponent
may depend on different parameters. Moreover, no polynomial-time algorithm for two-
variable equations is known. Other restricted cases were also investigated, say the famous
Lyndon-Schützenberger Theorem was originally shown for the free group [24] and satisfiability
of quadratic word equations is known to be NP-complete [19] in the case of free group.

Our results and proof outline. We present an O(n2m) algorithm for solving equations
with one variable in a free group, where n is the length of the equation and m the number
of occurrences of the variable in it.

▶ Theorem 1. Given a word equation with one variable in a free group, with length n and
m occurrences of the variable, we can compute the set of all its solutions in time O(n2m).
The set of solutions is a union of O(n2) sets of the form {αwkβ : k ∈ Z}, where α,w, β are
words over the generators of the given free group.
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The running time is achieved in the RAM model, more specifically we require that operations
on logn-bits long integers (and byte-arrays) can be performed in O(1) time. If this is not
the case, then the running time increases by a multiplicative O(logn) factor. Note that
in Theorem 1 we allow w = ε, i.e. the set {αwkβ : k ∈ Z} from Theorem 1 may consist
of a single string.

The O(n2m) running time seems hard to improve: all known characterization of solution
set include Ω(n2) individual words that should be tested as solutions and natural testing
of a single solution is done in Θ(m) time, note that this does not take into account the
1-parametric sets that do depend on the parameter, which seem to be harder to be tested.

We use a previous characterization of the solution superset [3], from which it follows
that the main task is to compute, given words α, u, v, β, for which i, j ∈ Z the word αuivjβ

is a solution. Roughly speaking, the previous approaches [1, 3] argued that if αuivjβ is a
solution for a “large enough” i then αui

′
vjβ is a solution for each i′ ∈ Z; thus one has to

check some “small” is and one “large enough”; for each fixed i we substitute its value and
similarly argue that if j is “large enough” then each j′ yields a solution (the actual argument
is more subtle and symmetric in terms of i and j). We refine this approach: previously the
tested values of i and j did not depend on the actual equation, but only on its length. We
identify a small set of candidate pairs (i, j) based on the actual equation. To this end, we
substitute αuIvJβ to the equation, where I, J are integer variables, and intend to verify, for
which values (i, j) of variables (I, J) it is a solution. Such parametric candidates cannot be
tested as solutions (in particular because it could be that only for some values of I and J they
indeed are solutions), however, some operations can be performed on uI (or vJ), regardless
of the actual value substituted for I: say uIuIu−1u−I is equal to uI−1 (in a free group).
After performing all such possible operations we obtain a word with “parametric powers” of
u, v, i.e. powers, whose exponents depend on parameters I, J , note that the parameters are
the same for all powers in the parametric word, but the actual exponents in different powers
may be different. If there are only powers of u (or only powers of v) then using known tools
one can show that one of those exponents is (almost) 0. This yields a linear set of possible
is that should be tested. Ideally, we would like to say that a similar claim holds also when
parametric powers of both u and v are present. However, those powers can interact and
such an approach does not work directly. Instead, if I = i, J = j yields a solution, then
substituting I = i (as a mental experiment) either reduces the whole word to ε, in which
case each J = j yields a solution, or leaves only powers of v, in which case we can reiterate
the same approach, this time for powers of v. The former case gives a set of candidates for I,
the latter for J , technically those depend on the substituted i, but this dependency can be
removed by further analysis. A similar analysis can be made for substitution J = j, together
yielding a superset of all possible solutions, which are then individually tested.

Additional analysis is needed to bound the number of candidates that is obtained in
this way. To this end, we analyze the set of possible exponents of powers of u and v. In
particular, we show that initially all such exponents are of the form ±I+ c and ±J + c, which
allows for much better estimations: for the candidate solution to be different, the constants
in those expressions need to be different and to have a factor uI+c some c|u| letters from the
equation are “consumed” and easy calculations show that there are only O(

√
n) different

possible constants, which leads to O(
√
n) different candidates. One has to take special care

of α, β, as their introduction can yield a quadratic-size equation. To avoid this, we analyze
how powers of u in concatenations of words can be obtained.

In most cases, we reduce the problem in the free group to the problem in the free
monoid (with involution) and use standard tools of word combinatorics. However, this
requires some additional properties of words α, u, v, β. Those cannot be inferred from known
characterizations, and so known proofs are reproved and the additional claims are shown.
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Connection to word equation in the free monoid. The connection between word equations
in the free group and free monoid is not perfectly clear. On one hand, the satisfiability of
the former can be reduced to the satisfiability of word equations over the free monoid (with
involution), this was implicitly done by Makanin [27] and explicitly by Diekert et al. [8] and
so generalizations of algorithms for the monoid case are used for the group case. However,
there is an intuition that the additional group structure should make the equations somehow
easier. This manifests for instance for quadratic equations (so the case when each variable
is used at most twice), for which an NP algorithm was given for the free-group case [19]
and no such result is known for the free monoid case. Furthermore, the whole first-order
theory of equations over the free group is decidable [20], while already one alternation of the
quantifiers make a similar theory for monoid undecidable (see [6] for an in-depth discussion
of undecidable and decidable fragments).

On the other hand, such general reductions increase the number of variables and so are
not suitable in the bounded number of variables case. In particular, a polynomial time
algorithm for the satisfiability of two-variable equations for the free monoid is known [10],
in contrast to the case of the free group (the set of solutions is still not parametrisable [13],
as in the case of the free group.).

Word equations in free monoid with restricted number of variables. Word equations
in the free monoid with restricted number variables were also considered. For one variable
a cubic-time algorithm is trivial and can be easily improved to quadratic-running time [7].
Eyono Obono, Goralcik and Maksimenko gave a first non-trivial algorithm running in time
O(n logn) [30]. This was improved by Dąbrowski and Plandowski [11] to O(n + m logn),
where m is the number of occurrences of the variable in the equation, and to O(n) by Jeż [15];
the last two algorithms work in the RAM model, i.e. they assume that operations on the
logn-bits long numbers can be performed in constant time. The properties of the solution
set were also investigated: all above algorithms essentially use the fact that the solution set
consists of at most one 1-parametric set and O(logn) other solutions [30]. Plandowski and
Laine showed that the solution set is either exactly a 1-parametric set or of size O(logm) [22]
and conjectured that in the latter case there are at most 3 solutions. This conjecture was
recently proved by Saarela and Nowotka [29] using novel techniques.

Word equations in the free monoid with two variables were also investigated. it was shown
by Hmelevskĭı [13] that there are equations whose solution set is not parametrizable. The first
polynomial-time algorithm (of a rather high degree) for satisfiability of such equations was
given by Charatonik and Pacholski [4], this was improved to O(n6) by Ille and Plandowski [14]
and later to O(n5) by Dąbrowski and Plandowski [10], the latter algorithm also returns
a description of all solutions. The computational complexity of word equations with three
variables is unknown, similarly, the computational complexity of satisfiability in the general
case of word equations in the free monoid remains unknown (it is NP-hard and in PSPACE).

2 Definitions and preliminaries

2.1 Notions
Monoids, monoids with involution. By Σ we denote an alphabet, which is endowed with
involution · : Σ → Σ, i.e. a function such that a ̸= a = a. The free monoid Σ∗ with
involution consists of all finite words over Σ and the involution uniquely extended from Σ
to Σ∗ by requiring that (uv) = v u, i.e. we think of it as of inverse in a group. We denote
the empty word by ε. Given a word uvw: u is its prefix, w suffix and v its subword; for a
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word w often w′ and w′′ will denote the prefix and suffix of w, this will be always written
explicitly. A word w = a1 · · · ak, where a1, . . . , ak ∈ Σ, has length |w| = k and w[i . . j]
denotes a subword ai · · · aj . For k ≥ 0 a word uk is a k-th power of u (or simply u-power),
by convention u−k denotes uk. A u-power prefix (suffix) of v is the longest u-power that
is prefix (suffix, respectively) of v, note that this may b a positive or negative power, or
ε. A single-step reduction replaces waav with wv, a reduction is a sequence of single-step
reductions. A word in a free monoid Σ∗ with involution is reduced if no reduction can be
performed on it. It is folklore knowledge that for w there exists exactly one reduced v such
that w reduces to v; we call such a v the normal form of w and denote it by nf(w); we write
w ≈ v when nf(w) = nf(v). We write u ∼ v to denote that u = u′v′ and v = v′u′ or v = v′u′

for some u′, v′. A reduced word w is cyclically reduced if it is not of the form w = ava for any
a ∈ Σ and w is primitive if there is no word v, such that w = vk for some natural number
k > 1.

Free group. Formally, the free group (over generators Σ) consists of all reduced words over
Σ with the operation w · v = nf(wv). We use all elements of Σ∗ to denote elements of the free
group, with w simply denoting nf(w). Note that in such a setting ≈ corresponds to equality
in free group. Note that the inverse w−1 of w is w and we will use this notation, as most
of the arguments are given for the monoid and not the free group.

Any equation in the free group is equivalent to an equation in which the right-hand side
is ε, as u ≈ v is equivalent to uv−1 ≈ ε, thus in the following we consider only equations
in such a form. Moreover, uv ≈ ε is equivalent to vu ≈ ε, which can be seen by multiplying
by v from the left and v−1 from the right; hence we can assume that the equation begins
with a variable. Let us fix the equation

Xp1u1X
p2u2 · · ·um−1X

pmum ≈ ε (2)

for the rest of the paper, each ui is a reduced word in Σ∗, every pi is 1 or −1 and there are no
expressions XεX nor XεX in the equation. Clearly, m is the number of occurrences of the
variable X in the equation, let n = m+

∑m
i=1 |ui| be the length of the equation. A reduced

word x ∈ Σ∗ is a solution when xp1u1x
p2 · · ·um−1x

pmum ≈ ε.

Integer expressions, parametric words. Let us fix two integer variables I, J for the remainder
of the paper. An integer expression is of the form nII + nJJ + nc, where nI , nJ , nc ∈ Z
are integers; an expression is constant when nI = nJ = 0 and non-constant otherwise. We
denote integer expressions with letters ϕ, ψ, note that all expressions that we consider are
in the same two variables I, J . A value ϕ(i, j) is defined in a natural way; we also use this
notation for substitutions of variables, say ϕ(I, k − I), which is defined in a natural way.
The integer expression ϕ depends on the variable I (J) if nI ≠ 0 (nJ ≠ 0) and it depends on
I + J if nI = nJ ̸= 0. If ϕ depends on exactly one variable then we write ϕ(i) to denote its
value.

An s-parametric power is of the form sϕ, where ϕ is an integer expression and s a word;
then s(i, j) denotes sϕ(i,j), this can be interpreted both as an element in the monoid and
in the free group. Unless explicitly stated, we consider only non-constant expressions ϕ
as exponents in parametric powers, this should remove the ambiguity that an s-power is
also an s-parametric power. A parametric word is of the form w = t0s

ϕ1
1 t1 · · · tk−1s

ϕk

k tk
(all arithmetic expressions ϕ1, . . . , ϕk are in the same two variables I, J) and w(i, j) denotes
t0s

ϕ1(i,j)
1 t1 · · · tk−1s

ϕk(i,j)
k tk. In most cases, we consider very simple parametric words, where
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k ≤ 2 and both expressions depend on one variable only. We sometimes talk about equality
of parametric words (in a free group), formally w ≈ w′ if for each (i, j) ∈ Z2 it holds that
w(i, j) ≈ w′(i, j). We will use those only in very simple cases, say uI+1u−I+1 ≈ u2.

As we process sets of integer expressions (as well as parametric powers), we will often
represent them as sorted lists (with duplicates removed): we can use any linear order, say for
integer expressions the lexicographic order on triples (nI , nJ , nc) and for parametric powers
the lexicographic order on tuples (s, nI , nJ , nc), where tuple (s, nI , nJ , nc) corresponds to
a parametric power unII+nJJ+nc .

2.2 Data structure
Words appearing naturally in our proofs and algorithms are concatenations of a constant
number of subwords (or their involutions) of the input equation. We say that a word w is
k-represented, if w is given as w = (UU)[b1 . . e1] · · · (UU)[bk . . ek], where U = u1 · · ·um is the
concatenation of all words from the equation (2). A parametric word s0t

ϕ1
1 s1 · · · sℓ−1t

ϕℓ

ℓ sℓ is
k-represented, when s0, t1, s1, . . . , tℓ, sℓ are k0, . . . , k2ℓ represented and k =

∑2ℓ
i=0 ki.

We use standard data structures, like suffix arrays [17] and structures for answering
longest common prefix queries on them [18]. As a result, we can answer all basic queries (like
normal form, longest common prefix, power prefix, etc.) about words in the equation in O(1)
time; note that this is the place in which we essentially use that we can perform operations
on O(logn)-size numbers in O(1) time. As an example of usage, we can test whether a word
is a solution in O(m) time:

▶ Lemma 2. Given a word αuivjβ, where α, β, u, v are O(1)-represented, α, β are reduced
and u, v are cyclically reduced and primitive and i, j are a pair of integer numbers, we can
test whether αuivjβ is a solution of (2) in O(m) time.

2.3 Superset of solutions
The previous characterization [3] essentially showed that a solution is either a O(1)-represented
word or of the form uiu′v′′vj for some i, j ∈ Z and u′ is a prefix of u and v′′ is a suffix of v
for some well defined u, v. As we intend to analyze those solutions using word combinatorics,
it is useful to assume that u, v are cyclically reduced and primitive. Unfortunately, this cannot
be extracted directly from the previous characterization, so we repeat the previous arguments
taking some extra care.

▶ Lemma 3 (cf. [12, Lemma 15]). For a given equation (2), in O(n2) time one can compute
a superset of solutions of the form

S ∪
⋃

(αuIvJβ)∈W

⋃

i,j∈Z
{αuI(i)vJ(j)β}

where S is a set of O(1)-represented words with |S| = O(n2) and for each 0 ≤ i ≤ m − 1
there are numbers ℓi, ℓ′

i ≤ |ui| + |ui+1| such that W contains exactly ℓi · ℓ′
i parametric words

satisfying
α, β, are O(1)-represented, reduced and |α|, |β| ≤ |ui| + |ui+1|;
u, v are 2-represented, cyclically reduced, primitive and |u| = ℓi and |v| = ℓ′

i.

2.4 Maximal powers
We say that a word sp is a maximal power in a word t, if it is a subword of t and there is
no s nor s to its left and right in t; note that t need not to be reduced. For instance a3, a2

and (ab)2 are maximal powers in aaababaa. To streamline the analysis, we assume that s0

(called the trivial power) is a maximal power in any word t, even the empty one.

80:11477



R. Ferens and A. Jeż 30:7

If sp is a maximal power in a normal form of concatenation of several words nf(w1 · · ·wℓ),
then clearly sp can be partitioned into ℓ subwords such that the i-th of them comes from wi.
However, we show more: we can identify such a maximal power in each wi, that sp is (almost)
the normal form of concatenation of those maximal powers. This is beneficial: the number
of different maximal powers in a word is much smaller than the number of different powers
that are subwords.

▶ Lemma 4. Let w1, w2, . . . , wℓ be reduced and s be cyclically reduced. If sk is a maximal
power in nf(w1 · · ·wℓ) then for each 1 ≤ h ≤ ℓ there exists such a maximal power skh in
wh that | ∑ℓ

h=1 kh − k| < ℓ. Moreover, if sk is the s-power prefix (suffix) of nf(w1 · · ·wℓ)
then we can choose sk1 as the s-power prefix of w1 or a trivial power (skℓ as the s-power
suffix of wℓ or a trivial power, respectively); if sk = nf(w1 · · ·wℓ) then both conditions hold
simultaneously.

The proof of Lemma 4 in case of ℓ ≤ 2 is a simple case distinction. For larger ℓ, we
let w1,2 = nf(w1w2) and apply the induction assumption to w1,2w3, . . . , wℓ, the proof again
follows by simple combinatorics on words.

There cannot be too many different maximal powers of the same word s in a given word w:
different maximal powers sk1 , . . . , skp use together |s|k1 + · · · + |s|kp letters in w and when
k1, . . . , kp are pairwise different then this sum is Ω(p2|s|) and so p = O(

√
|w|/|s|); this can

be naturally generalized to a set of words W instead of a single word w.

▶ Lemma 5. Let s be cyclically reduced word. Let W be a set of words and k =
∑
w∈W |w|.

Suppose that sk1 , . . . , skp are pairwise disjoint subwords of words in W and that k1, . . . , kp
are pairwise different integers. Then p ≤

√
4k/|s| + 1 and if additionally k ≥ |s| then

p ≤
√

5k/|s|.

3 Restricting the superset of solutions

By Lemma 3, we know the form of possible solutions, and by Lemma 2 we can test a single
candidate solution in O(m) time. In particular, all solutions from the set S in Lemma 3
can be tested in O(n2m) time, as desired. The other solutions are instances of parametric
words the form αuIvJβ for well-defined α, u, v, β. The next step is to bound, for fixed
α, u, v, β, the set of values (i, j) such that αuIvJβ(i, j) could be a solution; this is the main
result of the paper.

Idea. Suppose we want to find out which words of the form ui are a solution of (2).
We substitute uI to the equation and treat its left-hand side as a parametric word w

depending on I. If substituting I = i leads to a trivial word, then it is known that some
u-power cancels within the neighboring u-powers (actually, a variant of this fact was used to
characterize the superset of solutions [25, 1, 3], and it is attributed already to Nielsen [28]),
more formally:

▶ Lemma 6 (cf. [3, Lemma 3]). Let ε ≈ s0u1s1u2 · · · sk−1uksk. Then there is ui which
reduces within ui−1si−1uisiui+1.

We want to use Lemma 6 to claim that some u-parametric powers need to reduce, however,
as there can be powers of u as constants, this makes the analysis problematic: as an example,
consider an equation auIuℓa ≈ ε, if I = i is a solution and we set s0 = a, u1 = ui, s1 = uℓa

(so that u1 corresponds to uI) then Lemma 6 guarantees that ui cancels within uℓ, i.e.
0 ≥ i ≥ −ℓ, even though I = −ℓ is the only solution. This is caused by u-powers next to
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u-parametric power, which makes our application of the Lemma 6 nearly useless. To fix this,
in auiuℓa we set s0 = a, u1 = ui+ℓ, s1 = a, and then Lemma 6 yields i = −ℓ. On the level
of the parametric word this corresponds to considering auI+ℓa ≈ auIuℓa, i.e. we include
u-powers into the u-parametric power next to them.

This is formalized as follows: A parametric word w is u-reduced when u is cyclically
reduced, primitive and w does not have a subword of the form:

uϕ for a constant integer expression ϕ;

aa for some letter a (so w is reduced);

uϕuψ for some (non-constant) integer expressions ϕ, ψ;

uuϕ, uuϕ, uϕu, uϕu for some (non-constant) integer expression ϕ.
Note that we do not forbid subwords that are powers of u, we forbid parametric subwords
that are in fact subwords, i.e. have constant exponents.

Given a parametric word w we can u-reduce it to obtain a parametric word that is equal
(in the free group) and u-reduced by a simple greedy procedure, i.e. replacing a parametric
power with a constant integer expression as exponent with a power or reduction or joining
two u-powers into one (the running time for specific applications is analyzed separately
at appropriate places). When we replace, say uuϕ with uϕ+1, then we say that letters in u

were u-reduced to uϕ+1. Note that there are different u-reduced equivalent parametric words,
so the output of u-reduction is not unique, this has no effect on the algorithm, though.

If a parametric word w (with all exponents depending on one variable) is u-reduced then
from Lemma 6 we infer that w(i) ≈ ε implies |ϕ(i)| ≤ 3 for some parametric power uϕ in w:

▶ Lemma 7. Let w = w0u
ϕ1w1 · · ·uϕkwk be a u-reduced parametric word, where w0, . . . , wk

are words and ϕ1, . . . , ϕk are integer expressions, all depending on exactly one and same
variable. If w(i) ≈ ε then there is ϕℓ such that |ϕℓ(i)| ≤ 3. In particular, w(i) ≈ ε for each i
if and only if w = ε.

As ϕℓ in Lemma 7 is a non-constant integer expression then there are at most 7 values
of i such that |ϕℓ(i)| ≤ 3. Hence it is enough to find appropriate i values. Clearly, there
are at most m integer expressions in w (as this is the number of variables). We can give
better estimations, though: if the expression is not of the form kI then it “used” at least
|u| letters from the equation. So there are n/|u| different expressions and the ones of the
form kI; as |ki| ≤ 3 implies |i| ≤ 3, there are 7(1 + n/|u|) candidates for i in total. Lastly,
when the solution depends on two variables, it can be shown that all obtained parametric
powers have coefficient ±1, which allow even better estimations: a parametric power I + c

uses at least c|u| letters from the equation and so it can be shown that at most O(
√
n/|u|)

different integer expressions can be formed in such a case.
The actual solution is of the form αuIvJβ. Firstly, the presence of α, β make estimations

harder, as their letters can also be used in the u- and v-reductions. Secondly, there are two
parameters, which makes a simple usage of Lemma 7 impossible. However, if w(i, j) ≈ ε then
w(I, j) ≈ ε depends on one variable, so Lemma 7 is applicable to it. The analysis yields that
we can restrict the possible value of i or j or (i, j); note that this is non-obvious, as there are
infinitely many w(I, j)s. A similar analysis can be made for w(i, J), and combining those
two yields a set of pairs to be tested as well as O(1) individual is and js that should be
tested separately. But for a fixed i (j) we can substitute it to the equation and use Lemma 7
for J (I, respectively).
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3.1 Restricting the set of (i, j)
Fix some 0 ≤ i0 ≤ m − 1 and the corresponding ui0 , ui0+1 in the equation (2). Using
Lemma 3 we construct a parametric word αuIvJβ, with α, u, v, β depending on ui0 , ui0+1
as well as exponents pi0 , pi0+1, pi0+2. We substitute X = αuIvJβ to the equation (2),
obtaining a parametric word on the left-hand side. We are to find values (i, j) ∈ Z2 for
which the value of the obtained parametric word is equivalent to ε, thus we call such an (i, j)
a solution. We want to find a suitable set of pairs (i, j) and test each one individually, using
Lemma 2.

The analysis depends on the relation between u and v: i.e. whether u ∈ {v, v}, u ̸∼ v

or u ∼ v. We analyze particulate cases in Sections 3.1.1–3.1.3. The idea is the same in each
case, but technical details differ.

3.1.1 u ̸∼ v

Due to symmetry, we consider the case when |v| ≥ |u|, note that it could be that |u| = |v|.
We rotate the left-hand side of the equation so that it begins and ends with a parametric power:
we rotate αuIvJβw = ε to vJβwαuI = ε or βvJuIαw = ε to uIαwβvJ = ε, depending on the
form of the equation. The equation after the rotation is equisatisfiable to the previous one.

We call each parametric word beginning with vJ or uI and ending with uI or vJ and no
parametric power inside a fragment. The parametric word after the rotation is a concatenation
of m fragments. We use the name h-th fragment to refer to the one corresponding to uh
(so h-th from the left); let fh denote the word that is left from h-th fragment after removing
the leading and ending parametric power; note that fh is of one of the forms βuhα, βuhβ,
αuhα, αuhβ. For uI we call the preceding α the associated word, the same name is used
to β succeeding vJ , α succeeding uI and β preceding vJ . To simplify, we will call it a word
associated with the parametric power.

We now preprocess the equation, by replacing the left-hand side with an equivalent
parametric word (i.e. equal according to ≈). As a first step, we replace each fh with nf(fh).
Next, observe that if w is the power of u then uIwuI ≈ w and similarly vJw′vJ ≈ w′ for w′

being a power of v. In the second step we check each fragment separately, and if possible,
replace it as described above. For fragments that remained unchanged in the second step,
we use previous names, i.e. if h-th fragment vJ nf(fh)uI was not replaced then we still write
it as vJ nf(fh)uI and call it h-th fragment. A trivial fragment is a maximal subword obtained
as concatenations of words obtained due to replacements in the second step.

We now perform the u-reduction (note that the vJ is not touched) and afterwards
the v-reduction. Let the obtained equation be of the form

W ≈ ε , (3)

where W is a parametric word.

▶ Lemma 8. For u ̸∼ v we can perform the u-reduction and v-reduction after the preprocessing
in O(m) time; the obtained parametric word is u-reduced. No two parametric powers are
replaced by one during the u-reduction and v-reduction, in particular, for a given parametric
power uϕ (vψ) in (3) the ϕ (ψ) has a coefficient of the variable equal to ±1 and the only
letters that are u-reduced (v-reduced) to this power come either from the associated fragment
of uI or uI (vJ or vJ) and the letters from the adjacent trivial fragment (assuming that there
is an adjacent trivial fragment).
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Note that the claim that no two parametric powers are replaced by one is not obvious –
in principle, it could be that after the preprocessing a trivial fragment is a power of u (or
v) and then it is wholly u-reduced, which can lead to two adjacent parametric powers of u,
which are then replaced with one. However, this cannot happen, as such a trivial fragment
is of the form uk1vk2 · · · for some 0 < |k1|, |k2|, . . . and such a word cannot be a power of u
nor v when u ̸∼ v, as the subgroup generated by u, v is a free group.

We now estimate, how many different u-parametric expressions are there after the
reductions. When we want to distinguish between occurrences of parametric powers with
the same exponent (say, two occurrences of uI+1 counted separately) then we write about
parametric powers and when we want to treat it as one, then we talk about exponents.
We provide two estimations, one focuses on parametric powers and the other on exponents.

▶ Lemma 9. There is a set S of O(1) size of integer expressions such that there are O(n/|u|)
occurrences of u-parametric powers in W from (3) whose exponents are not in S and O(n/|v|)
occurrences of v-parametric powers whose exponents are not in S. The set S can be computed
and the parametric powers identified in O(m+ n/|u|) time.

The Lemma considers, whether the parametric power used some letters from the trivial
fragment or its associated fragment had uh of length at least |u|. If so, then it is in the
O(n/|u|) parametric powers, as one such power uses at least |u| letters of the input equation
(this requires some argument for the trivial fragments) and otherwise is can be shown that
there are only O(1) possible exponents: say, when we consider the longest suffix of nf(βuhα)
that is a u-power, where |uh| < |u|, then there is a constant number of possibilities how this
suffix is formed (fully within α, within nf(uhα), uses some letters of β) and in each case the
fact that |uh| < |u| means that there are only O(1) different uhs that can be used; note that
we need the primitivity of u here. Concerning the algorithm, note that we can distinguish
between these two cases during the preprocessing and mark the appropriate powers.

The next lemma provides a better estimation for the number of different exponents,
it essentially uses the fact that all exponents have coefficients at variables ±1: as there
are only two possible coefficients, we can focus on the constants. Now, to have a constant
|c|, we have to use a power uc from W and to have k different constants one has to use k
different powers and so from Lemma 5 we conclude that k = O(|W |/|u|). In general, W can
be of quadratic length, as we introduce m copies of α and β into it; the resulting bound
is too weak for our purposes. To improve the bound, we employ Lemma 4: consider that
when the u-power suffix of, say, βuhα, is uk then by Lemma 4 there are kα, ku, kβ such that
|k − kα − ku − kβ | ≤ 2 and uku , ukβ are maximal u-powers in uh, β and ukα is the u-power
suffix of α. Using Lemma 5, this yields that there are O(

√
n/|u|) different possible values

of ku (over all uh), O(
√

|β|/|u|) = O(
√

|ui0ui0+1|/|u|) of kβ and kα is fixed, so there are
at most O(

√
n/|u| ·

√
|ui0ui0+1|/|u|) = O(

√
n|ui0ui0+1|/|u|) possible values of k.

The actual argument is more involved, as it is also possible that the u-parametric power
includes letters from the trivial fragments, which requires some extra arguments, nevertheless
the general approach is similar.

▶ Lemma 10. After the u-reduction and v-reduction there are O(
√
n|ui0ui0+1|/|u|) different

integer expressions as exponents in parametric powers of u and O(
√
n|ui0ui0+1|/|v|) of v

in the equation. The (sorted) lists of such expressions can be computed in O(m + n/|u|)
and O(m+ n/|v|) time, respectively.

Concerning the algorithm and its running time, it is enough to list all exponents, remove
duplicates, and sort them.
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We can use Lemma 6 together with bounds on the number of different exponents in
parametric powers from Lemma 10 to limit the possible candidates (i, j) for a solution.
However, these bounds are either on i or on j. And as soon as we fix, say, J = j and
substitute it to W , the obtained parametric word W (I, j) (or W (i, J)) is more complex than
W , in particular, we do not have the bounds of Lemma 10 for it, so the set of possible
candidates for i for a given W (I, j) is linear, which is too much for the desired running time.

Instead, we analyze (as a mental experiment) W (I, j): Fix j ∈ Z such that W (i, j) ≈ ε for
some i. Compute W (I, j), u-reduce it, call the resulting parametric word WJ=j . If WJ=j = ε,
then clearly for each i the (i, j) is a solution of (3) (and vice-versa, see Lemma 7). It can
be shown that in this case for some vψ in WJ=j it holds that |ψ(j)| < 6: at least some
two u-parametric powers in W should be merged in WJ=j , in W they are separated by
a v-parametric power, say vψ. All letters of vψ(j) are u-reduced, then standard arguments
using periodicity show that |ψ(j)| < 6 so we can compute all candidates for such js and test
for each one whether indeed WJ=j = ε, this is formally stated in Lemma 12.

If WJ=j depends on I then from Lemma 7 for some of the (new) u-parametric powers uϕ
it holds that |ϕ(i)| < 6. Consider, how this ϕ was created. It could be that it is (almost)
unaffected by the second u-reduction and so it is (almost) one of the u-parametric powers
in W , see Lemma 13 for precise formulation and sketch of proof, in which case we can
use Lemma 10. Intuitively, uϕ is affected if the whole two parametric powers in W were
used to create uϕ. Then it can be shown that some v-parametric power vψ from W turned
into v-power vψ(j) satisfies |ψ(j)| < 6 and is u-reduced to uϕ, the argument is as before,
when WJ=j ≈ ε. Moreover, this occurrence of vψ also determines uϕ; hence the choice of ψ
determines O(1) candidates for j, uniquely identifies ϕ and i satisfies |ϕ(i)| < 6, i.e. there are
O(1) candidates for (i, j). Then Lemma 9 is applied to this vψ: if it is one of n/|v| occurrences
of v-parametric powers then we get O(1) candidates for (i, j) (for this ψ), so O(n/|v|) in
total, over all choices of such ψ. Otherwise, ψ it is one of O(1) integer expressions (Lemma 9)
and so j is from O(1)-size set and we can compute and consider WJ=j for each one of them
separately.

A similar analysis applies also to i ∈ Z substituted for I. The results are formalized
in the Lemma 11 below, its proof is spread across a couple of Lemmata.

▶ Lemma 11. Given equation (3) we can compute in O(mn/|u|) time sets SI , SJ , SZ,J ⊆ Z
and SI,J ⊆ Z2, where |SI | = O(

√
n|ui0ui0+1|/|u|), |SJ | = O(1), |SZ,J |, |SI,J | = O(n/|u|),

such that: if (i, j) is a solution of (3) then at least one of the following holds:
i ∈ SI or
j ∈ SJ or
j ∈ SZ,J and for each i′ the (i′, j) is a solution or
(i, j) ∈ SI,J .

Similarly, given equation (3) we can compute in O(mn/|v|) time sets S′
I , S

′
J , S

′
I,Z ⊆ Z and

S′
I,J ⊆ Z2, where |S′

I | = O(1), |S′
J | = O(

√
n|ui0ui0+1|/|v|) |S′

I,Z|, |S′
I,J | = O(n/|v|) such

that at if (i, j) is a solution of (3) then least one of the following holds:
i ∈ S′

I or;
i ∈ S′

I,Z and for each j′ ∈ Z the (i, j′) is a solution or;
j ∈ S′

J or;
(i, j) ∈ S′

I,J .

As noted above, the main distinction is whether the uϕ in WJ=j was “affected” or not
during the second u-reduction. Let us formalize this. Given an occurrence of a parametric
power uϕ in WJ=j consider the largest subword w of W such that each letter in w(I, j) is
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either reduced or u-reduced to this uϕ; note that this may depend on the order of reductions,
we fix an arbitrary order. We say that parametric powers in w are merged to uϕ. We extend
this notion also to the case when WJ=j = ε, in which case W = w and every parametric power
is merged to the same parametric power u0. A similar notion is defined also for parametric
powers of v. Note that a parametric power is not merged to two different parametric powers
uϕ and uϕ

′ .
We say that a u-parametric power uϕ in WJ=j was affected by substitution J = j if
more than one parametric power was merged to uϕ or
for the unique u-parametric power uϕ′ merged to uϕ there is a v-parametric power vψ′

such that |ψ′(j)| < 6 and there is no u-parametric power between uϕ
′ and vψ

′ .
The intuition behind the first condition is that when we merge two u-powers then we create
a completely new parametric power, for the second condition, when |ψ′(j)| < 6 then vψ

′(j)

no longer behaves like vψ′ and can either be wholly merged to a u-power or be canceled
by a trivial fragment, which can also lead to a large modification of the neighbouring u-
parametric power. Note that the second condition could be made more restrictive, but the
current formulation is good enough for our purposes.

We first investigate the case, when the parametric power was affected by a substitution.

▶ Lemma 12. In O(mn/|v|) time we can compute and sort sets SJ , SE,J , where |SJ | = O(1)
and |SE,J | = O(n/|v|), such that for each occurrence of a u-parametric power uϕ in WJ=j
affected by the substitution J = j either j ∈ SJ or (ϕ, j) ∈ SE,J .

Similarly, in time O(mn/|u|) we can compute and sort sets S′
I , SI,E, where |S′

I | = O(1)
and |SI,E | = O(n/|u|), such that for each occurrence of a v-parametric power vψ in WI=i
affected by the substitution I = i either i ∈ S′

I or (i, ψ) ∈ SI,E.

The sketch of the argument was given above Lemma 11. Concerning the running time,
the appropriate exponents are identified during the u-reduction and v-reduction, which are
performed in given times using the data structure.

We now consider the case when uϕ was not affected. Essentially, we claim that uϕ is
almost the same as some uϕ′ in W . The difference is that it can u-reduce letters from
v-parametric powers that become v-powers. However, as such v-power is not wholly merged
(as it is not affected), only its proper suffix or prefix can be u-reduced and by primitivity
and by case assumption u ̸∼ v and |v| ≥ |u|, this suffix is of length at most |v| + |u|.
Thus, while in principle there are infinitely many possibilities for vψ(j) when j ∈ Z, it
is enough to consider a constant number of different candidates (roughly: v2, v, ε, v, v2)
and we can procure all of them so that an analysis similar to the one in Lemma 10 can
be carried out: essentially we replace a fragment vJfhuI with 5 “fragments” vcfhu

I for
c ∈ {−2,−1, 0, 1, 2}. In this argument, we used the assumption that |v| ≥ |u| (the u-reduction
is of length at most |v| + |u| ≤ 2|v|), but it turns out that in the case v-parametric powers the
argument is even simpler: the v-reduced prefix of u-parametric power is of length at most 2|v|,
so the v-parametric power is modified by an additive O(1) summand.

▶ Lemma 13. We can compute and sort in O(m+ n/|u|) time a set of O(
√
n|ui0ui0+1|/|u|)

integer expressions E such that for every j if uϕ is a parametric power in WJ=j not affected
by substitution J = j then ϕ ∈ E.

A similar set of O(
√
n|ui0ui0+1|/|v|) integer expressions can be computed for the not

affected v-parametric powers after the second v-reduction in O(m+ n/|v|) time.

The algorithm works by simple grouping of the parametric powers after the u- and v-reductions,
the running times are obtained by appropriate usage of the data structure.
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Lemmata 9, 10, 12 and 13 are enough to prove Lemma 11, by a simple case distinction,
as described in text preceding Lemma 9.

What is left to show is how to compute candidate solutions, when one of I, J , say J , is
already fixed, as in the claim of Lemma 11. The analysis is similar as in the case of two
parameters, however, we cannot guarantee that after the u-reduction the coefficient at the
u-parametric powers are ±1. On the positive side, as there is only one integer variable, we
can apply Lemma 7 directly. The additional logarithmic in the running time is due to sorting,
which now cannot be done using counting sort, as the involved numbers may be large.

▶ Lemma 14. For any given j in O(m) time we can decide, whether for each i ∈ Z the αuivjβ
is a solution of (2) and if not then in O(m+ n logm/|u|) time compute a superset (of size
O(n/|u|)) of is such that αuivjβ is a solution.

A similar claim holds for any fixed i (with superset size O(n/|v|) and running time
O(m+ n logm/|v|)).

3.1.2 u ∈ {v, v}
When u ∈ {v, v} then uIvJ ≈ uI+J or uIvJ ≈ uI−J and we can replace the parameter
I + J (or I − J) with a single I. This case is subsumed by the case when we fix one of the
parameters (i.e. I or J), see Lemma 14.

3.1.3 u ∼ v

In this case either u = u′u′′ and v = u′′u′ or v = u′ u′′, for some u′, u′′. By substituting
v = v we reduce the latter case to the former. We consider the parametric solution αuIvJβ,
note that v ≈ u′′uu′′ and so αuIvJβ ≈ αuIu′′uJu′′β. From now on the approach is similar
as when u ̸∼ v. Most of the arguments are simpler, however, the extra technicality is that
after the u-reduction we can have u-parametric power of the form u±(I+J)+c. As a result,
we consider not only substitutions I = i and J = j, but also I + J = k, i.e. we substitute ϕ
with ϕ(I, k − I), which depends only on I. This requires some additional cases to consider
and makes some formulations longer, but everything follows in a similar way.

Overall, the main characterization is

▶ Lemma 15 (cf. Lemma 11). Given the equation (3) we can compute in O(mn/|u|) time sets
SI , SJ , SI+J , SI+J,Z ⊆ Z and SI,J ⊆ Z2, where |SI |, |SJ | = O(

√
n|ui0ui0+1|/|u|), |SI+J | =

O(1), |SI+J,Z|, |SI,J | = O(n/|u|) such that if (i, j) is a solution of (3) then at least one of
the following holds:

i ∈ SI or
j ∈ SJ or
i+ j ∈ SI+J or
i+ j ∈ SI+J,Z and for each i′ the (i′, (i+ j) − i′) is a solution or
(i, j) ∈ SI,J .

Similar sets corresponding to substitutions I = i and J = j can be computed in the same
time bounds.

The fourth possibility in Lemma 15 means that W (I, k − I) ≈ ε, which would yield an
infinite family of solutions {αuivk−iβ : i ∈ Z}. Additional combinatorial analysis yields that
this cannot happen (and we know this from the earlier characterisation of the solution set).

▶ Lemma 16. Consider a parametric word αuIvJβ for u ∼ v and the corresponding W ̸= ε

obtained after the substitution of X = αuIvJβ, as in (3). Then for every k it holds that
W (I, k − I) ̸≈ ε.
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3.2 Algorithm and running time
By Lemma 2 one solution of the form αuivjβ, for fixed α, u, i, v, j, β which are O(1)-
represented, can be tested in O(m) time. So it is enough to show that there are at most
O(n2) different candidates tested (we estimate other computation times as well). Lemma 3
yields that there are O(n2) candidate solutions (from the set S). Other solutions are obtained
in the following way: for two consecutive words ui0 , ui0+1 from the equation we have a family
of ℓi0 · ℓ′

i0
candidates of the form αuIvJβ, see Lemma 3, where ℓi0 = |u|, ℓ′

i0
= |v| and

ℓi0 , ℓ
′
i0

≤ |ui0 | + |ui0+1|; by Lemma 3 the total time, over all i0, spent on computing words
α, β, u, v is O(n2) time. We will often use the estimation (a similar one hold for ℓ′

i0
):

m∑

i0=1
ℓi0 ≤

m∑

i0=1
|ui0 | + |ui0+1| ≤ 2n . (4)

Suppose first that u ̸∼ v, then by Lemma 11 we can compute in time O(mn/ℓi0) sets SI ,
SJ , SJ,Z, SI,J , where |SI | = O

(√
n|ui0ui0+1|/li0

)
, |SJ | = O(1), |SZ,J |, |SI,J | = O(n/ℓi0),

such that for each solution (i, j) at least one of the following holds:
i1. i ∈ SI or
i2. j ∈ SJ or
i3. j ∈ SZ,J and (i′, j) is a solution for each i′ or
i4. (i, j) ∈ SI,J .
and in time O(mn/ℓ′

i0
) sets S′

J , S′
I , S′

I,Z, S′
I,J , where |S′

I | = O(1), |S′
J | = O(

√
n|ui0ui0+1|/ℓ′

i0
)

|S′
I,Z|, |S′

I,J | = O(n/ℓ′
i0

), such that for each solution (i, j) at least one of the following holds:
j1. j ∈ S′

J or
j2. i ∈ S′

I or
j3. i ∈ SI,Z and (i, j′) is a solution for each j′ or
j4. (i, j) ∈ S′

I,J .
As both of those characterization hold, we should describe how do we treat each of the 16
cases. Fortunately, for most of the cases the further action and analysis depends on one of
the cases alone.

If we are in the case i4 or j4 then we test each pair (i, j) ∈ SI,J ∪ S′
I,J separately. There

are (over all 0 ≤ i0 ≤ m− 1) at most (note that some of those solutions have u ∼ v, we will
estimate their running time separately, so now we overestimate the running time)

m−1∑

i0=0
ℓi0ℓ

′
i0

(
n

ℓi0
+ n

ℓ′
i0

)
= n

m−1∑

i0=0
ℓ′
i0 + ℓi0 ≤ 4n2 by (4) (5)

such solutions.
Concerning the time of establishing those sets, the largest is from Lemma 12 and it is

O(mn/ℓi0) (for SI,J) or O(mn/ℓ′
i0

) (for S′
I,J). So up to a constant it is:

m−1∑

i0=0
ℓi0ℓ

′
i0

(
mn

ℓi0
+ mn

ℓ′
i0

)
= mn

m−1∑

i0=0
(ℓi0 + ℓ′

i0) ≤ 2mn2 by (4) .

If we are in the case i3 then for each j ∈ SJ,Z we substitute J = j and test, whether
W (I, j) ≈ ε; by Lemma 7 this is equivalent to (i′, j) being a solution for each i′ ∈ Z. Each
such j yields a family of solutions of the required form { α︸︷︷︸

fixed

ui vjβ︸︷︷︸
fixed

: i ∈ Z} and there are

at most |SJ,Z| = O(n/ℓi0) such families. Over all 0 ≤ i0 ≤ m− 1 this yields at most (up to
a constant)

m−1∑

i0=0
ℓi0ℓ

′
i0

n

ℓ′
i0

= n
m−1∑

i0=0
ℓi0 ≤ 2n2 by (4) .
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Concerning the running time, note that testing whether W (I, j) ≈ ε takes O(m) time, see
Lemma 14, so it is enough to show that we test O(n2) such js. As |SZ,J | = O(n/ℓi0), the
calculations are as in (5). A similar analysis applies to SI,Z, i.e. case j3.

If we are in case i2 then for each j ∈ SJ we can compute, by Lemma 14, in time O(m)
whether each (i′, j) is a solution, note that the set is of the required form, as in the case
of j ∈ SZ,J , moreover the estimation on the number of such solution sets is not larger
than in the case of j ∈ SZ,J , as |SJ | = O(1) and |SZ,J | = O(n/ℓi0). Otherwise, again by
Lemma 14, we compute in time O(m + n/ℓi0 logm)) a set S of size |S| = O(n/ℓi0) such
that if (i, j) is a solution then i ∈ S. This yields |SJ | × |S| = O(n/ℓi0) candidate pairs,
which are individually tested, so the running time is O(mn/ℓi), note that this dominates
O(m + n logm/ℓi0) from Lemma 14. The estimation in (5) yields that there are at most
O(n2) such candidate pairs and the whole running time is O(mn2). A similar analysis applies
to i ∈ S′

I .
The only remaining option is that we are simultaneously in case i1 and j1, i.e. i ∈ SI and

j ∈ S′
J . As |SI | = O

(√
n|ui0ui0+1|/ℓi

)
and |S′

J | = O
(√

n|ui0ui0+1|/ℓ′
i

)
there are (over all

i0 and up to a constant) at most

m∑

i0=1
ℓi0ℓ

′
i0

√
n|ui0ui0+1|

ℓi0
·

√
n|ui0ui0+1|

ℓ′
i0

=
m∑

i0=1
n|ui0ui0+1| ≤ 2n2

such solutions tested.
The cases of u = v or u = v are done using Lemma 14, the bounds are the same as in

case of u ̸∼ v.
The case of u ∼ v is a bit more involved, let ℓi0 = |u|. By Lemma 15 we can compute in

time O(mn/|u|) sets SI , SJ , SI+J , SI+J,Z, SI,J and such that for each solution (i, j) either
1. i ∈ SI or
2. j ∈ SJ or
3. i+ j ∈ SI+J or
4. i+ j ∈ SI+J,Z and for each i′ the (i′, (i+ j) − i′) is a solution or
5. (i, j) ∈ SI,J .
The third case is dealt with as previously (for each i+ j we make a substitution I +J = i+ j,
check, whether the obtained equation is trivial and solve the corresponding equation), similarly
fourth (for each i+ j we substitute I + J = i+ j and check whether the obtained word is
ε; note that it can be shown that this never holds, see Lemma 16) and fifth (we substitute
I = i, J = j and test). So we are left only with the first two cases. Moreover, Lemma 15
also gives us a similar characterization resulting from a substitution I = i, again there are 5
cases and the last three of them are dealt with similarly, the first two give that there are sets
S′
J , S

′
I+J such that

1. j ∈ S′
J or

2. i+ j ∈ S′
I+J

and applied to substitution J = j again gives 5 cases, the last three of which are dealt with
and the first two yield that there are sets S′′

I , S
′′
I+J such that

1. i ∈ S′′
I or

2. i+ j ∈ S′′
I+J .

There are in total 8 cases (we choose one of two options for three substitutions), in each such a
case from the three choices some two (though not each two) allow to give O

(
n|ui0ui0+1|/ℓ2

i0

)

candidates for (i, j) : say if i ∈ SI , j ∈ S′
J and i+ j ∈ S′′

I+J then any two determine (i, j)
and when j ∈ SJ , j ∈ S′

J and i+ j ∈ S′′
I+J then j ∈ SJ ∩ S′

J and i+ j ∈ S′′
I+J . The rest of

the calculations is the same as in the case of u ̸∼ v.
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Abstract
The chase is a famous algorithmic procedure in
database theory with numerous applications in
ontology-mediated query answering. We consider
static analysis of the chase termination problem,
which asks, given a set of TGDs, whether the chase
terminates on all input databases. The problem was
recently shown to be undecidable by Gogacz et al.
for sets of rules containing only ternary predicates.
In this work, we show that undecidability occurs
already for sets of single-head TGD over binary vo-
cabularies. This question is relevant since many real-
world ontologies, e.g., those from the Horn frag-
ment of the popular OWL, are of this shape.

1 Introduction
The chase [Maier et al., 1979] is a fundamental family of al-
gorithms used to solve issues involving the tuple-generating
dependencies [Fagin, 2018] TGDs, e.g., checking query con-
tainment under constraints [Beeri and Vardi, 1984; Maier et al.,
1979], computing data-exchange solutions [Fagin et al., 2005],
querying databases with views [Halevy, 2001] or querying
probabilistic databases [Olteanu et al., 2009]. Moreover, the
chase is intensively used in ontological modelling and knowl-
edge representation [Baget et al., 2011; Calı̀ et al., 2010; Grau
et al., 2013], especially for answering conjunctive queries over
ontologies formulated with TGDs: see e.g. [Benedikt et al.,
2017; Urbani et al., 2018] for practical implementations and
benchmarks. The main idea behind the chase is fairly simple:
given a database D and a set of TGDs T the chase computes a
universal model of D and T i.e., a possibly infinite extension
of D, which is self-sufficient to determine query entailment.
Whilst TGDs have a precise definition i.e., they are first-order
sentences of the form ∀x ∀y α(x, y) → ∃z β(y, z), where
both α and β are positive conjunctions of atoms, the way how
the chase constructs a universal model can be formalized in
various ways. It results in several versions of the chase, de-
veloped during the last decade: the Oblivious Chase [Calı̀
et al., 2013], the Skolem Chase [Marnette, 2009], the Semi-
Oblivious Chase [Marnette, 2009], the Standard Chase [Fagin
∗B. Bednarczyk was supported by ERC Consolidator Grant

771779 (DeciGUT). P. Ostropolski-Nalewaja was supported by the
Polish National Science Centre (NCN) grant 2016/23/B/ST6/01438.

et al., 2005]. In this paper however, we focus on the Obliv-
ious Chase, which is an eager (or a naive) version of the
chase. Roughly speaking, for each TGD ∀x ∀y α(x, y) →
∃z β(y, z) from a set T the Oblivious T -Chase extends an
initial database D with fresh elements z witnessing β(y, z)
whenever it is possible to find tuples x, y witnessing α(x, y).
The chasing process continues until a fix point is reached. If
such fix-point structure is finite, we say that the chase is ter-
minating.

A natural question arising from chase termination is the
All-Instances Chase Termination Problem (AICTP): a static
analysis variant of chase termination, where we ask whether
for a given set T of TGDs the T –Chase terminates on all
possible databases D [Grahne and Onet, 2018]. The prob-
lem was recently shown to be undecidable in [Gogacz and
Marcinkowski, 2014] for sets of ternary rules, no matter what
version of the chase we choose. Since the TGDs used in their
undecidability proof are far from any well-known and well-
behaved rule classes, researchers started looking on AICTP
for rule-sets under some shape restrictions [Calautti et al.,
2015]. Recently the decidability of AICTP has been shown for
sets of linear TGDs [Leclère et al., 2019], sets of single-head
guarded TGDs [Gogacz et al., 2020], and for sets of sticky
TGDs [Calautti and Pieris, 2019].

1.1 Our Contribution

In this work, we consider the All-Instances Chase Termination
Problem for the class of TGDs under two restrictions: first,
the allowed arity of relations in TGDs is at most two and
second, all rules contain at most one atom in their heads. Such
restrictions are very natural, e.g. for ontologies from the Horn
fragment of OWL [Hitzler et al., 2009]. More precisely we
are going to prove the following theorem:

Theorem 1.1. All-Instances Oblivious Chase Termination is
undecidable for sets of binary single-head TGDs.

Our result significantly improves the exponential space
lower bound provided in [Gogacz and Marcinkowski, 2014].
Moreover, by arguing along the lines of [Gogacz and
Marcinkowski, 2014, Sec. 3.5] our proofs can be extended
to the undecidability proof of AICTP for binary single-head
TGDs for both Standard and Semi-Oblivious Chases.
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2 Preliminaries
We consider a set of terms T, defined as the union of three
countably-infinite mutually-disjoint sets of constants C, of
nulls N, and of variables V. A schema S is a finite set of
relational symbols. For each relational symbol R ∈ S we de-
note its arity with ar(R). An atom over S is an expression
of the form R(t), where t is a ar(R)-tuple of terms. A fact
is simply an atom R(t), where t consists only of constants.
An instance I over S is a (possibly infinite) set of atoms,
whereas a database D is a finite set of facts. The active do-
main adom(I) of an instance I is the set of all domain ele-
ments from relations of I, i.e., both constants and nulls. Since
databases and instances are structures in a sense of mathe-
matical logic, we use satisfaction relation |= to indicate that
a structure satisfies a given formula. Moreover, we note here
that in Section 3 we work on schemata containing relational
symbols of arity at most two only. Thus we often refer to
binary relations simply as edges and to domain elements of
instances as nodes or vertices.

A tuple-generating dependency (TGD) is a sentence of the
form ϕ = ∀xy α(x, y) → ∃z β(y, z), where x, y, z are tu-
ples of variables from V and both the body α(x, y) and the
head β(y, z) of ϕ (denoted with body(ϕ) and head(ϕ) re-
spectively) are positive conjunctions of atoms. For the sake of
readability, we often omit quantifiers in TGDs. We say that
a TGD ϕ is: n-ary if all relations appearing in ϕ are of arity
at most n, single-head if head(ϕ) contains at most one atom,
existential if ϕ contains an existential quantifier, and datalog
if ϕ does not contain an existential quantifier.

A substitution is a partial function defined over T. A ho-
momorphism from a set of atoms A to a set of atoms B is a
substitution h from the terms of A to the terms of B, which
additionally satisfies conditions: (i) h(t) = t for each t ∈ C,
and (ii) R(h(t1), . . . , h(tn)) ∈ B for all R(t1, . . . , tn) ∈ A.

An instance I is contained in I′, (written I ⊆ I′), when
there exists a injective homomorphism from I to I′. For two
instances I and I′ and schemata S′ ⊆ S we write I ≡S′ I′

when I and I′ are isomorphic when restricted to relations
from S′.

2.1 The Chase
For a given set T of TGDs and an input instance I, the Oblivi-
ous T -Chase (or simply T -Chase from now on) produces the
universal model of T and I, i.e., a model that can be homo-
morphically embedded in any other model of T and I. The
construction is done by exhaustively applying so-called trig-
gers on the intermediate instances constructed so far.

A T -trigger on an instance I is a pair (ϕ, h) composed of
a TGD ϕ from T and a homomorphism h : body(ϕ)→I.
An application of a trigger (ϕ, h) to I returns a fresh in-
stance1 I′ = I ∪ {h′(head(ϕ))}, where the homomor-
phism h′ ⊇ h maps each existentially quantified variable
from head(ϕ) to a fresh null from N. An application of such
trigger is denoted with I(ϕ, h)I′.

We say that a (possibly infinite) sequence of in-
stances I0, I1, . . . (called intermediate instances) is a T -
chase sequence whenever it satisfies:

1Note that we identify formulae with structures and vice versa.

• for each index i there exists a T -trigger (ϕi, hi) such
that Ii(ϕi, hi)Ii+1 holds, and
• for all indices i < j once the trigger applica-

tions Ii(ϕi, hi)Ii+1 and Ij(ϕj , hj)Ij+1 are given, the
inequality (ϕi, hi) 6= (ϕj , hj) holds, and
• for each i if there exists a trigger (ϕ, h) on instance Ii

then there exists j such that (ϕj , hj) = (ϕ, h).
Given a T -Chase sequence I0, I1, . . . we define its result

as a union
⋃∞
i=0 Ii. It is well-known [Grahne and Onet, 2018]

that the order of application of triggers does not matter in
Oblivious Chase: it leads eventually to the same structure (fi-
nite or not), up to renaming of the nulls. Henceforth, we de-
note with Ch(T ,D) the result of the T -Chase procedure on D
(which is equal to the result of any T -Chase sequence that is
starting from D). We say that the T -Chase on D is terminating
when the resulting instance is finite.

2.2 Undecidability of AIOCTP
In the All-Instances Oblivious Chase Termination Problem
(abbreviated as AIOCTP) we ask if, for given set of TGDs T ,
the T -Chase terminates on all possible databases D. It was
recently shown in [Gogacz and Marcinkowski, 2014]:
Theorem 2.1. The AIOCTP is undecidable.
Theorem 2.2. The AIOCTP for the class of binary single-
head TGDs is EXPSPACE-hard.

Moreover, it was observed by Marnette [Marnette, 2009]
that to decide all-instance termination for the oblivious T -
Chase, it is sufficient to restrict the problem to the termination
on a very specific database called the critical instance. For a
given schema S, the critical instance IS

cr is simply a database
containing a single constant s, called the source, and all atoms
of the form R(s, s, . . . , s) where R ∈ S. The main property
of the critical instance is presented below:
Lemma 2.3 ([Marnette, 2009]). For any set of TGDs T over
a schema S, the T -Chase terminates on all databases D if and
only if the T -Chase terminates on the critical instance IS

cr.
Now we present the main undecidable problem used in our

reduction, namely the boundedness of Conway functions. Fix
a natural number n ∈ N. Let πn be a product of n prime
numbers and let q0, q1, . . . , qπn−1, r0, r1, . . . , rπn−1 be natu-
ral numbers such that for every m ∈ N congruent to j mod-
ulo πn the fraction m · qj

rj
is a natural number.

The Conway function g : N→ N is defined as:

g(m) = m · qm mod πn

rm mod πn

The Conway set G is defined as {gi(2) : i ∈ N}, i.e., the small-
est set containing 2 and closed under applications of g. It is
known that checking if G is bounded is undecidable [Gogacz
and Marcinkowski, 2014, Sec. 3.2–3.3].
Lemma 2.4. For a given natural numbers n, πn and qi, ri
for i ∈ [0, πn), the problem of deciding finiteness of G is
undecidable.

Without losing undecidability status of the above problem,
we may assume that the sequence g(2), g2(2), g3(2), . . . is
non-decreasing. It implies that for a finite Conway set G the
sequence gn(2) will eventually be constant.
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3 Undecidability Proof
This section is entirely devoted to the proof of the main theo-
rem in our paper, namely:

Theorem 1.1 (restated). All-Instances Oblivious Chase Ter-
mination is undecidable for sets of binary single-head TGDs.

The proof of Theorem 1.1 is done by a reduction from the
boundedness of Conway functions. We recall that n, πn, g
and G = {gn(2) : n ∈ N} are fixed and defined as in Sec-
tion 2.2. Note that by applying Lemma 2.3 and Lemma 2.4,
one can conclude that in order to show the main result it is
sufficient to find a set Tall of TGDs such that:

Lemma 3.1. The Tall–chase terminates on the critical in-
stance Icr iff the Conway set G is bounded.

Constructing such set of TGDs, even when there is no re-
striction on the arity of relations, is no easy feat. It can already
be seen in [Gogacz and Marcinkowski, 2014] that working
with the critical instance is a tedious fight. As our reduction
shares some of the ideas with the mentioned work, it needs
to overcome the same (and even a few more) problems. We
briefly discuss our main ideas in the context of the existing
works of Gogacz and Marcinkowski.

The TGDs used in the undecidability proof in [Gogacz and
Marcinkowski, 2014] build a path starting from a critical in-
stance. For every vertex v on such a path the chase computes
a “private” Conway set Gv of v, where the numbers in Gv are
implicitly represented as the distances between v and the other
vertices from the path. When the source “gets” into the Con-
way set Gv then v is allowed to give birth to the next node on
the path. The machinery required for computing Gv in their
work employed multiplication and hence it lead to seemingly
inherent ternarity of their construction: to say that one seg-
ment is c times longer than the other one they need to name
two such segments in a single relation and thus the presence
of three vertices in one atom were required.

In our construction, instead of just building a path, we build
a whole binary tree. The beauty of the construction is that it
allows us to uniquely identify the L∗R-ancestor of each node
in a tree. Moreover, it grants us the ability to specify that a cer-
tain condition holds for nodes u, v and “the unique ancestor
of u” rather to quantify over triples of elements. Continuing
the idea from Gogacz et al., each node v in a tree also com-
putes its own Conway set Gv and gives birth to two new chil-
dren if v “reaches” the source via Gv . It means that if the G is
unbounded then the new vertices will be created indefinitely.

3.1 Schema and Treelike Instances
We define a schema S composed of the following relations:

Src(x) a unary relation used to distinguish the source from
other nodes (no TGD will use Src in its head).

L(x, y) “left” successor relation.

R(x, y) “right” successor relation.
Relations L and R are used to construct the set of edges
in treelike instances defined later.

E(x, y) a binary relation denoting “left or right” successor.

Rei(x, y) for any i ∈ [0, πn−1] is a binary relation denoting
that the distance between x and y modulo πn is equal
to i.

Sp(x, y) a binary relation stating that x is on the side path
of y. This relation along with the next one is the main
building block used in encoding multiplication in tree-
like structures.

Lvl(x, y) a binary relation connecting relevant vertices on
equal “depth”.

Mult i(x, y) for any i ∈ [0, πn − 1] is a binary relation that
works closely with the Sp relation to encode multiplica-
tion.

G(x, y) a binary relation denoting that the distance between x
and y is in G.

Families of Treelike Instances
Analyzing the intermediate instances produced by the chase
is a tedious task. To make such reasoning significantly eas-
ier, one can define a family of instances having some “neat”
properties, i.e., satisfying the following: when G is bounded,
rather than showing that the chase terminates, we can observe
that all intermediate instances are contained in some finite
structure from such family; otherwise, intermediate instances
will contain bigger and bigger members of this family. Hence,
analysing the chase boils down to analysing such family. In
this section, we present three such families. Before we follow,
let us stress that all paths in instances from T go up toward the
source (rather than go down as usual in computer science).

Let us move to the definition of the first family of instances.
We encourage the reader to take a look at Figure 1.

L

R

Figure 1: The instance T3 restricted to the relations L and R. Note
that the root is the source and thus the restriction happens only there.

Definition 3.2 (family T). For any i ∈ N let Ti be a full
binary tree of depth i with successor relations L and R such
that:

• the root is replaced with the source and

• if x is a node from Ti and xl (resp. xr) is its left (resp.
right) child, then Ti |= L(xl, x) (resp.Ti |= R(xr, x))
holds.

The family T is defined as a set {Ti | i ∈ N}.
Observe that the instance T0 is equivalent to the critical in-
stance IS

cr Note that due to the treelike nature of the family T
we can distinguish leafs and the root in instances from T.
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Paths. Let I be an instance over S and let x and y be
two of its nodes. If x is connected to y by a directed path p
composed of relations from some S′ ⊆ S we say that the
path p is an S′–restricted path. Also, for a regular language L
over S a path p is L–restricted if there exists a word from L
that is a naturally corresponding to relations used by p. For a
path p we denote its length with |p|.

Distances. We discuss the notion of the distance in the in-
stances from T family. Henceforth let us fix a natural number i
and an instance I ≡{L,R} Ti. Let x, y be nodes from I. Con-
trary to what was expected here, we cannot simply define the
distance between nodes x and y as the length of the {L,R}–
restricted path between those nodes. When the source is the
endpoint of a path it warps the natural notion of distance due to
its L and R loops. Hence, we employ a more complicated def-
inition using a set-based approach. With dist(x, y) we denote
the set of all |p| for p being a {L,R}–restricted path from x
to y, i.e. the set of all possible “distances” from x to y. Note
that there are only three possible cardinalities of the distance
set: 0, 1 or∞. If nodes x, y are not connected by a directed
{L,R}–restricted path then |dist(x, y)| = 0, if x and y are
connected and y is not the root then |dist(x, y)| = 1 and other-
wise |dist(x, y)| =∞. While this definition is a bit confusing
it is quite important one as the construction would not work
properly with L and R absent from the source.

Side paths. The notion of a side path plays an instrumen-
tal role in our construction. Let us fix an instance I ≡{L,R} Ti.
For any given node y ∈ I the side path of y is the set of
nodes x s.t. there is a (L∗R)–restricted path from x to y. More-
over for any x from the side path of y, we say that y is the side
parent of x. We stress that every node from I has a unique
side parent.

As a next step, we define the family Tbuilt.

Definition 3.3 (family Tbuilt). For any natural number i the
instance Tbuilti is defined as the minimal instance satisfy-
ing Ti ≡{L,R} Tbuilti such that all following conditions hold
for any two nodes x, y ∈ Tbuilti :

• Tbuilti |= E(x, y) holds if and only if Tbuilti |= L(x, y)
holds or Tbuilti |= R(x, y) holds.

• Tbuilti |= Rej(x, y) if and only if there exists a {L,R}–
restricted path of length k connecting x and y such that k
is congruent to j (modulo πn).

• Tbuilti |= Sp(x, y) if and only if there is a (L∗R)–
restricted path from x to y.

• Tbuilti |= Lvl(x, y) if and only if there exists a node z ∈
Tbuilti and a natural number k such that Tbuilti |=
Sp(y, z) ∧ Ek(x, z) ∧ Ek(y, z) holds.

• Tbuilti |= Multj(x, y) if and only if there exists a node z
witnessing Sp(x, z) such that all values v ∈ dist(x, z)
satisfy qj

rj
· v ∈ dist(x, y).

The family Tbuilt is defined as a set {Tbuilti | i ∈ N}.

Src

y

R

L∗

Sp

(L ∨R)∗

Figure 2: The relation Sp
for a single side parent y.

Src

y

R

L∗
Lvl

(L ∨R)∗

Figure 3: The relation Lvl for a single
side path and some {L,R}–restricted
path .

d

d · qjrj

(L ∨R)∗

R

L∗

Multj

x

y

z

Figure 4: The relation Multj . Observe that the third vertex y is
uniquely defined as a side parent of x.

One may wonder about the purpose of instances from Tbuilt

family. Those instances are simply nodes from the previously
defined family T equipped with a framework for computing
the Conway set G. On the other hand, looking somewhat fur-
ther ahead, the instance Tbuilti is exactly the result of starting
the Tbuild-chase on Ti, where the set of TGDs Tbuild is going
to be defined soon. We postpone the definition of the TGDs
until Section 3.2, as we believe that it is easier to grasp the
meaning of relations from S and hence the proof, by under-
standing those “declarative” definitions first.

Most of the properties of Tbuilt family are easy to under-
stand, except the property of relations Multj . Along those
lines lies the essence of our proof as the binary relation Sp
neatly stores (with a help from side paths) the ternary rela-
tion responsible for multiplication. We strongly encourage the
reader to take more time in visualising the family Tbuilt and
taking a look at the Figures 2-4.

Finally, we define the last family of tree-like instances re-
quired in our undecidability proof. Similarly to the previ-
ous case, one may think that those instances are constructed
by the chase on Tbuilti . One can also view Tcompi as an in-
stance Tbuilti after computation of Conway set G reaches a
fixed point due to the limited depth of the instance.

Definition 3.4 (family Tcompi ). For any natural number i
the instance Tcompi is defined as a minimal instance satisfy-

Proceedings of the Twenty-Ninth International Joint Conference on Artificial Intelligence (IJCAI-20)

1722

96:10836



ing Tcompi ≡S\{G} Tbuilti such that for any two nodes x and y
from Tcompi , the condition Tcompi |= G(x, y) holds iff there
exists k ∈ dist(x, y) which also belongs to the Conway set G.
The family Tcomp is defined as the set {Tcompi | i ∈ N}.

3.2 Tuple Generating Dependencies
Now, once the intended meaning of all relations is known, we
define the set of TGDs Tall containing fourteen TGDs. Whilst
this number may seem overwhelming, this set can be easily di-
vided into three parts having a coherent and hopefully easy to
grasp meaning. We divide the set Tall as follows: TGDs from 1
to 10 are denoted with Tbuild, TGDs from 11 to 12 are de-
noted with Tcomp and the set of the last two TGDs is denoted
with Tgrow. We also note that the TGDs 4, 9, 10 and 12 are ac-
tually sets of TGDs (having one TGD per each i ∈ [0, πn−1])
rather than just single rules. Note that TGDs from Tcomp
and Tbuild are datalog, while TGDs from Tgrow are existential.

1. L(x, y) → E(x, y)

2. R(x, y) → E(x, y)

The first two TGDs are responsible for building the relation E
over the relations L and R so that E can act as the dis-
junction L ∨ R in the TGDs appearing later. Also, to sim-
plify the forthcoming TGDs, for the relation L (and analo-
gously for R and E) we use Li(x0, xi) as a syntactic sugar
for L(x0, x1) ∧ L(x1, x2) ∧ . . . ∧ L(xi−1, xi).

3. E(x, y) → Re1(x, y)

4. Rei(x, y), E(y, z) → Rei+1 mod πn(x, z)

TGDs 3–4 construct the relation Rei such that Rei(x, y) holds
for nodes x and y if the distance from x to y is equal to i
modulo πn.

5. R(x, y) → Sp(x, y)

6. L(x, y), Sp(y, z) → Sp(x, z)

7. E(y, x), R(y′, x) → Lvl(y, y′)

8. Lvl(x, y), E(x′, x), L(y′, y) → Lvl(x′, y′)

The sole purpose of TGDs 5–8 is to build relations Sp and Lvl
(see also Figures 2 and 3).

9. R(s, y), Lri−1(x, s), Eqi−ri(y, z)→Mult i(x, z)

10. Mult i(x, z), L
ri(x′, x), Eqi−ri(z, z′)→Mult i(x

′, z′)

The TGDs above are responsible for constructing the rela-
tion Mult i which serves as a way (along with the Lvl relation)
to simulate multiplication in our construction (see Figure 4).
The set Tbuild of TGDs (i.e., TGDs from 1 to 10) serves as
a building mechanism. This mechanism is meant to be able
to extend a number of relations over some treelike instances
(more precisely the instance Ti from Definition 3.2).
11. E(x, y), E(y, z) → G(x, z)

12. Rei(x, y), G(x, y), Lvl(x, x′), Sp(x′, y), Mult i(x
′, z)

→ G(x, z)

The computation of a Conway set is done with the TGDs 11
and 12, defined above. The TGD 12 may look complicated,
but it is a crucial element of our proof as the body of that rule
is able to extract a “hidden” ternary information. Figures 5–8
might shed some light onto these TGDs.

G

y

(L ∨R)∗

(L ∨R)∗

x

Src

Figure 5: To understand how
TGD 12 works, we pick x
and y connected with G.

G
R

L∗

y

x

Src

Figure 6: We focus on vertices on
the side path of y (located onRL∗

path downwards from y).

y

Lvl
Sp

x′x

Src

G

Figure 7: There exists
a unique vertex x′ sat-
isfying both Lvl(x, x′)
and Sp(x′, y).

Rei

Multi
y

z
Src

x′x

G

Figure 8: The length d = gk(2) of
the path between x and y is congruent
to i modulo πn and thus Rei connects x
and y. Also from Mult i(x

′, z) we know
that the distance between x′ and z is
equal to d · qi

ri
which in turn is equal

to gk+1(2) thus we connect x and z
with G.

13. G(x, h), Src(h) → ∃z L(z, x)

14. G(x, h), Src(h) → ∃z R(z, x)

The last two TGDs (denoted with Tgrow) are the only existen-
tial rules in Tall. Those TGDs are used to enlarge instances
and to make them look similar to the full binary trees. Notice
connection between those two rules and a family of treelike
instances T.

The following observation about TGDs 13–14 will prove
useful later:

Observation 3.5. Every node of Ch(Tall, Icr), except the
source, has at most one child connected by L and at most
one connected by R.

3.3 From Unboundedness to Nontermination
In this section we show that if the Conway set G is infinite then
the Tall-chase does not terminate on the critical instance IS

cr.
Let us, for the rest of this section, define I as the set of all
intermediate instances of the Tall-chase run on IS

cr.

Lemma 3.6. If G is not finite then the Tall-chase does not
terminate on the critical instance IS

cr.

Note that a single step of the chase can increase the struc-
ture only by a single atom. Hence it is sufficient to show that
the sequence of intermediate instances from the Tall-chase run
on IS

cr (= T0) contains arbitrarily large instances:

Lemma 3.7. If G is infinite then for every natural number i
there exists an intermediate instance I ∈ I such that Ti ⊆ I.
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To show Lemma 3.7 we employ an inductive reasoning in
which the following lemma plays the central role:
Lemma 3.8. If G is infinite then for every natural number i:
• if there exists an instance I ∈ I containing Ti then there

exists an instance I′ ∈ I containing Tbuilti

• if there exists an instance I ∈ I containing Tbuilti then
there exists an instance I′ ∈ I containing Tcompi
• if there exists an instance I ∈ I containing Tcompi then

there exists an instance I′ ∈ I containing Ti+1

Proof. Therein we present only the second claimed property.
We believe that it is both the most essential and the most diffi-
cult bit of our construction. Let us define Ibuild as the restric-
tion of the instance I to the image of the injective homomor-
phism witnessing Tbuilti ⊆ I. Observe that from the definition
of the family Tcompi , it is sufficient to show that for every nat-
ural number k and any vertices x, y ∈ Ibuild the following
implication holds: if gk(2) ∈ dist(x, y) then Ch(Tall,T0) |=
G(x, y). We prove it by induction over k. In the proof the only
TGDs in use are TGDs 11-12 hence it might be helpful to take
a look at Figures 5-8. The base of the induction is trivially
satisfied as TGD 11 ensures that any two vertices connected
by a path of length 2 in Ibuild are connected by the G edge
in Ch(Tall,T0).

Let us pick a pair of nodes x and z from Ibuild that are
connected by a {L,R}–restricted path of length gk+1(2). We
will show that there exists a trigger in the instance Ibuild for
TGD 12 such that its head is mapped to vertices x and z.
Let y be a node on {L,R}–restricted path from x to z
such that gk(2) ∈ dist(x, y). Thus from the induction hy-
pothesis we infer that Ibuild |= G(x, y). If y is the source
then y = z and from the fact that Ibuild |= G(x, y) we con-
clude that Ibuild |= G(x, z). Let us consider the case when u
is not the source. Let x′ ∈ Ibuild be the node such that Ibuild |=
Sp(x′, y) holds and x′ satisfies gk(2) ∈ dist(x′, y). Notice
that by the definition of Tbuilti we know that Lvl connects x
and x′ in Ibuild. Observe that Rej(x, y) holds in Ibuild for j ≡
gk(2) mod πn. Finally, we need to show that Multj(x

′, z)
holds in Ibuild. By employing the definition of Tbuilti , it is suf-
ficient to show that every v ∈ dist(x′, y) satisfies qj

rj
· v ∈

dist(x′, z). We know that y is not the source so set dist(x′, y)
contains only gk(2). See that the following holds:

qj
rj
· gk(2) =

qgk(2) mod πn

rgk(2) mod πn

· gk(2) = g(gk(2)) = gk+1(2)

We know gk+1(2) ∈ dist(x, z) = dist(x′, z), which im-
plies the satisfaction of Ibuild |= Mult i(x

′, z). Hence we con-
clude that there is the required trigger for the TGD 12 in Ibuild,
which when applied, connects x and z by the relationG. From
the definition of the chase sequence we know that each trigger
is eventually applied, which guarantees the existence of the
demanded instance.

3.4 From Boundedness to Termination
It remains to prove that if the Conway set G is bounded then
the Tall-chase terminates on the critical instance IS

cr. Here we
really reap the benefits of our declarative definitions from Sec-
tion 3.1 and avoid the tedious work with the ever-expanding

chase. The following observations come from the definition
of the family Tcomp.
Observation 3.9. For every i the instance Ch(Tbuild ∪
Tcomp,Tcompi ) is isomorphic to Tcompi .
Observation 3.10. If G is bounded then in Tcompmax(G)+1 no leaf
is connected by a G-edge with the source.

We employ these two observations to prove the following:
Lemma 3.11. If G is finite then the Tall–chase terminates on
the critical instance.
Proof. We will show that every intermediate instance of Tall-
chase on the critical instance IS

cr is contained within a finite
instance Tcompmax(G)+1 (existing due to fact that G is bounded)
and thus the chase terminates. First observe that IS

cr is trivially
contained in Tcompmax(G)+1. Let us take a trigger (ϕ, h) and any
pair of intermediate instances I and I′ from Tall-chase run
on IS

cr such that I(ϕ, h)I′ holds. Suppose that I ⊆ Tcompmax(G)+1

holds and we will prove that I′ ⊆ Tcompmax(G)+1 holds. Let λ
be an injective homomorphism witnessing the fact that I ⊆
Tcompmax(G)+1 holds. If a TGD ϕ belongs to Tbuild ∪ Tcomp then
trivially from Observation 3.9 we infer I′ ⊆ Tcompmax(G)+1. Oth-
erwise ϕ is contained in Tgrow. W.l.o.g suppose that ϕ is the
TGD 13. When the TGD ϕwas fired, it created the “left” child
of some node. From Observation 3.5 we can immediately con-
clude that ϕ was applied to a node v ∈ I not having a left
child, such that I |= G(v, s) holds (where s is the source). By
Observation 3.10 we infer that v corresponds through λ to a
non-leaf node in Tcompmax(G)+1 but then it is easy to extend λ to
also witness I′ ⊆ Tcompmax(G)+1 as follows: let u be a freshly
created node and λ(u) be equal to the left child of λ(v).

The above lemma, together with Lemma 3.6 from the
previous section, allows us to conclude the correctness of
Lemma 3.1 and thus the correctness of the main theorem.

4 Conclusions
In this paper, we have shown that the All-Instance Oblivious
Chase Termination Problem for the class of single-head binary
TGDs is undecidable. By arguing along the lines of (Subsec-
tion 3.5 in [Gogacz and Marcinkowski, 2014]) we may also
conclude undecidability of All-Instances Termination for the
Standard chase and for the Semi-Oblivious chase. It is fair to
say that the presented proof is quite technical. We encoded
the boundedness problem of Conway functions in the grow-
ing structure of the chase executed on the critical instance.
The main obstacle was to encode the multiplication function,
which is inherently ternary and was used e.g. in [Gogacz and
Marcinkowski, 2014]. To avoid ternarity we force the struc-
ture generated by the chase to be a binary tree and employ the
idea of the side paths to uniquely identify certain elements.

A natural direction for further investigation could be as
follows: is there any non-trivial and well-known class of
TGDs of arbitrary arity, which also causes undecidability
of All-Instances chase Termination? Natural candidates are
classes of weakly sticky-join [Calı̀ et al., 2010], glut-frontier-
guarded [Krötzsch and Rudolph, 2011] or model faithful-
acyclic [Grau et al., 2013] TGDs, since they are the most
expressive among other TGD classes.
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