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Abstract

The lambda calculus since more than half a century is a model and foundation of
functional programming languages. However, lambda expressions can be evaluated
with different reduction strategies and thus, there is no fixed cost model nor one
canonical implementation for all applications of the lambda calculus.

This dissertation is composed of four conference papers where: we present a sys-
tematic survey of reduction strategies of the lambda calculus; we take advantage of
the functional correspondence as a tool for studying implementations of the lambda
calculus by deriving an abstract machine for a precisely identified strong call-by-
value reduction strategy; we improve it to obtain an efficient abstract machine for
strong call by value and provide a time complexity analysis for the new machine with
the use of a potential function; and we present the first provably efficient abstract
machine for strong call by need.

Rachunek lambda od ponad pół wieku stanowi model i fundament funkcyjnych
języków programowania. Jednak lambda wyrażenia mogą być wartościowane przez
różne strategie redukcji i stąd nie ma ustalonego modelu kosztów ani kanonicznej
implementacji dla wszystkich zastosowań rachunku lambda.

Niniejsza rozprawa składa się z czterech prac konferencyjnych, w których: pre-
zentujemy systematyczny przegląd strategii redukcji w rachunku lambda; wykorzy-
stujemy odpowiedniość funkcyjną jako narzędzie do studiowania implementacji ra-
chunku lambda przez wyprowadzenie maszyny abstrakcyjnej dla precyzyjnie zidenty-
fikowanej strategii silnego wołania przez wartość; ulepszamy ją, by otrzymać wydajną
maszynę abstrakcyjną dla tej samej strategii, i dostarczamy analizę złożoności czaso-
wej dla nowej maszyny z zastosowaniem funkcji potencjału; prezentujemy pierwszą
dowodliwie wydajną maszynę abstrakcyjną dla silnego wołania przez potrzebę.
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Chapter 0

Introduction

1 Social Introduction

1.1 Prologue

Many have undertaken the effort of setting down an account of their research expe-
rience in the form of a dissertation. After having been investigating the topic from
the ground up, it falls on me too to write an orderly account of the phenomena that
I have encountered during the last four years of my work. I am willing to do it, so
that everyone may follow the way we went and learn about these things easier.

However, I try to approach the task humbly [Dij72], being aware of my finitude
and ignorance. Because of them, my report will be incomplete and possibly flawed
in places. Regardless, I discern that the best I can do is to, still uneducated and
biassed as I am, and in limited time, honestly describe the things as they appear to
me.

1.2 Outline of the Dissertation

The dissertation begins with the general introduction divided into three subchapters:

• Social Introduction

• Methodological Remarks

• Technical Introduction

and a short Conclusion section. The first two subchapters them present freely
my personal motivations and reflections upon research work while the third one is
intended to introduce the reader smoothly to the technical content of the dissertation
keeping both feet on the ground and discuss its contributions.

9
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The introduction is followed by four technical chapters that are research papers
published at various conferences:

[I] Małgorzata Biernacka, Witold Charatonik, Tomasz Drab. The Zoo of Lambda-
Calculus Reduction Strategies, And Coq. ITP 2022: 7:1-7:19

[II] Małgorzata Biernacka, Dariusz Biernacki, Witold Charatonik, Tomasz Drab.
An Abstract Machine for Strong Call by Value. APLAS 2020: 147-166

[III] Małgorzata Biernacka, Witold Charatonik, Tomasz Drab. A Derived Reason-
able Abstract Machine for Strong Call by Value. PPDP 2021: 6:1-6:14

[IV] Małgorzata Biernacka, Witold Charatonik, Tomasz Drab. A Simple and Effi-
cient Implementation of Strong Call by Need by an Abstract Machine. ICFP
2022: 94:1-94:28

1.3 On the Effectiveness of Language

The root of my research endeavour is a reflection on the essence of language, math-
ematics, and science in general. In the following paragraphs, I will refer jointly to
logic and mathematics, given that the lion’s share of mathematics can be logicized.
I will also to some extent conflate them with language because language, more and
more formal, is our gateway to logic and mathematics. Since this philosophical re-
flection is not the topic of the dissertation itself, the selection of literature referenced
below is not exhaustive, but rather illustrative.

A common practice to introduce such context is to refer to Eugene Wigner’s
article from 1960 titled “The Unreasonable Effectiveness of Mathematics in the
Natural Sciences” [Wig60]. Wigner in the beginning mentions his “eerie feeling”
about unexpected applications of abstract mathematics. Thereafter, he states that
mathematical language is “the correct language” to formulate laws of nature.

Even earlier, in 1936, Albert Einstein expressed his awe over “the very fact that
the totality of our sense experiences is such that by means of thinking [. . . ] it can
be put in order” in words “the eternal mystery of the world is its comprehensibility”
and calls it a miracle [Ein36]. Again, I find the linguistic aspect of the phenomenon
in the abstract of Einstein’s article where he states “physics constitutes a logical
system of thought.”

More recently, Edward Frenkel in the book „Love and Math: The Heart of Hid-
den Reality” shared his delight over the beauty and power of mathematics. Frenkel
witnesses mathematics’ objectivity and constancy, that is the meaning of mathemat-
ical theorems is independent of time, space, gender, religion, or skin colour [Fre13].
Moreover, applications of formal languages are still reported. For instance, scholars
from various universities elaborated on examples of the “Unusual Effectiveness of
Logic in Computer Science” not long ago [Hal+01]. Plus, from a different angle, we
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value the truth in our day-to-day lives. Perhaps needless to say, the tool to state
the truth is language.

As an explanation of the phenomenon, Max Tegmark proposes and defends a
hypothesis that the universe itself is a mathematical structure [Teg14]. This per-
spective may be attractive to some with a reductionist proclivity akin to mine. After
watching the film “The Matrix”, it challenges us less to imagine that we perceive
and live in a computer simulation.

In any case, it is plausible to me that the universe is subjected to an exhaustive
description in a formal language. It fascinates me that reality, or at least its parts,
is simulable in computer or human memory, so that knowledge, in the form of the
description, can be extrapolated to reliable predictions. I consider it a wonder that
something as deep as meaning can be captured and reified into something as flat,
material and mechanically processable as text. I also find it useful to articulate
and verbalize our thoughts in order to objectively, possibly externally, analyze their
validity because the rules of logic are already set and insusceptible to manipulation.
It is how thinking is elevated to reasoning. In extreme cases, the analysis may take
hundreds of years, as it was in the case of Fermat’s Last Theorem. All of this brings
me to a contemplation of concepts such as language, meaning, word, truth, reason,
dialogue etc. My research activity was a modest attempt to commune with the
Phenomenon of the effectiveness of language described in the preceding paragraphs.

Besides witnesses of the effectiveness of language, logic and mathematics, there
are critics of such an enthusiastic view who give refreshing arguments for alternative
explanations. For example, we shall consider if the presented perspective is not
fragmentary due to an adaptation formed in the process of Darwinian evolution.
Nevertheless, I think that stating my viewpoint, mimicking the scientific debate,
and dialoguing are appropriate means to get rid of my delusions, including these
about the Phenomenon.

Studies of formal languages resulted in conclusions of the limitative character
with Gödel’s incompleteness theorem, as conceivably the most widely known, at the
forefront. Another incompleteness of language is that expressions of a given language
are always subject to interpretation. Even a formally defined language still remains
dependent on the interpretation of the metalanguage. However, it is not obvious
how to circumvent the limitations of language.

Existence of natural order and the human ability to discover it are both under-
lined by Mariano Artigas as presuppositions of scientific endeavour [Art00]. What
is more, alongside the “intelligibility”, as the third presupposition of science Arti-
gas enumerated an assertion that the search for truth is valuable, in other words,
worthwhile. Under this assumption, many scholars, and I too, could devote their
professional work to fundamental research such as the study of the lambda calculus.
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1.4 On a Universal Language

Henk Barendregt and Erik Barendsen in their “Introduction to Lambda Calculus”
mention Gottfried Leibniz’s dream to create a universal language of problem de-
scription and a procedure to solve problems expressed in it [BB84]. I maintain that,
in a sense, as far as possible, Leibniz’s dream came true.

In the 1930s, the notion of algorithm, that is, strictly procedural routine, was
formalized and accepted thanks to the conception of Turing machine [Tur37], and
lambda calculus [Chu32] turned out to be a language that can express any compu-
tation that the machine can execute.

However, it is not that lambda calculus is just a language for programming in an
arbitrary mathematical model. There were many models of “effective calculability”
or “mechanical method” proposed. Some of them are Kurt Gödel’s general recur-
sive functions, Alonzo Church’s lambda calculus, Alan Turing’s machines, Andrey
Markov Jr.’s string rewriting, and Andrey Kolmogorov’s abstract notion of algo-
rithm. All of them turned out to identically specify what is computable and what is
not. For example, values of the Ackermann-Péter [Pét35] function can be computed
in any of them, while there is no general algorithm comparing two real numbers in
none of them. It leads to a conviction, expressed in Church-Turing thesis, that any
reasonable model of computation is equivalent to these enumerated above in the
same sense as they are equivalent to each other [Chu36]. Thus computability seems
to be a robustly defined notion, resilient to change in technical details as it would
exist independently of human interest.

The construct of lambda abstraction was already present in John McCarthy’s
Lisp programming language [McC60]. However, the fact that expressions of the
lambda calculus themselves can be used as a programming language was spelled
out by Peter Landin in the 1960s [Lan65b; Lan65a], and the calculus became the
foundation of functional programming languages. Landin also offered a method
of “mechanical evaluation” of lambda expressions via the SECD abstract machine
designed for this purpose [Lan64]. Despite the minimalism of the calculus, it enables
use of higher-order functions by default, and thus programming at a high level of
abstraction.

In summary, lambda calculus constitutes a very simple, functional, universal
programming language. This makes the calculus an interesting research topic as
it touches the essence of computability. In turn, abstract machines for the lambda
calculus make visible the finitude behind the notion of algorithm that epitomizes hu-
man’s finitude, and that is apparent in the head of Turing machine, single Markov’s
rule, or stated explicitly in Kolmogorov’s definition as “bounded complexity” [KU53].
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1.5 Practical Applications

A belief in the profitableness of the lambda calculus research could be naive if it
was not supported by its applications and was based only on the universality of the
calculus. The reason is that there are many Turing tarpits [Per82] that are Turing-
complete systems but are not fit to be practically used. Although an enumeration
of practical applications may be mundane, it is nonetheless important. Fortunately,
the hopes placed in the lambda calculus are being fulfilled.

Just to illustrate, the lambda calculus is a subset of general-purpose, functional
programming languages such as OCaml, Racket, and Haskell. Thus, implementation
issues concerning the calculus translate into matters of these languages. Nowadays,
the construct of lambda expression is present even in languages of great popularity
and with wide applications such as Python, Java, and C++.

The lambda calculus was intended as the central object of study of this disser-
tation. However, the area of lambda calculus research is still very wide. Therefore,
this research was focused on the operational semantics of the pure lambda calcu-
lus with particular emphasis on strong reduction. It was chosen as an entry point
to the study of lambda calculus because of small dependence on other theoreti-
cal constructs (Chapter I presents fairly self-contained Coq formalization of more
than twenty small-step semantics) and potential reuses in close research lines. The
research concerned also with an efficient implementation of small-step semantics
in order to enable practical experimenting with them. Maybe more importantly,
efficient implementation of strong reduction finds applications in proof assistants,
partial evaluation, and compilation of modules as described below.

Type checking in proof assistants requires to decide if given two types are equal,
that is, more precisely, convertible. In general, the β-convertibility of two lambda
terms is undecidable because otherwise, we could decide the extensional equality of
functions, and the halting problem. However, in proof assistants, the type system
ensures that the terms are normalizable, so both given terms can be normalized and
then easily compared.

The goal of partial evaluation can be understood as a specialization of a function
of two parameters, static and dynamic, given the static one. Optimizations of the
static parts take place under the abstraction of the dynamic parameter and thus can
be seen as an example of strong reduction.

Most recently, Gabriel Scherer and Nathanaëlle Courant reported in the form
of workshop presentation [SC22] a use case of strong reduction in the compilation
of OCaml’s module system. OCaml functors play there role of lambda abstractions.
Strong normalization of functors is executed in the service of the programmer during
the compilation in order to locate places where values are declared and defined.

The ultimate test of the usefulness of the research presented in this disserta-
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tion will be the degree to which its results will be used. However, the results were
published very recently so it cannot be known at the moment. Nevertheless, for
example, the implementation of strong call by need in the OCaml’s modules nor-
malizer resembles much the normalizer of Chapter IV, so the upper bound obtained
from its complexity analysis may be already applicable to the part of the OCaml
compiler.
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2 Methodological Remarks

It was not until 11th of October 2019, during the third semester of my doctoral
studies, when, influenced by what I had been taught, I implemented my own com-
positional full-reducing evaluator for the lambda calculus. Soon it turned out that
it is connected with Crégut’s KN machine [Cré07], indirectly through the functional
correspondence [Dan+03]. Later I learned that I had reproduced a result from Johan
Munk’s master thesis [Mun07]. In January next year, I completed a derivation of
the call-by-value variant of KN that became the titular contribution of Chapter II.
However, it was not until July, when we submitted the paper for a conference. There-
fore, this subchapter is devoted to the reflection upon my work as a researcher that
turned out to not come down to making alienated discoveries.

2.1 Exploration of the Graph of Potential Knowledge

For a few years now I have been one of those who imagine the body of all knowledge
structured as a graph. Using the language of Platonic perspective, the graph I think
of also contains what we do not know yet, that is the potential knowledge.

A helpful imagination of such a graph is a set of hypertext documents connected
with hyperlinks between them. Wikipedias and Wikidata are good examples of
such a structure. Furthermore, these projects, if properly read, constitute a useful
approximation of the part of the Graph of Potential Knowledge which is already
commonly known.

I conceptualize a part of a researcher’s work as an exploration of this graph
on the border of what we know and what we would like to know. I imagine that
the edges of the graph have diverse weights because theorems are accessible, both
by formal proof and by intuition, with different difficulties. Therefore, I think I
follow the approach of Dijkstra’s algorithm [Dij59] on the subgraph of my research
interests. I try to explore its neighbourhood to find easy paths of reasoning about
problems considered hard. It is in order to follow the KISS (keep it simple) principle
and not fall into a complexity that I would not be able to comprehend [Dij72]. It is
where a metacognitive perspective helps to impose some discipline of thinking. In
my experience, choosing the easiest questions from the pool of questions that have
to be investigated anyway decreases the probability of getting stuck, and thanks to
small successes, it increases the motivation to focus on research work. Nevertheless,
I still sometimes get stuck because I forget about this guideline.

This approach brought me to a formalization of various reduction strategies
and their properties that became the base of a research paper and Chapter I. Its
motivation was also to pay off a bit of the research debt [OC17] which is an ana-
logue of technical debt in research. It may arise when a hard research aim is ac-
complished, but the presentation of work is not refined, measures taken were more
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difficult than needed, knowledge distributed in various research papers is not orga-
nized in one source etc. It makes it harder to reuse results and techniques used by
other researchers. The problem may be summarized in words of William Thurston:
“mathematicians usually have fewer and poorer figures in their papers and books
than in their heads” [Thu94]. The research debt may for example slow down the
pace of new researchers entering the area.

In my case, I have been experiencing a continued confusion about simple ques-
tion if the innermost-head-spine strategy that appeared in Peter Sestoft’s paper
[Ses02] twenty years ago is a separate strategy from well-known head reduction in
the sense of small-step operational semantics or not. Plausibly, this was obvious to
experts, but not elaborated in the literature. I hope that now anyone with similar
doubts will likely find our open-access publication that decides this one and similar
questions with Coq proofs.

At least to the extent researcher’s work in the field of computing is based on
formalizable reasoning, it resembles programmer’s work via Curry-Howard corre-
spondence. Another rule of major importance to programmers is the DRY (don’t
repeat yourself) principle. I think that one of the main motivations of programming
is to complete repetitive tasks once and for all. Thus, repeating the same code would
go against one of the purposes of programming. Less code means also less writing,
reading, maintenance etc., and in general less work and less opportunities to make a
mistake. Therefore, I try to follow the DRY principle also in research by developing
reusable resources. It involves contributing to Wikimedia projects, disclosing code
developments, and sharing other supplementary materials.

While searching the Graph of Potential Knowledge, we can encounter issues that
appear to be new, but are only unusual representations of what is already known.
In order to decrease the number of concepts that I have in my head, I try to name
the things I come across and equalize them with everything equivalent early. I do
it additionally also in my native language to capture the essence of a given concept
even better, often from a different perspective.

There is little literature in Polish on this topic. Therefore, I attach below a list
of translations that I currently use for this purpose for interested readers.

2.2 Used Polish Translations

abstract syntax składnia abstrakcyjna
big-step semantics semantyka dużych kroków
binder wiązar
bypass obejście
call by name wołanie przez nazwę
call by need wołanie przez potrzebę
call by value wołanie przez wartość
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closure domknięcie
conclusion wniosek
concrete syntax składnia konkretna
conservative extension zachowawcze rozszerzenie
context kontekst
contrex kontreks
continuation kontynuacja
continuation-passing style styl kontynuacyjny
definitional interpreter interpreter definiujący
decomposition rozkład
direct style styl bezpośredni
dump zrzut
eager gorliwy
functional correspondence odpowiedniość funkcyjna
ghost machine maszyna widmo
if . . . then . . . else . . . jeśli . . . to . . . inaczej . . .
implicit sharing niejawne współdzielenie
inert term term bezwładny
instruction rozkaz
lambda calculus rachunek lambda
lazy leniwy
memoization spamiętywanie
normal order porządek normalny
optional opcjonał
partial evaluation częściowa ewaluacja
pattern matching dopasowanie wzorca
potential function funkcja potencjału
premiss przesłanka
redex redeks
reduction semantics semantyka redukcyjna
refocusing przeogniskowanie
renaming przemianowanie
rigid term term sztywny
shape invariant niezmiennik kształtu
small-step semantics semantyka małych kroków
stack stos
statement instrukcja
strong reduction silna redukcja
structural operational semantics strukturalna semantyka operacyjna
stuck term term zacięty
uniform strategy strategia jednostajna
weak reduction słaba redukcja
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2.3 Empirical Method

In the presence of Gödel’s incompleteness theorem, Gregory Chaitin encourages
mathematicians to bend to the empirical method because some theorems may not
be provable in the classical sense.

An example of empirical evidence is given in Section 4.2 of Chapter IV. Abstract
machines allow us to measure an exact, integer number of machine steps for a given
input. This way we can map a sequence of inputs into a numerical sequence. For the
initial terms of the sequences reported there, a closed formula has been found and
presented. Because of the moderate complexity of inputs, it seems that the formula
is correct for all subsequent terms. However, since the claims concerning closed
formulas of complexities of particular term sequences are relatively less important,
we spared an effort of preparing their formal proofs. Nevertheless, the statements
are clear and most importantly falsifiable. A single counterexample would suffice to
refute any of them.

Experimentation with implemented abstract machines can also help to study
their properties. Before the RKNV machine of Chapter III was derived, I derived
an improvement of KNV of Chapter II that memoized neutral terms but not ab-
stractions. In such a setting it was nearly effortless to test given sequences of inputs
and observe if the exponential growth is present in the output sequence. The coun-
terexample showed when we could not complete a proof of polynomial overhead of
the leaky machine. Then the derivation of RKNV had to start over from a new
normalizer. However, having the RKNV we could reuse the tests prepared for the
previous machine. Then thanks to watching the machine runs generated for these
examples, it was easier to complete the desired proof. Currently, the cost of a new
derivation is significantly reduced as it has been automated by Maciej Buszka and
Dariusz Biernacki [BB21]. We have benefited from it while constructing RKNL, and
we describe this particular derivation in Chapter IV.

In my opinion, these examples show how computer experiments may acceler-
ate research thanks to instant responses from it and thus that interactive theorem
proving may be supported by both proof assistants and software development envi-
ronments.

2.4 Science Communication

As I mentioned at the beginning of this subchapter, a researcher’s work does not
come down to making discoveries. What use would be of discoveries if they would
not be shared with others? Therefore, a researcher also has to communicate the
results of their work. Thus, to my surprise, it turned out that even a computer
scientist has to use not only technical skills to operate on abstract and relatively
simple objects but also soft skills to interact with concrete subjects with all their
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complexity because at the end of the day we are all people.

Traditionally, researchers articulate their thoughts in writing, which itself is a
challenging task. Taking into account many aspects of human psychology may be
very beneficial to describe a new idea. It includes arousing the interest, clarifying
the presentation, setting the narrative, limiting the delay of gratification etc.

A major aspect of the scientific method is reproducibility. To ease replica-
tion of results, every research paper that makes up a chapter of this dissertation is
accompanied by code. I believe that formal languages are also effective means of
communication between people.

The development of the Internet facilitates novel forms of communication to
take advantage of. My academic website1 is planned to present an organized view of
my scientific activity, especially this part that will not be covered by this dissertation.
Additionally, most of the conference presentations of the four technical chapters will
be available as online videos linked by the website. More importantly, my website
should provide my email address so, where possible, I can answer questions and
present my explanation of matters that may be unclear.

Finally, I would like to briefly mention the role of the word between the two,
that is of the dialogue. I could experience that, even in the professional setting, it
can turn a disagreement and deep-seated, mutual misunderstanding into a nuanced
and more accurate perspective. Therefore, I think it is worthwhile to exercise what
is at the service of dialogue.

1https://ii.uni.wroc.pl/˜tdr/

https://ii.uni.wroc.pl/~tdr/
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3 Technical Introduction

The technical introduction constitutes preliminaries of technical content of the dis-
sertation. It is intended to contain simple examples that demonstrate concepts
considered in the next chapters and to present broader context of their contribu-
tions.

3.1 Metalanguage

A metalanguage is a language used to describe another language, called the object
language or the defined language in case of a definition. As an example let us take
CPython that is, to simplify, an implementation of Python language written in C. If
we would take CPython as a definition of the Python language, then the C language
plays the role of the metalanguage and Python is the defined language.

We are about to use the English language with borrowings from mathematical
formalism to define the lambda calculus from the ground up. However, first we will
define a simple language of additive expressions to illustrate the definition process
and to set the stage for simple examples of reduction strategies and abstract ma-
chines. Later we will also use OCaml as a metalanguage to define semantics, that is
meaning, of additive expressions again.

3.2 Additive Expressions

We define abstract syntax of additive expressions by a context-free grammar:

E 3 e ::= dne | e1 ⊕ e2

where metavariable n ranges over the set of natural numbers N. The two types of
expressions are constants and sums. There are no variables in the defined language.
The idea is that the expression d2e ⊕ d2e models the metaexpression “2 + 2” of our
language in the defined language, so parts of language can become object of our
study.

We use the equality sign = to relate only objects identical at the metalevel.
Thus, we have d2e ⊕ d2e 6= d4e because from the perspective of the metalevel, ⊕
does not denote addition, but is an expression constructor. Using mathematical
notation we can describe ⊕ as a function that takes two expressions and returns
an expression as follows: ⊕ : E → E → E .

To denote metalevel addition, as is customary, we will use the plus sign +
with the following type at the metalevel + : N → N → N. Thus, the well-known
arithmetic fact 2 + 2 = 4 still holds in our notation.

We work with abstract syntax, as opposed to concrete syntax which is linear,
so we understand expressions as trees of derivations from the grammar. We use
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parentheses to disambiguate the derivation of an expression from the grammar.
Thus, we also have d3e⊕(d4e⊕d5e) 6= (d3e⊕d4e)⊕d5e, while 3+(4+5) = (3+4)+5.
The operation that ⊕ models, i.e. addition, is associative, but, as we have seen, as
a constructor of additive expressions, ⊕ is non-associative.

Having formally defined the syntax of the calculus, practically as a datatype,
we can programme, that is formally define, functions operating on expressions as,
for example, depth of an expression:

depth : E → N

depth( dne) = 0
depth(e1 ⊕ e2) = 1 + max(depth(e1),depth(e2))

Note that the expressions d2e ⊕ d2e and d4e have different depths:

depth(d2e ⊕ d2e) = 1 6= 0 = depth(d4e).

Since they have even different depths, they cannot be equal. However, we would like
to model that the the result of evaluation of expression “2 + 2” is “4”.

For this purpose, we define a contraction relation ⇀+ that simplifies sums of
constants in the following way: dn1e ⊕ dn2e ⇀+ dn1 + n2e. Then we have d2e ⊕
d2e⇀+ d4e. However, still (d3e⊕d4e)⊕d5e 6⇀+ d7e⊕d5e because the subexpression
d3e⊕ d4e is not of the form dne. As usually, the contraction relation denotes a local
operation that needs to be extended in order to operate on the whole expression
globally. Therefore, we want to define a reduction relation that can simplify also the
sums of subexpressions.

To this end, we define notion of context by the following grammar.

G 3 G ::= � | G⊕ e | e⊕G

A context can be understood as a expression with exactly one hole (denoted �).
A context can serve to point a position of a subexpression. For example, a context
�⊕d5e is a context of the subexpression d3e⊕d4e in the expression (d3e⊕d4e)⊕d5e.
The whole expression can be recomposed using the plug function defined below.

· [ · ] : G → E → E
�[e0] = e0

(G⊕ e)[e0] = G[e0]⊕ e
(e⊕G)[e0] = e⊕G[e0]

Then we have (�⊕ d5e)[d3e ⊕ d4e] = (�[d3e ⊕ d4e]) ⊕ d5e = (d3e ⊕ d4e) ⊕ d5e.
Having the plug function, we can extend any contraction ⇀ι to a reduction →ι by
a contextual closure.

e1 ⇀ι e2

G[e1]→ι G[e2]
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Finally, we can state that (d3e ⊕ d4e)⊕ d5e→+d7e ⊕ d5e and d7e ⊕ d5e→+d12e.
Thus, we can say that (d3e ⊕ d4e) ⊕ d5e reduces to d12e in exactly two steps and
cannot reduce to it in one step (d3e ⊕ d4e)⊕ d5e 6→+ d12e.

The reflexive-transitive closure of reduction in one step →ι is denoted by �ι,
and called reduction in zero or more steps. The reflexive-symmetric-transitive clo-
sure is denoted by =ι, and is called conversion. Therefore, (d3e ⊕ d4e) ⊕ d5e and
d12e are convertible to each other: (d3e ⊕ d4e)⊕ d5e =+ d12e.

Note the difference between the metalevel equality = and conversion =+ ob-
tained by the contextual and reflexive-symmetric-transitive closures: d2e ⊕ d2e and
d4e are two different expressions: d2e ⊕ d2e 6= d4e, but they are convertible to each
other: d2e ⊕ d2e =+ d4e. Similarly, ⊕ is not associative with respect to metalevel
equality: d3e⊕ (d4e⊕d5e) 6= (d3e⊕d4e)⊕d5e, but is associative w.r.t. +-conversion:
d3e ⊕ (d4e ⊕ d5e) =+ (d3e ⊕ d4e)⊕ d5e.

This way we have defined small-step reduction semantics [FH92] of additive
expressions. The reduction →+ defines a single, small step of computation, and the
conversion =+ relates the expression, among others, with the irreducible result of
the whole computation. Convertible expressions, as d2e⊕d2e and d4e, are considered
to have the same meaning. The meaning is not trivial because there are expressions
that are inconvertible d0e 6=+ d1e, so their replacement would be meaningful.

3.3 Basics of Lambda Calculus

The abstract syntax of the pure lambda calculus is given by the following context-
free grammar:

Λ 3 t ::= x | t1 t2 | λx.t

where the metavariable x ranges over some set of identifiers X . The three types
of expressions are variables, applications and abstractions. In a sense, applications
correspond to specialization and abstractions to generalization.

Similarly, we use parentheses to disambiguate the derivation. Moreover, we use
unambiguous notational shorthands, including left associativity of the application:
x y z = (x y) z 6= x (y z), extension of a body of an abstraction as far as possible:
λx.x x = λx.(xx) 6= (λx.x)x, and coalescing consecutive abstractions into one:
λxy.x = λx.λy.x. Examples of lambda expressions are given in Table 1.

As we can see, there is abuse of notation in using x as a metavariable and
a concrete name of object variable at the same time. It would be less ambiguous
to use a separate metavariable as a nonterminal representing variables. If we would
take κ as such metavariable, we would have Λ 3 t ::= κ | t1 t2 | λκ.t. Then,
we could say that x, y, z, f are just elements of X . However, the convention with
a double role of x is so widespread that we will stick to it.
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I = λx.x identity
K = λxy.x constant function constructor
S = λxyz.x z (y z) parametrized application constructor
ω = λx.x x self-applicator
Ω = ω ω canonical divergent term

pair = λxyf.f x y pair constructor
c0 = λfx.x Church numeral 0
c1 = λfx.f x Church numeral 1
c2 = λfx.f (f x) Church numeral 2
c3 = λfx.f (f (f x)) Church numeral 3

Table 1: Example lambda terms

Similarly as for additive expressions, we can define functions working on lambda
terms. Below, sets of free and bound variables in a term, and the capture-agnostic
substitution function are presented:

FV : Λ→ Pfin(X ) BV : Λ→ Pfin(X )
FV (x) = {x} BV (x) = ∅

FV (t1 t2) = FV (t1) ∪ FV (t2) BV (t1 t2) = BV (t1) ∪ BV (t2)
FV (λx.t) = FV (t) \ {x} BV (λx.t) = BV (t) ∪ {x}

· [ · := · ] : Λ→ X → Λ→ Λ

x′[x := t] =




t : x = x′

x′ : x 6= x′

(t1 t2)[x := t] = t1[x := t] t2[x := t]

(λx′.t′)[x := t] =




λx′.t′ : x = x′

λx′.t′[x := t] : x 6= x′

The terms with no free variables are called closed, and the others are called
open. A context in the lambda calculus can be seen as a term with exactly one free
occurrence of a special variable �. The notation C[t] is then a shortcut for C[� := t].
Assuming that � is not used as a bound variable, contexts in the lambda calculus
can be defined by the following grammar:

C ::= C t | t C | λx.C | �

The name lambda calculus comes from the letter lambda of abstraction syntax
that serves to define functions. Since the choice of the letter lambda is accidental,
so is the name lambda calculus. To get closer to its essence, it can be thought of
as a calculus of functions or a calculus of abstractions. The intended meaning of
a lambda abstraction is as follows (on an example of λx.x y):
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notation: λ x . x y

reading: a function that takes ex and returns ex applied to wye

Thus it would be intuitive to equalize terms of the form (λx.t1) t2 with t1[x := t2].
It would work perfectly for the identity or substitution of closed terms. Let us define
such a contraction⇀naïve as follows (λx.t1) t2 ⇀naïve t1[x := t2], and see that identity
I indeed returns exactly what it obtains I K = (λx.x)K →naïve x[x :=K] = K, while
the constant function of identity returns the identity regardless of its argument:

K I S = (λxy.x) I S →naïve (λy.x)[x :=I]S = (λy.I)S →naïve I[y :=S] = I

However, the constant function of a variable y would not return y because of the
variable capture:

K y S = (λxy.x) y S →naïve (λy.x)[x :=y]S = (λy.x)S →naïve y[y :=S] = S 6= y

Moreover, we can easily see that (λx.x) and (λy.y) describe in practice the same
function. Therefore, we want to define them as α-convertible, that is equivalent up
to α-renaming. We obtain the conversion from the α-contraction sufficient to rename
bound variables:

x′ /∈ FV (t) ∪ BV (t)
λx.t ⇀α λx

′.t[x :=x′]

We can define operational semantics for the lambda calculus in the form of
reduction semantics that specifies β-contraction as the single computation step. We
define β-contraction in the standard way (and its contextual closure determines
β-reduction):

t1 =α t
′
1 BV (t′1) ∩ FV (t2) = ∅

(λx.t1) t2 ⇀β t
′
1[x := t2]

Thanks to the substitutability check, that is the second premiss of the rule above,
the variable capture is avoided:

K y S = (λxy.x) y S →β (λz.x)[x :=y]S = (λz.x)S →β y[z :=S] = y

In short, the constant function constructor works as it should: K y S =β y.

The definition can be simplified by capture-avoiding substitution that generates
fresh variable names on the fly for any bindings in t1. With such an interpretation
of the substitution symbol, the premisses in the β-contraction rule can be omitted.
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3.4 Nameless Representations of Functions

Representation of functions with named variables entails a degree of freedom. For
example, the identity function can be represented by (λx.x) or (λy.y), or a term
with any other variable name. However, variable names can be abstracted out from
closed terms in the following sense. There exists a translation function α such that
α(t1) = α(t2) if and only if t1 =α t2. Two possible representations are named
after Nicolaas Govert de Bruijn, and they are de Bruijn indices and de Bruijn levels
representations. Both of them use the following syntax of terms.

Λα 3 t ::= n | t1 t2 | λt

Lambda abstractions do not use variable names, and variables use natural num-
bers instead of names. In the indices representation, variables identify their binder
by giving the number of binders between them in the abstract syntax tree, while
in the levels representation by giving the number of binders between the pointed
binder and the root of the syntax tree. Let us denote their translation func-
tions as ind : Λclosed → Λα and lev : Λclosed → Λα. Then we have for example
ind(λx.x λy.x y) = λ0λ1 0 and lev(λx.x λy.x y) = λ0λ0 1.

Some abstract machines work directly on de Bruijn representations. In case of
strong reduction, it is required to shift de Bruijn indices or levels while performing
the substitution because the distance in the number of binders between a variable
and its binder can change. The appropriate shiftings are shown for example in
[Cré07].

3.5 Reduction Strategies

The reduction order we have defined is nondeterministic. Specifically, the expression
(d1e⊕ d2e)⊕ (d4e⊕ d8e) can be reduced in two ways: reduce the sum d1e⊕ d2e first
or d4e ⊕ d8e. In order to impose a deterministic evaluation order, we can define a
reduction strategy. We can do that by restricting the grammar of general contexts.
Contextual closure under contexts L ::= � | L ⊕ e | dne ⊕ L gives left-to-right
evaluation order, while under R ::= � | R ⊕ dne | e ⊕ R gives right-to-left order.
We will denote restricted reduction with a nonterminal representing the restricted
family of contexts over the arrow.

(d1e ⊕ d2e)⊕ (d4e ⊕ d8e) L→+ d3e ⊕ (d4e ⊕ d8e) L→+ d3e ⊕ d12e L→+ d15e

(d1e ⊕ d2e)⊕ (d4e ⊕ d8e) R→+ (d1e ⊕ d2e)⊕ d12e R→+ d3e ⊕ d12e R→+ d15e

(d1e ⊕ d2e)⊕ (d4e ⊕ d8e)
L
6→+ (d1e ⊕ d2e)⊕ d12e

In the presence of functions, there are more interesting strategy choices. Infor-
mally, let us consider a function f defined by the formula “f(x) = x + x” and the



26 CHAPTER 0 INTRODUCTION

expression “f(3 + 7)”. We can do a step of the computation substituting the argu-
ment unevaluated and obtain an expression “(3+7)+(3+7)”. In the lambda calculus,
this approach is called call by name. Alternatively, we can evaluate the argument
“3 + 7” to obtain the expression “f(10)” and only then perform the substitution to
obtain “10 + 10”. This approach is called call by value.

Formally, call by name (cbn of [I]) step can be defined as contextual closure
of β-contraction under the family of contexts Q ::= � | Qt. In order to obtain a
deterministic call-by-value reduction, we first need to restrict β-contraction to βλ-
contraction: (λx1.t1) (λx2.t2) ⇀βλ

t1[x1 :=(λx2.t2)] under analogous assumptions
as ordinary β-contraction. Then left-to-right call-by-value reduction (lcbv of [I]) is
obtained by a contextual closure under E ::= � | E t | (λx.t)E, while right-to-left
(rcbv of [I]) under F ::= � | F (λx.t) | t F . Both call by name and call by value give
rise to Turing-complete programming languages.

As visible in the example of “f(3 + 7)”, the choice of the reduction strategy
may affect the number of steps to achieve the final result. It may also happen that
a computation terminates in one reduction strategy and diverges in another as in
the case of K I Ω in call by name and call by value respectively:

K I Ω Q→β (λz.I) Ω Q→β I 6→β

K I Ω E→βλ
(λz.I) Ω E→βλ

(λz.I) Ω E→βλ
. . .

K I Ω F→βλ
K I Ω F→βλ

K I Ω F→βλ
. . .

Nevertheless, even if two strategies part ways, the obtained expressions can be
always brought back together by full β-reduction (fullβ of [I]), as guaranteed by the
Church-Rosser theorem.

However, all the three reduction strategies from the paragraph above are weak
strategies. This means that they do not reduce expressions under lambdas. For
example, λx.(λy.y)x is irreducible in any of the three but reduces in full beta-
reduction: λx.(λy.y)x→β I.

An example of a strong strategy is normal-order reduction (no of [I]). It is
obtained by contextual closure of ordinary β-contraction under leftmost-outermost
contexts expressed by the nonterminal N .

N ::= N | λx.N n ::= λx.n | a
N ::= � | N t | aN a ::= an | x

Normal-order reduction extends the call-by-name strategy, hence it is sometimes
called strong call by name. All technical chapters of this dissertation consider strong
reduction strategies built over weak ones.
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3.6 Abstract Machines for Additive Expressions

Lambda calculus is a relatively convenient computational model to program in it
directly. On the other hand, computational complexity issues are much less evi-
dent than in the model of Turing machines. Even a single β-reduction step requires
searching for a contraction’s context and performing the substitution while evading
variable captures. These are nonlocal operations whose costs are nonobvious. How-
ever, this problem can be avoided by specifying the cost model for reduction via
other abstract machines. Their desired property, enjoyed by Turing machines by de-
sign, is that they can always perform one step of computation in a fixed measure of
time. Then the number of machine steps is a realistic cost model of time complexity.

We call these machines abstract because they abstract from details of a physical
computer. They could also be called theoretical or logical because they are formally
defined mathematical objects.

As an example, let us consider an abstract machine for additive expressions. It
is presented in Figure 1. Its configuration consists of a focused expression, a stack
representing evaluation contexts, and a direction tag that informs if the focused
expression is already evaluated. Their grammar is given in the top part of the
figure. A computation starts with the initial configuration focused on the root of
the given expression e, with the empty context represented by [ ], and tag directed
downwards: O. The computation step consists in applying one of the four transition
rules whose left-hand side matches the current configuration. The labels on the right
are names of transitions used for convenience. The computation terminates if none
of the rules applies. The result is then stored as the focused expression, in the empty
context with the tag directed upwards: M.

Figure 1: Left-to-right abstract machine for additive expressions

Expressions 3 e := dne | e1 ⊕ e2

Frames 3 F ::= �⊕ e | dne ⊕�
Stacks 3 S ::= [ ] | F :: S

Configurations 3 k ::= 〈e, S〉O | 〈dne, S〉M
Transitions:

e 7→ 〈e, [ ]〉O
〈e1 ⊕ e2, S〉O → 〈e1,�⊕ e2 :: S〉O (↙)
〈dne, S〉O → 〈dne, S〉M ( ↑ )

〈dne,�⊕ e :: S〉M → 〈e, dne ⊕� :: S〉O (↘)
〈dn2e, dn1e ⊕� :: S〉M → 〈dn1 + n2e, S〉M (+)

〈dne, [ ]〉M 7→ n
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An example run of the machine is shown in Figure 2. The first two steps of
the computation to the same transition rule (↙) and put the frames of the context
(�⊕ d2e) ⊕ (d4e ⊕ d8e) of the subexpression d1e on the stack. Subexpressions d1e
and d2e are recognized as values in the third and the fifth step respectively and are
added in the sixth step. After thirteen steps any of the transition rules cannot be
applied, and the configuration matches the shape of a terminal configuration. This
way the initial expression has been reduced to d15e.

Figure 2: Example run of an abstract machine

0 : 〈(d1e ⊕ d2e)⊕ (d4e ⊕ d8e), [ ]〉O
(↙)→

1 : 〈d1e ⊕ d2e, (�⊕ (d4e ⊕ d8e)) :: [ ]〉O
(↙)→

2 : 〈d1e, (�⊕ d2e) :: (�⊕ (d4e ⊕ d8e)) :: [ ]〉O
( ↑ )→

3 : 〈d1e, (�⊕ d2e) :: (�⊕ (d4e ⊕ d8e)) :: [ ]〉M
(↘)→

4 : 〈d2e, (d1e ⊕�) :: (�⊕ (d4e ⊕ d8e)) :: [ ]〉O
( ↑ )→

5 : 〈d2e, (d1e ⊕�) :: (�⊕ (d4e ⊕ d8e)) :: [ ]〉M
(+)→

6 : 〈d3e, (�⊕ (d4e ⊕ d8e)) :: [ ]〉M
(↘)→

7 : 〈d4e ⊕ d8e, (d3e ⊕�) :: [ ]〉O
(↙)→

8 : 〈d4e, (�⊕ d8e) :: (d3e ⊕�) :: [ ]〉O
( ↑ )→

9 : 〈d4e, (�⊕ d8e) :: (d3e ⊕�) :: [ ]〉M
(↘)→

10 : 〈d8e, (d4e ⊕�) :: (d3e ⊕�) :: [ ]〉O
( ↑ )→

11 : 〈d8e, (d4e ⊕�) :: (d3e ⊕�) :: [ ]〉M
(+)→

12 : 〈d12e, (d3e ⊕�) :: [ ]〉M
(+)→

13 : 〈d15e, [ ]〉M 9

Each configuration of the machine can be decoded into a decomposition of the
current expression into a focused subexpression and its context. A decomposition
can be recomposed into the expression by plugging the subexpression into the con-
text. The decoding with examples is given in Figure 3. Formally, there are defined
three decoding functions whose domains are stacks, configurations, and decompo-
sitions. However, here the operator of underlining is overloaded and denotes each
of the three functions. Note that the double underlining can be used to decode
configuration into recomposed expression. The first example shows the decoding of
the stack (�⊕ (d4e ⊕ d8e)) :: [ ] into the context �⊕ (d4e ⊕ d8e) step by step. The
second example shows that the configuration after the sixth step of the execution
from Figure 2 represents the expression d3e ⊕ (d4e ⊕ d8e).

Influenced by the decoding of the configurations to decompositions, we can
present the run from Figure 2 as in Figure 4. The notation is called refocusing
notation in Chapter IV. The name refers to Olivier Danvy’s and Lasse R. Nielsen’s
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Figure 3: Decoding of the left-to-right abstract machine for additive expressions

· : Stacks→ Contexts
[ ] = � (�⊕ e) :: S = S[�⊕ e] (dne ⊕�) :: S = S[dne ⊕�]

· : Configurations→ Expressions× Contexts
〈e, S〉O = (e, S) 〈dne, S〉M = (dne, S)

· : Expressions× Contexts→ Expressions
(e,G) = G[e]

〈d1e ⊕ d2e, (�⊕ (d4e ⊕ d8e)) :: [ ]〉O = (d1e ⊕ d2e, (�⊕ (d4e ⊕ d8e)) :: [ ])

= (d1e ⊕ d2e, [ ][�⊕ (d4e ⊕ d8e)])
= (d1e ⊕ d2e,�[�⊕ (d4e ⊕ d8e)])
= (d1e ⊕ d2e,�⊕ (d4e ⊕ d8e))

(d1e ⊕ d2e,�⊕ (d4e ⊕ d8e)) = (d1e ⊕ d2e)⊕ (d4e ⊕ d8e)

〈d3e, (�⊕ (d4e ⊕ d8e)) :: [ ]〉M = (d3e,�⊕ (d4e ⊕ d8e))

= (�⊕ (d4e ⊕ d8e))[d3e]
= d3e ⊕ (d4e ⊕ d8e)

concept of refocusing [DN01] which they connected to abstract machines in [DN04].
The idea is that the machine looks at the given expression, and the only thing that
transitions (↙), ( ↑ ), and (↘) do is that they locally change the machine’s focus
between subexpressions whereas the transition (+) performs the +-contraction. In
general, the focused expression of the machine is marked with the angular brackets
with a current direction tag, and the context is reconstructed around the focused
expression. For example, a configuration 〈d12e, (d3e ⊕�) :: [ ]〉M is represented by 3⊕〈d12e〉M. An analogous run for a more complex abstract machine with an explanation
of each step is given in Table 2. of [IV].

The decoding allows us to observe how a transition affects the evaluated ex-
pression. Rules (↙), ( ↑ ), and (↘) leave the expression unchanged, so they are
called overhead transitions. Since all stacks decode to a context derivable from the
L nonterminal, the rule (+) performs the +-contraction in L-context. Therefore
the machine performs the left-to-right strategy L→+ for additive expressions. These
observations can be formalized as the following lemmas.

Lemma 1. Transitions (↙), ( ↑ ), and (↘) are overhead transitions:

∀ ι ∈ {↙, ↑ ,↘}. k (ι)→ k′ =⇒ k = k′

Lemma 2. Transition (+) performs L→+ reduction: k (+)→ k′ =⇒ k
L→+ k′.
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Figure 4: Example run of an abstract machine in refocusing notation

0 :
〈
(d1e ⊕ d2e)⊕ (d4e ⊕ d8e)〉O

(↙)→
1 :

〈d1e ⊕ d2e〉O ⊕ (d4e ⊕ d8e) (↙)→
2 : (

〈d1e〉O ⊕ d2e)⊕ (d4e ⊕ d8e) ( ↑ )→
3 : (

〈d1e〉M ⊕ d2e)⊕ (d4e ⊕ d8e) (↘)→
4 : (d1e ⊕ 〈d2e〉O)⊕ (d4e ⊕ d8e) ( ↑ )→
5 : (d1e ⊕ 〈d2e〉M)⊕ (d4e ⊕ d8e) (+)→
6 :

〈
3
〉
M ⊕ (d4e ⊕ d8e) (↘)→

7 : 3⊕ 〈d4e ⊕ d8e〉O
(↙)→

8 : 3⊕ (
〈d4e〉O ⊕ d8e)

( ↑ )→
9 : 3⊕ (

〈d4e〉M ⊕ d8e)
(↘)→

10 : 3⊕ (d4e ⊕ 〈d8e〉O) ( ↑ )→
11 : 3⊕ (d4e ⊕ 〈d8e〉M) (+)→
12 : 3⊕ 〈d12e〉M

(+)→
13 :

〈d15e〉M 9

Analogously, an abstract machine for right-to-left strategy R→+ can be defined
as in Figure 5. The first difference can be observed in the grammar of frames that
corresponds to R-contexts. A difference is also in the first transition rule that focuses
on the subexpression e2 first.
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Figure 5: Right-to-left abstract machine for additive expressions

Expressions 3 e := dne | e1 ⊕ e2

Frames 3 F ::= e⊕� | �⊕ dne
Stacks 3 S ::= [ ] | F :: S

Configurations 3 k ::= 〈e, S〉O | 〈dne, S〉M
Transitions:

e 7→ 〈e, [ ]〉O
〈e1 ⊕ e2, S〉O → 〈e2, e1 ⊕� :: S〉O (↘)
〈dne, S〉O → 〈dne, S〉M ( ↑ )

〈dne, e⊕� :: S〉M → 〈e,�⊕ dne :: S〉O (↙)
〈dn1e,�⊕ dn2e :: S〉M → 〈dn1 + n2e, S〉M (+)

〈dne, [ ]〉M 7→ dne

3.7 Abstract Machines for Lambda Calculus

The first abstract machine for the lambda calculus is Landin’s SECD abstract ma-
chine reproduced in Figure 6 [Lan64; Dan+03]. Transition names come from the
original paper. It is implemented in the software artefact accompanying Chapter IV
titled Abstract Machines Workshop. The SECD machine performs the right-to-left
call by value, that is F→βλ

reduction.

Configuration of the SECD machine, according to the name, consists of a stack,
an environment, the code controlling the computation, and a dump. A stack is
just a list of evaluated terms, while an environment is a dictionary whose keys are
identifiers, and whose values are evaluated terms. The code component is a list of
terms and application instructions. The dump captures a complete configuration
consisting of a stack, an environment, a code, and a next dump.

The only non-overhead transition rule is (2c1) which performs βλ-contraction.
However, the substitution of the argument v for parameter x in the body t is delayed
by adding an entry (x, v) to the environment E′ enclosing the abstraction λx.t. The
current value of substituted variables is retrieved by the transition rule (2a). Thus,
already processed terms should be always decoded in the appropriate environments.
Therefore, in the rule (2b), evaluated terms are paired with their environments that
enclose their substituted variables. As pairs, they constitute closures that are used
in other environment-based abstract machines. Since SECD is the first abstract
machine for the lambda calculus, its design is more complex and its decoding is
more involved than of the next two machines below.

The dump component of the SECD machine could be simplified out [FF87;
Dan04; ABM14]. The simplified machine would resemble a right-to-left variant of the

https://zenodo.org/record/6606302
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Figure 6: The pure part of the SECD abstract machine

Terms 3 t := x | t1 t2 | λx.t
Control 3 C ::= [ ] | t :: C | ap :: C
Values 3 v := (λx.t, E)

Environments 3 E ::= [ ] | (x, v) :: E
Stacks 3 S ::= [ ] | v :: S
Dumps 3 D ::= [ ] | (S,E,C) :: D

Configurations 3 k ::= 〈S,E,C,D〉
Transitions:

t 7→ 〈[ ], [ ], t :: [ ], [ ]〉
〈S,E, x :: C,D〉 → 〈E(x) :: S,E,C,D〉 (2a)

〈S,E, (λx.t) :: C,D〉 → 〈(λx.t, E) :: S,E,C,D〉 (2b)
〈S,E, t1 t2 :: C,D〉 → 〈S,E, t2 :: t1 :: ap :: C,D〉 (2d)

〈(λx.t, E′) :: v :: S,E, ap :: C,D〉 → 〈[ ], (x, v) :: E′, t :: [ ], (S,E,C) :: D〉 (2c1)
〈v :: _,_, [ ], (S,E,C) :: D〉 → 〈v :: S,E,C,D〉 (1)

〈v :: [ ], [ ], [ ], [ ]〉 7→ v

CEK machine. The CEK machine [FF87] for the pure lambda calculus, performing
left-to-right call-by-value reduction E→βλ

, is presented in Figure 7. The numbering
of the rules coincides with the numbering of the rules from Table 1 of [FF87]. The
rule (5) is responsible for βλ-contraction, and stacks are straightforwardly decoded
to E-contexts of Section 3.5.

The canonical machine performing call by name, that is Q→β reduction, is the
well-known Krivine machine [Kri85] presented in Figure 8. It operates on lambda
expressions in de Bruijn indices representation. The appropriate closure substituted
for a variable is found by rules (3) and (4). The unrestricted β-contraction is per-
formed by the rule (2), since the rule (1) creates closures with an unevaluated term.

Crégut extended the Krivine machine to a strong abstract machine called KN
[Cré07], recreated in Figure 9. The numbering of the transition rules coincides with
[Cré07] where (7) is used to underline the shape of terminal configurations. In case
there is no argument on a stack for an abstraction, the rule (3) is executed: an
abstract variable V (n + 1) is added to the environment E as a prepared argument,
and a frame λ� is placed on the stack. The number n, being the third element of
the configuration, remembers the number of frames λ� on the stack and therefore
it is incremented by rule (3) and decremented by rule (9). Thanks to that, an
appropriate de Bruijn index can be easily computed by the rule (6).

Crégut’s KN machine performs N→β reduction. However, the argument that
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Figure 7: The pure part of the CEK abstract machine

Terms 3 t := x | t1 t2 | λx.t
Values 3 v := (λx.t, E)

Environments 3 E ::= [ ] | (x, v) :: E
Frames 3 F ::= � (t, E) | v�
Stacks 3 S ::= [ ] | F :: S

Configurations 3 k ::= 〈(t, E), S〉O | 〈v, S〉M
Transitions:

t 7→ 〈(t, [ ]), [ ]〉O
〈(x,E), S〉O → 〈E(x), S〉M (1)

〈(λx.t, E), S〉O → 〈(λx.t, E), S〉M (2)
〈(t1 t2, E), S〉O → 〈(t1, E),� (t2, E) :: S〉O (3)

〈v,� (t2, E) :: S〉M → 〈(t2, E), v� :: S〉O (4)
〈v, (λx.t, E)� :: S〉M → 〈(t, (x, v) :: E), S〉O (5)

〈v, [ ]〉M 7→ v

Figure 8: Krivine machine

Terms 3 t := n | t1 t2 | λt
Closures 3 c := (t, E)

Environments 3 E ::= [ ] | c :: E
Stacks 3 S ::= [ ] | � c :: S

Configurations 3 k ::= 〈c, S〉
Transitions:

t 7→ 〈(t, [ ]), [ ]〉
〈(t1 t2, E), S〉 → 〈(t1, E),� (t2, E) :: S〉 (1)

〈(λt, E),� c :: S〉 → 〈(t, c :: E), S〉 (2)
〈(0, c :: E), S〉 → 〈c, S〉 (3)

〈(n+ 1, c :: E), S〉 → 〈(n,E), S〉 (4)
〈c, [ ]〉 7→ c

KN implements the strong call-by-name strategy is not immediate [GN19]. One of
the possible proofs is to give a weakly bisimilar abstract machine carrying extra
information, called a ghost abstract machine in [IV]. As an example, a version of
KN with explicit shape invariant is given in Figure 10. The grammar of stacks with
nonterminals α and ν guards the property that λ� is never placed directly on � c
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Figure 9: A variant of KN abstract machine

Terms 3 t := n | t1 t2 | λt
Closures 3 c := (t, E) | V (n)

Environments 3 E ::= [ ] | c :: E
Frames 3 F ::= � c | t� | λ�
Stacks 3 S ::= [ ] | F :: S

Configurations 3 k ::= 〈c, S, n〉O | 〈t, S, n〉M
Transitions:

t 7→ 〈(t, [ ]), [ ], 0〉O
〈(t1 t2, E), S, n〉O → 〈(t1, E),� (t2, E) :: S, n〉O (1)

〈(λt, E),� c :: S, n〉O → 〈(t, c :: E), S, n〉O (2)
〈(λt, E),���� c :: S, n〉O → 〈(t, V (n+ 1) :: E), λ� :: S, n+ 1〉O (3)
〈(0, c :: E), S, n〉O → 〈c, S, n〉O (4)

〈(n′ + 1, c :: E), S, n〉O → 〈(n′, E), S, n〉O (5)
〈V (n0), S, n〉O → 〈n− n0, S, n〉M (6)
〈t,� c :: S, n〉M → 〈c, t� :: S, n〉O (8)
〈t, λ� :: S, n〉M → 〈λt, S, n− 1〉M (9)
〈t2, t1� :: S, n〉M → 〈t1 t2, S, n〉M (10)

〈t, [ ], 0〉M 7→ t

because it would create an unreduced function-argument pair on the stack. Such
α-stacks are decoded into exactly N -contexts of Section 3.5. The grammar also uses
grammars of terms explicitly restricted to normal and neutral terms. The explicit
coercion d · e from neutral to normal terms, including the d�e frame, is erased by
the decoding. However, management of this explicit shape invariant increases the
number of configuration modes to three and adds a transition rule (8a). Yet, the side
condition of transition rule (3) from Figure 9 is expressed explicitly by the presence
of the d�e frame.

It turns out that KN may need exponentially many steps with respect to sim-
ulated reduction steps. As Accattoli and Dal Lago pinpointed with the name size
explosion problem [AL16], a lambda expression can grow exponentially big with
respect to the number of executed β-steps. Since the KN employs no means of shar-
ing, exponentially many constructors have to be introduced then step by step. In
other words, in general, KN suffers from exponential overhead. The first abstract
machine for strong call by name with polynomial overhead was Accattoli’s Useful
MAM [Acc16], reproduced in Figure 11. It represents contexts of focused expressions
by structures called here stacks and dumps in analogy to the SECD machine. It also
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Figure 10: Ghost abstract machine with explicit shape invariant for KN

Terms 3 t := m | t1 t2 | λt
Normal Terms 3 n := λt | dae
Neutral Terms 3 a := m | an

Closures 3 c := (t, E) | V (n)
Environments 3 E ::= [ ] | c :: E

Applicative Stacks 3 α ::= � c :: α | d�e :: ν
Non-applicative Stacks 3 ν ::= [ ] | λ� :: ν | a� :: α

Configurations 3 k ::= 〈c, α〉O | 〈a, α〉M | 〈n, ν〉M′

Transitions:
t 7→ 〈(t, [ ]), d�e :: [ ], 0〉O

〈(t1 t2, E), α,m〉O → 〈(t1, E),� (t2, E) :: α,m〉O (1)
〈(λt, E),� c :: α,m〉O → 〈(t, c :: E), α,m〉O (2)
〈(λt, E), d�e :: ν,m〉O → 〈(t, V (m+ 1) :: E), λ� :: ν,m+ 1〉O (3)
〈(0, c :: E), α,m〉O → 〈c, α,m〉O (4)

〈(m′ + 1, c :: E), α,m〉O → 〈(m′, E), α,m〉O (5)
〈V (m0), α,m〉O → 〈m−m0, α,m〉M (6)
〈a,� c :: α,m〉M → 〈c, d�e :: a� :: α,m〉O (8)
〈a, d�e :: ν,m〉M → 〈dae, ν,m〉M′ (8a)
〈n, λ� :: ν,m〉M′ → 〈λn, ν,m− 1〉M′ (9)
〈n, a� :: α,m〉M′ → 〈an, α,m〉M (10)

〈n, [ ], 0〉M 7→ n

uses a global store σ instead of local environments. Variables are intended to be
implemented as memory locations, so the store is represented by the memory state.
Due to that, it needs to maintain an invariant that all variables have distinct names.
It can be achieved by generating fresh variable names in the initial configuration and
transition rules (ered) and (eabs). Useful MAM implements useful sharing [AL16]
by suppressing substitutions that do not create new reducible expressions as in the
transition rule (Oc3). The β-contraction is realized by rules (m1) and (m2). The rule
(m1) eagerly executes substitution, which is of linear complexity, in order to avoid
creating variable chains in the store. The rule (m2) computes an appropriate label l
with an auxiliary abstract machine with the same data structures and c-transitions.
The label red means that the term t2 contains a redex and its substitution is always
useful, neu means that t2 is a neutral term and its substitution would be always
useless, and abs means that t2 is a normal abstraction and its substitution is useful
if and only if it will be applied to an argument.
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Figure 11: Useful Milner abstract machine

Terms 3 t := x | t1 t2 | λx.t
Stacks 3 S ::= [ ] | � t :: S

Dump Frames 3 F ::= λx.� | (t�)S
Dumps 3 D ::= [ ] | F :: D
Labels 3 l := abs | neu | red
Stores 3 σ ::= [ ] | (x, (t, l)) :: σ

Configurations 3 k ::= 〈t, S,D, σ〉O | 〈t, S,D, σ〉M
Transitions:

t 7→ 〈tα, [ ], [ ], [ ]〉O
〈t1 t2, S,D, σ〉O → 〈t1,� t2 :: S,D, σ〉O (Oc1)

〈λx1.t,�x2 :: S,D, σ〉O → 〈t[x1 :=x2], S,D, σ〉O (m1)
〈λx.t1,� t2 :: S,D, σ〉O → 〈t1, S,D, (x, (t2, l)) :: σ〉O : appropriate l (m2)

〈λx.t, [ ], D, σ〉O → 〈t, [ ], λx.� :: D,σ〉O (Oc2)
〈x, S,D, σ〉O → 〈tα, S,D, σ〉O : σ(x) = (t, red) (ered)

〈x,� t2 :: S,D, σ〉O → 〈tα,� t2 :: S,D, σ〉O : σ(x) = (t, abs) (eabs)
〈x, S,D, σ〉O → 〈x, S,D, σ〉M : otherwise (Oc3)

〈t1,� t2 :: S,D, σ〉M → 〈t2, [ ], (t1�)S :: D,σ〉O (Mc6)
〈t, [ ], λx.� :: D,σ〉M → 〈λx.t, S,D, σ〉M (Mc4)

〈t2, [ ], (t1�)S :: D,σ〉M → 〈t1 t2, S,D, σ〉M (Mc5)
〈t, [ ], [ ], σ〉M 7→ (t, σ)

Accattoli, Condoluci, and Sacerdoti Coen proposed an abstract machine for
strong call by value with polynomial overhead, independent from ours, and called it
SCAM [ACC21]. It is reproduced for comparison in Figure 12 in a notation akin to
ours. A brief comparison of SCAM with RKLV of Chapter III is located at the end
of that chapter.

The SCAM works on precompiled forms of lambda terms called crumbles that
resemble A-normal forms [SF93] (later called administrative normal forms, for ex-
ample in [App98]). They are represented by explicit substitutions · [ · ← · ] that are
part of the syntax, as opposed to substitution operation · [ · := · ] that is executed by
rules (βv) and (ren). The machine performs on-the-fly α-renaming on β-transitions
(βv) and (βi). The side condition (∗) denotes S(y)α = λw.E[?[?←b]] where S(y) is
an abstraction bound to the variable y on the stack S.
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Figure 12: Strong crumbling abstract machine

Bites 3 b ::= x | x y | λx.t
Environments 3 E ::= � | E[x←b]

Crumbles 3 t ::= E[?]
Frames 3 F ::= �[x←b] | t[x←λy.�]
Stacks 3 S ::= [ ] | F :: S

Configurations 3 k ::= 〈t, S〉O | 〈t, S〉M
Transitions:
t 7→ 〈t, [ ]〉O

〈t[x←y z], S〉O → 〈E[t[x←b]][w :=z], S〉O : (∗) ∧ S(z) is an abstr. (βv)
〈t[x←y z], S〉O → 〈E[t[x←b]],�[w←z] :: S〉O: (∗) ∧ S(z) not an abstr. (βi)
〈t[x←y], S〉O → 〈t[x :=y], S〉O : x 6= ? (ren)
〈t[x←b], S〉O → 〈t,�[x←b] :: S〉O : otherwise (sea1)

〈?, S〉O → 〈?, S〉M (sea2)
〈t,�[x←b] :: S〉M → 〈t[x←b], S〉M : b is not an abstraction (sea3)

〈t,�[x←λy.t′] :: S〉M → 〈t, S〉M : x /∈ FV (t) (gc)
〈t,�[x←λy.t′] :: S〉M → 〈t′, t[x←λy.�] :: S〉O : x ∈ FV (t) (sea5)
〈t′, t[x←λy.�] :: S〉M → 〈t[x←λy.t′], S〉M (sea4)

〈t, [ ]〉M 7→ t

3.8 Normalization by Evaluation

A term irreducible in the given strategy is called a normal form of this strategy.
Thus the process of computing it is called normalization. A possible means of
normalization is a simulation of reduction steps via an abstract machine, as presented
in the previous section.

Another approach is to assign meaning to expressions in a way consistent with
reduction rules. Intuitively, it means that if two expressions e1 and e2 have the
same meaning Je1K = Je2K, then they are convertible (in case of additive expressions:
e1 =+ e2). Reification d · e is an operation that can turn a meaning m into an
expression dme having this meaning JdmeK = m. Having that, in order to normalize
an expression e, we can determine its meaning JeK, and reify it into an expression
dJeKe in normal form that is convertible to e (for additive expressions: e =+ dJeKe).
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The meaning of additive expressions is defined compositionally as follows:

J · K : E → N

JdneK = n

Je1 ⊕ e2K = Je1K + Je2K

Formally, it can be implemented in the OCaml language as in Listing 1.

Listing 1: Normalizer for additive expressions
1 type expr = Const of int | Plus of expr * expr
2 type value = int
3
4 let rec eval : expr -> value = function
5 | Const n -> n
6 | Plus(e1 , e2) -> (eval e1) + (eval e2)
7
8 let reify (n : value) : expr = Const n
9 let normalize (e : expr) : expr = reify (eval e)

It can be checked that dJ(d1e ⊕ d2e)⊕ (d4e ⊕ d8e)Ke = d15e: a metaexpres-
sion normalize (Plus (Plus (Const 1) (Const 2)) (Plus (Const 4) (Const
8)))) computes a metavalue Const 15.

3.9 Functional Correspondence

Olivier Danvy and his then doctoral students showed that such normalizers and
abstract machines are two sides of the same coin [Dan+03]. They elaborated on
how the two can be systematically transformed into each other, preserving their
behaviour, with examples including SECD, CEK, and Krivine machine. The bridge
between the two sides is called the functional correspondence.

As an extra example, the transformation of the normalizer from Listing 1 is
presented below. The first step is to translate the code to the continuation-passing
style where the control flow is explicitized by passing a continuation as an extra
argument of functions. The result of the translation of the function eval is presented
in Listing 2. Additionally, the left-to-right evaluation order is imposed, and the reify
function is inlined and passed as a continuation in the normalize function where eval
in the continuation-passing style is called.

Listing 2: Normalizer in continuation-passing style
1 let rec eval (t : expr) (k : value -> 'a) : 'a =
2 match t with
3 | Const n -> k n
4 | Plus(e1 , e2) -> eval e1 (fun n1 ->
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5 eval e2 (fun n2 ->
6 k (n1 + n2 )))
7
8 let normalize (e : expr) : expr =
9 eval e (fun n -> Const n)

The second step is to eliminate the higher-order aspect of function eval by
defunctionalization. The type of continuation is defunctionalized into a datatype of
the stack. The result is given in Listing 3. Additionally, the definition of the stack
is dissected into the definition of frames and stack as a list of frames.

Listing 3: Defunctionalized normalizer in continuation-passing style
1 type frame = PlusR of expr | PlusL of value
2 type stack = frame list
3
4 let rec eval (e : expr) (s : stack) : expr =
5 match e with
6 | Plus(e1 , e2) -> eval e1 ( PlusR e2 :: s)
7 | Const n -> cont n s
8 and cont (n : value) (s : stack) : expr =
9 match s with

10 | PlusR e2 :: s -> eval e2 (PlusL n :: s)
11 | PlusL n1 :: s -> cont (n1 + n) s
12 | [] -> Const n
13
14 let normalize (e : expr) : expr = eval e []

Commonly, a code in the form of Listing 3 is regarded as an abstract machine
from Figure 1. The eval t [] from the last line defines the initial configuration,
and the last clause of pattern matching in the cont function defines how to retrieve
the result from the terminal configuration. The remaining four pattern matching
clauses encode the four transitions of the machine, and names of mutually recursive
functions eval and cont, with only tail calls, correspond to downward O and upward
M directions of the tag respectively. However, the structure of abstract machines can
be made even more explicit as in Listing 4. Configurations form a datatype, load
returns an initial configuration, trans_err is the transition function implemented
as a partial function from configurations to configurations, and unload manages the
terminal configuration. The computation of normal form is directly expressed as an
iteration of the finite transitions.

Listing 4: Abstract machine
1 type conf = E of expr * stack | C of value * stack
2
3 let load (e : expr) : conf = E(e, [])
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4
5 let trans_err (c : conf) : conf =
6 match c with
7 | E(Plus(e1 , e2), s) -> E(e1 , PlusR e2 :: s)
8 | E( Const n, s) -> C(n, s)
9 | C(n, PlusR e :: s) -> E(e, PlusL n :: s)
10 | C(n2 , PlusL n1 :: s) -> C(n1 + n2 , s)
11 | C(n, []) -> raise Stream . Failure
12
13 let unload : conf -> expr = function
14 | C(n, []) -> Const n
15 | _ -> assert false
16
17 let rec iter_trans (c : conf) : conf =
18 match trans_err c with
19 | exception Stream . Failure -> c
20 | c' -> iter_trans c'
21
22 let normalize (e : expr) : expr =
23 e |> load |> iter_trans |> unload

Normalization by evaluation is sometimes promoted as a “reduction-free” ap-
proach to normalization. However, thanks to Danvy’s bridge [Dan05], it can be
thought of as a reduction-hidden-at-the-metalevel approach. An abstract machine
derived via the functional correspondence allows us to observe how the normalization
by evaluation proceeds. The CPS translation makes the control flow, and maybe
more importantly, the evaluation order explicit. In turn, the defunctionalization
pushes the implementation of closures from the metalevel to the object level. Then
decodings of the configurations enable tracing of the reduction sequence.

An obtained machine exhibits steps of, possibly higher-order, computation as
iterated finite changes of first-order data. Such a representation constitutes quite
clear implementation guidelines of the defined language. Moreover, the implemen-
tation is actually in trampolined style [GFW99] as a single transition corresponds
to one bounce. This means that a computation can be easily run for a given num-
ber of steps, resumed later, or interleaved with other computations. On the other
hand, from a theoretical point of view, an abstract machine constitutes a opera-
tional semantics. It is more fine-grained than small-step operational semantics, or
even than micro-step operational semantics as understood in [ABM14], so we can
call it nano-step operational semantics. Together with a practical implementation,
it has also a didactic value because learners can run an abstract computation step
by step on their computers and see how the defined programming language works.
Last but not least, the number of machine steps gives a natural cost model for time
complexity, as mentioned earlier.
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3.10 Efficiency of Abstract Machines

Chapters III and IV tackle problems of the efficiency of abstract machines. The
KNV machine of Chapter II suffers from exponential overhead because it may fall
prey to computing the same partial results repeatedly. It resembles the trouble with
computing terms of the Fibonacci sequence directly from its recursive definition:

1 let rec fib (n : int) : int =
2 if n < 2 then n else fib (n - 1) + fib (n - 2)

A computer user can convince themselves empirically that the initial terms are
computed immediately, but a query for fib(60) causes the computer to freeze for
a long while. The reason is that preceding sequence terms are computed over and
over. The problem can be solved by the memoization technique:

1 module IntDict = Map.Make(
2 struct type t = int let compare = compare end)
3
4 let caches : int IntDict .t ref = ref IntDict .empty
5
6 let rec fib (n : int) : int =
7 match IntDict . find_opt n ! caches with
8 | None -> let y = if n < 2 then n else
9 fib (n - 1) + fib (n - 2) in

10 caches := IntDict .add n y ! caches ;
11 y
12 | Some y -> y

When a computation of any term is finished, the result is cached, and then
retrieved from the cache any time it is needed again. Thanks to that, any term is
computed at most once. The value of fib(150), modulo OCaml’s integer overflow,
is returned in the blink of an eye. The difference is truly astronomic because the
number of computation steps directly from the recursive definition is greater than
the number of nanoseconds since the Big Bang. If my computer had begun that
computation at the very moment of the Big Bang, dinosaurs on Earth would have
evolved before, non-avian dinosaurs would have become extinct, and my computer
would be still computing now!

The introduction of memoization to normalizers of lambda terms entails the
implicit sharing of subterms. It leads to a counterintuitive proposition that expo-
nentially big terms can be constructed in linear time. Since terms are represented as
persistent data structures, when a computed subterm is needed again, it is enough
to copy a memory reference to its root instead of copying every memory cell that
represents it. Due to that, a logical size of the term can nearly double in constant
time, while the physical representation grows at most by a constant amount of space.
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While it does not affect reasoning about time complexity, the fact that subterm shar-
ing is managed by the metalanguage hampers the reasoning about space complexity.
Therefore, a systematic explicitization of memory sharing is one of the subjects of
still ongoing development.

As shown in Listing 4, whole configurations of abstract machines can be consid-
ered as persistent data structures. Thus, to bound the number of steps the machines
can perform, potential functions à la Chris Okasaki were employed [Oka99]. As an
example of how they are working, a potential function Φ for the abstract machine
from Figure 1 is presented in Figure 13 with its properties expressed below.

Figure 13: Potential function for the left-to-right abstract machine for additive
expressions

Φ : Expressions→ N

Φ(e1 ⊕ e2) = 3 + Φ(e1) + Φ(e2) Φ(dne) = 1
Φ : Stacks→ N

Φ([ ]) = 0 Φ(�⊕ e :: S) = 2 + Φ(e) + Φ(S) Φ(dne ⊕� :: S) = 1 + Φ(S)
Φ : Configurations→ N

Φ(〈e, S〉O) = Φ(e) + Φ(S) Φ(〈dne, S〉M) = Φ(S)

Lemma 3. Every transition of the machine from Figure 1 decreases the potential:
k → k′ =⇒ Φ(k) > Φ(k′). More specifically: k → k′ =⇒ Φ(k) = 1 + Φ(k′).

Proof. Case analysis on transition rules.

3 + Φ(e1) + Φ(e2) + Φ(S) > Φ(e1) + 2 + Φ(e2) + Φ(S) (↙)
1 + Φ(S) > Φ(S) ( ↑ )

2 + Φ(e) + Φ(S) > Φ(e) + 1 + Φ(S) (↘)
1 + Φ(S) > Φ(S) (+)

Theorem 1. Execution of an additive expression e takes exactly Φ(e) steps.

Proof. The potential of the initial configuration is Φ(e), every transition decreases
it by 1, and the machine stops if and only if the potential drops to 0.

3.11 Contributions

The contributions of this dissertation are spread over the four technical chapters
and summarized below. Table 2 gives the context of the research area by listing
abstract machines for lambda calculus discussed in Section 3.7. The first three



3 TECHNICAL INTRODUCTION 43

columns present respectively their names, articles that introduce each, and year of
the publication. Three of the machines (KNV, RKNV, RKNL) are contributions of
the last three chapters of this dissertation. The fourth column identifies reduction
strategies implemented by the machines with strategies surveyed in Chapter I. The
machine called SCAM implements a strategy in a calculus with explicit substitutions,
so its strategy is absent in [I]. However, the survey is planned to be extended
with strategies of equivalent termination behaviour. The last column underlines
asymptotic performance of the machines. We can see that weak strategies (call
by name, right-to-left and left-to-right call by value) were naturally implemented
efficiently, while in the strong case (normal order, twice right-to-left call by value),
it is not immediate to avoid an exponential overhead.

machine introduced in year strategy as in [I] overhead
SECD [Lan64] 1964 rcbv polynomial
Krivine [Kri85] 1985 cbn polynomial
CEK [FF87] 1986 lcbv polynomial
KN [Cré90] 1990 no exponential

Useful MAM [Acc16] 2016 no polynomial
KNV [II] 2020 rrcbw exponential
SCAM [ACC21] 2021 polynomial
RKNV [III] 2021 rrcbw polynomial
RKNL [IV] 2022 no polynomial

Table 2: Selected abstract machines

Chapter I surveys reduction strategies of the lambda calculus. It is first such
a survey since Sestoft’s [Ses02]. Moreover, it explores the space of strategies, dis-
covers new ones, and all the gathered strategies are formalized in the Coq proof
assistant. It pays off a part of the research debt (as explained in the previous
subchapter) by setting a landscape of the strategies. In particular, it allows us to
precisely pinpoint the strategies implemented by the machines presented in Table 2.
The paper also compares a few semantic formats and introduces a new one, called
phased semantics, that facilitates more algebraic reasoning about the strategies and
is applied to prove determinism and shapes of the normal forms of the strategies.
All of these properties for all the surveyed strategies are formalized in Coq.

Chapter II is the first chronologically published. The titular contribution,
namely the KNV machine, is the first published abstract machine for strong call
by value. It is expressed with notation very close to [Cré07] because of its close
kinship with Crégut’s KN from which it was systematically interderived via the
functional correspondence [Dan+03]. The reader may also witness an old technique
of proving progress via annotated decomposition that is replaced with a potential
function in the next chapters. In turn, proofs of the properties of the rrcbw strategy
could be now imported from [I]. The paper also explains in Section 3.3 a derivation
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of a bisimilar machine with explicit shape invariant. The invariant derivation is
demonstrated in the code accompanying the paper. Such a bisimilar machine with
extra information added for theoretical purposes is named a ghost machine in [IV].
In [II], it is employed to read back reduction semantics of rrcbw by reversing an
automaton corresponding to the grammar of machine stacks. Moreover, the paper
demonstrates the term-streaming technique that can be used in order to short-circuit
a conversion check and return early a negative answer, before the given terms are
fully normalized. A drawback of the KNV machine is that there exist lambda terms
that can induce an exponential overhead of the execution. However, the exponential
overhead can be stripped out exactly as it was promised in the conclusion section of
the chapter.

Chapter III introduces the RKNV machine that reduces the overhead of KNV
from exponential to polynomial. It is one of the two first, besides SCAM, efficient
abstract machines for strong call by value, and the one of the two whose notion of
strong call by value is a conservative extension of open call by value [AG16]. The
obtained machine can be intuitively understood thanks to the functionally corre-
sponding normalizer expressed in OCaml. The guiding intuition eases proving the
correctness of the machine. The proof of the computational complexity requires an
amortized analysis. The analysis is carried out with the use of a potential function
à la Okasaki. Applied proof techniques are successfully reused in Chapter IV. The
paper contains also an example showing that term representations with de Bruijn
indices or de Bruijn levels without syntax extensions would introduce an unwanted
quadratic overhead.

Chapter IV refines the methods employed in [II] and [III] to obtain the first
efficient abstract machine for a full-reducing call-by-need strategy, named RKNL.
The machine also improves the state of the art for normal-order reduction by reduc-
ing the overhead from quadratic to quasibilinear. The main part of the derivation
via the functional correspondence was done using an automatic tool called seman-
tic transformer [BB21]. Taking into account the complexity of efficient machines
for strong call by value and the complexity of call-by-need semantics, the obtained
machine turns out to be simpler than expected. Its soundness, completeness and
efficiency are proven with respect to the normal-order (no of [I]) strategy, which is
a strong strategy. Its correctness is proven also w.r.t. a weak call-by-need machine.
The paper contains a table summarizing numbers of steps measured empirically re-
vealing the machine’s asymptotic performances. Two ingredients that can be seen as
presentational contributions are: separate presentation of a ghost machine explicitly
representing leftmost-outermost contexts, and an example of a full run of the RKNL
machine in refocusing notation.
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4 Conclusion

The thesis of this dissertation is that language is a marvellous tool with plentiful
applications.

We have showcased studies on the formal languages enabled by their definitions
in metalanguages, formal and informal. In the case of formal, functional languages
(here OCaml and Racket) that are applied in this dissertation, the systematic trans-
formations of definitional interpreters lead to provably asymptotically efficient im-
plementations of strong reductions in the lambda calculus. The reductions, in turn,
are applied in partial evaluation, compilation, and proof assistants (see Section 1.5
Practical Applications).

Lambda calculus itself can be seen as a very simple, functional, universal pro-
gramming language that can be used as a metalanguage. OCaml and Racket im-
plementations can be desugared to the weak call-by-value lambda calculus being
a reasonable computation model for both time and space complexity [FKR20]. It
indicates an interesting self-reinforcement of programming languages research. For
example, the Coq proof assistant is used as a tool in Chapter I, while Chapters III
and IV potentially have an application in Coq’s implementation. Thus, languages
are used to study themselves.

The introduction also presents a synergy between theoretical research and pro-
gramming. Chapter I documents a successful attempt at interactive theorem prov-
ing. In Chapters II, III, IV, programming enabled fast prototyping of theoretical
constructs such as derived abstract machines in OCaml and Racket. On the other
hand, tools like Coq, OCaml, and Racket build on the lambda calculus and originate
from the research endeavour, let alone semantic transformer that is an artefact of
new directions in research.

The whole undertaking behind this dissertation was possible thanks to the ex-
istence of language. The fact that its whole content is expressed in languages is so
obvious that it could remain unnoticed. However, I find it noteworthy to point out
that applications of language alone, including reasoning, programming, writing, and
communicating, can be recognized as work beneficial to others.

Based on my modest experience, I suppose that the use of lambda calculus as
a metalanguage, as a model language, and as an intermediate language still will be
bringing fruits and will be showing the effectiveness of language.





Bibliography

[ABM14] Beniamino Accattoli, Pablo Barenbaum, and Damiano Mazza. ‘Distill-
ing abstract machines’. In: Proceedings of the 19th ACM SIGPLAN in-
ternational conference on Functional programming, Gothenburg, Swe-
den, September 1-3, 2014. Ed. by Johan Jeuring and Manuel M. T.
Chakravarty. ACM, 2014, pp. 363–376. doi: 10.1145/2628136.2628154.

[Acc16] Beniamino Accattoli. ‘The Useful MAM, a Reasonable Implementation
of the Strong λ-Calculus’. In: Logic, Language, Information, and Com-
putation - 23rd International Workshop, WoLLIC 2016, Puebla, Mex-
ico, August 16-19th, 2016. Proceedings. Ed. by Jouko A. Väänänen, Åsa
Hirvonen, and Ruy J. G. B. de Queiroz. Vol. 9803. Lecture Notes in
Computer Science. Springer, 2016, pp. 1–21. doi: 10.1007/978-3-662-
52921-8_1.

[ACC21] Beniamino Accattoli, Andrea Condoluci, and Claudio Sacerdoti Coen.
‘Strong Call-by-Value is Reasonable, Implosively’. In: 36th Annual ACM/IEEE
Symposium on Logic in Computer Science, LICS 2021, Rome, Italy,
June 29 - July 2, 2021. IEEE, 2021, pp. 1–14. doi: 10.1109/LICS52264.
2021.9470630. url: https://arxiv.org/abs/2102.06928.

[AG16] Beniamino Accattoli and Giulio Guerrieri. ‘Open Call-by-Value’. In: Pro-
gramming Languages and Systems - 14th Asian Symposium, APLAS
2016, Hanoi, Vietnam, November 21-23, 2016, Proceedings. Ed. by At-
sushi Igarashi. Vol. 10017. Lecture Notes in Computer Science. 2016,
pp. 206–226. doi: 10.1007/978-3-319-47958-3_12.

[AL16] Beniamino Accattoli and Ugo Dal Lago. ‘(Leftmost-Outermost) Beta Re-
duction is Invariant, Indeed’. In: Log. Methods Comput. Sci. 12.1 (2016).
doi: 10.2168/LMCS-12(1:4)2016. url: https://doi.org/10.2168/
LMCS-12(1:4)2016.

[App98] AndrewW. Appel. ‘SSA is Functional Programming’. In: SIGPLAN Not.
33.4 (Apr. 1998), 17–20. issn: 0362-1340. doi: 10.1145/278283.278285.

[Art00] Mariano Artigas. The Mind of the Universe: Understanding Science and
Religion. Templeton Foundation Press, 2000. isbn: 9781890151324.

47

https://doi.org/10.1145/2628136.2628154
https://doi.org/10.1007/978-3-662-52921-8_1
https://doi.org/10.1007/978-3-662-52921-8_1
https://doi.org/10.1109/LICS52264.2021.9470630
https://doi.org/10.1109/LICS52264.2021.9470630
https://arxiv.org/abs/2102.06928
https://doi.org/10.1007/978-3-319-47958-3_12
https://doi.org/10.2168/LMCS-12(1:4)2016
https://doi.org/10.2168/LMCS-12(1:4)2016
https://doi.org/10.2168/LMCS-12(1:4)2016
https://doi.org/10.1145/278283.278285


48 BIBLIOGRAPHY

[BB21] Maciej Buszka and Dariusz Biernacki. ‘Automating the Functional Cor-
respondence Between Higher-Order Evaluators and Abstract Machines’.
In: Logic-Based Program Synthesis and Transformation - 31st Inter-
national Symposium, LOPSTR 2021, Tallinn, Estonia, September 7-
8, 2021, Proceedings. Ed. by Emanuele De Angelis and Wim Vanhoof.
Vol. 13290. Lecture Notes in Computer Science. Springer, 2021, pp. 38–
59. doi: 10.1007/978-3-030-98869-2_3.

[BB84] Henk Barendregt and Erik Barendsen. ‘Introduction to lambda calculus’.
In: Nieuw archief voor wisenkunde 4 (Jan. 1984), pp. 337–372.

[Chu32] Alonzo Church. ‘A Set of Postulates for the Foundation of Logic’. In:
Annals of Mathematics 33.2 (1932), pp. 346–366. issn: 0003486X. doi:
10.2307/1968337.

[Chu36] Alonzo Church. ‘An unsolvable problem of elementary number theory’.
In: American Journal of Mathematics 58 (1936), pp. 345–363.

[Cré07] Pierre Crégut. ‘Strongly reducing variants of the Krivine abstract ma-
chine’. In: High. Order Symb. Comput. 20.3 (2007), pp. 209–230. doi:
10.1007/s10990-007-9015-z.

[Cré90] Pierre Crégut. ‘An Abstract Machine for Lambda-Terms Normalization’.
In: Proceedings of the 1990 ACM Conference on LISP and Functional
Programming, LFP 1990, Nice, France, 27-29 June 1990. Ed. by Gilles
Kahn. ACM, 1990, pp. 333–340. doi: 10.1145/91556.91681.

[Dan+03] Mads Sig Ager et al. ‘A functional correspondence between evaluators
and abstract machines’. In: Proceedings of the 5th International ACM
SIGPLAN Conference on Principles and Practice of Declarative Pro-
gramming, 27-29 August 2003, Uppsala, Sweden. ACM, 2003, pp. 8–19.
doi: 10.1145/888251.888254. url: https://doi.org/10.7146/
brics.v10i13.21783.

[Dan04] Olivier Danvy. ‘A Rational Deconstruction of Landin’s SECD Machine’.
In: Implementation and Application of Functional Languages, 16th Inter-
national Workshop, IFL 2004, Lübeck, Germany, September 8-10, 2004,
Revised Selected Papers. Ed. by Clemens Grelck et al. Vol. 3474. Lecture
Notes in Computer Science. Springer, 2004, pp. 52–71. doi: 10.1007/
11431664_4.

[Dan05] Olivier Danvy. ‘From Reduction-based to Reduction-free Normaliza-
tion’. In: Electron. Notes Theor. Comput. Sci. 124.2 (2005), pp. 79–100.
doi: 10.1016/j.entcs.2005.01.007.

[Dij59] Edsger W. Dijkstra. ‘A note on two problems in connexion with graphs’.
In: Numerische Mathematik 1 (1959), pp. 269–271. doi: 10 . 1007 /
BF01386390.

[Dij72] Edsger W. Dijkstra. ‘The Humble Programmer’. In: Commun. ACM
15.10 (1972), pp. 859–866. doi: 10.1145/355604.361591.

https://doi.org/10.1007/978-3-030-98869-2_3
https://doi.org/10.2307/1968337
https://doi.org/10.1007/s10990-007-9015-z
https://doi.org/10.1145/91556.91681
https://doi.org/10.1145/888251.888254
https://doi.org/10.7146/brics.v10i13.21783
https://doi.org/10.7146/brics.v10i13.21783
https://doi.org/10.1007/11431664_4
https://doi.org/10.1007/11431664_4
https://doi.org/10.1016/j.entcs.2005.01.007
https://doi.org/10.1007/BF01386390
https://doi.org/10.1007/BF01386390
https://doi.org/10.1145/355604.361591


BIBLIOGRAPHY 49

[DN01] Olivier Danvy and Lasse R. Nielsen. ‘Syntactic Theories in Practice’.
In: Electron. Notes Theor. Comput. Sci. 59.4 (2001), pp. 358–374. doi:
10.1016/S1571-0661(04)00297-X.

[DN04] Olivier Danvy and Lasse R. Nielsen. Refocusing in Reduction Semantics.
2004. doi: 10.7146/brics.v11i26.21851.

[Ein36] Albert Einstein. ‘Physics and reality’. In: Journal of the Franklin In-
stitute 221.3 (1936), pp. 349–382. issn: 0016-0032. doi: https://doi.
org/10.1016/S0016-0032(36)91047-5.

[FF87] Matthias Felleisen and Daniel P. Friedman. ‘Control operators, the SECD-
machine, and the λ-calculus’. In: Formal Description of Programming
Concepts - III: Proceedings of the IFIP TC 2/WG 2.2 Working Confer-
ence on Formal Description of Programming Concepts - III, Ebberup,
Denmark, 25-28 August 1986. Ed. by Martin Wirsing. North-Holland,
1987, pp. 193–222.

[FH92] Matthias Felleisen and Robert Hieb. ‘The Revised Report on the Syntac-
tic Theories of Sequential Control and State’. In: Theor. Comput. Sci.
103.2 (1992), pp. 235–271. doi: 10.1016/0304-3975(92)90014-7.

[FKR20] Yannick Forster, Fabian Kunze, and Marc Roth. ‘The weak call-by-value
λ-calculus is reasonable for both time and space’. In: Proc. ACM Pro-
gram. Lang. 4.POPL (2020), 27:1–27:23. doi: 10.1145/3371095.

[Fre13] Edward Frenkel. Love and Math: The Heart of Hidden Reality. Basic
Books, 2013. isbn: 9780465069958.

[GFW99] Steven E. Ganz, Daniel P. Friedman, and Mitchell Wand. ‘Trampolined
Style’. In: Proceedings of the fourth ACM SIGPLAN International Con-
ference on Functional Programming (ICFP ’99), Paris, France, Septem-
ber 27-29, 1999. Ed. by Didier Rémy and Peter Lee. ACM, 1999, pp. 18–
27. doi: 10.1145/317636.317779.

[GN19] Álvaro García-Pérez and Pablo Nogueira. ‘The full-reducing Krivine ab-
stract machine KN simulates pure normal-order reduction in lockstep:
A proof via corresponding calculus’. In: J. Funct. Program. 29 (2019),
e7. doi: 10.1017/S0956796819000017.

[Hal+01] Joseph Y. Halpern et al. ‘On the unusual effectiveness of logic in com-
puter science’. In: Bull. Symb. Log. 7.2 (2001), pp. 213–236. doi: 10.
2307/2687775.

[I] Malgorzata Biernacka, Witold Charatonik, and Tomasz Drab. ‘The Zoo
of Lambda-Calculus Reduction Strategies, And Coq’. In: 13th Interna-
tional Conference on Interactive Theorem Proving, ITP 2022, August 7-
10, 2022, Haifa, Israel. Ed. by June Andronick and Leonardo de Moura.
Vol. 237. LIPIcs. Schloss Dagstuhl - Leibniz-Zentrum für Informatik,
7:1–7:19. doi: 10.4230/LIPIcs.ITP.2022.7.

https://doi.org/10.1016/S1571-0661(04)00297-X
https://doi.org/10.7146/brics.v11i26.21851
https://doi.org/https://doi.org/10.1016/S0016-0032(36)91047-5
https://doi.org/https://doi.org/10.1016/S0016-0032(36)91047-5
https://doi.org/10.1016/0304-3975(92)90014-7
https://doi.org/10.1145/3371095
https://doi.org/10.1145/317636.317779
https://doi.org/10.1017/S0956796819000017
https://doi.org/10.2307/2687775
https://doi.org/10.2307/2687775
https://doi.org/10.4230/LIPIcs.ITP.2022.7


50 BIBLIOGRAPHY

[II] Malgorzata Biernacka et al. ‘An Abstract Machine for Strong Call by
Value’. In: Programming Languages and Systems - 18th Asian Sympo-
sium, APLAS 2020, Fukuoka, Japan, November 30 - December 2, 2020,
Proceedings. Ed. by Bruno C. d. S. Oliveira. Vol. 12470. Lecture Notes
in Computer Science. Springer, pp. 147–166. doi: 10.1007/978-3-030-
64437-6_8.

[III] Malgorzata Biernacka, Witold Charatonik, and Tomasz Drab. ‘A De-
rived Reasonable Abstract Machine for Strong Call by Value’. In: PPDP
2021: 23rd International Symposium on Principles and Practice of Declar-
ative Programming, Tallinn, Estonia, September 6-8, 2021. Ed. by Nic-
colò Veltri, Nick Benton, and Silvia Ghilezan. ACM, 6:1–6:14. doi: 10.
1145/3479394.3479401.

[IV] Małgorzata Biernacka, Witold Charatonik, and Tomasz Drab. ‘A Simple
and Efficient Implementation of Strong Call by Need by an Abstract
Machine’. In: Proc. ACM Program. Lang. 6.ICFP (). doi: 10.1145/
3549822.

[Kri85] Jean-Louis Krivine. ‘Un interpréteur du lambda-calcul’. In: (1985). url:
https://www.irif.fr/~krivine/articles/interprt.pdf.

[KU53] Andrey N. Kolmogorov and Vladimir A. Uspensky. ‘On the notion of
algorithm’. In: Uspekhi Mat. Nauk 8.4/56 (1953), pp. 175–176.

[Lan64] Peter J. Landin. ‘The Mechanical Evaluation of Expressions’. In: The
Computer Journal 6.4 (Jan. 1964), pp. 308–320. issn: 0010-4620. doi:
10.1093/comjnl/6.4.308.

[Lan65a] Peter J. Landin. ‘A correspondence between ALGOL 60 and Church’s
Lambda-notations: Part II’. In: Commun. ACM 8.3 (1965), pp. 158–167.
doi: 10.1145/363791.363804.

[Lan65b] Peter J. Landin. ‘Correspondence between ALGOL 60 and Church’s
Lambda-notation: part I’. In: Commun. ACM 8.2 (1965), pp. 89–101.
doi: 10.1145/363744.363749.

[McC60] John McCarthy. ‘Recursive Functions of Symbolic Expressions and Their
Computation by Machine, Part I’. In: Commun. ACM 3.4 (1960), pp. 184–
195. doi: 10.1145/367177.367199.

[Mun07] Johan Munk. ‘A Study of Syntactic and Semantic Artifacts and its
Application to Lambda Definability, Strong Normalization, and Weak
Normalization in the Presence of State’. MA thesis. Aarhus, Denmark:
DAIMI, May 2007. doi: 10.7146/brics.v15i3.21938.

[OC17] Chris Olah and Shan Carter. ‘Research Debt’. In: Distill (2017). doi:
10.23915/distill.00005.

[Oka99] Chris Okasaki. Purely functional data structures. Cambridge University
Press, 1999. isbn: 978-0-521-66350-2. doi: 10.1017/CBO9780511530104.

https://doi.org/10.1007/978-3-030-64437-6_8
https://doi.org/10.1007/978-3-030-64437-6_8
https://doi.org/10.1145/3479394.3479401
https://doi.org/10.1145/3479394.3479401
https://doi.org/10.1145/3549822
https://doi.org/10.1145/3549822
https://www.irif.fr/~krivine/articles/interprt.pdf
https://doi.org/10.1093/comjnl/6.4.308
https://doi.org/10.1145/363791.363804
https://doi.org/10.1145/363744.363749
https://doi.org/10.1145/367177.367199
https://doi.org/10.7146/brics.v15i3.21938
https://doi.org/10.23915/distill.00005
https://doi.org/10.1017/CBO9780511530104


BIBLIOGRAPHY 51

[Per82] Alan J. Perlis. ‘Epigrams on Programming’. In: ACM SIGPLAN Notices
17.9 (1982), pp. 7–13. doi: 10.1145/947955.1083808.

[Pét35] Rózsa Péter. ‘Konstruktion nichtrekursiver funktionen’. In: Mathematis-
che Annalen 111.1 (1935), pp. 42–60.

[SC22] Gabriel Scherer and Nathanaëlle Courant. ‘An OCaml use case for strong
call-by-need reduction’. In: ML 2022: ML family workshop, Ljubljana,
Slovenia, September 15, 2022 (2022). url: https://icfp22.sigplan.
org/details/mlfamilyworkshop-2022-papers/7/An-OCaml-use-
case-for-strong-call-by-need-reduction.

[Ses02] Peter Sestoft. ‘Demonstrating Lambda Calculus Reduction’. In: The
Essence of Computation, Complexity, Analysis, Transformation. Essays
Dedicated to Neil D. Jones [on occasion of his 60th birthday]. Ed. by
Torben Æ. Mogensen, David A. Schmidt, and Ivan Hal Sudborough.
Vol. 2566. Lecture Notes in Computer Science. Springer, 2002, pp. 420–
435. doi: 10.1007/3-540-36377-7_19.

[SF93] Amr Sabry and Matthias Felleisen. ‘Reasoning about Programs in Continuation-
Passing Style’. In: LISP Symb. Comput. 6.3-4 (1993), pp. 289–360. doi:
10.1007/BF01019462.

[Teg14] Max Tegmark. Our Mathematical Universe: My Quest for the Ultimate
Nature of Reality. Knopf Doubleday Publishing Group, 2014. isbn: 9780385350495.

[Thu94] William P. Thurston. ‘On proof and progress in mathematics’. In: Bull.
Amer. Math. Soc.(NS) 30 (1994), pp. 161–177. doi: 10.1090/S0273-
0979-1994-00502-6.

[Tur37] A. M. Turing. ‘On Computable Numbers, with an Application to the
Entscheidungsproblem’. In: Proceedings of the London Mathematical So-
ciety s2-42.1 (1937), pp. 230–265. doi: 10.1112/plms/s2-42.1.230.

[Wig60] Eugene P. Wigner. ‘The unreasonable effectiveness of mathematics in the
natural sciences’. In: Communications on Pure and Applied Mathematics
13.1 (1960), pp. 1–14. doi: 10.1002/cpa.3160130102.

https://doi.org/10.1145/947955.1083808
https://icfp22.sigplan.org/details/mlfamilyworkshop-2022-papers/7/An-OCaml-use-case-for-strong-call-by-need-reduction
https://icfp22.sigplan.org/details/mlfamilyworkshop-2022-papers/7/An-OCaml-use-case-for-strong-call-by-need-reduction
https://icfp22.sigplan.org/details/mlfamilyworkshop-2022-papers/7/An-OCaml-use-case-for-strong-call-by-need-reduction
https://doi.org/10.1007/3-540-36377-7_19
https://doi.org/10.1007/BF01019462
https://doi.org/10.1090/S0273-0979-1994-00502-6
https://doi.org/10.1090/S0273-0979-1994-00502-6
https://doi.org/10.1112/plms/s2-42.1.230
https://doi.org/10.1002/cpa.3160130102




Chapter I

The Zoo of Lambda-Calculus
Reduction Strategies, And Coq

53

https://doi.org/10.4230/LIPIcs.ITP.2022.7
https://doi.org/10.4230/LIPIcs.ITP.2022.7


The Zoo of Lambda-Calculus Reduction Strategies,
And Coq
Małgorzata Biernacka # Ñ

University of Wrocław, Faculty of Mathematics and Computer Science, Poland

Witold Charatonik #Ñ

University of Wrocław, Faculty of Mathematics and Computer Science, Poland

Tomasz Drab # Ñ

University of Wrocław, Faculty of Mathematics and Computer Science, Poland

Abstract
We present a generic framework for the specification and reasoning about reduction strategies
in the lambda calculus, representable as sets of term decompositions. It is provided as a Coq
formalization that features a novel format of phased strategies. It facilitates concise description and
algebraic reasoning about properties of reduction strategies. The formalization accommodates many
well-known strategies, both weak and strong, such as call by name, call by value, head reduction,
normal order, full β-reduction, etc. We illustrate the use of the framework as a tool to inspect and
categorize the “zoo” of existing strategies, as well as to discover and study new ones with particular
properties.

2012 ACM Subject Classification Theory of computation → Lambda calculus; Theory of computation
→ Operational semantics; Theory of computation → Automated reasoning

Keywords and phrases Lambda calculus, Reduction strategies, Coq

Digital Object Identifier 10.4230/LIPIcs.ITP.2022.7

Supplementary Material Software (Source Code): https://bitbucket.org/pl-uwr/strategies
archived at swh:1:dir:a1628e852357d77fe8d678b7adbbb536baa331ab

Funding This research is supported by the National Science Centre of Poland, under grant number
2019/33/B/ST6/00289.

Acknowledgements We thank the anonymous reviewers for their comments and references to the
literature. The last author thanks his wife, Monika, for taking care of everything around during
proof completion.

1 Introduction

The behavior of the lambda calculus, be it as a computation model or a prototype program-
ming language, is based on the notion of β-reduction that constitutes a basic computation
step. In its general definition β-reduction is non-deterministic and unrestricted – a term
can be reduced in different ways, and the consequences of the different reduction choices
can vary tremendously, as for the term Kx Ω: it can normalize in two steps in call by name,
reduce indefinitely in call by value [27], or it can be stuck in a variant of call by value with
abstractions as the only values. In many applications it is useful or even necessary to trim
down the full generality of β-reduction by following a specific (not necessarily deterministic)
reduction strategy. In general terms, as Barendregt put it, “a reduction strategy provides a
way of choosing how to reduce a term” [5].

When considering lambda calculus as a programming language or a computation model,
Barendregt’s specification is too general, and we typically impose quite strong restrictions
for strategies to be considered useful or efficient. Computation with the lambda calculus
consists in reducing terms until a normal form (i.e., an irreducible term) is found. Therefore,
one can adopt the following properties as practically relevant characteristics of reduction
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strategies: termination (does the strategy always terminate for a term that has a normal
form?), the number of steps it performs to reach a normal form, or its effectiveness (i.e., how
easy it is to determine at each step what the reduced term should be).

The concept of effectiveness of the strategy poses the following problem to consider: how
do we define reduction strategies, and in particular how do we define effective strategies?
Fortunately, this question has many useful answers coming from the programming languages
community, where various formats of operational semantics have been developed. The
popular approaches include: big-step semantics that describes the relation between the term
and its final value [18], and small-step semantics that describes single steps of computation,
and is typically given in the format of structural operational semantics [28], or of reduction
semantics with explicit representation of reduction contexts [12]. Effectiveness of these
formats (and in consequence, of the strategies defined by them) relies on the fact that their
semantic rules are typically defined inductively, and in such a way that the cost of applying
a rule can be bounded by some low factor (ideally, constant) related to the inspection of the
data structures involved. There exist numerous reduction strategies introduced to model
desired properties of the lambda calculus that can be described in a common semantic format,
there exist methodologies and tools to implement and test them [10, 11, 34], but how can we
compare strategies, and how do we find new, useful ones?

In this work, we make an attempt at characterizing and categorizing effective strategies
in the pure lambda calculus, as they pertain to the order of β-reductions in a reduction
sequence, and we use Coq as our implementation platform [33]. A source of inspiration for
our work was Sestoft’s survey of reduction strategies in the lambda calculus [31] that collected
existing strategies and their ML implementations, as a didactic tool. However, unlike Sestoft,
we base our work on the small-step approach. We exploit the fact that in general small-step
semantics provides more fine-grained control over computation, for example it makes explicit
the order of evaluation (as in left-to-right vs. right-to-left), whereas big-step semantics may
leave it unspecified. Therefore, we choose to take as a foundation the view of strategies
as decompositions of terms into reduction contexts and redices, as offered by the format of
reduction semantics. The framework that we built on these assumptions delineates the space
where most of existing strategies live, and new ones can be discovered, systematically. One
notable omission is the call-by-need strategy – it seems that this strategy should fit in our
picture, but it is harder to characterize, and therefore still remains in the wild.

Related Work. The work closest to ours is Sestoft’s survey of lambda-calculus reduction
strategies. It is accompanied by implementation, but it does not mechanize the properties
of the strategies. Recently, with the rising popularity of proof assistants numerous mechan-
izations of concrete programming languages have been done, but we are not aware of any
comprehensive study of various reduction strategies.

Earlier formalizations of the λ-calculus theory include Shankar’s mechanization of the
Church-Rosser theorem in Boyer-Moore theorem prover [32] and Pfenning’s mechanization
in Elf [25], Huet’s formalization of the residual theory of λ-calculus in Coq [17], McKinna
& Pollack’s formalization of Church-Rosser theorem, standardization theorem, and the
basic theory of Pure Type Systems in LEGO Proof Development System [22], Norrish’s
formalization of basic λ-calculus theory in HOL [23]. Pierce et al. provide a series of
textbooks on software verification including usage of operational semantics in the form of
Coq proof scripts [26]. Biernacka et al. formalize derivations of refocusing abstract machines
for various lambda-calculus reduction strategies in Coq [8]. Most recently, Forster et al.
formalized in Coq reasonability for time and space of weak call by value (shortened lcbv and
cbv here) [13, 14] and essential theorems for it as a model of computation [15].
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Contributions and outline. The contributions of our work are the following:
1. We provide a generic, simple and intuitive formalization of lambda-calculus reduction

strategies in Coq. The formalization is discussed in Section 2.
2. We collect and categorize common existing strategies studied in the functional

programming-language community. We formalize and prove some of their properties, such
as inclusion, determinism, and uniformity. This systematization is presented in Section 3.

3. We propose a novel semantic format to define phased reduction strategies, formalized in
Coq, that facilitates concise specification and algebraic reasoning about strategies. It is
introduced in Section 4, where some of its benefits and advantages over existing formats
are also discussed.

2 Basic concepts and Coq formalization

We aimed at a simple, concise and intuitive formalization. It turns out we only need two
Inductive definitions in the whole development: one for λ-terms, and one for context frames.
Our formalization is also minimalistic in the sense that we do not introduce any more concepts
than we need. In particular, we do not need substitution to talk about strategies, and so
we do not include it in our formalization. This is not a limitation, since the framework is
open to extensions and substitution can be added in order to prove dynamic properties of
the lambda calculus under any definable strategy. Many notions are expressed in terms of
basic set theory as presented next.

2.1 Sets
Sets of elements of type A, denoted with P A, are represented as functions of type A → Prop.
This is similar to Coq.Sets.Ensembles but we do not use the axiom of extensionality. The
definitions are standard, and excerpts are shown in Listing 1.1

Listing 1 Basic relations on sets.
Notation "'P' A" := (A → Prop) (at level 55, only parsing ).
Notation "x '∈' A" := (A x) (at level 70, only parsing ).

Definition subset {A:Type} (s t:P A) : Prop := ∀ x, x ∈ s → x ∈ t.
Definition set_eq {A:Type} (s t:P A) : Prop := ∀ x, x ∈ s ↔ x ∈ t.
Definition disjoint {A:Type} (s t:P A) := ∀ x, x ∈ s → x ∈ t → False.

Infix "⊆" := subset (at level 70).
Infix "==" := set_eq (at level 70).
Notation "∅" := empty_set .
Notation " " := full_set .
Infix "∪" := union (at level 65).
Notation "

⋃
" := family_union .

Infix "×" := cartesian_product (at level 50).

Using the typeclass mechanism of Coq, we show that set_eq is an equivalence relation,
that union is a properly defined operation on sets, and that cartesian product is monotone
(see Listing 2).

1 It is worth noting that set_eq is independent of notion of equality on type A if it has its own one as for
example real numbers.
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Listing 2 Example properties of sets.
Instance set_eq_equiv {A:Type} : Equivalence ( @set_eq A).
Instance union_proper {A:Type} :

Proper ( set_eq ==> set_eq ==> set_eq ) ( @union A).
Instance cartesian_product_monotone {A B:Type} :

Proper ( subset ++> subset ++> subset ) ( @cartesian_product A B).

2.2 Families of terms
The grammar of lambda terms

t ::= x | λx.t | t1 t2

is formalized in a straightforward way, with strings used to represent variable names, as
shown in Listing 3.

Listing 3 Inductive definition of terms.
Inductive term : Type :=
| var (x : string ) : term
| lam (x : string ) (s : term) : term
| app (s : term) (t : term) : term.

When discussing reduction strategies, we will stumble upon various normal forms – they
occur as term families expressible with simple grammars.

nf ∋ n ::= λx.n | a neu ∋ a ::= x | a n

wnf ∋w ::= λx.t | i inert ∋ i ::= x | i w

hnf ∋ h ::= λx.h | r rigid ∋ r ::= x | r t

whnf ∋ q ::= λx.t | r

abs ∋_ ::= λx.t abs∁ ∋_ ::= x | t t

neu

nf

inert

wnf

rigid

hnf

abs

abs∁

whnf

Figure 1 Term families and their inclusions.

In Figure 1, the grammars of common normal forms are shown, together with a diagram
illustrating the relationships between them (the arrows represent inclusions between families).
For example, nf is the family of full β-normal forms (resulting from full, unrestricted
normalization), and is defined with the use of an auxiliary family of neutral terms neu. The
family wnf of weak normal forms occurs as the final results of computation in the (weak) open
call-by-value strategy, and is defined with the use of an auxiliary family of inert terms [2].
Weak-head normal forms whnf result from call-by-name reduction, and its subfamily of
head normal forms hnf contains head-reduced terms. The name rigid for variable-headed
application comes from Accattoli et al. [1].

In the implementation we define the various normal forms as sets of terms using Fixpoints,
as shown for nf and neu in Listing 4. Such definitions contain superfluous information,
e.g., the grammar of neu has to be repeated. Nevertheless, we show in lemmas nf_grammar
and neu_grammar in Listing 4 that the fixpoint definitions coincide with the grammars
in Figure 1, where abs_of and app_of are Coq versions of the constructors used in the
grammars. Moreover, using simple set-based reasoning we can prove that neutral terms
are exactly rigid normal terms (neu_rigid_nf), and we can prove all inclusions shown in
Figure 1 (the example of neu ⊆ nf is shown in the listing).
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Listing 4 Definition, grammars and properties of normal and neutral terms.
Fixpoint neu (a:term) : Prop :=

match a with
| var x => True
| app a n => neu a ∧ nf n
| _ => False
end

with nf (n:term) : Prop :=
match n with
| lam x n => nf n
(* _ => neu n *)
| var x => True
| app a n => neu a ∧ nf n
end.

Lemma nf_grammar : nf == abs_of nf ∪ neu.
Lemma neu_grammar : neu == variable ∪ app_of neu nf.
Lemma neu_rigid_nf : neu == rigid ∩ nf.
Lemma neu_is_nf : neu ⊆ nf.

2.3 Semantic formats

In this section we discuss the most popular approaches to defining computation in the lambda
calculus in order to justify the choices made in our formalization. Our running example is
the left-to-right open call-by-value strategy (shortened as lcbw) studied in detail in [2] but –
as is often the case – occurring in the literature previously [24, 31].

Definitional interpreters

A natural way for a programmer to define a reduction is to write a definitional interpreter
in some metalanguage [30]. This way lcbw is defined in Paulson’s textbook [24] and we
present his evaluator in Listing 5, translated to Coq syntax. The definition is clear and
the deterministic order of reductions follows from the evaluation order of the metalanguage.
However, Coq cannot accept this definition because of possible nontermination.

Listing 5 Pseudocode of Paulson’s evaluator for left-to-right open call by value.
Parameter subst : string → term → term → term.

Fixpoint eval (t : term) :=
match t with
| app s t => match eval s with

| lam x u => eval (subst x (eval t) u)
| u => app u (eval t)
end

| t => t
end.

A variant of this approach is to define a higher-order evaluator that represents some
values as functions of the metalanguage, but this is also inapplicable in our situation because
of nontermination.

ITP 2022
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Big-step operational semantics
The evaluator above can be intuitively translated to big-step operational semantics format.
The big-step formulation of the lcbw strategy is given in Figure 2. It is isomorphic to the
one given by Sestoft [31] under the name of “the call-by-value reduction” bv.

x ⇓ x λx.t ⇓ λx.t

t1 ⇓ λx.t t2 ⇓ t′
2 t[x := t′

2] ⇓ t′

t1 t2 ⇓ t′

t1 ⇓ t′
1 ̸≡ λx.t t2 ⇓ t′

2

t1 t2 ⇓ t′
1 t′

2

Figure 2 Sestoft’s big-step operational semantics of open call by value.

The inductive definition of the relation ⇓ can be formulated in Coq. However, due to
presentation of inference rules with multiple independent premises, the evaluation order
happens to be only conventional. In order to discriminate between, e.g., left-to-right and
right-to-left, we need more specific formats.

Another drawback shared by the big-step approaches is the fact that actual computation
is welded with navigation in a term. Therefore, we consider these semantic formats as
derived from a more fundamental, small-step semantics [29]. Interestingly, the specification
of evaluation order can be restored in pretty-big-step semantics [9], which – being big-step in
spirit – is convenient for certain types of reasoning.

Small-step structural operational semantics

In Figure 3, we show the specification of lcbw by a relation lcbw→ defined in the format of
Plotkin’s structural operational semantics [28]. This definition is directly expressible in Coq.

(β)
(λx.t) w

lcbw→ t[x := w]

t1
lcbw→ t′

1 (µ)
t1 t2

lcbw→ t′
1 t2

t2
lcbw→ t′

2 (ν)
w1 t2

lcbw→ w1 t′
2

Figure 3 Structural operational semantics for left-to-right open call by value.

Notice that the small-step formulation demands more information about the reduction
strategy. In the rule (β), we have to restrict substitution to accept only weak normal forms w,
as defined in Figure 1. Without this condition the defined strategy would be nondeterministic
and not call-by-value. Similarly, the rule (ν) states explicitly that the left component of the
application has to be a weak normal form. Therefore, in contrast to the big-step approach,
the small-step formulation requires a precise description of the grammar of terms allowed in
designated positions in a term, for a rule to be applied.

Small-step reduction semantics
We can observe that that rules (µ) and (ν) in structural operational semantics play a different
role than (β) because they simply propagate inner steps while (β) is responsible for the
actual reduction. In reduction semantics [12] these propagation rules are materialized with
an explicit data structure representing contexts, and the one-step reduction is expressed via
contextual closure of the basic reduction rule called contraction. In Figure 4, we present a
reduction semantics for lcbw, which coincides with the left-to-right variant of Accattoli and
Guerrieri’s definition of open call by value [2].
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(λx.t) w ⇀βw
t[x := w]

t ⇀βw t′

E[t] lcbw→ E[t′]
E ::= 2 | w E | E t

Figure 4 Reduction semantics for left-to-right open call by value.

The format of reduction semantics is more compact than the one of structural operational
semantics. It is also more convenient in defining reduction strategies as it separates contraction
(specifying how subterms are rewritten) from contexts (specifying where the contraction
takes place). Therefore we choose this format to define strategies and to formalize in Coq.
However, in the following, we will use the nonterminal wV t instead of E for contexts of lcbw
due to the shortage of capital letters in the latin alphabet.

2.4 Reduction contexts
Traditionally, contexts used in reduction semantics are defined by grammars. The grammar
of general lambda-calculus contexts is the following2:

C ::= 2 | λx.C | C t | t C

Every context can be seen as a term with exactly one free occurrence of a special variable 2
called the hole. It is used to indicate a particular location in a term.

Alternatively, a context can be thought of and represented as a list of elementary contexts
of the form λx.2, 2 t, t2, called frames, on the path between the root of the term and
the hole. This is the representation that we use (see Listing 6). We often think of this
representation as a sequence of navigation steps made from the root of the term in order to
find a redex to contract.

Listing 6 Inductive definition of contexts.
Inductive frame : Type :=
| Lam : string → frame
| Rapp : term → frame
| Lapp : term → frame.

Definition context : Type := list frame .

Technically, a general context (C above) is a folded representation of a list of frames.
Correspondingly, reduction semantics introduces a plug function (often left implicit) to
reconstruct a term from a context and a term put in its hole. It is denoted as C[t], where C

is a context and t is a term.

2[s] = s (C t)[s] = C[s] t (t C)[s] = t C[s] (λx.C)[s] = λx.C[s]

Just as we need to define normal forms as term families to specify strategies, we also need
to restrict the general grammar of contexts. We do it by defining specific context families,
considered as sets of contexts, and therefore formalized as functions of type context →
Prop.

2 McBride showed that it can be derived through simple symbolic differentiation [21].

ITP 2022
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The common examples of reduction contexts are collected as a cheat sheet in Figure 5,
where we use their familiar specification as terms with a hole. For example, CBN defines
standard call-by-name contexts, that in the frames representation consist of just one type
of frames: 2 t. For another example, Weak defines a family of contexts representing a
non-deterministic weak strategy that does not reduce under lambda abstractions.

CBN ∋ Q ::= 2 | Q t

Head ∋ H ::= Q | λx.H Rigid ∋ C ::=2 | C t | r C

HS ∋ J ::= 2 | J t | λx.J

LO ∋ N ::= N | λx.N LO ∋ N ::=2 | N t | a N

LS ∋ M ::= J |M | λx.M LS ∋ M ::= M t | a M

LI ∋ L ::= 2 | L t | n L | λx.L RI ∋ R ::=2 | R n | t R | λx.R

Weak ∋ W ::= 2 | t W |W t

LCBV ∋ λV t ::= 2 | (λx.t) λV t | λV t t RCBV ∋ tV λ ::=2 | t tV λ | tV λ (λx.t)
LCBW ∋wV t ::= 2 | w wV t | wV t t RCBW ∋ tV w ::=2 | t tV w | tV w w

SDET ∋ V λ ::= 2 | V λ (λx.t)
LOW ∋ iV t ::= 2 | i iV t | iV t t

LLCBW ∋w
aV t

w ::= wV t | w
aV t

w | λx.waV t
w

w
aV t

w ::=a w
aV t

w | w
aV t

w w

RLCBW ∋ w
iV

t
n ::= wV t | w

iV
t
n | λx.wiV

t
n

w
iV

t
n ::= i w

iV
t
n | w

iV
t
n n

LRCBW ∋ t
aV

w
w ::= tV w | t

aV
w
w | λx.taV

w
w

t
aV

w
w ::=a t

aV
w
w | t

aV
w
w w

RRCBW ∋ t
iV

w
n ::= tV w | t

iV
w
n | λx.tiV

w
n

t
iV

w
n ::= i t

iV
w
n | t

iV
w
n n

SCBW ∋ t
iV

t
w ::= W | t

iV
t
w | λx.tiV

t
w

t
iV

t
w ::= i t

iV
t
w | t

iV
t
w w

Figure 5 Context families cheat sheet.

Even though we use the frame representation, we can still prove that the two repres-
entations are equivalent, i.e., that they define the same context family. For example, our
formalization of lcbw-contexts is shown in Listing 7 as the L_CBW function, where Uniform
is a function checking that all frames in a context are proper lcbw frames. On the other
hand, we can express the LCBW grammar of Figure 5, and prove the equivalence stated in
lemma L_CBW_grammar. Let’s spell out the meaning of the LCBW grammar in Figure 5 and
of the L_CBW_grammar lemma: an LCBW context (denoted by wV t and L_CBW) is a hole or
an application of weak normal form (denoted by w and wnf) to an LCBW context, or an
application of an LCBW context to any term (denoted by t and  ).

Apart from this, we can also formalize and prove other properties, such as those stated
in the remaining lemmas in Listing 7: LCBW contexts are weak (L_CBW_is_Weak), CBN
contexts are exactly the weak head contexts (CBN_Weak_Head), and the auxiliary nonterminal
in the grammar of leftmost-outermost contexts (denoted LO) describes exactly the rigid
leftmost-outermost contexts (RLO_Rigid_LO).

Overlined nonterminals inform that they are rigid versions of their regular counterparts,
i.e., not headed by a lambda abstraction. Letters around V in nonterminals inform which
application frames appear in such call-by-value context family. Superscripts concern the
weak fragment and subscripts the remaining part.
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Listing 7 Example properties of contexts.
Definition L_CBW_frame (f:frame) : Prop :=

match f with
| Lapp e => wnf e
| Rapp e => True
| _ => False
end.

Definition L_CBW : P context := Uniform L_CBW_frame .

Definition Lapp_of (t1:P term) (T2:P context ) (C: context ) : Prop :=
match C with Lapp e1 :: C' => t1 e1 ∧ T2 C' | _ => False end.

Definition Rapp_of (T1:P context ) (t2:P term) (C: context ) : Prop :=
match C with Rapp e2 :: C' => t2 e2 ∧ T1 C' | _ => False end.

Lemma L_CBW_grammar :
L_CBW == Hole ∪ Lapp_of wnf L_CBW ∪ Rapp_of L_CBW  .

Lemma L_CBW_is_Weak : L_CBW ⊆ Weak.
Lemma CBN_Weak_Head : CBN == Weak ∩ Head.
Lemma RLO_Rigid_LO : RLO == Rigid ∩ LO.

2.5 Decompositions and Strategies
The purpose of an (effective) reduction strategy is to indicate locations in a term where
contraction can occur. It can be done using decompositions of a term into a designated
subterm and its surrounding context. This approach does not require substitution to prove
any of the properties of strategies that we study in this paper.

Strategies are defined as sets of decompositions, as shown in Listing 8. Recomposition is
the uncurried plug function. With these definitions, we can define that a term is in normal
form with respect to a given strategy if there is no decomposition of this term accepted by
the strategy (cf. normal_form). We can also define that a strategy is deterministic if for
any term there exists at most one of its decompositions accepted by the given strategy (cf.
det_strategy). Our definition of strategy is still quite general and makes it possible to talk
about undecidable strategies, but they are out of the scope of our interest.

Listing 8 Definitions of decomposition, strategy, normal forms and determinism.
Definition decomposition : Type := context * term.
Definition strategy : Type := decomposition → Prop.

Definition recompose : decomposition → term := uncurry plug.

Definition normal_form (s: strategy ) (t:term) : Prop :=
¬ ∃ d, t = recompose d ∧ d ∈ s.

Definition ex_le1 {A:Type} (P : A → Prop) : Prop :=
∀ x x', P x → P x' → x = x'.

Notation "∃≤1 x , p" := ( ex_le1 (λ x, p))
(at level 200, right associativity ) : type_scope .

Definition det_strategy (s: strategy ) : Prop :=
∀ t, ∃≤1 d, t = recompose d ∧ d ∈ s.

ITP 2022
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The final aspect to consider is how to recognize that a subterm plugged in the hole of
a context can be contracted according to the given strategy. Often, such a term is called
a redex. In the code, we use the name contrex (contractible expression) to stress that it has
fit not just reduction, but exactly contraction. For example, we said that in the lcbw strategy
a redex has to have the form (λx.t) w. On the other hand, any term of the form (λx.t1) t2 is
a redex in cbn.

We define β, βλ, βw, βwh , hβ, nβn term families denoting accepted subjects of contraction
as follows (letter symbols are as in Figure 1: q ∈ whnf , w ∈ wnf , h ∈ hnf , n ∈ nf ; later
on, the symbols β, βλ, βwh will also denote strategies that can perform the appropriate
contraction only in the empty context):

β ∋ (λx.t1) t2 βw ∋ (λx.t) w hβ ∋ (λx.h) t

βλ ∋ (λx1.t1) (λx2.t2) βwh ∋ (λx.t) q nβn ∋ (λx.n1) n2

With these ingredients, we can now define specific strategies, e.g., cbn as CBN× β and
lcbw as LCBW× βw. Example definitions are shown in Listing 9.

Listing 9 Example strategy definitions.
Definition β _contrex : term → Prop := app_of abstraction  .
Definition β wnf_contrex : term → Prop := app_of abstraction wnf.
Definition hnfβ _contrex : term → Prop := app_of ( abs_of hnf)  .

Definition only_β _contraction : strategy := Hole × β _contrex .
Definition cbn : strategy := CBN × β _contrex .
Definition l_cbw : strategy := L_CBW × β wnf_contrex .

3 A trip to the zoo

3.1 Zoo picture description

Figure 6 depicts β-reduction strategies as Cartesian products of context families (located in
the topmost row in the figure) and term families (located in the leftmost column). For example,
cbv := Weak × βλ. There are some crossings that define strategies we are not interested
in, e.g., LOW × βw. We mark them with “·”, and we omit dots in the empty rectangles.
In general there exist strategies that are not Cartesian products, e.g. an interbreeding:
cbn ∪ cbv, but we have not found it interesting.

Some of the strategies are well known and can be identified by their reduction semantics
from the literature: cbn as call by name, no as normal order, lcbv as left-to-right (closed) call
by value [8]. Analogously, rcbv is right-to-left closed call by value and cbv is nondeterministic
closed call by value. On the other hand, cbw can be identified as non-deterministic open call
by value (a.k.a. fireball calculus) and rcbw as its right-to-left substrategy [3]. Analogously,
lcbw is its left-to-right substrategy. In the following, we show that l lcbw (and the three
strategies written underneath it) are deterministic extensions of open call by value to strong
call by value, and that scbw is their superstrategy, non-deterministic strong call by value.3

3 Strong call by value is understood differently in [1]: it is not a superstrategy of open call by value, it is
defined in a language with explicit substitutions and thus it does not fit directly into our zoo. Strong
call by value presented here is a strategy studied in [7].
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Figure 6 Zoo of strategies of the lambda calculus.

Furthermore, the strategies weak, head, fullβ, li, ri are the weak, head, full, leftmost-
innermost and rightmost-innermost β-reductions, respectively. The remaining strategies
(sdet, cbwh, low, ihs and lis) are discussed in Section 4.2.

The arrows shown in the topmost row and leftmost column represent family inclusions,
such as L_CBW_is_Weak : LCBW ⊆Weak. Thanks to the monotonicity of the Cartesian
product, we can read inclusions of the strategies: head ⊆ no because Head ⊆ LO (and
β ⊆ β), or sdet ⊆ lcbw because SDET ⊆ CBN ⊆ LCBV ⊆ LCBW and βλ ⊆ βw.

What is left to be demonstrated, is that the strategies living in the same pen (rounded
rectangle) have the same normal forms, and these normal forms are written in the bottom of
the figure under each pen. For example, normal forms of head, ihs and hs (but not of the dot
for Head×hβ) are exactly hnf . The strategies underlined in the figure are non-deterministic,
and the non-underlined ones are deterministic. Context families in bold are non-uniform and
the other ones are uniform (see definitions in Section 3.3).

3.2 Example reductions
In this section we show how strategies behave when we feed them with terms. To this end,
we define some standard terms and their abbreviations4: I := λx.x, K := λx.λy.x,
ω := λx.x x, Ω := ωω, (t1, t2) := λf.f t1 t2, (t,) := λf.f t, π1 := (K,).

The term (I K) I reduces in cbn, but it is not contractible: K I
cbn← (I K) I ⇀̸β . In cbn

II reduces to I which is its normal form (II
cbn→ I

cbn↛ ), because the decomposition of II into
2 and II is a cbn-decomposition, while the decomposition of I into 2 and I is not. The
reason is that I is not contractible – it is not in the term family β.

4 Notation (t, ) for 1-tuples comes from Python.
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Call by name and call by value can go separate ways on the same term as shown by the
following example: ω K

cbn← I (ω K) cbv→ I (K K). Closed call by value can be stuck where
the open is not: lcbv↚ x (I x) lcbw→ x x. Weak strategies do not allow reduction under lambda
abstractions: (λx.x I) K

weak↚ (λx.(λy.x y) I) K
weak→ (λy.K y) I. For the same term, head and

ihs can behave differently: (λy.K y) I
head← (λx.(λy.x y) I) K

ihs→ (λx.x I) K. Normal-order
reduction is known for avoiding nontermination whenever possible while leftmost-innermost
and rightmost-innermost fall victim to it very easily: I

no← (λx.I) (Ω,) li,ri→ (λx.I) (Ω,).
A very small strategy sdet == cbn ∩ rcbv is capable of performing pair projection:

π1 (K, I) sdet→ (K, I) K
sdet→ K K I

sdet→ (λy.K) I
sdet→ K and nontermination: Ω sdet→ Ω.

3.3 Uniformity and determinism
There are some general properties that can be expressed and studied uniformly for any
reduction strategy; by way of example we discuss two of such properties, illustrated already
in Figure 6. Sestoft [31] observed that some strategies are uniform in the sense that the
definition of such a strategy (in the big-step semantics) depends inductively only on that
strategy itself, while other strategies are hybrid: they use some uniform ones as substrategies.
Uniform and hybrid strategies were studied e.g. by García-Pérez and Nogueira [16]. Biernacka
et al. [8] define a strategy to be uniform if its context family can be defined with a grammar
with only one nonterminal symbol. That means that the shape of context frames can be
uniformly checked for each frame separately, and it is reflected by our definition of Uniform
(see Listing 10). To prove uniformity it is enough to define the given family in a uniform
way. Disproving it is more complicated: one must show that every grammar with only one
non-terminal symbol that generates all contexts in the family generates also some contexts
that are not in this family.

Another property of interest concerns (non-)determinism. To refute determinism of a
given strategy it is enough to show two different decompositions of the same term accepted by
the strategy. Moreover, superstrategies of a non-deterministic strategy are non-deterministic
(this property is reflected by det_strategy_variance in Listing 10 that says if s1 is a
substrategy of s2 and s2 is deterministic then s1 is also deterministic). On the other hand,
showing determinism is more demanding because it requires equating two decompositions of
the same term accepted by a strategy. In order to prove it for more complex strategies, we
will employ more sophisticated reasoning.

Listing 10 Uniformity and non-determinism.
Fixpoint Uniform (F:frame → Prop) (C: context ) : Prop :=

match C with
| [] => True
| f :: C => F f ∧ Uniform F C
end.

Theorem uniform_strategies : ∀ C, In C [SDET; CBN; R_CBV; L_CBV;
R_CBW; L_CBW; LOW; Weak; HS; RI; LI;  ] → ∃ F, C == Uniform F.

Theorem non_uniform_strategies : ∀ C, In C [Head; LO; LS;
LL_CBW ; LR_CBW ; RL_CBW ; RR_CBW ; SCBW] → ¬ ∃ F, C == Uniform F.

Lemma det_strategy_variance : Proper ( subset --> impl) det_strategy .

Theorem nondeterministic_strategies :
∀ s, In s [cbv; cbw; weak; hs; scbw; full_β] → ¬ det_strategy s.
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4 Phased strategies

Reduction strategies are often implemented as procedures for locating the next redex to
be contracted. For example, call by name can be defined as a strategy that reduces an
application t1 t2 by first reducing t1 to weak-head normal form and then trying β-contraction.
But then it is not clear if such a definition has anything in common with the product
CBN× β, as defined in our formalization. In this section we present a novel semantic format
of phased strategies that allows concise description of strategies in this (operational) spirit
and facilitates algebraic reasoning about their properties. In particular we show that the two
definitions of cbn (and similar definitions of all the other strategies in the zoo) are equivalent.

The basic idea of a phased strategy is that it is a recursively defined sequence of phases,
each phase being a description of one small step in the search for the next redex. The phases
are easy to read and to implement. For example the phased version of lcbw is ↙ lcbw; ↘ lcbw; β.
It consists of three phases, each of which tries to reduce an application of the form t1 t2 (the
absence of the constructor ↓ shows that lcbw never reduces under lambda abstractions). The
first phase is ↙ lcbw, it says: search for the redex in the left term, t1, using the lcbw strategy.
The second phase ↘ lcbw says: if the first phase finds no redex, then continue the search in
the right term, t2, using the lcbw strategy. The third phase tries β-contraction when the
first two phases find no redex.

Apart from their simplicity, phased strategies have other advantages. They are extremely
concise in presentation, and they support equational reasoning that can be used to identify
equal strategies that admit different definitions. The sequencing of phases preserves de-
terminism, which greatly simplifies reasoning about deterministic strategies. In contrast to
small-step semantics from Section 2.3, defining a phased strategy does not require knowledge
of normal forms in this strategy. And in contrast to big-step semantics, the phased format
can distinguish between divergent and stuck terms.

4.1 Definitions
The first ingredient of phased strategies is strategy sequencing. It joins two strategies, called
phases, into one strategy that either makes a step of the first phase unconditionally, or it
makes a step of the second phase – if the term is already in the normal form with respect to
the first phase. This definition is formalized in Listing 11. On paper, we use the semicolon
to denote sequencing, but in Coq we use double semicolon because the single one is already
reserved. Strategy sequencing seems to be quite natural as strategies with the sequencing
operator form a monoid.

Listing 11 Strategy sequencing monoid.
Definition sequence_strategy (r s: strategy ) : strategy :=

λ d, r d ∨ ( normal_form r ( recompose d) ∧ s d).
Infix ";;" := sequence_strategy (at level 60, right associativity ).

Lemma sequence_strategy_empty_r : ∀ s, s;; ∅ == s.
Lemma sequence_strategy_empty_l : ∀ s, ∅;; s == s.
Lemma sequence_strategy_assoc : ∀ q r s, q;; (r;; s) == (q;; r);; s.

We define five unary strategy operators that allow us to peel one top frame from the term
and execute the given strategy beneath. For example, ↙cbn works only on applications and
it can make a cbn-step on t1 in t1 t2. Similarly, ↓cbn works only on abstractions. Analogously,
↙λ cbn can make a cbn-step on t1 in t1 t2 given that t2 is already an abstraction. Formal
definitions are given in Listing 12. We also use β, βλ, βwh to denote strategies that can only
perform the contraction on the top term.
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Listing 12 Phased strategies constructors.
Definition left_strategy (s : strategy ) : strategy :=

λ d, match d with (Rapp _ :: C, c) => s (C, c) | _ => False end.
Definition right_strategy (s : strategy ) : strategy :=

λ d, match d with (Lapp _ :: C, c) => s (C, c) | _ => False end.
Definition down_strategy (s : strategy ) : strategy :=

λ d, match d with (Lam _ :: C, c) => s (C, c) | _ => False end.
Definition left_abs_strategy (s : strategy ) : strategy :=

λ d, match d with (Rapp t2 :: C, c) => abstraction t2 ∧ s (C, c)
| _ => False end.

Definition right_abs_strategy (s : strategy ) : strategy :=
λ d, match d with (Lapp t1 :: C, c) => abstraction t1 ∧ s (C, c)

| _ => False end.

Notation "↙" := left_strategy .
Notation "↘" := right_strategy .
Notation "↓" := down_strategy .
Notation "↙λ" := left_abs_strategy .
Notation "↘λ" := right_abs_strategy .
Notation "'β'" := only_β _contraction .
Notation "'βλ'" := only_βλ_contraction .
Notation "'βwh'" := only_β whnf_contraction .

Definition cbn_phased : strategy := ↙cbn ;; β.

In Figure 7 we present formal definitions of 27 phased strategies, and at the same time
we state 27 theorems formalizing how these strategies are equivalent to 24 strategies from
the zoo of Figure 6. For example, the cbn strategy of Figure 6 can be shown to be equal to
the phased strategy ↙cbn; β, and also to the phased strategy β; ↙cbn (first line).

cbn == ↙cbn; β == β; ↙cbn
head == (β; ↙head) ∪ ↓head

ihs == (↙ihs; β ) ∪ ↓ihs
hs == β ∪↙hs ∪ ↓hs
no == (β; ↙no; ↘no) ∪ ↓no
lis == (↙ihs; β; ↙lis; ↘lis) ∪ ↓lis

fullβ == β ∪↙fullβ ∪↘fullβ ∪ ↓fullβ
li == (↙ li; ↘ li; β) ∪ ↓li
ri == (↘ri; ↙ri; β) ∪ ↓ri

cbwh == ↙cbwh; ↘λ cbwh; βwh

sdet == ↙λ sdet; βλ == βλ; ↙λ sdet
low == β;↙low;↘low ==↙low;β;↘low

weak == ↙weak ∪↘weak ∪ β

lcbv == ↙ lcbv; ↘λ lcbv; βλ

rcbv == ↘rcbv; ↙λ rcbv; βλ

cbv == ↙cbv ∪↘cbv ∪ βλ

lcbw == ↙ lcbw; ↘ lcbw; β

rcbw == ↘rcbw; ↙rcbw; β

cbw == (↙cbw ∪↘cbw); β

l lcbw == ( lcbw; ↙l lcbw; ↘l lcbw) ∪ ↓l lcbw
rlcbw == ( lcbw; ↘rlcbw; ↙rlcbw) ∪ ↓rlcbw
lrcbw == (rcbw; ↙lrcbw; ↘lrcbw) ∪ ↓lrcbw
rrcbw == (rcbw; ↘rrcbw; ↙rrcbw) ∪ ↓rrcbw
scbw == (cbw; (↙scbw ∪↘scbw)) ∪ ↓scbw

Figure 7 Phased forms.

Phased strategy operators exhibit some algebraic properties that ease reasoning about
them. Some examples are shown in Listing 13. Normal forms of a sequenced strategy
are exactly terms that are normal w.r.t. both phases (normal_form_sequence_strategy).
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The left phase of a weak strategy on the left application branch commutes with a β-phase
(left_weak_strategy_β_contraction_commutative). It is because β needs an abstraction
on the left to contract, and weak strategies do not reduce abstractions. This is why cbn
has two different phased forms. Unary phased operators are distributive over sequencing
(phase_distributive_over_sequencing). If a strategy is sequenced with its superstrategy
that is deterministic then the obtained strategy is equivalent to the superstrategy alone
(deterministic_extension). To prove that constructively, we need the decidability of the
smaller strategy to decide if the term is its normal form in the proof of the right-to-left
inclusion.

Listing 13 Example properties of phased strategy operators.
Lemma normal_form_sequence_strategy : ∀ r s,

normal_form (r;; s) == normal_form r ∩ normal_form s.
Lemma left_weak_strategy_β _contraction_commutative : ∀ w,

w ⊆ weak → ↙ w;; β == β;; ↙ w.
Theorem phase_distributive_over_sequencing : ∀ X,

In X [↙;↘;↓;↙λ;↘λ] → ∀ s s', (X s;; X s') == X (s;; s').
Theorem deterministic_extension : ∀ s1 s2 , (∀ x, {x ∈ s1} + {x /∈ s1})

→ det_strategy s2 → s1 ⊆ s2 → s1;; s2 == s2.

4.2 Benefits of phased strategies
In order to see the benefits of phased formulation of the strategies, we first establish the
equalities from Figure 7. For many strategies, if we want to define their reduction semantics
we need to discover what normal forms are with respect to the strategy we are defining. Most
of the time, we prove the equality between reductive form and phased form by induction
over terms, where the induction hypothesis is extended with the equality between a fixed
family of normal forms and normal forms of the phased form. Then we get theorems about
normal forms as corollaries. We collect them in Listing 14.

Listing 14 Normal forms and determinism theorems.
Theorem weak_head_normal_forms : ∀ s, In s [cbn; cbwh] →

normal_form s == whnf.
Theorem weak_normal_forms : ∀ s, In s [l_cbw; r_cbw; cbw; low; weak]

→ normal_form s == wnf.
Theorem head_normal_forms : ∀ s, In s [head; ihs] →

normal_form s == hnf.
Theorem full_normal_forms : ∀ s, In s [no; lis; ll_cbw ; lr_cbw ;

rl_cbw ; rr_cbw ; scbw; li; ri; full_β] → normal_form s == nf.

Theorem deterministic_strategies : ∀ s, In s
[sdet; cbn; l_cbv; r_cbv; cbwh; l_cbw; r_cbw; low; ihs; head;

lis; no; ll_cbw ; lr_cbw ; rl_cbw ; rr_cbw ; li; ri] → det_strategy s.

As the phased form is affirmed, determinism of the strategies can be proven by simple,
repetitive inductions over terms. This seems to be a more structured approach than ad-hoc
proofs of determinism (cf. the proof of determinism of rrcbw in [7]).

Similarly, the reduction semantics of lis = LS× hβ (leftmost-innermost-spine) is quite
involved (cf. Figure 5). Thanks to the phased formulation, it is clearer how it works and
that the reduction semantics formulation is indeed correct (cf. Figure 7). We can see that
head and ihs (innermost-head-spine) are two different deterministic, head-reducing strategies.
Both are extended to two different full-reducing strategies: lis and no. The study of ihs and

ITP 2022



7:16 The Zoo of Lambda-Calculus Reduction Strategies, And Coq

lis, studied earlier by Barendregt et al. [6], is particularly interesting because they exhibit
some call-by-need traits. For example, their decomposition function reaches the head variable
before any reduction takes place.

The framework of phased strategies facilitates the study of new strategies. It is widely
known that cbn performs weak-head reduction. We have formulated the cbwh strategy that
performs weak-head reduction of arguments before they are substituted, and we have shown
that it is also a weak-head-reducing strategy. Thus, it enjoys Accattoli and Guerrieri’s
harmony property [2].

By swapping the phases of lcbw and rcbw, we have discovered the low (leftmost-outermost-
weak) strategy. It resembles no but does not go under lambda abstractions. It is a complete
weak-reducing strategy, i.e., it always reaches a weak normal form if it exists.

We have formulated the sdet strategy that is a substrategy of all strategies mentioned
in Figure 6, except for ihs, lis, li, and ri. This strategy is sufficient to run Dal Lago and
Accattoli’s simulation of Turing machines [19], and so all of its superstrategies are also
sufficient.

Finally, in Figure 8 we show an example of algebraic reasoning, where we use some of the
algebraic laws that we proved. This example demonstrates that lrcbw (right-to-left-to-right
call by value), which is one of the four self-evident deterministic strong call-by-value evaluation
orders, has a special phased form with left weak phase optimized away. It corresponds to
a special optimization in its implementation by an abstract machine [7]. Similarly, we can
show that scbw is a conservative extension of cbw, and formalize it as scbw == cbw; scbw.
Thus scbw intuitively inherits the strong confluence (diamond property) of cbw [2].

lrcbw == (rcbw; ↙lrcbw; ↘lrcbw) ∪ ↓lrcbw sequence_strategy_assoc==

== (↘rcbw; ↙rcbw; β; ↙lrcbw; ↘lrcbw) ∪ ↓lrcbw left_weak_strategy_β_..._commutative==

== (↘rcbw; β; ↙rcbw; ↙lrcbw; ↘lrcbw) ∪ ↓lrcbw phase_distributive_over_sequencing==

== (↘rcbw; β; ↙(rcbw; lrcbw), ↘lrcbw) ∪ ↓lrcbw deterministic_extension==

== (↘rcbw; β; ↙lrcbw; ↘lrcbw) ∪ ↓lrcbw

Figure 8 An equational reasoning on the lrcbw phased form.

4.3 Phased strategies on their own
Phased strategies as presented above depend on the prior definitions of strategies. Neverthe-
less, there are properties inviting to define them independently. Listing 15 shows that cbn is
the strategy unique up to set equality that satisfies the equation cbn == ↙cbn; β. From this
follows that cbn is the smallest and the largest of such strategies. However, these definitions
(with

⋂
and

⋃
) were again impractical because we could not prove the identity of normal

forms without use of cbn.
Listing 15 Uniqueness of cbn.

Definition cbn_eqn (s : strategy ) : Prop := s == ↙s;; β.
Lemma cbn_unique : ∀ s, cbn_eqn s → s == cbn.
Theorem cbn_ind_form : cbn ==

⋂
cbn_eqn .

Theorem cbn_coind_form : cbn ==
⋃

cbn_eqn .
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Nonetheless, a standalone definition in Coq is possible. We can define counterparts of
strategy operators working on decomposition functions (e.g., sequence_decompose). Then
we can define a decomposition function that corresponds to a phased form, take it as a base
of the strategy and prove the set equality of the strategies as presented in Listing 16.

Listing 16 Independent phased definition of cbn
Fixpoint cbn_decompose (t : term ): option decomposition :=

sequence_decompose
( left_decompose cbn_decompose )
contrex_decompose

t.
Definition decompose_strategy f := λ d, f ( recompose d) = Some d.
Definition cbn_decomposition := decompose_strategy cbn_decompose .
Theorem cbn_decompose_form : cbn == cbn_decomposition .

5 Conclusion

We have presented a minimalistic, concise formalization of a class of reduction strategies in
the λ-calculus, that are representable as term decompositions. It can be extended to richer
languages based on the lambda calculus, or adapted to other term-rewriting formalisms.
We have collected and systematized existing strategies, and shown how some of their properties
can be proved in our framework. Finally, we have introduced a novel semantic format of
phased strategies that enables simple equational reasoning about strategies. As future
work, we plan to accommodate further strategies within our framework, such as variants of
call-by-need strategies, or optimal strategies [20, 4] and study abstract machines derived
from phased forms.
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Abstract. We present an abstract machine that implements a full-
reducing (a.k.a. strong) call-by-value strategy for pure λ-calculus. It is
derived using Danvy et al.’s functional correspondence from Crégut’s KN
by: (1) deconstructing KN to a call-by-name normalization-by-evaluation
function akin to Filinski and Rohde’s, (2) modifying the resulting nor-
malizer so that it implements the right-to-left call-by-value function
application, and (3) constructing the functionally corresponding abstract
machine.

This new machine implements a reduction strategy that subsumes
the fireball-calculus variant of call by value studied by Accattoli et al.
We describe the strong strategy of the machine in terms of a reduction
semantics and prove the correctness of the machine using a method based
on Biernacka et al.’s generalized refocusing. As a byproduct, we present
an example application of the machine to checking term convertibility
by discriminating on the basis of their partially normalized forms.

Keywords: λ-calculus · Abstract machines · Reduction strategies ·
Normalization by evaluation · Reduction semantics.

1 Introduction

Full-reducing (also known as strong) normalization strategies in the lambda cal-
culus have so far received relatively little attention compared to weak strategies
that provide foundations for functional programming languages, such as OCaml
(implementing call by value) or Haskell (implementing call by need). However,
recent advances in proof technology and the use of proof assistants based on
dependently typed lambda calculus for complex verification efforts propel the
design and study of strong reduction strategies, and of their corresponding effi-
cient realizations on a machine [2,7,18].
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Abstract machines provide a convenient computation model that mediates
between the specific reduction strategy in the calculus and its practical imple-
mentations. The first machine for strong normalization of lambda terms is due to
Crégut [11]. This machine implements normal-order strategy [17], i.e., a hybrid
strategy that iterates call by name (CbN), and necessarily extends reduction to
open terms and reduces under lambda abstractions—unlike machines for weak
strategies that operate on closed terms and stop at lambdas. Similarly to strong
CbN, one can define strong call by value (CbV) as an iteration of weak CbV,
carefully generalizing the notion of value to open terms [1]. A normalization
function realizing strong CbV was proposed by Grégoire & Leroy and imple-
mented in their virtual machine extending the ZAM machine [18]. Another vir-
tual machine for strong CbV was derived by Ager et al. [5] from Aehlig and
Joachimski’s normalization function [4]. Recently, a strong call-by-need strategy
has been proposed by Kesner et al. [7], and the corresponding abstract machine
has been derived by Biernacka et al. [9]. On the other hand, there is a line of
work done by Accattoli et al. who study computational complexity of abstract
machines, in particular in the context of a weak CbV strategy that operates
on open terms, as an intermediate step towards an efficient machine for strong
CbV [2].

Many abstract machines are devised or tailored by hand, and their correctness
is far from obvious. Alternatively, Danvy et al. initiated a derivational approach
that allows to obtain abstract machines from preexisting semantic artefacts for
specific strategies by applying well-defined transformations in a systematic way.

Danvy et al.’s functional correspondence [6] is a two-way semantics-
preserving derivation method that relates higher-order evaluators and abstract
machines. More precisely, following Reynolds’ recipe of applying a CPS transla-
tion and defunctionalization to a higher-order evaluator expressed in a functional
meta-language, it leads to an implementation, in the same meta-language, of the
corresponding abstract machine [23]. However, the two program transformations
can be inverted and, as first observed by Danvy [12], starting with an imple-
mentation of an abstract machine, one can obtain a higher-order compositional
evaluator, in the style of a valuation function of denotational semantics [25], that
abstractly and concisely embodies the low-level intricacies of the machine, typi-
cally scattered all over the transition rules. Such an evaluator can then be locally
modified according to one’s needs and a new abstract machine can be derived
from it. This approach has proven extremely successful at numerous occasions
and it appears to be considerably more systematic and effective than groping
for the right changes directly at the level of the abstract machine.

The goal of this work is to derive an abstract machine that can be seen as
a strong CbV counterpart of Crégut’s machine for normal order which avoids
needless reevaluation of function arguments. Rather than directly tweaking the
KN machine we propose to take a systematic approach following Danvy’s recipe
and (1) we first deconstruct KN into a compositional evaluator, (2) we then
modify this evaluator accordingly to account for CbV, and (3) from the new
evaluator we derive a new abstract machine. Our meta-language is a small subset
of OCaml [20].
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In the process, we identify the reduction semantics of the rrCbV variant of a
strong CbV strategy in the pure lambda calculus which we also present. In the
terminology of Biernacka et al.’s, this is a hybrid strategy that uses three kinds
of contexts, and it subsumes as a substrategy the weak right-to-left strategy of
Accattoli et al.’s fireball calculus. As an application of the machine we also show
how to check convertibility of terms by their partial normalization where we can
stop the machine and compare computed prefixes of normal forms. Thus, the
contributions of this paper include:

1. a full systematic derivation of the machine from a CbV evaluator,
2. a presentation of an abstract machine for strong CbV that is a counterpart

of Crégut’s KN machine,
3. a reduction semantics for a strong CbV strategy,
4. an application of the machine to convertibility checking.

Outline. In Sect. 2 we recall the KN machine and present the NbE function
obtained by its deconstruction. In Sect. 3 we present the machine derived from
the evaluator, and in Sect. 4 the corresponding reduction semantics. In Sect. 5
we prove the correctness of the machine with respect to the semantics, and in
Sect. 6 we conclude.

Supplementary Materials. The full derivations can be found at https://
bitbucket.org/pl-uwr/scbv-machine.

2 Deconstruction of the KN Machine

In this section we highlight the endpoints of the derivation: the KN machine,
and the resulting evaluator obtained from an OCaml encoding of the machine.
The main steps in the derivation are: disentangling the abstract machine into a
defunctionalized form, refunctionalizing the stacks of the machine into continua-
tions, mapping the continuation-passing evaluator to direct style, and refunction-
alizing the closures the direct-style evaluator operates on into their functional
representation [12]. All these transformations are described in detail in the sup-
plementary materials.

2.1 Specification of the KN Machine

Crégut’s KN machine is shown in Fig. 1. Due to the lack of space we do not
discuss its architecture here; we refer the reader to the original paper [11] (which
also includes a nice introduction to de Bruijn indices and levels) or to a more
modern presentation in [17]. We also discuss all transitions of the machine in
our supplementary materials.

The presentation here is slightly optimized compared to the original, and it
coincides (on closed terms) with later presentation introduced by Munk [21]. The
machine is in strong bisimulation with the original one, but the latter threads

https://bitbucket.org/pl-uwr/scbv-machine
https://bitbucket.org/pl-uwr/scbv-machine
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Syntax:

Terms � T ::= n | T1 T2 | λT

TN ::= T | V (n)

Closures � C ::= [TN , E]

Envs = Closures∗ � E ::= • | C :: E

Frames � F ::= � [T, E] | λ� | T �
Stacks = Frames∗ � S ::= • | F :: S

Confs � K ::= 〈TN , E, S, m〉 | 〈S, T, m〉
Initial state (for closed terms):

IKN : T 〈→� T, •, •, 0〉
Transition rules:

〈T1 T2, E, S1, m〉 → 〈T1, E, � [T2, E] :: S1, m〉 (1)

〈λT , E, � [T ′, E′] :: S1, m〉 → 〈T, [T ′, E′] :: E, S1, m〉 (2)

〈λT , E, S2, m〉 → 〈T, [V (m + 1), •] :: E, λ� :: S2, m + 1〉 (3)

〈0, [T, E] :: E′, S1, m〉 → 〈T, E, S1, m〉 (4)

〈n + 1, C :: E, S1, m〉 → 〈n, E, S1, m〉 (5)

〈V (n), E, S1, m〉 → 〈S1, m − n, m〉 (6)

〈•, Tnf, 0〉 → Tnf (7)

〈� [T ′, E′] :: S1, Tneu, m〉 → 〈T ′, E′, Tneu � :: S1, m〉 (8)

〈λ� :: S2, Tnf, m〉 → 〈S2, λTnf, m − 1〉 (9)

〈Tneu � :: S1, Tnf, m〉 → 〈S1, Tneu Tnf, m〉 (10)

Fig. 1. Rules for the KN machine

more redundant information: the parameter m in configurations is exactly the
number of lambda frames in the current stack and need not be saved in stack
frames.

The machine operates on lambda terms with de Bruijn indices used to rep-
resent bound variables in the standard way. Things get more complicated when
we want to reduce open terms or reduce under lambdas, where we need to care
for free variables. In the KN machine this is done using de Bruijn levels which
represent the number of enclosing lambda abstractions from the root of the
term to the current variable occurrence, and such abstract variables are formed
with a different constructor V (n). The machine normalizes terms according to
the normal-order strategy that extends CbN to reduce open terms and under
lambdas. It can be seen as an extension of the Krivine machine for CbN [19].
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2.2 Shape Invariant

The machine specification can be seen as a function explicitly written in trampo-
lined style [15], where each transition dispatches by a single pattern matching on
the term or on the stack component of the configuration. Stacks are sequences
of frames that are constructed when traversing the term in search of a next
redex. However, this “flat” representation allows more stacks to be formed than
are reachable in a machine run from the initial empty stack. In order to reason
about the machine correctness, one needs to identify the precise structure of
reachable stacks. Crégut expresses this shape invariant by a regular expression
[11] but it can also be expressed simply by the context grammar using two kinds
of stacks S1, S2:

S1 ::= � [T,E] :: S1 | S2

S2 ::= • | λ� :: S2 | Tneu � :: S1

where Tneu denotes terms in neutral form. Neutral and normal forms are con-
structed according to the following grammar:

Normal forms � Tnf ::= λTnf | Tneu

Neutral terms � Tneu ::= n | Tneu Tnf

Garćıa-Pérez and Nogueira [16] underline the importance of establishing the
shape invariant for refunctionalization step of the functional correspondence and
characterize evaluation contexts of the normal-order strategy by an outside-in
context grammar.1 Below we present the grammar of normal-order contexts for
the λ-calculus, i.e., leftmost-outermost contexts. We can see that the machine
stacks correspond to the inside-out representation of contexts: S1 represents L-
contexts encoding the weak CbN strategy while S2 represents A-contexts of the
strong extension of CbN. The grammar of outside-in contexts is, on the other
hand, more natural for top-down decomposition. Both Lio and Loi represent
the same L-contexts family but with reversed order of frames in the lists. We
elaborate on the connection between the two kinds of representations in Sect. 4
when we discuss the strong CbV strategy.

inside-out contexts

Lio ::= � T :: Lio | Aio

Aio ::= • | λ� :: Aio | Tneu � :: Lio

outside-in contexts

Boi ::= � T :: Boi | Tneu � :: Loi | •
Loi ::= λ� :: Loi | Boi

2.3 Compositional Evaluator

The evaluator derived through the functional correspondence from the encoding
of the abstract machine of Fig. 1, after some tidying to underline its structure,
1 This family can be also defined in terms of an order on contexts [3].
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(* syntax of the lambda -calculus with de Bruijn indices *)

type index = int

type term = Var of index | Lam of term | App of term * term

(* semantic domain *)

type level = int

type glue = Abs of (sem -> sem) | Neutral of term

and sem = level -> glue

(* reification of semantic objects into normal forms *)

let rec reify (d : sem) (m : level) : term =

match d m with

| Abs f ->

Lam (reify (f (fun m’ -> Neutral (Var (m’-m -1))))(m+1))

| Neutral a ->

a

(* sem -> sem as a retract of sem *)

let to_sem (f : sem -> sem) : sem =

fun _ -> Abs f

let from_sem (d : sem) : sem -> sem =

fun d’ -> fun m ->

match d m with

| Abs f -> f d’ m

| Neutral a -> Neutral (App (a, reify d’ m))

(* interpretation function *)

let rec eval (t : term) (e : sem list) : sem =

match t with

| Var n -> List.nth e n

| Lam t’ -> to_sem (fun d -> eval t’ (d :: e))

| App (t1 , t2) -> from_sem (eval t1 e)

(fun m -> eval t2 e m)

(* NbE: interpretation followed by reification *)

let nbe (t : term) : term = reify (eval t []) 0

Fig. 2. An OCaml implementation of the higher-order compositional evaluator corre-
sponding to the KN machine: an instance of normalization by evaluation for normal-
order β-reduction in the λ-calculus.

is shown in Fig. 2. The evaluator implements an algorithm that follows the prin-
ciples of normalization by evaluation [14], where the idea is to map a λ-term
to an object in the meta-language from which a syntactic normal form of the
input term can subsequently be read off. Actually, what we have mechanically
obtained from KN is an OCaml implementation of a domain-theoretic residual-
izing model of the λ-calculus, in which the recursive type sem is an encoding of
a reflexive domain D of interpretation, isomorphic to N → ((D → D) + Λneu

⊥ )⊥
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(where N and Λneu are discrete CPOs of natural numbers and neutral terms,
respectively). In particular, to sem and from sem encode continuous functions
φ : (D → D) → D and ψ : D → (D → D), respectively, such that ψ ◦ φ = id,
establishing that D → D is a retract of D [14], which guarantees that β-
convertible terms are mapped to the same semantic object. The interpretation
function eval is completely standard, except for the η-expansion in the clause
for application which comes from the fact that the derivation has been carried
out in an eager meta-language. The reification function reify mediates between
syntax and semantics in the way known from Filinski and Rohde’s work [14] on
NbE for the untyped λ-calculus.

As a matter of fact, what we have obtained through the functional correspon-
dence from KN is very close to what Filinski and Rohde invented (and proved
correct using domain-theoretic tools). The difference lies in the semantic domain
which in their case was represented (in SML) by the type that in OCaml would
read as

type sem = Abs of ((unit -> sem) -> sem)
| Neutral of (level -> term)

from which we can see that the de Bruijn level is only needed to construct a
neutral term and otherwise redundant (an observation confirmed by the defi-
nition of to sem we have derived). With this domain of interpretation function
arguments are explicitly passed as thunks. From the reduction strategy point of
view, the normalizer of Fig. 2 (and KN) implements a two-stage normalization
strategy: first reduce a term to a weak normal form (function eval) and then
normalize the result (function reify). Seen that way, the two constructors of
type sem represent the two possible kinds of weak normal forms.

For the record, we have derived an alternative abstract machine for normal-
order reduction starting with Filinski and Rohde’s NbE. This machine differs
from KN in that it processes neutral terms in a separate mode and with an
additional kind of stack. In the next section, we modify our NbE so that it
accounts for CbV function applications.

In his MSc thesis, Munk also presents selected steps of a deconstruction of
KN into a NbE [21]. However, he goes through a step in which de Bruijn levels
are moved from the stack to closures in the environment. This step has not
been formally justified and the resulting NbE is quite different from Filinski and
Rohde’s or from ours.

3 Construction of a Call-by-Value Variant

In this section we derive a call-by-value variant of the Crégut abstract machine.
This is done by modifying the evaluator of Fig. 2 such that it accounts for CbV,
and then inverting the transformations on the path from the abstract machine
to the evaluator.

Call by value is a family of strategies where arguments of a function are
evaluated (to a weak normal form) before being passed to the function. This way
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type sem = Abs of (sem -> sem) | Neutral of (level -> term)

let rec reify (d : sem) (m : level) : term =

match d with

| Abs f ->

Lam (reify (f (Neutral (fun m’ -> Var (m’-m -1))))(m+1))

| Neutral l ->

l m

let to_sem (f : sem -> sem) : sem = Abs f

let from_sem (d : sem) : sem -> sem =

fun d’ ->

match d with

| Abs f ->

f d’

| Neutral l ->

Neutral (fun m -> let n = reify d’ m in App (l m, n))

let rec eval (t : term) (e : sem list) : sem =

match t with

| Var n -> List.nth e n

| Lam t’ -> to_sem (fun d -> eval t’ (d :: e))

| App (t1 , t2) -> let d2 = eval t2 e

in from_sem (eval t1 e) d2

let nbe (t : term) : term = reify (eval t []) 0

Fig. 3. An OCaml implementation of the modified higher-order compositional evalua-
tor: an instance of normalization by evaluation for a call-by-value β-reduction in the
λ-calculus.

one avoids needless recomputation of arguments that are used more than once.
A possible approach to a strong variant of such a strategy is the applicative order
(a.k.a. leftmost-innermost) reduction [26], where the arguments are evaluated to
the strong normal form. Here, however, we aim at a different, two-stage strategy,
analogous to the one embodied in KN and in the normalizer of Fig. 2, which is
a conservative extension of the standard CbV: the arguments are first evaluated
to a weak normal form, then the function is applied and only then the resulting
weak normal form is further reduced to the strong normal form. In order to
obtain one fixed member of the family, we follow [2] and choose the right-to-
left order of evaluation of arguments (we also choose the right-to-left order of
normalization in inert terms, see Sect. 4).
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3.1 Call-by-Value Evaluator

In call by value, function arguments are evaluated before the application takes
place. To reflect this design choice in the evaluator, we modify the domain of
interpretation:

type sem = Abs of (sem -> sem)
| Neutral of (level -> term)

where an argument passed to a function is no longer a thunk, but a preevaluated
value in the semantic domain. Here, the two constructors correspond to two kinds
of weak normal forms: λ-abstraction and inert term, as presented in Sect. 4. All
the other changes in the evaluator are simple adjustments to this modification.
An OCaml implementation of the modified evaluator is shown in Fig. 3, where
we arbitrarily decided to evaluate function application right to left (witness
the explicit sequencing of computations with let in the clause for application in
eval) and similarly for generating neutral terms (again, with let in from sem).2

This normalizer could subsequently be given a domain-theoretic treatment,
using the same techniques as the ones applied by Filinski and Rohde to their call-
by-name normalizer [14] – an interesting endeavour that would offer one possible
way of revealing the precise meaning of the modified normalizer. Here, instead,
we take advantage of the functional correspondence and we derive a semantically
equivalent abstract machine that we then analyse and we identify the reduction
strategy it implements and inherits from the underlying NbE of Fig. 3.

The machine we derived from the evaluator has been subject to further opti-
mizations before we arrived at the version presented in the next section. In
particular, the de Bruijn level m has been moved from application frames of the
stack to a dedicated register in the configurations of the machine. This modifi-
cation requires a more careful bookkeeping of the level and, most notably, it has
to be decremented when the machine leaves the scope of a lambda, just as in
KN of Fig. 1. We also flattened the stack structure to be represented by a single
list of frames, instead of by a pair of mutually inductive list-like structures. The
final machine is then close in style to KN and can be seen as its call-by-value
variant.

3.2 Abstract Machine

The machine obtained by derivation from the NbE evaluator is presented in
Fig. 4. There are syntactic categories of lambda terms T in de Bruijn notation,
machine representations of weak normal forms W , inert terms I, environments E,
stack frames F , stacks S and configurations K. Weak normal forms are either clo-
sures consisting of a lambda abstraction and an environment or inert terms. Inert
terms are either abstract variables V (n) or inert terms applied to a weak normal
2 While it would be possible to directly use Filinski and Rohde’s NbE to obtain the

evaluator of this section, our goal was to reveal and adjust the evaluator underlying
KN, and the precise relation between KN and Filinski and Rohde’s NbE has not
been revealed prior to this work.
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form. Just as in the KN machine, here n is de Bruijn level (not to be confused
with de Bruijn index in the grammar of terms T ). Weak normal forms represent
the intermediate values that are passed to functions as arguments through the
environment and subsequently reduced further to normal form. Environments
are just sequences of weak normal forms; they represent mappings that assign
nth element of the sequence to the variable with de Bruijn index n. As usual,
stacks represent evaluation contexts.

Syntax:

Terms � T ::= n | T1 T2 | λT

Wnfs � W ::= [λT, E] | I

Inerts � I ::= V (n) | I W

Envs � E ::= • | W :: E

Frames � F ::= [T, E] � | � W | � T | λ� | I �
Stacks � S ::= • | F :: S

Confs � K ::= 〈T, E, S, m〉E | 〈S, W, m〉C | 〈S, T, m〉S

Transition rules:

T 〈→� T, •, •, 0〉E (0)

〈T1 T2, E, S1, m〉E → 〈T2, E, [T1, E] � :: S1, m〉E (1)

〈λT , E, S1, m〉E → 〈S1, [λT, E], m〉C (2)

〈0, W :: E, S1, m〉E → 〈S1, W, m〉C (3)

〈n + 1, W :: E, S1, m〉E → 〈n, E, S1, m〉E (4)

〈[T, E] � :: S1, W, m〉C → 〈T, E, � W :: S1, m〉E (5)

〈� W :: S1, [λT, E], m〉C → 〈T, W :: E, S1, m〉E (6)

〈� W :: S1, I, m〉C → 〈S1, I W, m〉C (7)

〈S3, [λT, E], m〉C → 〈T, V (m + 1) :: E, λ� :: S3, m + 1〉E (8)

〈S2, I W, m〉C → 〈I � :: S2, W, m〉C (9)

〈S2, V (n), m〉C → 〈S2, m − n, m〉S (10)

〈I � :: S2, Tnf, m〉S → 〈� Tnf :: S2, I, m〉C (11)

〈λ� :: S3, Tnf, m〉S → 〈S3, λTnf, m − 1〉S (12)

〈� Tnf :: S2, Tneu, m〉S → 〈S2, Tneu Tnf, m〉S (13)

〈•, Tnf, 0〉S �→ Tnf (14)

Fig. 4. Rules for KNV, a call-by-value variant of KN

There are three kinds of configurations corresponding to three modes of oper-
ation: in configurations 〈·, ·, ·, ·〉E the machine evaluates some subterm to a weak
normal form; in 〈·, ·, ·〉C it continues with a computed weak normal form and in
〈·, ·, ·〉S it continues with a computed (strong) normal form. Let us discuss the
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transitions. For the moment we ignore the indices in stacks; we think of S1, S2

and S3 as arbitrary members of the syntactic category S of stacks. Similarly,
Tneu and Tnf are arbitrary terms. These indices will become relevant in the next
section.

Transitions (0)–(6) implement a right-to-left version of the well-known CEK
machine [13] in a formulation similar to [6], but using de Bruijn indices. The
initial transition (0) loads the term to be evaluated to a configuration with the
empty environment and empty stack on de Bruijn level 0. Transitions (1)–(4)
operate on configurations of the form 〈T,E, S,m〉E that are meant to evaluate
the term T within the environment E in the context represented by S to a weak
normal form (wnf). In the case of application T1 T2, transition (1) calls the
evaluation of T2 and pushes a closure pairing T1 with the current environment
to the stack. Note that this implements the first of our right-to-left choices of the
order of reduction. A lambda abstraction in (2) is already in wnf, so we change
the mode of operation to a configuration of the form 〈S,W,m〉C . Transitions (3)
and (4) simply read a value of a variable from the environment (which always
returns a wnf) and change the mode of operation.

Configurations of the form 〈S,W,m〉C continue with a wnf W in a context
represented by S. There are two goals in these configurations: the first is to finish
the evaluation (to wnfs) of the closures stored on the stack according to the weak
call-by-value strategy; the second is to reduce W to a strong normal form. This
is handled by rules (5)–(10), where rules (5) and (6) are responsible for the first
goal, and rules (7)–(10) for the second. In rule (5) the stack contains a closure,
so we start evaluating this closure and push the already computed wnf to the
stack; when this evaluation reaches a wnf, rules (6) or (7) apply. If the wnf is
a lambda abstraction, transition (6) implements a β-contraction. Otherwise it is
an inert term; in this case rule (7) reconstructs the application of this inert term
to the wnf popped from the stack (which gives another wnf). Rules (8)–(10) are
applied when there are no more wnfs on the top of the stack; here we pattern-
match on the currently processed wnf W . If W is a closure, transition (8) pushes
the elementary context λ� to the stack, increments the de Bruijn level (m + 1),
adds the abstract variable V (n) to the environment and starts the evaluation
of the body. If W is an application I W ′, rule (9) delays the normalization of
I by pushing it to the stack and continues with W ′; note that this implements
the second of our right-to-left choices of the order of reduction. Finally, if W is
an abstract variable with index n at level m, we reach a normal form; rule (10)
computes the final index of the variable and changes the mode of operation to
a configuration of the form 〈S, T,m〉S .

Configurations of the form 〈S, T,m〉S continue with a (strong) normal form T
in a context represented by S (recall that the grammar of normal forms is pre-
sented in Sect. 2.2). The goal in these configurations is to finish the evaluation of
inert term stored on the stack and to reconstruct the final term. This is handled
by transitions (11)–(14); the choice of the transition is done by pattern-matching
on the stack. If there is an inert term I on the top of the stack, rule (11) pushes
the already computed normal form on the stack and calls normalization of I by
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switching the mode of operation to 〈S,W,m〉C . Otherwise there is a λ� frame
or a previously computed normal form on the top of the stack; in these cases
transitions (12) and (13) reconstruct the term accordingly. Finally, when the
stack is empty, transition (14) unloads the final result from a configuration.

The machine is pure in a sense that it does not use mutable state nor other
computational effects so it can be directly implemented in a pure functional
language. Thanks to that all structures of the machine are persistent data struc-
tures with their advantages (cf. [22]). It differs from machines of [2] in that its
implementation does not perform on-the-fly α-conversion nor does it use point-
ers explicitly. Assuming uniform cost criteria for arithmetic operations, the cost
of dispatch and of each transition is constant.

3.3 Shape Invariants

As in the case of the KN machine, not all sequences of stack frames represent
valid contexts that can occur in a reachable configuration of the machine from
Fig. 4. We define the syntactic category Kwf of well-formed configurations with
the following grammar.

S1 ::= [T,E] � :: S1 | � W :: S1 | S3

S2 ::= � Tnf :: S2 | S3

S3 ::= • | λ� :: S3 | I � :: S2

Kwf ::= 〈T,E, S1,m〉E | 〈S1,W,m〉C | 〈S2, I,m〉C | 〈S2, Tneu,m〉S | 〈S3, Tnf,m〉S

A simple induction on the length of evaluation gives the following lemma.

Lemma 1. For all initial terms T , all configurations reachable from T are well-
formed.

One can note that there is no invention in designing syntactic categories W and I
which correspond to grammars of weak normal forms and inert terms. They
are products of defunctionalization which is a part of mechanization carried
out via functional correspondence. More interestingly, all shape invariants can
be derived. It is enough to use a separate grammar for normal forms in the
higher-order normalizer. Through derivation this grammar is imprinted on the
grammars of stacks and configurations.

3.4 An Application: Streaming of Expressions

Here we show a method for early discovering that two terms are not β-
convertible, i.e., that they do not have equal normal forms. Grégoire and Leroy
show in [18] that the comparison of normal forms can be short-circuited when
enough data is computed. Our idea is to run the machine on both terms as long as
partial results are the same. If the machine completes the computation on both
terms and the computed normal forms are equal, the terms are β-convertible.
But whenever it sees partial results that are different for the two input terms, we
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immediately know that the two terms do not have equal normal forms, without
actually completing the computation. In some cases it allows to give an answer
even on divergent terms. To get a partial result it is enough to interrupt the
machine after transitions (8) and (11) when it pushes λ� and � Tnf frames,
respectively, on the stack. This method is implemented in the accompanying
code.

(T1 T2)[i := T ] = T1[i := T ] T2[i := T ]

(λT1)[i := T ] = λ(T1[i + 1 := T ])

n[i := T ] =

⎧⎪⎨
⎪⎩

n : n < i

↑i
≥0 T : n = i

n − 1 : n > i

↑i
≥k (T1 T2) = ↑i

≥k T1 ↑i
≥k T2

↑i
≥k λT = λ↑i

≥k+1 T

↑i
≥k n =

{
n + i : n ≥ k

n : n < k

(λT1)T2 ⇀β T1[0 := T2]

C[T1]
C→β C[T2] if T1 ⇀β T2

Fig. 5. β-contraction and β-reduction for terms with de Bruijn indices

As an example, consider the terms λx.λy.Ω and λx.(x λy.Ω) x (using stan-
dard notation with names). Even if the evaluation of these terms never termi-
nates, we can detect different partial results and determine that these two terms
cannot have equal normal forms. By running our machine we learn that the
normal form of the former term (if it exists) starts with λx.λy.� while the the
normal form of the latter (if it exists) starts with λx.� x.

This application is not specific to KNV and a similar procedure can be imple-
mented based on KN. However, as is usual with CbV vs CbN, KNV in general
performs better by avoiding reevaluation (to weak normal form) of function
arguments.

4 Reduction Semantics for Strong CbV

A reduction semantics is a form of small-step operational semantics with an
explicit representation of reduction contexts, i.e., of locations in a term where
the computation can take place. Roughly, reduction contexts can be thought
to represent terms with a hole. The atomic computation step is defined by a
rewriting relation on terms, often called the contraction relation. For example, in
our source language, the lambda calculus with de Bruijn indices, the reduction
semantics can be formally defined as in Fig. 5, where the contraction relation
is ⇀β , and one-step reduction is defined as contraction in context C→β , where
reduction contexts C describe the specific reduction strategy. For example, if we
take C to be L from Sect. 2.2, then we obtain the normal-order strategy. The
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notation C[T ] denotes the term reconstructed by plugging the term T in the hole
of the context C.

In uniform strategies the grammar of reduction contexts is defined using only
one nonterminal (as in CbN or CbV), while hybrid strategies use more than one
nonterminal (as in normal order). The strong CbV strategy is another example of
a hybrid strategy, one with three nonterminals leading to three kinds of contexts,
each describing a separate substrategy.

As already observed in Sect. 2.2, shape invariants of the machine stack nat-
urally lead to reduction contexts of the strategy realized by the machine. For
the case of the KNV machine, stack invariants translate to grammar of contexts
shown in Fig. 6 (left). Equivalently, they can be translated to an automaton,
whose transitions are labelled with terms (as opposed to their machine represen-
tations), where the syntactic categories of terms in weak normal form and inert
terms in the lambda calculus are

Weak normal forms Wnfs � TW ::= λT | TI

Inert terms Inerts � TI ::= n | TI TW

The grammar generates all stacks in syntactic categories S1, S2, S3 in an inside-
out manner: the automaton reading a stack from left to right moves from the
hole of the represented context towards the topmost symbol. By reversing the
arrows in the automaton we obtain an outside-in grammar (Fig. 6 right). A
context nonterminal (its kind) in inside-out grammars denotes the kind of the
hole, whereas in outside-in grammars it denotes the kind of the context generated
by that nonterminal.

inside-out

S3 S2 S1

λ�

ε
ε

� Tnf

TI �
� TW

T �

S1 ::= S3 | � TW :: S1 | T � :: S1

S2 ::= S3 | � Tnf :: S2

S3 ::= • | λ� :: S3 | TI � :: S2

S3 ⊆ S2 ⊆ S1

outside-in

R H F

λ�

ε
ε

� Tnf

TI �
� TW

T �

F ::= � TW :: F | T � :: F | •
H ::= � Tnf :: H | TI � :: R

R ::= λ� :: R | H | F

F ⊆ R ⊇ H

Fig. 6. Reduction semantics: automata and grammars of contexts

To complete the reduction semantics of strong CbV we have to specify a con-
traction relation. We simply read it from transition (6), where environments stor-
ing delayed substitution consist of structures representing weak normal forms.
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Thus our contraction is β-contraction restricted to a variant where an argument
has to be in weak normal form. We call it βwnf-contraction:

(λT )TW ⇀βwnf T [0 := TW ]

The substrategy corresponding to the F nonterminal in Fig. 6 and βwnf-
contraction can be recognized as the right-to-left weak strategy of the fireball
calculus considered in [2]. It is known that this strategy is deterministic and
reduces terms to weak normal forms. Our strong strategy corresponds to the
nonterminal R (the starting symbol in the grammar); it contains the substrat-
egy F and thus it is a conservative extension of the right-to-left call-by-value
strategy.

In our strategy arguments of functions are evaluated in the right-to-left order.
Similarly, arguments of inert terms are evaluated in the same order—thus we can
refer to the strategy as twice right-to-left call-by-value, rrCbV. This is an arbi-
trary choice; three other options are possible. Some of these options, like lrCbV
leave place for optimizations: after completing the weak right-to-left reduction
the stack contains a sequence of arguments in weak normal form, which are
then composed to build an inert term that is immediately decomposed to the
very same sequence of weak normal forms before normalizing them with the
strong left-to-right strategy. An optimized machine could refocus directly to
strong reduction of arguments on stack instead of rebuilding an inert term and
decomposing it again.

Strong CbV, as weak CbV, is an incomplete strategy, i.e., some normalizable
terms may loop forever, e.g., K I Ω.3 Nevertheless, it allows to compute values
of recursive functions.

Example 1. Consider the term λ(K I Ω). We can decompose it uniquely into a
context λ(K I �) and a subterm Ω forming a βwnf-redex. The context in the
inside-out representation is K I � :: λ� :: • and it satisfies the S1 constraints.
In the outside-in representation it is λ� :: K I � :: • and conforms with the
grammar R. Here S1 and R are initial nonterminals in the grammars of contexts
defined in Fig. 6. Thus λ(K I Ω) loops in the rrCbV strategy.

On the contrary, in term λ(K I λΩ) the subterm λΩ fits the TW grammar
and λ(� λΩ) is a correct context of rrCbV. Thus λ(K I λΩ) reduces to λI in
two steps.

5 Correctness

In this section we show the correctness of the derived machine: it traces [10] (i.e.,
exactly implements, in a step-by-step manner) the reduction semantics. Before
stating the formal theorem we need some definitions.

3 Where K = λx.λy.x, I = λx.x, Ω = (λx.x x) (λx.x x), using standard notation with
names.
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5.1 Decoding of Machine Representations

Terms. In the proof of correctness we have to translate lambda terms to machine
configurations and back. The encoding of a term to a configuration is given by
transition (0) in Fig. 4. The translation in the other direction is more involved.
We start by defining two functions: �·, ·�W : Wnfs → N → Wnfs decoding
the machine representations of weak normal forms and the function �·, ·�I :
Inerts → N → Inerts decoding the representations of inert terms. The formal
definitions of these functions are given in extended version of this paper [8]. The
second parameter, which is a de Bruijn level, is needed to decode an abstract
variable. The function �·, ·, ·�T : Terms → Envs → N → Terms decodes machine
representations of arbitrary terms.

Stacks. Intuitively, a stack should be decoded to an evaluation context. How-
ever, we are going to prove a termination result, for which we need an interme-
diate representation: lists of annotated frames. The annotation {·}w in {T}w �
indicates that the term T occurring in a context T � is known to be in weak
normal form; similarly {·}n in � {T}n indicates that T is known to be in strong
normal form.

AnnFrms � C ::= T � | � T | {T}w � | � {T}n | λ�
AnnFrms∗ � L ::= • | C :: L

The function �·�S : Stacks → AnnFrms∗ decodes stacks by decoding term rep-
resentations in stack frames and adding frame annotations.

Annotated Decompositions. A configuration of the machine encodes, among
others, a decomposition of a term into its subterm and a surrounding context.

Example 2. Consider a fragment of evaluation of the term λ00 (which is λx.xx
in de Bruijn notation). We adopt here the OCaml notation for lists, so [1; λ�]
is the same as 1 :: λ� :: •.

〈[� V (1); λ�], V (1), 1〉C
(7)→ 〈[λ�], V (1) V (1), 1〉C

(9)→
〈[V (1) �; λ�], V (1), 1〉C

(10)→ 〈[V (1) �; λ�], 0, 1〉S
(11)→

〈[� 0; λ�], V (1), 1〉C

Here both stacks [� 0; λ�] and [� V (1); λ�] represent the same context λ(� 0),
so the first and the last configuration in this sequence gives the same decompo-
sition of λ00 to the subterm 0 in the context λ(� 0). In order to capture the
fact that the machine does not fall into an infinite loop, even if it considers the
same decomposition more than once, we introduce a more informative notion
of annotated decomposition. We introduce annotations for terms that allow to
distinguish between arbitrary terms and terms in weak or strong normal form.

AnnTerms � A ::= T | {T}w | {T}n
AnnDcmp � D ::= A :: L
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Configurations. Configurations are first decoded to annotated decompositions
with function �·�K : Confs → AnnDcmp and then to terms by function plug :
AnnDcmp → Terms. The latter function ignores all annotations.

5.2 Formal Correctness Result

We are now ready to state the result formally as the following theorem.

Theorem 1. KNV traces the twice right-to-left strong CbV strategy, i.e.:

1. The function plug(�·�K) : Confs → Terms is a surjection.
2. For each machine transition K → K ′, either plug(�K�K) = plug(�K ′�K)

(i.e., the two configurations represent different decompositions of the same
term), or plug(�K�K) reduces to plug(�K ′�K) in the strategy.

3. There are no silent loops in the machine, i.e., no infinite sequences of transi-
tions K0 → . . . → Kn → . . . such that plug(�Ki�K) = plug(�Ki+1�K) for all
i.

4. For all terms T, T ′, if T reduces to T ′ according to the strategy, then for each
K such that plug(�K�K) = T there exists a sequence of machine transitions
K → . . . → K ′ such that plug(�K ′�K) = T ′.

The proof of this theorem is more tedious than sophisticated. We provide a
sketch in the extended version of this article [8]. Point 1 is a simple observation
that for any term T the corresponding initial configuration is decoded to T . For

point 2, a simple case analysis gives that all transitions
�=(6)→ leave the decoding

of the configurations unchanged. The fact that
(6)→ implements βwnf-contraction

is technically more involved, but not surprising.
Probably the most interesting part concerns point 3, which implies that the

machine always finds a redex in a finite number of steps. We present the main
intuitions here, leaving formal details in the extended version. We start by
introducing a strict partial order on annotated terms and frames. For all terms
T1, . . . , T7 we set

T1 < T2 � < � T3 < {T4}w < {T5}w � < � {T6}n < λ� < {T7}n
Then we extend this order to the reversed lexicographic extension <rlex of < on
annotated decompositions: D1 <rlex D2 iff DR

1 <lex DR
2 where DR denotes the

reverse of D and <lex is the standard lexicographic extension of <. Since a given
term may have only finitely many corresponding annotated decompositions that
cannot grow forever, there are no silent loops.

Example 3. The following is the sequence of decodings of configurations from
Example 2. Note that this sequence is strictly increasing in the <rlex order.

[{0}w; � 0; λ�]
(7)→ [{0 0}w; λ�]

(9)→ [{0}w; {0}w �; λ�]
(10)→

[{0}n; {0}w �; λ�]
(11)→ [{0}w; � {0}n; λ�]
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5.3 Corollaries

Since all the transformations used in the derivation are meaning-preserving, we
can informally state that: For every closed term T and its OCaml representa-
tion t, the computation eval t [] 0 in the call-by-value normalizer of Fig. 3
returns a sem value iff T reaches weak normal form in the strategy. Similarly the
computation nbe t returns a term value t’ iff T reaches a normal form T ′ in
the strategy, and t’ is an OCaml representation of T ′.

6 Conclusion and Future Work

We presented the first systematic derivation of an abstract machine KNV that
implements the strong CbV strategy for normalization in the lambda calculus.
The derivation starts from the KN machine for normal-order reduction and uses
off-the-shelf tools to transform semantic artefacts in a sequence of steps that con-
stitute the so-called functional correspondence, as a two-way derivation recipe.
We also presented the reduction semantics for the strong CbV strategy that can
be read off the obtained machine, and that is an example of a hybrid strat-
egy with three kinds of reduction contexts. As an example application of the
machine, we illustrated how it can be used for convertibility checking, e.g., in
proof assistants based on dependent type theory.

In [2], the authors introduced a time complexity criterion for an abstract
machine: a machine is called a reasonable implementation of a given strategy if
it can simulate n reduction steps in a number of transitions that is polynomial
in n and in the size of the initial term. It is easy to observe that KNV is not
a reasonable implementation of strong CbV due to the size explosion problem.
Consider, e.g., the following term family en where cn denotes the nth Church
numeral:

ω := λx.x x en := λx.cn ω x

Each en reduces to its normal form in the number of steps linear in n, but the size
of this normal form is exponential in n. Since KNV never reuses structures con-
structed before, it has to introduce each of the exponentially many constructors
in a separate step. Therefore, it is not a reasonable implementation. We intend
to construct a modified version of KNV that will critically rely on sharing of
intermediate results. We conjecture that such a modification is both necessary
and sufficient to achieve a reasonable implementation of strong CbV. We also
believe that the present development is a crucial stepping stone in this undertak-
ing and that it offers all the necessary tools. In particular, sharing, in more than
one flavour, can be most naturally introduced at the level of the evaluator of
Fig. 3 and the resulting abstract machine will be a reflection of this modification
through the functional correspondence.
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ABSTRACT
We present an efficient implementation of the full-reducing call-
by-value strategy for the pure λ-calculus in the form of an ab-
stract machine. The presented machine has been systematically
derived using Danvy et al.’s functional correspondence that con-
nects higher-order interpreters with abstract-machine models by a
well-established transformation technique. It improves on a previ-
ously presented machine by Biernacka et al. in terms of efficiency:
the new machine simulates β-reduction with the overhead poly-
nomial in the number of β-steps and in the size of the initial term.
Thus, the machine makes a “reasonable” (in the sense of Accattoli
et al.) implementation of Strong CbV.

We prove correctness and reasonability of the machine. The
latter property is shown using a form of amortized cost analysis
à la Okasaki.
ACM Reference Format:
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1 INTRODUCTION
It is well known that the λ-calculus provides a foundation for func-
tional programming languages such as OCaml or Haskell, and more
recently—for proof assistants such as Coq or ELF. A typical func-
tional programming language uses a weak reduction strategy (e.g.,
call by value or call by need) that only reduces terms until a weak
value is reached, and in particular it does not descend under lambda
abstractions. On the other hand, proof assistants—which can be seen
as functional languages with a rich system of dependent types—
require a strong (i.e., full-reducing) reduction strategy for type
checking. The study of strong normalization strategies in the λ-
calculus, their properties and efficient implementation models, is
therefore directly motivated by the need for efficient tools to handle
large-scale, complex verification tasks carried out in such proof
assistants [13, 23].
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Abstract machines provide implementation models for β-re-
duction that operationalize its key aspects: the process of finding
a redex (decomposition) and the meta-operation of substitution
(β-contraction). An abstract machine is typically deterministic and
it makes specific choices when searching for redices, i.e., it imple-
ments a specific reduction strategy of the calculus. The main tech-
nical goal of our work is to construct an efficient abstract machine
for Strong CbV that improves on our previously derived machine
for this strategy [14]. One possible approach to measure the effi-
ciency of abstract machines is to quantitatively relate the number
of machine steps with the number of simulated β-reductions as
done by Accattoli et al. [2, 3, 9].

The invariance thesis of Slot and van Emde Boas [28] states that
all reasonablemodels of computation simulate each other with poly-
nomially bounded overhead in time and constant-factor overhead
in space. An abstract machine is called reasonable w.r.t. given strat-
egy if it simulates the strategy with the time overhead bounded by
a polynomial in the number of β-steps and in the size of the initial
term (cf. [9]). In this paper, we derive a reasonable abstract machine
for Strong CbV. Since there are known simulations of Turing ma-
chines in the lambda calculus and of abstract machines by Turing
machines, the existence of a reasonable machine for Strong CbV
implies reasonability (for time) of Strong CbV in the sense of Slot
and van Emde Boas. Recently, this latter problem has been inde-
pendently answered by Accattoli et al. [4], who employ a different
approach and show an abstract machine for a calculus with explicit
substitutions.

Related work. The reasonability of Strong CbV has been a nontriv-
ial [1, 5] open problem (partial results include [8, 9, 14]) formulated
by Accattoli [2] and an instance of a more general question that has
remained unanswered for a long time: are there evaluation strate-
gies for the λ-calculus that can be simulated on Turing machines
in time bounded by a polynomial of the number of performed β-
reductions? Recently this question has been answered positively,
for both time and space, with weak call by value (CbV) [21] and,
for time, with strong call by name (CbN) [7].

In the case of weak reduction there is a vast body of work on ab-
stract machines, their efficiency and construction techniques, but in
the strong case the territory is largely uncharted. The first machine
for strong normalization in the λ-calculus is due to Crégut and it
implements Strong CbN [18]. A normalization function realizing
Strong CbV was proposed by Grégoire&Leroy and implemented in
their virtual machine extending the ZAM machine [23]. Another
virtual machine for Strong CbV was derived by Ager et al. [11] from
Aehlig and Joachimski’s normalization function [10]. Recently, a
strong call-by-need strategy has been proposed by Kesner et al. [13],
and the corresponding abstract machine has been derived by Bier-
nacka et al. [15]. In a recent work [14], Biernacka et al. published
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the first abstract machine for Strong CbV, and more specifically for
the right-to-left strong CbV strategy. That machine has been de-
rived by a series of systematic transformation steps from a standard
normalization-by-evaluation function for the CbV lambda calculus.
All three interpreters of Strong CbV [11, 14, 23] are not reason-
able in the sense defined above. Finally, two reasonable—inherently
different and independent—abstract machines for strong call by
value have been constructed in this work and in [4]. We present a
brief comparison of the two machines in Section 6, yet a detailed
description of the correspondence between them is out of scope of
this paper.

Our work builds on previous developments in the derivational
approach to the construction and study of semantic artefacts, and in
particular we use Danvy et al’s functional correspondence and stan-
dard techniques used in functional programming [12]. The outcome
of the derivation is an abstract machine whose control stacks arise
as defunctionalized continuations of the CPS-transformed evalua-
tor. In the case of Strong CbV (as well as other hybrid strategies)
these stacks are not uniform; their structure corresponds directly
to multiple-kinded reduction contexts and this correspondence can
be described by a suitable shape invariant of the stacks. Hybrid
strategies and their connection with machines have been studied
by Garcia-Perez & Nogueira, and by Biernacka et al. [16, 22].

In between the weak and the strong CbV strategies, one can
consider the Open CbV strategy that extends the usual weak CbV
strategy in that it works on open terms and generalizes the notion
of value accordingly. In a series of articles, Accattoli et al. study
Open CbV in the form of so-called fireball calculus. They also show
several abstract machines (the GLAM family) and study their com-
plexity properties with the aim of providing reasonable and efficient
implementations of Open CbV [9].

Contributions. In order to construct a reasonable abstract ma-
chine for Strong CbV we refine the techniques from [14]. Our start-
ing point is the same NbE evaluator as in [14] but wemodify it using
the standard memoization technique to store weak values together
with their strong normal forms (if they get computed along the
way). Next, we apply Danvy et al’s functional correspondence [12]
to transform this new interpreter into a first-order abstract machine.
This way the obtained machine is a systematically constructed se-
mantic artefact rather than an ad-hoc modification of an existing
one. The commented code of the development containing many
examples in the form of tests is available in the supplementary
material.1

In order to argue about the efficiency of the derived machine,
we apply a form of amortized cost analysis that uses a potential
function akin to Okasaki’s approach [26].

Thus, the contributions of this paper include:
(1) a derivation of a reasonable abstract machine for Strong CbV,
(2) a proof of correctness of the machine and of its reasonability,
(3) a corollary that Strong CbV is reasonable for time.

Outline. In Section 2 we introduce the basic concepts of the
lambda calculus and the strong CbV strategy. In Section 3we present
the derivation of the machine starting from a NbE evaluator of the
CbV lambda calculus. In Section 3.3 we present the resulting abstract

1https://www.ii.uni.wroc.pl/~tdr/pub/rscbv.zip

machine. In Section 4 we prove the soundness of the machine and
in Section 5 its reasonability and completeness. In Section 6 we
compare our machine with SCAM of Accattoli et al. [4]. Section 7
concludes.

2 PRELIMINARIES
2.1 Basics of λ-calculus
We work with pure lambda terms given by the following grammar:

t ::= x | t1 t2 | λx . t

where x ranges over some set of identifiers. We define sets of free
and bound variables in a term, and the capture-avoiding substitution
function (denoted ·[x := ·]) in the usual way.

A context is a term with exactly one free occurrence of a special
variable □ called hole. Assuming that □ is not used as a bound
variable, contexts in the lambda calculus can be defined by the
following grammar:

C ::= t C | C t | λx .C | □
Now, for any contraction relation⇀ (understood as atomic com-

putation step expressed by a binary relation on terms) and any
context C we define contextual closure as follows:

t1 ⇀ t2

C[t1] C→ C[t2]
The notationC[t] denotes a term obtained by plugging (replacing)

the hole of the context with the given term. If the symbol above the
arrow is omitted then the contraction can be done at any location
in a term. The reflexive-transitive closure of → is denoted by↠
and the reflexive-symmetric-transitive closure is denoted by =, and
is called conversion. Juxtaposition of two relations denotes their
composition, e.g., s↠β=α t means that ∃t ′. s↠β t

′ =α t .

Reduction semantics in the lambda calculus. Based on the ingre-
dients introduced so far, we can define operational semantics for
the λ-calculus in the form of reduction semantics that specifies β-
contraction as the atomic computation step, and a reduction strategy
that prescribes locations in a termwhere β-reduction can take place.
We define β-contraction in the standard way:

(λx . t1) t2 ⇀β t1[x := t2]
and its contextual closure determines β-reduction. In order to define
a specific strategy we need to restrict general contexts C . For the
CbV strategy we also need to restrict β-contraction.

2.2 Call-by-value strategies
Weak reduction, i.e., reduction that does not “go under lambda”,
can be defined as reduction in weak contextsW defined by the
following grammar:

W ::= t W | W t | □
In a call-by-value strategy, function arguments need to be eval-

uated before the function is applied. If only closed terms are con-
sidered, function arguments are reduced to λ-abstractions, but in
the open case we need a more general notion of a weak normal

form, which is a normal form of W→β . Weak normal formsw can be
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expressed by the following grammar, where the auxiliary category
i denotes inert terms:

w ::= λx . t | i

i ::= i w | x

To prevent the substitution of reducible terms we restrict β-cont-
raction to arguments in weak normal form:

(λx . t) w ⇀βw t[x := w]

This way we obtain the relation W→βw , which is exactly the
reduction of the fireball calculus, where weak normal forms are
called fireballs [8]. This calculus is nondeterministic but strongly
confluent and hence all derivations to weak normal forms have the
same length. It also restores the property (called harmony in [8])
that its normal forms are substitutable, i.e., there are no stuck terms.

The fireball reduction can be made deterministic by narrowing
the space of possible evaluation contexts by only allowing to search
for redices in the left part of an application when its right-hand
side is a weak value:

F ::= t F | F w | □

The relation F→βw (which is βw -contraction in contexts gener-

ated by F -contexts) is a restriction ofW→βw to a right-to-left strategy,
and it is a deterministic extension of the closed weak, right-to-left
CbV strategy to the open case.

To obtain a conservative extension of a weak CbV strategy to
a full-reducing one, we can just iterate reduction under lambdas
after reaching a weak normal form. Such iterations of W→βw are
also strongly confluent and therefore any such strategy is a good
representative of the strong CbV strategy.2

In this paper, we study the twice right-to-left3 call-by-value strat-
egy (in short, rrCbV), that is an example of a deterministic extension
of F→βw to a fully reducing strategy: it is deterministic [14], uses the
same contraction relation, and F-contexts are a subset of the rrCbV
context family. This strategy is denoted R→βw and its grammar of
contexts can be defined using three context nonterminals H , R and
F (the latter defined as above for the weak strategy) where n are
normal forms of the strategy →β , and a are neutral terms, defined
as follows:

R ::= λx .R | H | F n ::= λx .n | a

H ::= i R | H n a ::= a n | x

Observe that rrCbV is a hybrid strategy, i.e., it combines different
substrategies: the F -contexts define the weak CbV substrategy, R is
the starting nonterminal defining the substrategy that either weakly
reduces, or fully reduces weak normal forms using the auxiliary
H -strategy, which in turn is responsible for fully reducing inert
terms.

2The applicative order, i.e., leftmost-innermost reduction, where arguments of a func-
tion are directly reduced to a strong normal form, is not a conservative extension of
weak CbV and therefore we do not consider it as a strong CbV strategy. Moreover, it
does not support recursion [27] and may take a different number of steps than strong
CbV strategies as defined here.
3The right-to-left direction of evaluation in applications is traditional and used, e.g.,
in OCaml.

3 CONSTRUCTION OF A REASONABLE
MACHINE

3.1 A Higher-Order Evaluator
Our starting point is the higher-order evaluator from [14] presented
in Figure 1. It computes β-normal forms by following the principles
of normalization by evaluation [20], where the idea is to map a
λ-term to an object in the meta-language (here OCaml) from which
a syntactic normal form of the input term can subsequently be read
off.
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of normalization by evaluation [20], where the idea is to map a
λ-term to an object in the meta-language (here OCaml) from which
a syntactic normal form of the input term can subsequently be read
off.

(* syntax of the lambda -calculus with de Bruijn indices *)

type index = int

type term = Var of index | Lam of term

| App of term * term

(* semantic domain *)

type level = int

type sem = Abs of (sem -> sem) | Neutral of (level -> term)

(* reification of semantic objects into normal forms *)

let rec reify (d : sem) (m : level) : term =

match d with

| Abs f ->

Lam (reify (f (Neutral (fun m' -> Var (m'-m -1))))(m+1))

| Neutral l ->

l m

(* sem -> sem as a retract of sem *)

let to_sem (f : sem -> sem) : sem = Abs f

let from_sem (d : sem) : sem -> sem =

fun d' ->

match d with

| Abs f ->

f d'

| Neutral l ->

Neutral (fun m -> let n = reify d' m in App (l m, n))

(* interpretation function *)

let rec eval (t : term) (e : sem list) : sem =

match t with

| Var n -> List.nth e n

| Lam t' -> to_sem (fun d -> eval t' (d :: e))

| App (t1, t2) -> let d2 = eval t2 e

in from_sem (eval t1 e) d2

(* NbE: interpretation followed by reification *)

let nbe (t : term) : term = reify (eval t []) 0

Figure 1: An OCaml implementation of the higher-order
compositional evaluator from [14]: an instance of normal-
ization by evaluation for a call-by-value β-reduction in the
λ-calculus.

The evaluator works with lambda terms in de Bruijn notation.
In this notation, lambda terms are generated by the grammar t ::=
n | t1 t2 | λt where n ranges over natural numbers. There are
two flavours of the notation: de Bruijn indices, where n denotes
the number of lambdas between the represented variable and its
binder; and de Bruijn levels, wheren denotes the number of lambdas
between the root of a term and the binder of the variable. For
example, λx . x (λy.y x) is represented as λ 0 (λ 0 1) with de Bruijn

Figure 1: An OCaml implementation of the higher-order
compositional evaluator from [14]: an instance of normal-
ization by evaluation for a call-by-value β-reduction in the
λ-calculus.

The evaluator works with lambda terms in de Bruijn notation.
In this notation, lambda terms are generated by the grammar t ::=
n | t1 t2 | λt where n ranges over natural numbers. There are
two flavours of the notation: de Bruijn indices, where n denotes
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indices and as λ 0 (λ 1 0) with levels. Using de Bruijn notation has
a clear benefit of avoiding problems with α-conversion, but there
is some cost of having less intuitive β-reduction.

The normalization function first evaluates terms into the seman-
tic domain represented by the recursive type sem – it is completely
standard and implemented by the function eval. Then the nor-
mal form is extracted from the semantic object by the function
reify that mediates between syntax and semantics in the way
known from Filinski and Rohde’s work [20] on NbE for the untyped
λ-calculus.

Using Danvy et al.’s functional correspondence [12] between
higher-order evaluators and abstract machines, the evaluator is
transformed in [14] to an abstract machine that implements a full-
reducing call-by-value strategy for pure λ-calculus. The obtained
machine is not reasonable in terms of complexity: it cannot simulate
n steps of β-reduction in a number of transitions that is polynomial
in n and in the size of the initial term. The reason is that it never
reuses constructed structures, so it has to introduce each construc-
tor of the resulting normal form in a separate step. This can lead
to an exponential blow-up known as the size explosion [7], as the
following example shows. Consider a family of terms

ω := λx . x x en := λx . cn ω x

where cn denotes the nth Church numeral. Each en reduces to its
normal form in the number of steps linear in n, but the size of this
normal form is exponential in n.

Remark 1. The interpreters of [11, 14, 23] all suffer from exponen-
tial time overhead because of the size explosion problem.

A Pitfall of de Bruijn Indices and Levels. The evaluator from [14]
works with lambda terms in de Bruijn notation. In this notation,
each variable is identified either by the number of lambdas between
the represented variable and its binder (de Bruijn index) or by the
number of lambdas between the root of a term and the binder of the
variable (de Bruijn level). Consider term families defined as follows
(here x , z are free variables):

A0 := x B0 := z

An+ := An (λy.y) x Bn+ := z λw . Bn

Qn := λx . (λz. Bn ) An
Note that there are n + 1 free occurrences of variable z in Bn , each
of which is under a different number of lambdas (on a different de
Bruijn level). Terms of family Q are closed and they reach their
normal forms in one β-reduction which substitutes An for z in Bn .
The size of An is linear in n and it is substituted for linearly many
zs in Bn resulting in a normal form of quadratic size.

Terms An can be easily shared in memory and the resulting
representation has size linear in n. It is not however possible with
de Bruijn indices nor levels representation without an extension of
syntax because the resulting normal form has quadratically many
constructors of distinct subterms. We illustrate this issue in Table 1
with the term Q2 and its normal forms using 3 different representa-
tions: with names, indices and levels.

Q2 = λx . (λz. z λw . z λw . z) (x (λy.y) x (λy.y) x)
The normal form in name representation has three occurrences of
the subterm A2 = (x(λy.y)x(λy.y)x), each on a different de Bruijn

level. Therefore, in the index notation, the subterm x has a different
representation in each of these occurrences. Similarly, in the level
notation, the subterm λy.y has a different representation in each
of these occurrences. In consequence, none of the two notations
allows sharing of different occurrences of A2. This example shows
that when working with de Bruijn representations it is not possible
to bound the amount of work per single β-reduction by a quantity
proportional to the size of the initial term. It does not mean that
machines working with these representations must be unreasonable
but a proof involving this quadratic dependency may be more
complex than one without this problem. Therefore, we choose to
work with names.

3.2 A Reasonable Higher-Order Evaluator
Now we present a higher-order evaluator that will be transformed
into an abstractmachine. The implementation is given inOCaml [25].
It is a modified version of the evaluator from [14], with three major
changes. First, it uses names instead of de Bruijn indices to represent
variables in lambda terms. Second, it abstracts the environments
(the second argument of the function eval) in the sense that they
are no longer directly implemented as lists, but as different data
structures implementing dictionaries. Third, it uses caches as a form
of sharing. We first present code snippets showing the differences
from the initial evaluator; the complete evaluator is presented in
Figure 2.

Terms. We start with the syntax of λ-terms with names:
type identifier = string

type term = Var of identifier

| App of term * term

| Lam of identifier * term

Environments. Environments are dictionaries storing values as-
signed to identifiers. In order to handle open terms environment
lookup returns an abstract variable for a free variable in a term.
An abstract variable is a delayed neutral term that simply returns
a variable for a given identifier. To avoid the capture of abstract
variables during abstraction reification we attach the suffix “_free”
to the identifier; in consequence the free variables of the initial
term are renamed accordingly in the final result.
module Dict = Map.Make(

struct type t = identifier let compare = compare end)

type env = sem Dict.t

let abstract_variable (x : identifier) : sem =

let vx = Var x in Neutral (fun () -> vx)

let rec env_lookup (x : identifier) (e : env) : sem =

match Dict.find_opt x e with

| Some v -> v

| None -> abstract_variable (x ^ "_free")

Caches. A reasonable implementation of strong CbV requires
sharing. We employ a mechanism similar to memothunks that al-
lows us to easily look up and then reuse already computed subterms
in normal forms. An α-cache is a place where a result of type α
can be stored and later used to prevent invoking the same delayed
computation many times. It is implemented as follows:
type 'a cache = 'a option ref
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Table 1: Normal forms of term Q2 represented with names, indices and levels.
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Table 1: Normal forms of term 𝑄2 represented with names, indices and levels.

Nnam (𝑄2) = 𝜆𝑥 .(𝑥 (𝜆𝑦.𝑦)𝑥 (𝜆𝑦.𝑦)𝑥)𝜆𝑤.(𝑥 (𝜆𝑦.𝑦)𝑥 (𝜆𝑦.𝑦)𝑥)𝜆𝑤.(𝑥 (𝜆𝑦.𝑦)𝑥 (𝜆𝑦.𝑦)𝑥)
Nind (𝑄2) = 𝜆 (0 (𝜆0) 0 (𝜆0) 0)𝜆 (1 (𝜆0) 1 (𝜆0) 1)𝜆 (2 (𝜆0) 2 (𝜆0) 2)
Nlev (𝑄2) = 𝜆 (0 (𝜆1) 0 (𝜆1) 0)𝜆 (0 (𝜆2) 0 (𝜆2) 0)𝜆 (0 (𝜆3) 0 (𝜆3) 0)

let cached_call (c : 'a cache) (t : unit -> 'a) : 'a =

match !c with

| Some y -> y

| None -> let y = t () in c := Some y; y

Values. In the original evaluator for strong CbV there are two
kinds of values: abstractions and delayed neutral terms, which after
defunctionalization correspond to weak normal forms and inert
terms, respectively. Here we add another one: a semantic value
paired with a cache for its normal form.
type sem = Abs of (sem -> sem)

| Neutral of (unit -> term)

| Cache of term cache * sem

Reification. In normalization by evaluation reification plays a
role of a readback of concrete syntactic objects from abstract seman-
tic values. It corresponds to full normalization of weak normal forms
in the obtained machine. The reification of abstractions and neutral
terms is accomplished just as in the original evaluator: abstractions
are called with an abstract variable with a freshly generated name
(using a standard auxiliary function gensym that returns fresh in-
dices), and the result is reified under lambda with the same name;
delayed neutral terms are simply forced. In the case of values with
cache lookup Cache (c,v), if the result of reification of v is known,
it is simply read from the cache c; otherwise it is computed and
stored in the cache.
let rec reify : sem -> term = function

| Abs f -> let xm = "x_" ^ string_of_int (gensym ()) in

Lam (xm, reify (f @@ abstract_variable xm))

| Neutral l -> l ()

| Cache (c, v) -> cached_call c (fun () -> reify v)

Value application. Values as elements of a 𝜆-calculusmodel should
also play the role of endofunctions on themselves. Abstractions are
wrappings of such functions, so it is enough to unwrap them. A
neutral term applied to a normal form creates a new neutral term,
and it can be constructed by delaying the forcing of this neutral
term and the reification of the argument. However, if a neutral term
is annotated with cache, the cache should be consulted when the
delayed computation is forced. In contrast, caches of applied ab-
stractions are ignored because substitution of the argument changes
its normal form.
let rec from_sem : sem -> (sem -> sem) = function

| Abs f -> f

| Neutral l -> apply_neutral l

| Cache (c, Neutral l) -> apply_neutral

(fun () -> cached_call c l)

| Cache (c, v) -> from_sem v

and apply_neutral (l : unit -> term) (v : sem) : sem =

Neutral (fun () -> let n = reify v in App (l (), n))

Evaluation. Evaluation reads a 𝜆-expression as source code. Sour-
ce variables merely indicate values in environment. Source abstrac-
tions are translated to abstraction values that evaluate their bodies
with environments extended by an argument annotated with cache.
Applications are evaluated right-to-left.

let mount_cache (v:sem) : sem =

match v with

| Cache(_,_) -> v

| _ -> Cache(ref None , v)

let rec eval (t : term) (e : env) : sem =

match t with

| Var x -> env_lookup x e

| Lam (x, t') -> to_sem

(fun v -> eval t' @@ Dict.add x (mount_cache v) e)

| App (t1, t2) -> let v2 = eval t2 e

in from_sem (eval t1 e) v2

The normalization-by-evaluation function is the composition of
evaluation in the empty environment and reification.

let nbe (t : term) : term = reify (eval t Dict.empty)

Figure 2 presents the complete evaluator.

3.3 Abstract Machine
Using Danvy et al.’s functional correspondence [12], the evaluator
constructed in Section 3.2 is transformed to an abstract machine.
The most important steps in this transformation are the same as on
the path from the evaluator in [14] to its corresponding abstract ma-
chine: closure conversion, transformation to continuation passing
style, defunctionalization of continuations to stacks, entanglement
of defunctionalized form to an abstract machine. All these transfor-
mations are described in detail in the supplementary material. The
machine obtained by this derivation is presented in Figure 3.

Values. Machine representations of values are representations
of weak normal forms that can additionally be annotated with
heap locations. These locations are used to cache full normal forms.
The grammar presented here is a bit counter-intuitive as it allows
nesting of locations like (𝑣ℓ )ℓ′ or applications of closures to other
values. The machine maintains invariants guaranteeing that there
are no nested locations and that all values are decoded to weak
normal forms (in particular, all applications involve inert terms).
It is possible to write a more precise grammar here; however, this
would lead to many new syntactic categories and to an increase in
the number of transitions of the resulting machine.

Environments. Environments are dictionaries whose keys are
identifiers and values are annotated machine values of the form
𝑣ℓ . They represent assignments of values (weak normal forms) to
variables and can be implemented as association lists (as it is done

let cached_call (c : 'a cache) (t : unit -> 'a) : 'a =

match !c with

| Some y -> y

| None -> let y = t () in c := Some y; y

Values. In the original evaluator for strong CbV there are two
kinds of values: abstractions and delayed neutral terms, which after
defunctionalization correspond to weak normal forms and inert
terms, respectively. Here we add another one: a semantic value
paired with a cache for its normal form.
type sem = Abs of (sem -> sem)

| Neutral of (unit -> term)

| Cache of term cache * sem

Reification. In normalization by evaluation reification plays a
role of a readback of concrete syntactic objects from abstract seman-
tic values. It corresponds to full normalization of weak normal forms
in the obtained machine. The reification of abstractions and neutral
terms is accomplished just as in the original evaluator: abstractions
are called with an abstract variable with a freshly generated name
(using a standard auxiliary function gensym that returns fresh in-
dices), and the result is reified under lambda with the same name;
delayed neutral terms are simply forced. In the case of values with
cache lookup Cache (c,v), if the result of reification of v is known,
it is simply read from the cache c; otherwise it is computed and
stored in the cache.
let rec reify : sem -> term = function

| Abs f -> let xm = "x_" ^ string_of_int (gensym ()) in

Lam (xm, reify (f @@ abstract_variable xm))

| Neutral l -> l ()

| Cache (c, v) -> cached_call c (fun () -> reify v)

Value application. Values as elements of a λ-calculusmodel should
also play the role of endofunctions on themselves. Abstractions are
wrappings of such functions, so it is enough to unwrap them. A
neutral term applied to a normal form creates a new neutral term,
and it can be constructed by delaying the forcing of this neutral
term and the reification of the argument. However, if a neutral term
is annotated with cache, the cache should be consulted when the
delayed computation is forced. In contrast, caches of applied ab-
stractions are ignored because substitution of the argument changes
its normal form.
let rec from_sem : sem -> (sem -> sem) = function

| Abs f -> f

| Neutral l -> apply_neutral l

| Cache (c, Neutral l) -> apply_neutral

(fun () -> cached_call c l)

| Cache (c, v) -> from_sem v

and apply_neutral (l : unit -> term) (v : sem) : sem =

Neutral (fun () -> let n = reify v in App (l (), n))

Evaluation. Evaluation reads a λ-expression as source code. Sour-
ce variables merely indicate values in environment. Source abstrac-
tions are translated to abstraction values that evaluate their bodies
with environments extended by an argument annotated with cache.
Applications are evaluated right-to-left.
let mount_cache (v:sem) : sem =

match v with

| Cache(_,_) -> v

| _ -> Cache(ref None , v)

let rec eval (t : term) (e : env) : sem =

match t with

| Var x -> env_lookup x e

| Lam (x, t') -> to_sem

(fun v -> eval t' @@ Dict.add x (mount_cache v) e)

| App (t1, t2) -> let v2 = eval t2 e

in from_sem (eval t1 e) v2

The normalization-by-evaluation function is the composition of
evaluation in the empty environment and reification.
let nbe (t : term) : term = reify (eval t Dict.empty)

Figure 2 presents the complete evaluator.

3.3 Abstract Machine
Using Danvy et al.’s functional correspondence [12], the evaluator
constructed in Section 3.2 is transformed to an abstract machine.
The most important steps in this transformation are the same as on
the path from the evaluator in [14] to its corresponding abstract ma-
chine: closure conversion, transformation to continuation passing
style, defunctionalization of continuations to stacks, entanglement
of defunctionalized form to an abstract machine. All these transfor-
mations are described in detail in the supplementary material. The
machine obtained by this derivation is presented in Figure 3.

Values. Machine representations of values are representations
of weak normal forms that can additionally be annotated with
heap locations. These locations are used to cache full normal forms.
The grammar presented here is a bit counter-intuitive as it allows
nesting of locations like (vℓ)ℓ′ or applications of closures to other
values. The machine maintains invariants guaranteeing that there
are no nested locations and that all values are decoded to weak
normal forms (in particular, all applications involve inert terms).
It is possible to write a more precise grammar here; however, this
would lead to many new syntactic categories and to an increase in
the number of transitions of the resulting machine.

Environments. Environments are dictionaries whose keys are
identifiers and values are annotated machine values of the form
vℓ . They represent assignments of values (weak normal forms) to
variables and can be implemented as association lists (as it is done
explicitly in [14]); other, more efficient options are considered in
Section 5.3.
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type identifier = string

type term = Var of identifier | App of term * term

| Lam of identifier * term

type sem = Abs of (sem -> sem)

| Neutral of (unit -> term)

| Cache of term cache * sem

type 'a cache = 'a option ref

module Dict = Map.Make(

struct type t = identifier let compare = compare end)

type env = sem Dict.t

let cached_call (d : 'a cache) (t:unit -> 'a) : 'a =

match !d with

| Some y -> y

| None -> let y = t () in d := Some y; y

let abstract_variable (x : identifier) : sem =

let vx = Var x in Neutral (fun () -> vx)

let gensym : unit -> int =

let c = ref 0 in fun () ->

let res = !c in c := res + 1; res

let rec reify : sem -> term = function

| Abs f -> let xm = "x_" ^ string_of_int (gensym ()) in

Lam (xm, reify (f @@ abstract_variable xm))

| Neutral l -> l ()

| Cache (c, v) -> cached_call c (fun () -> reify v)

let rec from_sem : sem -> (sem -> sem) = function

| Abs f -> f

| Neutral l -> apply_neutral l

| Cache (c, Neutral l) -> apply_neutral

(fun () -> cached_call c l)

| Cache (c, v) -> from_sem v

and apply_neutral (l : unit -> term) (v' : sem) : sem =

Neutral (fun () -> let n = reify v' in App (l (), n))

let rec env_lookup (x : identifier) (e : env) : sem =

match Dict.find_opt x e with

| Some v -> v

| None -> abstract_variable (x ^ "_free")

let mount_cache (v:sem) : sem = match v with

| Cache(_,_) -> v

| _ -> Cache(ref None , v)

let rec eval (t : term) (e : env) : sem = match t with

| Var x -> env_lookup x e

| Lam (x, t') -> Abs (fun v ->

eval t' @@ Dict.add x (mount_cache v) e)

| App (t1, t2) -> let v2 = eval t2 e

in from_sem (eval t1 e) v2

let nbe (t : n_term) : term = reify (eval t Dict.empty)

Figure 2: An OCaml implementation of a reasonable higher-
order compositional evaluator.

The content of the initial environment init corresponds to the
result of lookup in the higher-order evaluator when nothing is
assigned to any variable. We represent it by the empty collection,
but as stated before, the initial environment in our implementation
returns an abstract variable V (xfree) for variable x .

Identifiers ∋ x

Terms ∋ t ::= x | t1 t2 | λx . t

Locations ∋ ℓ
Values ∋ v ::= V (x) | v1 v2 | [x , t ,E] | vℓ
Envs ∋ E <: Identifiers → Values

Frames ∋ F ::= [t ,E] □ | □ v | v □ | □ t

| λx .□ | @[ℓ]
Stacks ∋ S ::= • | F :: S

Term Optionals ∋ t? ::= • | [t]
Heaps ∋ H <: Locations → Term Optionals

Counters ∋ m ∈ N
Confs ∋ K ::= ⟨t ,E, S,m,H ⟩E | ⟨S,v,m,H ⟩C

| ⟨S, t ,m,H ⟩S | ⟨t?, ℓ, S,v,m,H ⟩M
Transitions :

t 7→ ⟨t , init, •, 0, emp⟩E
⟨t1 t2,E, S1,m,H ⟩E → ⟨t2,E, [t1,E] □ :: S1,m,H ⟩E (1)
⟨λx . t ,E, S1,m,H ⟩E → ⟨S1, [x , t ,E],m,H ⟩C (2)

⟨x ,E, S1,m,H ⟩E → ⟨S1,E(x),m,H ⟩C (3)
⟨[t ,E] □ :: S1,v,m,H ⟩C → ⟨t ,E,□ v :: S1,m,H ⟩E (4)

⟨□ vℓ::S1, [x , t ,E] ,m,H ⟩C → ⟨t ,E[x := vℓ], S1,m,H ⟩E (5)

⟨□ v �Cℓ::S1, [x , t ,E] ,m,H ⟩C → (6)

⟨□ vℓ :: S1, [x , t ,E],m,H ∗ [ℓ 7→ •]⟩C
⟨□ v ::S1, [x , t ,E]ℓ ,m,H ⟩C → ⟨□ v :: S1, [x , t ,E],m,H ⟩C (7)

⟨□ v :: S1, i,m,H ⟩C → ⟨S1, i v,m,H ⟩C (8)
⟨S3, [x , t ,E],m,H ⟩C → (9)

⟨t ,E[x := V (xm )ℓ], λxm .□ :: S3,m + 1,H ∗ [ℓ 7→ •]⟩E
⟨S2,V (x),m,H ⟩C → ⟨S2,x ,m,H ⟩S (10)
⟨S2, i v,m,H ⟩C → ⟨i □ :: S2,v,m,H ⟩C (11)

⟨S2,vℓ ,m,H ⟩C → ⟨H (ℓ), ℓ, S2,v,m,H ⟩M (12)
⟨[n], ℓ, S2,v,m,H ⟩M → ⟨S2,n,m,H ⟩S (13)
⟨•, ℓ, S2,v,m,H ⟩M → ⟨@[ℓ] :: S2,v,m,H ⟩C (14)

⟨@[ℓ] :: S2,n,m,H ⟩S → ⟨S2,n,m,H [ℓ := [n]]⟩S (15)
⟨v □ :: S2,n,m,H ⟩S → ⟨□ n :: S2,v,m,H ⟩C (16)
⟨□ n :: S2,a,m,H ⟩S → ⟨S2,a n,m,H ⟩S (17)

⟨λx .□ :: S3,n,m,H ⟩S → ⟨S3, λx .n,m,H ⟩S (18)
⟨•, t ,m,H ⟩S 7→ t

Figure 3: The abstract machine

Stack and Frames. Stacks are machine representations of con-
texts; technically they are just sequences of frames. The first five
frames in the grammar of F are the same as in the KNV machine
of [14]. They are used in representations of rrCbV contexts, main-
taining the same invariants as KNV; we discuss it in Section 4.1. The
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⟨•, ℓ, S2,v,m,H ⟩M → ⟨@[ℓ] :: S2,v,m,H ⟩C (14)

⟨@[ℓ] :: S2,n,m,H ⟩S → ⟨S2,n,m,H [ℓ := [n]]⟩S (15)
⟨v □ :: S2,n,m,H ⟩S → ⟨□ n :: S2,v,m,H ⟩C (16)
⟨□ n :: S2,a,m,H ⟩S → ⟨S2,a n,m,H ⟩S (17)

⟨λx .□ :: S3,n,m,H ⟩S → ⟨S3, λx .n,m,H ⟩S (18)
⟨•, t ,m,H ⟩S 7→ t

Figure 3: The abstract machine

frames in the grammar of F are the same as in the KNV machine
of [14]. They are used in representations of rrCbV contexts, main-
taining the same invariants as KNV; we discuss it in Section 4.1. The
last frame, @[ℓ], has similar meaning to an extra frame in Crégut’s
KL and KNL of [18]: it is used to cache a computed normal form
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under location ℓ. Here we use heap to indicate explicitly which
structures of the machine have to be mutable in an implementation.

The stack is the only mechanism responsible for managing the
continuation; in particular the machine has no component that
could be recognized as a dump which is present for example in [9].

Counter. The machine has a counter that is stored in every con-
figuration and is not duplicated. It can be seen as a register. Its role
is to generate fresh names for abstract variables (see transition (9)
in Figure 3) and it is only incremented. It could also be decremented
in rule (18) to maintain de Bruijn level as it is done in KN and KNV,
but then the freshness of variables would be less obvious.

Heap. The heap can be seen as a dictionary whose keys are lo-
cations and (optional) values are terms in normal form. As it is
the case with the counter, the heap appears in every configuration
exactly once and hence it can be implemented in the RAM model
as mutable memory. Then locations ℓ can be seen as pointers to
such memory locations. In the purely functional setting this can be
simulated with a dictionary, causing logarithmic overhead. How-
ever, even with the use of mutable state, a configuration of the
machine can be seen as a persistent data structure. This is because
every mutable location is used only to memoize the normal form of
a determined value; when the normal form is computed, the stored
value never changes. No mutable pointers are stored in the heap.
Therefore one can say that every pointer points to a lower level
in the pointing hierarchy. Thus no reference cycles are created and
garbage collection can rely solely on reference counting.

Remark 2. The machine implementation works on a term repre-
sentation that allows sharing, as in OCaml or in [17]. In particular,
caching of the computed normal forms allows us to easily look up
and then reuse them in the construction of the output term. For ex-
ample, exponentially big normal forms of the family en = λx . cn ω x
consume only a linear in n amount of memory and are computed in
linear time. We assume that unloading of the final result does not
involve unfolding it to the unshared term representation (which might
require exponential time).

Configurations. The machine uses four kinds of configurations
corresponding to four modes of operation: in E-configurations the
machine evaluates some subterm to a weak normal form; in C-
configurations it continues with a computed weak normal form and
in S-configurations it continues with a computed strong normal
form. M-configurations are used to manipulate access to memory.

Transitions. The transitions of the machine are presented in Fig-
ure 3. The first one loads an input term to the initial configuration;
similarly, the last one unloads the computed strong normal form
from the final configuration.

Transitions (1)–(3) are completely standard. They correspond to
the three clauses of eval function which is also standard despite
the explicit let expression and environment extension under Abs.
In order to evaluate an application of terms, transition (1) calls the
evaluation of the argument and pushes the current context repre-
sented by a closure pairing the calling function with the current
environment to the stack. Note that this implements the right-to-
left choice of the order of evaluation of arguments imposed by the
let. A lambda abstraction in (2) is already a weak normal form, so

we simply change the mode of operation to a C-configuration. Tran-
sition (3) simply reads a value of a variable from the environment
(which always returns a wnf) and changes the mode of operation.

Configurations of the form ⟨S,v,m,H ⟩C continue with a wnf
v in a context represented by stack S , with heap H and the value
of the variable counter equal tom. There are two goals in these
configurations: the first is to finish the evaluation (to wnfs) of the
closures stored on the stack S according to the weak call-by-value
strategy; the second is to reduce v to a strong normal form. This
is handled by rules (4)–(12), where rules (4)–(8) are responsible
for the first goal, and rules (9)–(12) for the second. The choice of
the executed transition is done by pattern-matching on v and S ;
we always choose the first matching transition. This means, in
particular, that □ vℓ is a right application of an annotated value in
transition (5), but in transition (6) we have a right application of a
value that is not annotated.

In rule (4) the stack contains a closure, so we start evaluating this
closure and push the already computed wnf to the stack; when this
evaluation reaches an abstraction, rules (5), (6), or (7) applies. Rule
(6) is responsible for an application of a not-annotated abstraction
closure to a not-annotated wnf; in this case, a new location ℓ is cre-
ated on the heap and thewnf is annotatedwith ℓ (later the computed
normal form of the wnf may be stored in ℓ). Rule (5) is responsi-
ble for an application of a not-annotated lambda abstraction to an
annotated wnf and implements β-contraction by evaluating the
body of the abstraction in the appropriately extended environment.
The difference between patterns of rules (5) and (6) comes from
pattern matching in mount_cache function. Rule (7) is responsible
for an application of an annotated abstraction; since β-contraction
is going to change the normal form of the computed abstraction
body, we simply remove the information about the cache as in the
last clause of from_sem function. Rule (7) is immediately followed
by transition (5) or (6) and (5). Rule (8) applies when i is an inert
value and v is an arbitrary (annotated or not) wnf; in this case we
reconstruct the application of this inert value to the wnf popped
from the stack (which gives another inert value). It corresponds to
calls of apply_neutral function in from_sem.

Rules (9)–(12) are applied when there are no more wnfs on the
top of the stack; here we pattern-match on the currently processed
wnf v . If it is a closure, transition (9) implements the “going un-
der lambda” step: it pushes the elementary context λxm .□ to the
stack (note that xm is a fresh variable here) and increments the
variable counter. It corresponds to the first clause of reify function.
Transition (9) creates also a new location ℓ on the heap, adds the
(annotated) abstract variableV (xm )ℓ to the environment, and starts
the evaluation of the body. If v is an abstract variable, we reach
a normal form as it is in abstract_variable function. Rule (10)
changes then the mode of operation to a S-configuration. If v is an
application i v , rule (11) delays the normalization of i by pushing
it to the stack and continues with v; note that this implements
the second of our right-to-left choices of the order of reduction
imposed by the let expression in apply_neutral function. Finally,
if v is an annotated value, we change the mode of operation to
an M-configuration by rule (12) to check if the normal form has
already been computed.
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In configuration ⟨t?, ℓ, S,v,m,H ⟩M heap H contains location
ℓ pointing to t?which is an optional of v’s strong normal form.
If it contains the normal form n then transition (13) immediately
returns n and changes the mode of operation to an S-configuration.
Otherwise, if it is empty, rule (14) pushes the location ℓ to the stack
and calls the normalization of v . Pattern matching in cached_call
function is reflected by the pattern matching of M-configuration.
When this normalization is finished, rule (15) stores the computed
normal form at location ℓ. It corresponds to the let expression’s
body in cached_call function.

Configurations of the form ⟨S, t ,m,H ⟩S continue with a (strong)
normal form t in a context represented by S . The goal in these
configurations is to finish the normalization of inert values stored
on the stack and to reconstruct the final term. This is handled by
transitions (15)–(18); the choice of the transition is done by pattern-
matching on the stack. If there is an inert value v on the top of the
stack, rule (16) pushes the already computed normal form on the
stack and calls normalization of v by switching the mode of opera-
tion to a C-configuration. Otherwise there is a previously computed
normal form or a λx .□ frame on the top of the stack; in these cases
transitions (17) and (18) reconstruct the term accordingly. Finally,
when the stack is empty, the machine stops and unloads the final
result from a configuration.

Transitions of the S-configuration come mostly from defunc-
tionalization of continuations of the higher-order evaluator. Rule
(18) realizes application of Lam constructor in reify function when
reification of the abstraction body is done. Rules (16) and (17) cor-
respond to code remainders in the body of the let expression in
apply_neutral function.

4 SOUNDNESS OF THE MACHINE
In this section we prove the soundness of the obtained machine
with respect to the rrCbV strategy. The result (as opposed to the rea-
sonability in the next section and the corresponding result in [4]4) is
not surprising and not really challenging. The machine is obtained
semi-automatically, using well-known transformations. However,
there is no formal proof of correctness of these transformations,
as it would require a formalization of the operational model be-
hind OCaml. This is a quite typical situation: in everyday life we
write code in high-level languages and we are not surprised that
compilers translate it – without a formal proof – to an equivalent
low-level code. Therefore, to prove correctness of our machine, we
forget about the transformation and directly show that the obtained
machine faithfully realizes the rrCbV strategy. It is also possible to
obtain the soundness result by relating the current machine with
the KNV machine from [14] (which was proven correct there), but
we do not choose this approach.

4.1 Decoding and Shape Invariants
Decoding of the machine. Below we define a decoding of stacks

to contexts · S and of machine terms · t, values · v and configurations
·K to source terms (E \ [x 7→ −] denotes environment E without
binding for variable x ).

4According to the authors of [4], in their approach correctness is much more challeng-
ing than reasonability.

t1 t2,E t
= t1,E t

t2,E t
λx . t ,E t = λx . t ,E \ [x 7→ −]

t

x ,E t =

{
E(x)

v
: x ∈ E

x : x < E
v1 v2 v = v1 v v2 v

[x , t ,E]
v
= λx . t ,E t

V (x)
v
= x

vℓ v = v v

• S = □

[t ,E] □ :: S
S
= S S[t ,E t □]

□ v :: S S = S S[□ v v]
v □ :: S S = S S[v v □]
□ t :: S S = S S[□ t]

λx .□ :: S S = S S[λx .□]
@[ℓ] :: S

S
= S S

⟨t ,E, S,m,H ⟩E K
= S S[t ,E t]

⟨S,v,m,H ⟩C K
= S S[v v]

⟨t?, ℓ, S,v,m,H ⟩M K
= S S[v v]

⟨S, t ,m,H ⟩S K
= S S[t]

Shape invariants. We state more precise shape invariants to as-
sert that evaluation contexts and values agree with the rrCbV strat-
egy. These invariants can be derived from evaluators that explicitly
express their own invariants in the types [14]. In the grammars
below numerical subscripts also discriminate grammar symbols.
The syntactic categories n and a of normal forms and neutral terms
are those defined in Section 2.2.

vw ::= [x , t ,E] | vi | vw ℓ n? ::= • | [n]
vi ::= V (x) | vi vw | vi ℓ a? ::= • | [a]

S1 ::= [t ,E] □ :: S1 | □ vw :: S1 | S3
S2 ::= @[ℓ] :: S2 | □ n :: S2 | S3
S3 ::= @[ℓ] :: S3 | vi □ :: S2 | λx .□ :: S3 | •

Lemma 4.1. All reachable configurations are well-formed, i.e., are
in forms: ⟨t ,E, S1,m,H ⟩E , ⟨S1,vw ,m,H ⟩C , ⟨S2,vi ,m,H ⟩C ,
⟨n?, ℓ, S3,vw ,m,H ⟩M , ⟨a?, ℓ, S2,vi ,m,H ⟩M , ⟨S2,a,m,H ⟩S , or
⟨S3,n,m,H ⟩S .

Proof (idea). The initial configuration is well-formed and well-
formedness is preserved by all transitions. □

By comparing the grammars forvw andvi with the definition of
weak normal form in Section 2.2 we obtain the following corollary.

Corollary 4.2. Ifv is a reachable value of the machine then term
v v is a weak normal form.

Lemma 4.3. If S is a reachable stack of the machine then context
S S is a rrCbV context.

Proof (sketch). In [14] it is shown that all rrCbV contexts are
generated by the (outside-in) grammar of contexts from Section 2.2,
with the starting symbol R. It is also shown that this grammar is
equivalent to the following (inside-out) grammar with the starting
symbol S1:

S1 ::= S1[t □] | S1[□ w] | S3
S2 ::= S2[□ n] | S3
S3 ::= S2[i □] | S3[λx .□] | □

Decodings of well-formed stacks follow this grammar. □
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The corollary states one of the invariants mentioned in Subsec-
tion 3.3, namely that closures applied to values are not values. To
capture the second fact that annotations ℓ cannot be stacked, a more
precise shape invariant could be established. This, however, would
require more grammar symbols and well-formed configurations.

4.2 Interpretation of Transitions
To omit some technical details we focus on the machine soundness
for closed input terms. It is sufficient because open terms can be
closed by abstractions before processing.

Definition 4.4. We say that a transition K → K ′ or a sequence of
transitions K↠K ′ is sound if the configuration K is reachable from
a closed term, and the decoding of K reduces in rrCbV strategy to
a term α-equivalent to K ′, in symbols: K K

R
↠βw=αK

′
K.

Note that since β-reduction commutes with α-conversion, a
sequence of sound transitions is sound.

Lemma 4.5. If K
(ι)→ K ′ , ι < {5, 9, 13} and term K K is closed then

K K = K ′
K.

Proof. By case analysis on transition rules. □

Lemma 4.6. If K is a reachable configuration, term K K is closed

and K
(5)→ K ′ then K K

R→βwK
′
K.

Proof (sketch). Environment extension is translated via decod-
ing to substitution and thus transition (5) simulates β-contraction.
From Lemma 4.3 and Corollary 4.2 it follows that an evaluation
context is an R-context and a substituted value decodes to a weak
normal form. □

Lemma 4.7. If K is a reachable configuration, term K K is closed

and K
(9)→ K ′ then K K→αK

′
K.

Proof (sketch). Substitution of a fresh variable xm simulates
α-contraction as in Lemma 4.6. □

The lemmas above show that all transition but (13) are sound.
Now we show the soundness of (13).

Lemma 4.8 (bypass). If K is a reachable configuration, term K K

is closed and K
(13)→ K ′ then K K

R
↠βw=αK

′
K.

Proof. The proof goes by induction on locations ℓ in the order
in which they are filled by rule (15). Let K = ⟨[n], ℓ, S,v,m,H ⟩M
and K ′ = ⟨S,n,m,H ⟩S . First, observe that (13) must be preceded
by (12), which is the only transition with anM-configuration on
the right-hand side. Hence, the preceding configuration contains
vℓ . Second, locations ℓ that annotate values are introduced in rules
(6) and (9), are always fresh and paired only with a single value v .
Both these rules do not store anything at ℓ. The only transition that
stores something at ℓ is (15). Since ℓ contains [n] in K , there exists

a configuration K15 such that K15 = ⟨@[ℓ] :: S15,n,m15,H15⟩S
(15)→

↠
(12)→ K .
Since @[ℓ] is on stack in K15, there exists K12 such that K12 =

⟨S15,vℓ ,m12,H12⟩C
(12)→ (14)→↠K15. The sequenceK12↠K15 contains

no transition (13) involving ℓ and thus by Lemmas 4.5–4.7 and by
induction hypothesis it is sound, so it decodes to

K12 K = S15 S[v v]
R
↠βw=α S15 S[n] = K15 K

which implies that

K K = S S[v v]
R
↠βw=α S S[n] = K ′

K.

□

Proposition 4.9. If K is a reachable configuration, term K K

is closed and K↠K ′ then K K
R
↠βw=αK

′
K.

Proof. This is an immediate consequence of Lemmas 4.5–4.8.
□

Theorem 4.10 (soundness). If the machine starts from a closed
term t0 and computes t (i .e ., ⟨t0,�, •, 0, emp⟩E↠⟨•, t ,m,H ⟩S), then
t0 reduces to a normal form t in the rrCbV strategy in zero ormore steps

(i.e., there exists t ′such that t0
R
↠βw t ′ and t ′

R
̸→βw and t=α t ′).

Proof. By Lemma 4.1 the terminal configuration decodes to a
term in normal form, so t is in normal form. By Proposition 4.9 t0
reduces to t . □

5 COMPLEXITY ANALYSIS AND
COMPLETENESS OF THE MACHINE

5.1 Execution length
In this section we estimate the global number of transitions ex-
ecuted by the machine on a given term. Probably the simplest
approach to the complexity analysis of an abstract machine is to
find a (constant) upper bound on the number of consecutive admin-
istrative steps of the machine. Then the overall complexity of an
execution is this bound times the number of β-transitions times
the cost of a single transition. Unfortunately, this simple approach
does not work here as the following example shows. Let cn be
the nth Church numeral, dub := λx . λp.p x x and I – the identity.
The execution of cn dub I starts with two β-reductions substitut-
ing dub and I . Then next n reductions result in a value rn , where
r0 = [x ,x , init] and rn+ = [p,p x x , init[x := rn ℓ]] for some ℓs. The
value rn decodes to a normal form, but it takes the machine Ω(n)
administrative steps to construct this normal form. Thus, sequences
of administrative transitions are not bounded by any constant.

To overcome the problem of long sequences of administrative
steps we perform a kind of amortized analysis of the execution
length. Following [26], we define a potential function ΦK on con-
figurations. Then, for most of the transitions (more precisely, for

all but
(7)→) the cost of the transition is covered by the change in the

potential of the involved configurations (cf. Lemma 5.1. Transition
(7)→ is a preparatory step for a β-reduction and its cost is covered by
the involved β-reduction.

The potential of a configuration depends on the potentials of
its components: term, value, stack and the heap. These auxiliary



PPDP 2021, September 6–8, 2021, Tallinn, Estonia Małgorzata Biernacka, Witold Charatonik, and Tomasz Drab

potential functions Φt, Φv and ΦS are defined as follows:
Φt(t1 t2) = 6 + Φt(t1) + Φt(t2)
Φt(λx . t) = 4 + Φt(t)

Φt(x) = 4
Φv(v1 v2) = 3 + Φv(v1) + Φv(v2)

Φv([x , t ,E]) = 3 + Φt(t)
Φv(V (x)) = 1

Φv(vℓ) = 3����+ Φv(v)
ΦS(•) = 0

ΦS([t ,E] □ :: S) = 5 + ΦS(S) + Φt(t)
ΦS(□ v :: S) = 4 + ΦS(S) + Φv(v)
ΦS(v □ :: S) = 2 + ΦS(S) + Φv(v)
ΦS(□ t :: S) = 1 + ΦS(S)

ΦS(λx .□ :: S) = 1 + ΦS(S)
ΦS(@[ℓ] :: S) = 1 + ΦS(S)

Intuitively, these potential functions indicate for how many ma-
chine steps a given construct is responsible. For example, Φt(t1 t2)
says that if an application t1 t2 appears somewhere in a configura-
tion, it may generate 6 transitions of the machine plus the work
generated by the two subterms. The crucial observation is that
when a normal form of a value v is known and stored under loca-
tion ℓ, then the normalization of v involves only a constant (more
precisely, 2) number of steps and it does not involve recomputation
of v – thus the amount of work generated by vℓ is bounded by 3
(one transition involves memoizing the normal form).

The potential function ΦH estimates the cost of maintaining
the heap. It takes into account all values that have their place on
the heap (expressed by the condition vℓ ∈ K below, meaning that
vℓ appears somewhere in the current configuration), but are not
yet normalized (expressed by H (ℓ) = •) and are currently not
being evaluated (expressed by @[ℓ] < S , meaning that @[ℓ] does
not appear in the stack and thus the evaluation of v has not yet
started). It also takes into account the moment when the evaluation
of vℓ starts, i.e., when the current configuration is of the form
⟨•, ℓ, S,v,m,H ⟩M . Formally, ΦH is defined as follows:

ΦH(K) =
∑

(ℓ,v) s.t. K=⟨•, ℓ,S,v,m,H ⟩M ∨ (v ℓ ∈K ∧ H (ℓ)=• ∧ @[ℓ]<S )
Φv(v)

Now we define the potential function ΦK for configurations. We
use Iverson bracket in the clause for C-configuration ([φ] = 1 if φ
and [φ] = 0 otherwise) to denote advancement of transition (6):

ΦK(⟨t ,E, S,m,H ⟩E ) = Φt(t) + ΦS(S) + ΦH(K)
ΦK(⟨S,v,m,H ⟩C) = Φv(v) + ΦS(S) + ΦH(K)−

9 · [⟨S,v,m,H ⟩C
(5)→]

ΦK(⟨t?, ℓ, S,v,m,H ⟩M ) = 2 + ΦS(S) + ΦH(K)
ΦK(⟨S, t ,m,H ⟩S) = ΦS(S) + ΦH(K)

Lemma 5.1. Assume K is a reachable configuration.

• If K
,(7)→ K ′ then ΦK(K) > ΦK(K ′).

• If K
(7)→ K ′ then ΦK(K ′) − ΦK(K) < Φt(t0).

Example changes of potential are depicted in Figures 4, 5 and 6
using Matplotlib [24]. These plots can be reproduced with a script
included in the supplementary material.
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Figure 4: Plot of potential for execution of c6 dub I perform-
ing 217 transitions of which 8 are β-transitions (5)
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Figure 5: Plot of potential for execution of c6 dub (λx . I x)per-
forming 222 transitions of which 9 are β-transitions (5)

Theorem 5.2 (reasonability). Let ρ be a sequence of consecutive
machine transitions starting from term t0, |ρ | be the number of steps
in ρ and n be the number of β-reductions in the corresponding rrCbV
derivation from term t0. Then |ρ | ≤ (n + 1) · Φt(t0).

5.2 Completeness
The upper bound on the length of a machine trace from Theorem
5.2 leads to the completeness of the machine.

Proposition 5.3. If K is a reachable configuration, term K K is

closed and K K
R→βw t ′, then there exists K ′ such that K↠K ′ and

t ′ R
↠βw=α K ′

K.

Proof. By Lemma 4.1 and inspection of all transitions, configu-
rations that decode to a term not in normal form are non-terminal.
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Figure 6: Plot of potential for execution of c6 c2 I performing
817 transitions of which 134 are β-transitions (5)

Since the decoding of the given configuration β-reduces, by Propo-
sition 4.9 the machine makes steps until (5) or (13) is performed. By
Lemma 5.1 the number of consecutive transitions ,(7) is bounded
by the potential. Since transition (7) must be followed by (5) in one
or two steps, (5) or (13) must be reached eventually. In both cases
Proposition 4.9 guarantees that, up to α-conversion, the same term
is reached or bypassed. □

Theorem 5.4 (completeness). If t0 is closed and reduces in many

steps to a normal form t (i.e., t0 R
↠βw t and t

R
̸→βw ), then the machine

that starts from t0 computes t (i .e ., there exists t ′such that t=α t ′ and

⟨t0,�, •, 0, emp⟩E↠⟨•, t ′,m,H ⟩S).
Proof. By Theorem 5.2 the machine reaches a terminal con-

figuration in a finite number of steps. By Lemma 4.1 the terminal
configuration decodes to a term in normal form and by Proposi-
tion 5.3 this normal form is α-equivalent to t . □

5.3 Implementation of environments
The machine performs insert (in rules (5) and (9)) and lookup (in
rule (3)) operations on environments. When environments are im-
plemented as lists, then the cost of lookup is proportional to the
size of the list.

Every environment is paired with a subterm of the initial term
constituting a closure. The machine maintains an invariant that
the size of any environment is equal to the number of lambda ab-
stractions under which the paired subterm is located in the original
term.

Accattoli and Barras in [2] outline two realizations of local envi-
ronments which improve the asymptotic cost of operations. One of
them uses balanced trees, which are a natural choice for named rep-
resentation of lambda expressions. The other uses random-access
lists – this requires precomputing de Bruijn indices of variables in
the original term. Both these data structures are persistent, both
improve the cost of lookup to logarithmic in the size of the initial
term.

We also note that if identifiers are strings of symbols from a
finite alphabet (as binary numbers are strings of bits) then tries

can be applied as dictionaries making lookup and update costs
proportional to the length of the involved identifier.

5.4 Overall complexity
We treat arithmetic operations and operations on identifiers as
realizable in constant time as in RAM model. On Turing machines,
they would involve an extra logarithmic cost but it does not affect
the polynomial complexity. As described in Subsection 3.3, heap
operations can be implemented within constant time.

Let n be the number of β-reductions performed in a derivation
from term t0. It can be simulated on the machine withO((1+n)· |t0 |)
transitions.

The machine has three transitions ((3), (5) and (9)) whose cost is
related to the environment; all the other transitions have constant
cost. Therefore the overall cost of the execution is O((1 + n) · |t0 | ·
E(|t0 |)) where E(|t0 |) is the cost of an operation on an environment
of size |t0 |. This E(|t0 |) cost can be considered as logarithmic be-
cause an environment maps variables occurring in the input term
to values and number of such variables is bounded by |t0 |.

5.5 Reasonability of Strong Call-by-Value
strategies

In [6, 19], Accattoli and Dal Lago present a polynomial simulation
of Turing Machines relevant for any strategy that reduces weak re-
dexes first as does the rrCbV strategy. We have shown a polynomial
simulation of the rrCbV strategy. Therefore reasonable machines
and the rrCbV strategy can simulate each other with a polynomial
overhead making the latter also a reasonable machine for time.

Call-by-value strategies as described in the preliminaries perform
the same number of β-reductions to achieve normal form so this
result generalizes to all of them:

Theorem 5.5. The number of steps performed by a strong call-by-
value strategy is a reasonable measure for time.

6 A BRIEF COMPARISONWITH SCAM
Both Accattoli et al.’s SCAM (strong crumbling abstract machine)
[4] and RKNV (the reasonable variant of KNV presented here) focus
on the time cost model. Configurations of the first decode to VSC
(value substitution calculus) terms that can be decoded to pure
lambda calculus terms while the second is presented without an
intermediary calculus.

SCAM implements a strong call-by-value strategy that goes right-
to-left in the weak phase and left-to-right in the strong phase. This
allows various optimizations. RKNV implements rrCbV, but it is
easy to change the evaluation order imposed by let expressions
in eval and apply_neutral functions and derive a corresponding
machine.

SCAM’s overall complexity of execution isO((1+n) · |t0 |) which
is better thanO((1+n) · |t0 | ·E(|t0 |)) but its implementation “heavily
employs mutation” while RKNV is persistent (cf. [26]).

In the first paper useful sharing is treated as a design pattern.
Here, useful sharing is achieved thanks to the persistence that
makes sharing natural. More precisely, normal forms of terms that
have been substituted “uselessly” (i.e., without creating a new re-
dex) and normalized are cached to be easily available via location
annotations and reused. However, this makes RKNV remember
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weak and full normal forms of the same term simultaneously while
SCAM avoids such duplication.

SCAM works on a compiled (crumbled) form of terms while
RKNV starts with a raw term and thus the preparation of the initial
configuration takes constant time. Thanks to compilation, SCAM
has only 9 transitions while RKNV has twice as many.

RKNV turned out to be also implosive in a sense of [4] as SCAM is.
For example, it reduces terms of family cn dub (λx . I x) in a number
of transitions logarithmic in the number of steps of a strong call-
by-value strategy. It can be seen by comparing Figures 4 and 5.
Terms of the family cn dub I need 2 + n reductions to reach the
normal form and RKNV makes that many transitions (5). Terms of
the family cn dub (λx . I x) need 2 + n + 2n reductions to reach the
normal form, but the machine needs only 2 + n + 1 transitions (5).

An interesting similarity between machines can be described
with an alternative decoding of RKNV configurations. When a @[ℓ]
is present on a stack, the reduction can be seen as done in every sub-
term of the decoded term marked with ℓ. Then transition (13) does
not change the decoded term. This way, our bypass proof technique
can be replaced with an approach using multicontexts as it is done
in [4]. It would be interesting to establish a translation between
approaches of SCAM and RKNV to underline their similarities and
differences.

7 CONCLUSION AND FUTUREWORK
We presented an abstract machine that realizes the strong CbV strat-
egy (in its right-to-left variant) and we proved its reasonability that
makes it a sufficiently good implementation model. The machine
uses a form of memoization to store computed normal forms and
reuse them when needed. A derivation from an evaluator using
memothunks also in weak normalization would lead to a machine
performing some kind of strong call-by-need strategy but its study
and comparison with other call-by-need machines are beyond the
scope of this paper.
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A PROOFS FROM SECTION 5
The proof of Lemma 5.1 is split into Lemmas A.2 and A.4 below.

Lemma A.1. Every value stored in an environment is of the form
vℓ .

Proof. The only transitions extending environments are (5) and
(9) which ensure location annotation. □

Lemma A.2 (decrease). If K is a reachable configuration and

K
,(7)→ K ′ then ΦK(K) > ΦK(K ′).

Proof. The proof goes by case analysis on machine transitions.
(1) ΦK(⟨t1 t2,E, S,m,H ⟩E )

= 6 + ΦK(t1) + ΦK(t2) + ΦS(S) + ΦH(K)
> 5 + ΦK(t1) + ΦK(t2) + ΦS(S) + ΦH(K)
= ΦK(⟨t2,E, [t1,E] □ :: S,m,H ⟩E )

(2) ΦK(⟨λx . t ,E, S,m,H ⟩E )
= 4 + ΦK(t) + ΦS(S) + ΦH(K)
> 3 + ΦK(t) + ΦS(S) + ΦH(K) − 9 · [⟨S, [x , t ,E],m,H ⟩C

(5)→]
= ΦK(⟨S, [x , t ,E],m,H ⟩C)

(3) Here, by Lemma A.1, term E(x) is of the form vℓ and thus
ΦK(⟨t ,E, S,m,H ⟩E )
= 4 + ΦS(S) + ΦH(K)
> 3 + ΦS(S) + ΦH(K)
≥ Φv(E(x)) + ΦS(S) + ΦH(K) − 9 · [⟨S,v,m,H ⟩C

(5)→]
= ΦK(⟨S,E(x),m,H ⟩C)

(4) ΦK(⟨[t ,E] □ :: S,v,m,H ⟩C)
= Φv(v) + 5 + ΦS(S) + Φt(t) + ΦH(K) − 0
> Φt(t) + 4 + ΦS(S) + Φv(v) + ΦH(K)
= ΦK(⟨t ,E,□ v :: S,m,H ⟩E )

(5) ΦK(⟨□ vℓ::S, [x , t ,E],m,H ⟩C)
= Φv([x , t ,E]) + ΦS(□ vℓ::S) + ΦH(K) − 9
= 3 + Φt(t) + 4 + ΦS(S) + 3 + ΦH(K) − 9
= Φt(t) + ΦS(S) + ΦH(K) + 1
> Φt(t) + ΦS(S) + ΦH(K)
= ΦK(⟨t ,E[x := vℓ], S,m,H ⟩E )

(6) ΦK(⟨□ v ::S, [x , t ,E],m,H ⟩C)
= Φv([x , t ,E]) + ΦS(□ v ::S) + ΦH(K) − 0
= Φv([x , t ,E]) + 4 + ΦS(S) + Φv(v) + ΦH(K) − 0
> Φv([x , t ,E]) + 4 + ΦS(S) + 3 + Φv(v) + ΦH(K) − 9

= Φv([x , t ,E]) + 4 + ΦS(S) + Φv(vℓ) + ΦH(K ′) − 9

= ΦK(⟨□ vℓ :: S, [x , t ,E],m,H ∗ [ℓ 7→ •]⟩C)
(8) This is an easy case: 4 occurring in ΦS(□ v2 :: S) is greater

than 3 occurring in Φv(v1 v2).
(9) ΦK(⟨S, [x , t ,E],m,H ⟩C)
= Φv([x , t ,E]) + ΦS(S) + ΦH(K) − 0
= 3 + Φt(t) + ΦS(S) + ΦH(K)
> Φt(t) + 1 + ΦS(S) + Φv(V (xm )) + ΦH(K)
= Φt(t) + ΦS(λxm .□ :: S) + ΦH(K ′)
= ΦK(⟨t ,E[x := V (xm )ℓ], λxm .□ :: S,m + 1,H ∗ [ℓ 7→ •]⟩E )

(10) This is an easy case.
(11) This is an easy case.
(12) ΦK(⟨S,vℓ ,m,H ⟩C)

= 3 + ΦS(S) + ΦH(K)
> 2 + ΦS(S) + ΦH(K)
= ΦK(⟨H (ℓ), ℓ, S,v,m,H ⟩M )

(13) ΦK(⟨[t], ℓ, S,v,m,H ⟩M )
= 2 + ΦS(S) + ΦH(K)
> ΦS(S) + ΦH(K)
= ΦK(⟨S, t ,m,H ⟩S)

(14) ΦK(⟨•, ℓ, S,v,m,H ⟩M )
= 2 + ΦS(S) + ΦH(K)
> 1 + ΦS(S) + ΦH(K)
= Φv(v) + 1 + ΦS(S) + ΦH(K ′)
= ΦK(⟨@[ℓ] :: S,v,m,H ⟩C)

(15) The pair (ℓ,v) is not counted before the transition because
@[ℓ] is on the stack, and it is not counted after the transition
because H (ℓ) , •.
ΦK(⟨@[ℓ] :: S, t ,m,H ⟩S) = 1 + ΦS(S) + ΦH(K)

> ΦS(S) + ΦH(K)
= ΦK(⟨S, t ,m,H [ℓ := [t]]⟩S)

(16) This is an easy case: 2 occurring in ΦS(v □ :: S) is greater
than 1 occurring in ΦS(□ t :: S). The value counted on the
stack before the transition is counted in the configuration
after the transition.

(17) This is an easy case.
(18) This is an easy case.

□

Lemma A.3 (subterm). If [x , t ,E] is a reachable value of the ma-
chine starting from term t0 then Φv([x , t ,E]) < Φt(t0).
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Proof. The machine never perform reductions in bodies of ab-
stractions that will be invoked later. For all values [x , t ,E] terms
λx . t are always subterms of t0. Function Φt assigns 4 to abstraction
constructor which is greater than 3 assigned by Φv. □

Lemma A.4 (increase). If K is a reachable configuration from t0

and K
(7)→ K ′ then ΦK(K ′) − ΦK(K) < Φt(t0).

Proof.
ΦK(⟨□ v ::S, [x , t ,E]ℓ ,m,H ⟩C) + Φt(t0)

= Φv([x , t ,E]ℓ) + ΦS(□ v ::S) + ΦH(K) − 0 + Φt(t0)
= Φt(t0) + 3 + ΦS(□ v ::S) + ΦH(K) − 0
Lemma A.3
> Φv([x , t ,E]) + ΦS(□ v ::S) + ΦH(K ′)

− 9 · [⟨□ v ::S, [x , t ,E],m,H ⟩C
(5)→]

= ΦK(⟨□ v ::S, [x , t ,E],m,H ⟩C)
□
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We present an abstract machine for a strong call-by-need strategy in the lambda calculus. The machine has
been derived automatically from a higher-order evaluator that uses the technique of memothunks to implement
laziness. The derivation has been done with the use of an off-the-shelf transformation tool implementing the
“functional correspondencež between higher-order interpreters and abstract machines, and it yields a simple
and concise description of the machine. We prove that the resulting machine conservatively extends the lazy
version of Krivine machine for the weak call-by-need strategy, and that it simulates the normal-order strategy
in bilinear number of steps.

CCS Concepts: • Theory of computation→ Semantics and reasoning.
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1 INTRODUCTION

Lambda calculus is a well-known model of functional programming languages, whose practical
implementations rely on a deterministic reduction strategy (also known as evaluation strategy)
that restricts the general β-reduction rule in the locations where it can be applied inside a term.
Popular incarnations of the lambda calculus are full-blown programming languages OCaml and
Haskell, each of which employs a different evaluation strategy: weak call by value (CbV) and weak
call by need (CbNd), respectively.

A strategy is called weak if it does not descend and reduce under lambda abstractions; hence, any
lambda abstraction is considered to be a value. The most popular for practical programming is the
weak CbV strategy, where each argument is evaluated exactly once, before the application of the
function, even though the computed value may not be used in the subsequent computation. On the
other hand, weak call by name (CbN) is a strategy that performs β-reduction without evaluating the
argument first. In consequence, the argument may be evaluated several times if it is needed more
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than once in the function body (i.e., if the variable for which it will be substituted occurs several
times in the function body, and in positions that will not be eliminated by β-reduction). As a way
of preventing the latter inefficiency of CbN, practical implementations (such as Haskell) optimize
the strategy and evaluate arguments by need (lazily). In the weak call-by-need strategy, function
arguments are not evaluated beforehand, but whenever an argument needs to be evaluated, its
computed value is memoized and fetched for the next time it is needed, without recomputation.
In some applications weak strategies turn out to be insufficient. The development of proof

assistants based on dependent type theory (such as Coq or Agda) prompted further studies of strong
reduction in the lambda calculus and its practical implementations. Strong reduction computes
full normal forms of terms (required in proof assistants to perform type-checking), therefore it
must reduce bodies of lambda-abstractions and deal with open terms. A natural way to obtain a
strong strategy from a weak one is to iterate it after weakly reducing the term to a value: continue
reducing inside the function body and in argument positions of rigid terms, i.e., terms of the form
x t1 . . . tn , where it is certain that the variable will never be substituted and will not create a new
β-redex. Strong strategies defined in this way are conservative over the respective weak strategies.

Since the direct motivation for studying strong strategies comes from the practical side, efficient
implementations in the form of abstract machines have been sought for them. The first such
machines were designed by Crégut: a strongly reducing extension KN of the Krivine machine that
performs normal-order reduction, and its lazy variant KNL [Crégut 2007] that introduces a form of
sharing of head normal forms, but does not perform full normalization and thus does not implement
a strong strategy in our sense. It has been later shown how the first of these machines can be
deconstructed into a normalization-by-evaluation function with call-by-name evaluation [Biernacka
et al. 2020; Munk 2007]. The more recent studies include the line of work followed by Accattoli et
al., who develop strong strategies in calculi based on the Linear Substitution Calculus and construct
abstract machines with the goal of giving a formal account of their complexity [Accattoli and Barras
2017; Accattoli and Coen 2015; Accattoli and Guerrieri 2019], and a derivational approach initiated
by Danvy et al. [Ager et al. 2003, 2004; Piróg and Biernacki 2010] and later extended to strong
strategies, that connects higher-level semantic formats with abstract machines in a systematic
way [Biernacka et al. 2020; Biernacka and Charatonik 2019; Biernacka et al. 2017].

The canonical implementation of the weak call-by-need strategy is the STG machine underly-
ing Haskell [Jones 1992], which features a store used to memoize computed values. It has been
shown that the STG machine can be systematically derived from a natural semantics for the STG
language [Piróg and Biernacki 2010]. This is in line with a store-based approach to defining formal
semantics of lazy languages due to Launchbury [Launchbury 1993; Sestoft 1997]. An alternative
approach is purely syntactic and does not use explicit store, as proposed by Ariola et al. [Ariola
et al. 1995]. In the latter vein are the recent studies of the Strong CbNd strategy [Balabonski et al.
2017, 2021; Barenbaum et al. 2018; Biernacka and Charatonik 2019]. Balabonski et al. [Balabonski
et al. 2017] first proposed a form of reduction semantics for Strong CbNd, using a language with
explicit substitutions. Quite recently, they further refined their approach and proposed a strong
call-by-need calculus that admits shorter normalizing reduction sequences than the known cal-
culus [Balabonski et al. 2021]. The semantics of [Balabonski et al. 2017] has been operationalized
into a refocusable reduction semantics, and an abstract machine derived from it by Biernacka and
Charatonik [Biernacka and Charatonik 2019]. The resulting abstract machine can be shown to pre-
cisely implement the corresponding strategy. The semantics and the machine operate on a language
equipped with (explicit substitutions or) let-constructors to facilitate sharing of values needed to
implement laziness. However, as such, it is not directly usable as an efficient implementation; it
would have to be optimized and appropriate data structures introduced so that each transition
is performed in constant time. It is also quite complex ś it consists of 24 transition rules. On the
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other hand, a lazy and practically efficient machine for strong reduction is implemented by Coq.
However, it is necessarily an even more complex artefact that has not been formally studied and its
underlying strategy has not been distilled and identified.
A reference point in terms of efficiency is Accattoli’s Useful MAM machine [Accattoli 2016]

(which is also quite simple, consisting of 10 transition rules) that has been proved to be reasonable;
specifically, it simulates the normal-order (strong call-by-name) strategy in the number of steps
quadratic in the number of β-steps and linear in the size of the initial term. Just recently, a better,
bilinear bound has been established for strong call by value as implemented by the machine named
SCAM of Accattoli et al [Accattoli et al. 2021]. It consists of only 9 transition rules, but requires
precompilation of terms. However, no reasonable (and thus efficient) abstract machines have been
proposed for the strong call-by-need strategy so far. The problem seemed to be harder than for
other strategies not only because of the strength of the strategy but also due to complex sharing
behaviour that is required in call by need [Accattoli and Leberle 2022].
In this work we show the first efficient abstract machine for Strong CbNd, named RKNL. We

show how it has been derived in a mechanical way using functional programming techniques, and
we give its formal account. Our goal is twofold: (a) to provide a simple and concise definition of an
abstract machine for Strong CbNd, and (b) to facilitate reasoning about the key properties of the
machine and its underlying strategy, including its correctness and complexity. In order to achieve
these goals, we use the derivational approach to construction of abstract machines and specifically
we adapt the methodology used previously by Biernacka et al. to derive an abstract machine for
Strong CbV [Biernacka et al. 2021]. The starting point is a standard, higher-order normalization-by-
evaluation function that normalizes terms to full normal form and that is known to correspond
to normal-order reduction strategy [Biernacka et al. 2020]. We then modify it using the standard
technique of memoization to avoid recomputation of intermediate values. Next, we transform this
optimized normalizer by means of functional correspondence implemented recently by Buszka and
Biernacki in a Racket tool [Buszka and Biernacki 2021]. The result is a concise description of the
abstract machine for Strong CbNd. We prove that the machine correctly simulates normal-order
reduction, and as a measure of its efficiency we give a simple proof that it is reasonable in the
sense of Accattoli et al. [Accattoli et al. 2021; Accattoli and Dal Lago 2016; Accattoli and Guerrieri
2019]. The development reported in this work showcases a versatile and principled approach to
obtaining abstract machines for complex languages with a well-understood high-level semantics,
from which a model of implementation can be obtained mechanically. In order to reason about
the complexity of the machine, we apply the method akin to amortized cost analysis that uses a
potential function [Okasaki 1999].
The comparison of RKNL with existing machines and calculi for Strong CbNd is not straight-

forward, and could be further investigated (cf. Figure 13 in [Danvy and Zerny 2013]). In short,
we can state the following main differences with respect to RKNL: Crégut’s KN from [Crégut
2007] performs normal-order reduction, but is not call-by-need and suffers from the exponential
overhead; Crégut’s KNL from [Crégut 2007] is strong and call-by-need, but performs only head
reduction instead of full reduction, Balabonski et al.’s [Balabonski et al. 2021] gives a calculus and
a strategy that performs optimization similar to KNL, but is not an abstract machine; Biernacka
& Charatonik’s machine from [Biernacka and Charatonik 2019] implements earlier Balabonski et
al.’s calculus from [Balabonski et al. 2017], and also has exponential overhead; Coq machine is a
quite complex artifact and its computational complexity is still being studied (cf. introduction of
Accattoli & Barras’ [Accattoli and Barras 2017]).
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The specific contributions of this work are as follows:

(1) a novel abstract machine for Strong CbNd, with a simple (only 11 transition rules) and clear
design, derived automatically with a semantic transformer [Buszka and Biernacki 2021] from
an NbE normalizer,

(2) a proof that the machine is reasonable w.r.t. normal order, i.e., that it simulates normal order
in the number of steps polynomial ś in this case bilinear ś in the number of β-steps and in
the size of the initial term,

(3) a proof that the machine conservatively extends a weak call-by-need machine,
(4) an improvement of the overall simulation overhead of strong call by need by the only

machine for such strategy [Biernacka and Charatonik 2019] from exponential (unreasonable)
to polynomial (reasonable),

(5) an improvement of the overall simulation overhead of normal order by Useful MAM [Accattoli
2016] from quadratic [Accattoli et al. 2021] to quasibilinear in the RAM model.

2 PRELIMINARIES

Terms t in the lambda calculus are defined with the following grammar:

t ::= x | t1 t2 | λx .t

where x ranges over an infinite, countable set of identifiers. We define free and bound variables in
a term in the usual way, and we consider terms up to renaming of bound variables. Sometimes we
explicitly want to note that two terms t1 and t2 are α-equivalent, and we then write t1 =α t2.
Contexts can be seen as terms with exactly one “holež (denoted □) which can occur in any

position within a term:

C ::= □ | C t | t C | λx .C

Given a context C and a term t to plug in its hole, we can reconstruct the intended term (denoted
C[t]) by defining the plugging function as follows:

□[s] = s (C t)[s] = C[s] t (t C)[s] = t C[s] (λx .C)[s] = λx .C[s]

2.1 Reduction Semantics in the Lambda Calculus

Computation in the lambda calculus consists in performing β-contraction

(λx .t1) t2 ⇀β t1[x :=t2]

in some positions within the term (here t1[x :=t2] denotes the usual, capture-avoiding substitution
of t2 for x in t1). In order to capture formally the reduction relation on terms, we can use an explicit
representation of these positions using contexts. Thus,

C[(λx .t1) t2] →β C[t1[x :=t2]]

defines one step of the full, nondeterministic reduction relation in the lambda calculus in a succinct
way. This semantic format is called reduction semantics [Felleisen and Hieb 1992].

Example 2.1. A term I I (I I ), where I := λx .x , can be reduced in one step by full β-reduction in
two ways: I (I I ) ←β I I (I I ) →β I I I because both subterms I I are contractible: I I ⇀β I , and both
contexts □ (I I ) and I I □ are correctly derived from nonterminal C w.r.t. to the given grammar. At
the same time, the whole term is not contractible: I I (I I ) ⇀̸β I (I I ) because it is not an application
of an abstraction.

In the following, the reflexive-transitive closure of any one-step reduction relation→ is denoted
by↠ (possibly with some decorations on arrows) and the reflexive-symmetric-transitive closure
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is denoted by =, and is called conversion. Juxtaposition of two relations denotes their composition,
e.g., s ↠β=α t means that ∃t ′. s ↠β t ′ =α t .

Example 2.2. The term I I (I I ) reduces (in three steps) to identity: I I (I I )↠β I because I I (I I ) →β

I I I →β I I →β I . The first reduct I I I does not reduce to the alternative reduct I (I I ), i.e.,
I I I ↠̸β I (I I ), but they are β-convertible: I I I =β I (I I ) because there exists a path of β-reductions
and β-expansions between them: I I I ←β I I (I I ) →β I (I I ).

If we want to impose a specific, deterministic reduction strategy, we can write a more precise
grammar of reduction contexts which narrows down the positions where a computation step is
allowed. For example, a weak-head reduction that applies β-contraction only in leftmost-outermost
positions (also known as the call-by-name strategy) can be specified by the following definition of
contexts:

E ::= □ | E t

and the corresponding reduction relation is as follows:

E[(λx .t1) t2]
cbn
→ E[t1[x :=t2]]

Example 2.3. The term I I (I I ) reduces in one step in call by name to I (I I ), i.e., I I (I I )
cbn
→ I (I I )

because the context □ (I I ) is a call-by-name context, i.e., it is derived from the nonterminal E, while
the context I I □ is not because it cannot be derived from E and thus I I (I I ) does not reduce in call

by name to I I I , i.e., I I (I I ) ̸
cbn
→ I I I .

The generalization of call-by-name strategy to strong reduction does not stop on an abstraction,
but instead iterates the same strategy inside its body and in arguments to neutral terms. It can be
defined with contexts N as follows:

NO ∋ N ::= N | λx .N

N ::= □ | N t | a N

where a stands for neutral terms and n are normal forms:

a ::= a n | x

n ::= λx .n | a

The definition of normal termswith the grammar (the nonterminaln) coincides with the definition
of normal terms as terms that have no contractible subexpressions, i.e., normal forms of β-reduction,
i.e., terms t such that t ↛β . The identity I is a normal term, while I I is not.

Example 2.4. Similarly, λy.I is a normal term, while λy.I I is not. Moreover, y I is a neutral term,
while y (I I ) is not. Every neutral term is a normal term that is not an abstraction.

This strong strategy is known as the normal-order strategy, and it computes full normal forms n
of lambda terms. We define one step of normal-order reduction as follows:

N [(λx .t1) t2]
no
→ N [t1[x :=t2]]

The grammar of contextsN as defined above builds them from the outside in. It is often convenient
to build contexts inside-out and think about them as stacks of single frames, where the top of the
stack is the frame surrounding the hole:
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NO ∋ N ::= N | N [□ t]

N ::= □ | N [λx .□] | N [a □]

This inside-out grammar makes it explicit how contexts are constructed and deconstructed in
abstract machines (and we directly use it in Lemma 5.5 later).

Example 2.5. The term I I can be reduced in call by name: I I
cbn
→ I because the empty context

□ is a valid call-by-name context. It can be also reduced in normal order: I I
no
→ I because every

call-by-name context is a normal-order context. However, neither λy.I I nor y (I I ) can be reduced

in call by name: λy.I I ̸
cbn
→ and y (I I ) ̸

cbn
→ because λy.□ and y □ are not call-by-name contexts.

Nonetheless, these contexts are normal-order contexts (derivable from the nonterminal N ) so both

terms are normalized by normal order: λy.I I
no
→ λy.I ↛β and y (I I )

no
→ y I ↛β .

The grammar of normal-order contexts restricts them in a way that the reduction may take place
only in the leftmost-outermost position. For example, in a term λy.(λz.I I ) I , normal order contracts

the subterm (λz.I I ) I but cannot contract the subterm I I , i.e., λy.(λz.I ) I ̸
no
← λy.(λz.I I ) I

no
→ λz.I I

because λy.(λz.□) I = □[λy.□][□ I ][λz.□] is not a normal-order context. Contexts derivable from
the nonterminal N can be seen as non-applicative (cf. [Accattoli and Dal Lago 2016]) normal-order

contexts, while derivable from N as normal-order contexts not starting with an abstraction.
García-Pérez and Nogueira have shown the regular grammar of contexts presented as a finite

automaton [García-Pérez and Nogueira 2014]. Later it was shown how to use it to transform
inside-out and outside-in grammars into each other [Biernacka et al. 2020]. Many other strategies
defined via reduction semantics and their properties can be found in [Biernacka et al. 2022b].

2.2 The Call-by-need Strategy

The “lazyž variant of the normal-order strategy (or of the weak call-by-name strategy) needs to use
some form of sharing. To our knowledge, it has not been expressed with a simple restriction of
general contexts with the β-contraction without any extension of the syntax of lambda terms. It
seems that it cannot be done easily in the pure λ-calculus because of the tension between the need
to substitute the needy head variable and the need to postpone substitution of the remaining ones.
Therefore, in order to provide a reduction semantics for it, some syntax extension is often

used. We can either use a language with explicit substitutions [Balabonski et al. 2017, 2021] (or
let-constructs [Ariola et al. 1995]) to explicitly handle bindings of terms to variables, or simulate a
store structure within the reduction rules [Biernacka and Danvy 2007]. Another known possibility
is to use a nonstandard contraction rule with a complex grammar of context [Chang and Felleisen
2012]. In this paper, we use an operational semantics for the weak call-by-need strategy in the form
of an abstract machine with explicit store from [Danvy and Zerny 2013], presented in Section 5.6.

3 HIGHER-ORDER NORMALIZERS

3.1 Normal-order Normalizer

In Listing 1 we show a Racket program that performs normal-order (strong call-by-name) normal-
ization of closed lambda terms into full normal form, and is an instance of a normalization-by-
evaluation algorithm. This program is a slightly modified version of an OCaml NbE normalizer
reconstructed from Crégut’s abstract machine KN in [Biernacka et al. 2020], and similar to Filinski
and Rohde’s normalizer [Filinski and Rohde 2005].
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Listing 1. A higher-order normal-order normalizer

1 (struct *var (x ) #: transparent)

2 (struct *app (l r) #: transparent)

3 (struct *lam (x t) #: transparent)

4 (struct Abs (x t))

5

6 (define (reify v)

7 (match v

8 [(Abs x f) (let ([x1 (gensym x)])

9 (*lam x1 (reify (f (λ () (*var x1 ))))))]

10 [t t]))

11

12 (define (apply-value v w)

13 (match v

14 [(Abs _ f) (f w)]

15 [t (*app t (reify (w)))]))

16

17 (define (eval e t)

18 (match t

19 [(*var x) (( hash-ref e x))]

20 [(*app t u) (apply-value (eval e t) (λ () (eval e u)))]

21 [(* lam x t) (Abs x (λ (v) (eval (hash-set e x v) t)))]))

22

23 (define (normalize t)

24 (reify (eval (hasheq) t)))

The idea of normalization by evaluation is to evaluate expressions of an object language (here,
lambda terms) into a semantic domain of values in such a way that equivalent terms are mapped
to the same value, and from the values it is possible to extract a syntactic representation of the
normal form (of the equivalence class). Here, our metalanguage is Racket and the domain of values
consists of neutral terms and meta-level functions corresponding to lambda abstractions. Intuitively,
meta-level functions should take values and return values. However, Racket is an eager language,
and in normal-order strategy we do not want to evaluate an argument before the evaluation of the
caller function, so the evaluation of arguments must be delayed. Therefore, meta-level functions
operate on thunks (i.e., delayed values) and return values, as in [Filinski and Rohde 2005].
The algorithm is based on three functions: eval that translates a lambda term to a semantic

value and calls its evaluation; apply-value that says how to evaluate an application of a meta-level
function v to a thunk w; and reify that translates semantic values to lambda terms in normal form.
Names *var, *app, *lam are just constructors of lambda terms. Environments are dictionaries

that associate names of free variables with thunks. In Racket, dictionaries are accessed by hash-ref
and updated by hash-set functions.
To increase the readability of the final result, semantic functions are coupled with the original

variable name (x in line 21) by the constructor Abs and later used in the generation of fresh variables
in function reify in line 8; since name generation is called inside reification, all bound variables in
the final result are different. The α-renaming in full reduction is obligatory because otherwise a term
(λz.z z) (λx .λy.x y) would incorrectly reduce to (λy.λy.y y) (cf. possible capture in an example in
the penultimate paragraph of Section 5.1).
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To normalize a closed term it is enough to evaluate it in the empty environment (hasheq) and to
reify its value ś this is done in line 24.

3.2 An Optimized, Call-by-need Normalizer

We optimize the normalizer for normal-order by introducing the standard technique of memothunks
to cache computed values and reuse them later, if needed. We also extend it to handle open terms.
The resulting normalizer is shown in Listing 2.

We introduce two more constructors to explicitly indicate the state of a memothunk: todo
stores plain thunks to be computed and done stores their already computed results. A memothunk
consists of Racket’s built-in mutable memory cell called box storing one of these two. The function
memothunk converts a plain thunk into a memothunk by putting it into todo and box. To access a
memothunk we use the procedure force that just returns the result of a computation if it is already
computed, or it runs the stored plain thunk, remembers its result in the box, and then returns the
result.
There are several changes in the normalizer, let us start with less important ones. Recall that

normalization consists of two phases: evaluation in the semantic domain followed by reification in
the syntactic domain (i.e., in the object language). Therefore things that happen on the borderline
between the two phases may be called either from eval or from reify function. In particular, gen-
eration of fresh names is moved from line 8 in Listing 1 to line 27 in Listing 2. In consequence, while
in the normal-order normalizer a fresh name is generated for each reification of each abstraction,
in the lazy normalizer reification of each abstraction generates at most one fresh name. However,
this is fine because normal forms retrieved from the same memothunk do not overlap (cf. the two
binding occurrences of the variable z0 in step 27 in Table 2). Similarly, the whole code of reification
from lines 8ś9 in Listing 1 is moved as a thunk to lines 27ś29 in Listing 2.
A more important change from the efficiency point of view is that the semantic function con-

structed in line 26 converts a plain thunk that it receives into a memothunk when it adds it into
the environment. By creating a memothunk for the argument, we thus avoid its recomputation in
the semantic domain. Moreover, in line 27 we create a memothunk for the second phase, which
avoids recomputation of the reification in the syntactic domain. Now the Abs constructor carries
two parameters: the memothunk used for computation of normal forms in the syntactic domain in
line 14 and the semantic function used for evaluation in the semantic domain in line 19. The two
types of memothunks are then forced in line 24 (for evaluation in the semantic domain), and in
line 14 (for normalization in the syntactic domain).
There is a design choice in putting a memothunk in line 26 rather than in line 25, where a plain

thunk is passed as an argument. Both would be correct, but the one presented is a bit more sparing.
If the left term t in line 25 evaluates to an Abs, the value of right term u is put into memothunk

immediately anyway. However, if the left term evaluates to a neutral term, we know that the right
term’s value will be reified exactly once, so we can avoid memoization overhead.

To be able to handle open input terms, we also add a default value for hash-ref in line 24: when
the variable x does not occur in the environment e, a box with the value x is returned.

3.3 Derivation of an Abstract Machine

We used a semantic transformation tool semt developed by Buszka and Biernacki [Buszka and
Biernacki 2021] to automatically transform the initial evaluator for Strong CbNd into an abstract
machine. In Listing 3 we present the input code for semt written in IDL (Interpreter Definition
Language), which differs from the Racket evaluator slightly in syntax. Constructors of lambda terms
are Var, App, and Lam. The input code contains a handful of annotations that guide the derivation
process, and a “dummyž implementation of the functions gensym and force. The reason for this
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Listing 2. A call-by-need normalizer

1 (struct todo (t))

2 (struct done (v) #: transparent)

3

4 (define (force mt)

5 (match (unbox mt)

6 [(done v) v]

7 [(todo t) (let ([v (t)]) (set-box! mt (done v)) v)]))

8

9 (define (memothunk thunk)

10 (box (todo thunk )))

11

12 (define (reify v)

13 (match v

14 [(Abs c _) (force c)]

15 [t t]))

16

17 (define (apply-value v w)

18 (match v

19 [(Abs _ f) (f w)]

20 [t (*app t (reify (w)))]))

21

22 (define (eval e t)

23 (match t

24 [(*var x) (force (hash-ref e x (box (done (*var x)))))]

25 [(*app t u) (apply-value (eval e t) (λ () (eval e u)))]

26 [(* lam x t) (let ([f (λ (v) (eval (hash-set e x (memothunk v)) t))])

27 (Abs (memothunk (λ () (let ([x1 (gensym x)])

28 (*lam x1 (reify

29 (f (λ () (*var x1 ))))))))

30 f))]))

31

32 (define (normalize t)

33 (reify (eval (hasheq) t)))

latter tweak is that the transformer does not handle stateful computation, i.e., it does not support
mutable memory cells. In order to get the correct implementation of laziness, after we transform
the evaluator into the machine, we then replace back the implementation of the force function
with that of Listing 2, and we use the default fresh-name generating function.

The transformation tool implements a refinement of the known derivation methodology of
Danvy et al.’s functional correspondence [Ager et al. 2003], and it performs the following steps:

(1) translation to administrative normal form (ANF), where all intermediate results of computa-
tion are bound by let-constructors,

(2) selective transformation into continuation-passing style (a.k.a. CPS transformation),
(3) selective defunctionalization of higher-order function spaces into first-order data structures

and the corresponding dispatch functions.

The paper [Ager et al. 2003] presents the methodology explained on several examples including
Krivine and CEK machines.
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Listing 3. Input specification to semt

(def-data Term

{Var String}

{App Term Term}

{Lam String Term})

(def-struct {Abs Any Any})

(def-struct {Memo Any})

(def gensym #: atomic (x) x) ;; dummy

(def memothunk (t) {Memo t})

(def force (m) (match m ({Memo t} (t)))) ;; dummy

(def init #: atomic (x) (memothunk (fun () {Var x})))

(def extend #: atomic (env k v)

(fun #: atomic #: no-defun (x)

(match (eq? x k)

(#t v)

(#f (env x)))))

(def reify (v)

(match v

({Abs c f} (force c))

(t t)))

(def apply-value (v w)

(match v

({Abs _ f} (f w))

(t {App t (reify (w))})))

(def eval (env [Term term])

(match term

({Var x} (force (env x)))

({App fn arg} (apply-value (eval env fn)

(fun #:name Closure () (eval env arg ))))

({Lam x body} (let f (fun #:name AbsClos #: apply apply-closure (v)

(eval (extend env x (memothunk v)) body )))

{Abs (memothunk (fun () (let x1 (gensym x))

{Lam x1 (reify (f (fun #:name VVar

#: apply render

() {Var x1 })))}))

f})))

(def main ([Term term])

(reify (eval init term )))

The selective CPS transformation does not alter functions annotated with #:atomic which are
treated as atomic, “trivialž operations. In our case these are the functions operating on environments,
and the gensym function that generates fresh names. In the final stage of the transformation defunc-
tionalization is performed on all higher-order functions except those that have been annotated with
#:non-defun, which are left untouched. In our case, again, we do not touch the function extend
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that operates on environments. The annotations #:name and #:apply (each with a single argument)
are used to supply non-generic names for the datatype and the apply-function constructed by
defunctionalization.

4 THE ABSTRACT MACHINE

In this section we present the machine obtained as the result of the transformation. We show
its definition translated into mathematical notation so that it can be easily read and understood
without the need to resort to Racket syntax.

The machine is presented in Table 1. It works with pure lambda terms, local environments, a
stack and a global store. Environments assign locations on the store to variables. The syntactic
category of values contains terms (intuitively, lambda terms in normal form) and intermediate
values (intuitively, abstractions) being closures consisting of a lambda abstraction paired with a local
environment and annotated with a location on the global store. The store assigns storable values, or

memothunks, to locations. Memothunks are annotated with either% (which stands for to do and
indicates a code that needs to be executed) or! (which stands for done and indicates that a value is
already computed and memoized). A stack is simply a sequence of frames; intuitively, it represents
the evaluation context of the currently evaluated term. There are two kinds of configurations
corresponding to two modes of operation: in configurations ⟨c, s,σ ⟩▽ the machine evaluates the
closure c to a weak normal form, and in ⟨v, s,σ ⟩△ it continues with already computed value v .
The machine starts by loading the input term to the initial configuration with empty environ-

ment, empty stack and empty store. Then it proceeds through successive transitions. The first
six transitions are standard, they directly correspond to transitions of the lazy variant of Krivine
machine from [Danvy and Zerny 2013] (we discuss this correspondence in Section 5.6). To evaluate
application t1 t2, transition (1) calls the evaluation of t1 and pushes a closure pairing t2 with the
current environment to the stack. In the case of a lambda abstraction λx .t , transition (2) allocates
a fresh location ℓ on the store, fills it with a placeholder for the (strong) normal form of λx .t
and changes the mode of operation. Transitions (3) and (4) apply when the value of the formal
parameter x is actually needed. In this case, the actual parameter is expected to be stored in a thunk
at location e(x) indicated by the environment e . If the thunk contains code to be executed, the
location is pushed to the stack and the code is forced by transition (3); otherwise, the thunk contains
a memoized value which is simply read by transition (4). If the environment e does not have an entry
for x , then x turns out to be an open variable and it is taken as a value. Transition (5) implements
memoization of actual parameters: when evaluation of an actual parameter is finished, the top
of the stack contains the location assigned to the formal parameter, and this location is updated
with the computed value. Transition (6) implements β-contraction and delays the evaluation of the
actual parameter: new location ℓ2 is created, a thunk with the actual parameter is stored at ℓ2, and
the evaluation of the body of the lambda abstraction (with an appropriately updated environment)
is called.
Transitions (7) and (8) implement normalization of lambda abstractions. They apply when the

currently processed closure is a lambda abstraction (annotated with a location ℓ) and there is
no argument on the stack (so that transition (6) does not apply). If the thunk at ℓ contains a
memoized value, transition (8) simply reads this value. Otherwise it contains the placeholder ⊥%
and transition (7) starts the normalization of the abstraction: the location ℓ is pushed to the stack;
the variable x is α-renamed to a fresh variable x̌ and stored in a fresh location ℓ2; the environment
is acknowledged about α-renaming; a context λx̌ .□ is pushed to the stack; the evaluation of the
body of the abstraction is called. When this evaluation returns, transition (11) reconstructs the
normalized lambda abstraction and then transition (5) memoizes it at location ℓ.
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Table 1. The RKNL abstract machine, a reasonable and lazy variant of KN

Identifiers ∋ x

Terms ∋ t ::= x | t1 t2 | λx .t

Locations ∋ ℓ

Envs ∋ e <: Identifiers→ Locations

Closures ∋ c ::= (t , e)

Values ∋ v ::= t | ℓ := (λx .t , e)

Storable Values ∋ _ ::= ⊥% | c% | v!

Stores ∋ σ <: Locations→ Storable Values

Frames ∋ f ::= □ c | t □ | λx .□ | ℓ :=□

Stacks ∋ s ::= [ ] | f :: s

Confs ∋ k ::= ⟨c, s,σ ⟩▽ | ⟨v, s,σ ⟩△

Transitions :

t 7→ ⟨(t , [ ]), [ ], [ ]⟩▽

⟨(t1 t2, e), s,σ ⟩▽ → ⟨(t1, e),□ (t2, e) :: s,σ ⟩▽ (1)

⟨(λx .t , e), s,σ ⟩▽ → ⟨ℓ := (λx .t , e), s,σ ∗[ℓ 7→⊥%]⟩△ (2)

⟨(x , e), s,σ ⟩▽ → ⟨(t , e2), ℓ :=□ :: s,σ ⟩▽ where ℓ = e(x), σ (ℓ) = (t , e2)% (3)

⟨(x , e), s,σ ⟩▽ → ⟨v, s,σ ⟩△ where σ (e(x)) = v! ∨ (v = x < e) (4)

⟨v, ℓ :=□ :: s,σ ⟩△ → ⟨v, s,σ [ℓ :=v!]⟩△ (5)

⟨ℓ := (λx .t , e),□ (t2, e2) :: s,σ ⟩△ → ⟨(t , e[x :=ℓ2]), s,σ ∗[ℓ2 7→(t2, e2)%]⟩▽ (6)

⟨ℓ := (λx .t , e), s,σ ⟩△ → ⟨(t , e[x :=ℓ2]), λx̌ .□ :: ℓ :=□ :: s,σ ∗[ℓ2 7→ x̌!]⟩▽

where σ (ℓ) = ⊥% (7)

⟨ℓ := (λx .t , e), s,σ ⟩△ → ⟨v, s,σ ⟩△ where σ (ℓ) = v! (8)

⟨t ,□ (t2, e2) :: s,σ ⟩△ → ⟨(t2, e2), t □ :: s,σ ⟩▽ (9)

⟨t2, t1 □ :: s,σ ⟩△ → ⟨t1 t2, s,σ ⟩△ (10)

⟨t , λx .□ :: s,σ ⟩△ → ⟨λx .t , s,σ ⟩△ (11)

⟨t , [ ],σ ⟩△ 7→ t

Transition (9) implements normalization of neutral terms. Here t is in normal form, but not an
abstraction (see Lemma 5.4), so it is a neutral term; there is an argument on the top of the stack,
and this argument is now evaluated. Transitions (10) and (11) reconstruct the final normal forms:
transition (10) deals with neutral terms and (11) with lambda abstractions. Finally, the result is
unloaded from a final configuration.

Remark 1. The whole machine is intended to be naturally implementable as a persistent data
structure (cf. [Okasaki 1999]). That means that old configurations of the machine are not destroyed

by any transition so they are accessible if the user has references to them. This approach is imposed

if data constructors are immutable, which is default in most functional languages including Racket,

OCaml and Haskell.
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Persistent data structures allow free sharing of substructures: since a substructure is never destroyed

in the processing, it is enough to share a reference. We assume a shared representation of terms as

in [Condoluci et al. 2019], as well as of stacks and environments, without introduction of explicit

substitutions or let-constructs. In particular, in transition (1) it is the reference to an environment e (and

not the environment itself) that is copied, so the transition is performed in constant time. Similarly, in

transition (3) only a reference to a term t is copied.

For example, exponentially big normal forms of the family en = λx .cn ω x , where ω := λx .x x and

cn denotes the nth Church numeral, consume only a linear in n amount of memory and are computed

in linear time.

4.1 Elaborate Example Execution

We present the behaviour of the RKNL machine in the elaborate example execution in Table 2.
It normalizes the term (λx .c x x)

(
(λy.λz.I z)Ω

)
where I := λx .x is the identity, Ω := ωω is a

well-known divergent term (with ω := λx .x x ), and c is a free variable. This is one of the simplest
examples that uses all transitions of the machine and demonstrates its main features: the machine
is able to evaluate open terms (the variable c is free) and terms under λ-abstractions (the subterm
λz.I z is reduced to λz.z); not-needed arguments are not evaluated (the variable y is not used in
λy.λz.I z, so Ω is not evaluated); needed arguments are evaluated only once (even if x is used twice
in λx .c x x , the actual argument (λy.λz.I z)Ω is evaluated only once).

We apply a convention that locations introduced by transitions (2) are taken from the sequence
a,b, d, e and those introduced by transitions (6) and (7) from x, y, z,w. To shorten the text repeating
in Table 2, we define an auxiliary term A := λy.λz.I z, an environment eyz := [y 7→y, z 7→z], a
closure xx := (x ,[x 7→x]), and a store σ1 := [x 7→d := (λz.I z,[y 7→y])!, y 7→(Ω,[])%].

We also employ here refocusing notation. It is a general technique to shorten the presentation of
an abstract machine and to make it more readable. It means that instead of writing the configuration
explicitly (the following is the configuration after step 14):

⟨(I z,eyz), λz0.□ :: d :=□ :: c □ :: □xx :: [], σ1∗[d 7→⊥%, z 7→z0!]⟩▽

we recompose the term and the stack into a processed term and use the angle brackets to mark

the place of decomposition: c
(
d :=λz0.

〈
(I z,eyz)

〉
▽

)
xx | σ1∗[d 7→⊥%, z 7→z0!]. The store remains

on the right-hand side after a vertical bar.
We consistently omit locations in the store that are not reachable from the recomposed term.

They can be thought of as garbage collected by reference counting. This is why the location a

disappears just after its allocation and the store is empty in the end. Otherwise, the location a

would contain the ⊥% till the end of the execution.
In a higher-level perspective, the machine performs three β-reductions: in step 3 the term
(λx .c x x) (AΩ) is reduced to c (AΩ) (AΩ); in step 11 the latter term, which is c ((λy.λz.I z)Ω) (AΩ),
is reduced to c (λz.I z) (AΩ); in step 17 the last term is reduced to c (λz.z) (AΩ). The argument AΩ

is normalized in steps 8ś21, memoized in step 22 and reused in step 26.
In a lower-level perspective, the machine first moves its focus to (λx .c x x) (step 1), recognizes

it as an abstraction and gives it a location a (step 2). It immediately applies the abstraction to
closure (AΩ,[]), so the closure moves to the store with a fresh location x and location a disappears
because it is no longer reachable (step 3). Then the environment [x 7→x] percolates through the
applications to the variables (steps 4ś5). The variable c turns out to be free, so it is considered as a
value (step 6) and the focus moves to the first remaining x (step 7). It turns out to be substituted
by an unevaluated closure whose value will be memoized at location x (step 8). Then the focus
moves to A (step 9), which is recognized as an abstraction (step 10) and immediately applied to the
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Table 2. Elaborate example execution in refocusing notation

0 :
〈
((λx .c x x) (AΩ),[])

〉
▽
|[]

(1)
→

1 :
〈
(λx .c x x ,[])

〉
▽
(AΩ,[])|[]

(2)
→

2 :
〈
a := (λx .c x x ,[])

〉
△
(AΩ,[])|[a 7→⊥%]

(6)
→

3 :
〈
(c x x ,[x 7→x])

〉
▽
|[x 7→(AΩ,[])%]

(1)
→

4 :
〈
(c x ,[x 7→x])

〉
▽
xx |[x 7→(AΩ,[])%]

(1)
→

5 :
〈
(c,[x 7→x])

〉
▽
xx xx |[x 7→(AΩ,[])%]

(4)
→

6 :
〈
c
〉
△
xx xx |[x 7→(AΩ,[])%]

(9)
→

7 : c
〈
xx

〉
▽
xx |[x 7→(AΩ,[])%]

(3)
→

8 : c
(
x :=

〈
(AΩ,[])

〉
▽

)
xx |[x 7→(AΩ,[])%]

(1)
→

9 : c
(
x :=

〈
(A,[])

〉
▽
(Ω,[])

)
xx |[x 7→(AΩ,[])%]

(2)
→

10 : c
(
x :=

〈
b := (A,[])

〉
△
(Ω,[])

)
xx |[x 7→(AΩ,[])%,b 7→⊥%]

(6)
→

11 : c
(
x :=

〈
(λz.I z,[y 7→y])

〉
▽

)
xx |[x 7→(AΩ,[])%, y 7→(Ω,[])%]

(2)
→

12 : c
(
x :=

〈
d := (λz.I z,[y 7→y])

〉
△

)
xx |[x 7→(AΩ,[])%, d 7→⊥%, y 7→(Ω,[])%]

(5)
→

13 : c
〈
d := (λz.I z,[y 7→y])

〉
△
xx | σ1∗[d 7→⊥%]

(7)
→

14 : c
(
d :=λz0.

〈
(I z,eyz)

〉
▽

)
xx | σ1∗[d 7→⊥%, z 7→z0!]

(1)
→

15 : c
(
d :=λz0.

〈
(I ,eyz)

〉
▽
(z,eyz)

)
xx | σ1∗[d 7→⊥%, z 7→z0!]

(2)
→

16 : c
(
d :=λz0.

〈
e := (I ,eyz)

〉
△
(z,eyz)

)
xx | σ1∗[d 7→⊥%, e 7→⊥%, z 7→z0!]

(6)
→

17 : c
(
d :=λz0.

〈
(x ,eyz∗[x 7→w])

〉
▽

)
xx | σ1∗[d 7→⊥%,w 7→(z,eyz)%, z 7→z0!]

(3)
→

18 : c
(
d :=λz0.w :=

〈
(z,eyz)

〉
▽

)
xx | σ1∗[d 7→⊥%,w 7→(z,eyz)%, z 7→z0!]

(4)
→

19 : c
(
d :=λz0.w :=

〈
z0
〉
△

)
xx | σ1∗[d 7→⊥%,w 7→(z,eyz)%]

(5)
→

20 : c
(
d :=λz0.

〈
z0
〉
△

)
xx | σ1∗[d 7→⊥%]

(11)
→

21 : c
(
d :=

〈
λz0.z0

〉
△

)
xx | σ1∗[d 7→⊥%]

(5)
→

22 : c
〈
λz0.z0

〉
△
xx | σ1∗[d 7→λz0.z0!]

(10)
→

23 :
〈
c λz0.z0

〉
△
xx | σ1∗[d 7→λz0.z0!]

(9)
→

24 : c (λz0.z0)
〈
xx

〉
▽
| σ1∗[d 7→λz0.z0!]

(4)
→

25 : c (λz0.z0)
〈
d := (λz.I z,[y 7→y])

〉
△
|[d 7→λz0.z0!, y 7→(Ω,[])%]

(8)
→

26 : c (λz0.z0)
〈
λz0.z0

〉
△
|[]

(10)
→

27 :
〈
c (λz0.z0) λz0.z0

〉
△
|[] ↛
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closure (Ω,[]), so A’s body is evaluated in the extended environment (step 11). The body is also
an abstraction (step 12). The abstraction is memoized at location x (step 13). It has no arguments,
so it is normalized: the parameter z is renamed to a fresh name z0, and the normal form of the
abstraction will be memoized at location d (step 14). Note that d :=□ is outside the focus, so it is a
frame on the stack now. The focus moves to I and the environment eyz percolates (step 15). The
identity is an abstraction (step 16), and it is applied to closure (z, eyz), so the closure moves to the
store with a fresh location w (step 17). The variable x constituting the identity’s body looks up the
location w containing the unevaluated argument (step 18). By subsequent lookup, it is evaluated to
z0 (step 19) and memoized at w (but it is unreachable and disappears) (step 20). The abstraction
λz0.z0 is reconstructed (step 21) and memoized at d as a normal form of λz.I z (step 22). The machine
reconstructs c λz0.z0 (step 23) and moves focus to the second x (step 24). The variable x looks up
the location x with the value of (AΩ,[]) (step 25) that looks up the location d for its normal form
by transition (8) (step 26). Finally, the result c (λz0.z0) λz0.z0 is reconstructed (step 27).

To summarize, the application AΩ is evaluated only once, its value is normalized only once, and
the nontermination of Ω is contained. Occurrences of x (in c x x , I , and Ω) do not collide, the bound
variable z is renamed, and the free variable c stays untouched.

4.2 Empirical Execution Lengths

Abstract cost models including abstract machines give us an opportunity to measure the program
complexity independently of the efficiency of a physical machine. Thanks to that, such results
should be easily reproducible. In Table 3 we present the number of steps to the normal form for
normal order, KN (implemented as in Table 4 of [Crégut 2007]), and RKNL for five term families.
The first two families are the families from Table 9 of [Crégut 2007] up to renaming. We name
a few more terms to define these families (

K

is the normal form of term K I ).

K := λx .λy.x ,

K

:= λx .λy.y, pair := λx .λy.λ f . f x y, dub := λx .λ f . f x x

pred := λn.λ f .λx . (n (λe . pair (e K) (f (e K))) (pair x x))

K

The numbers of steps were measured by running the machines KN an RKNL and counting their

steps (and β-steps of KN for
no
→). The closed forms are verified for natural numbers from 1 to 9

because some of the sequences have a different value for n = 0.

Table 3. Empirical execution lengths for 1 ≤ n ≤ 9

term family
no
→ KN RKNL

cn c2 I 3 · 2n − 1 15 · 2n − 6 10 · 2n + 5n + 5

pred cn 6n + 8 26n + 25 30n + 41

λx .cn ω x 2n + 1 12 · 2n − 3 9n + 15

cn dub I 2n + 1 23 · 2n − 14 18n + 15

cn dub (λx .I x) 2 · 2n + 1 26 · 2n − 14 18n + 20

For family pred cn , the overhead of memoization of RKNL with respect to the number of steps
of KN is visible. Nevertheless, RKNL is asymptotically not worse than KN. It is intuitive because
of RKNL construction, and possibly it could be formally proven, but here we limit ourselves to
empirical evidence supporting this hypothesis. For family cn c2 I , RKNL even reduces the coefficient
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of the exponential element. For the three remaining families, RKNL achieves normal form in a
number of steps logarithmic w.r.t. normal-order strategy, so it is implosive in terms of [Accattoli
et al. 2021].

5 PROPERTIES OF THE MACHINE

In this section we discuss correctness of the derived machine and its complexity.

5.1 Decoding

We say that a configuration k is reachable if there exists a sequence of machine transitions starting
in an initial configuration and ending in k . We define a decoding of reachable configurations
(denoted · k) to terms in order to refer micro-step operational semantics of the machine to small-
step operational semantics of normal order reduction. Formally, our goal is to show that whenever

k → k ′ for a reachable configuration k , then k k

no
↠=α k ′ k. We prove it in Lemma 5.8.

Table 4. Decoding of RKNL

(t1 t2, e), Σ
c
:= (t1, e), Σ

c
(t2, e), Σ

c

(λx .t , e), Σ
c
:= λx .(t , e[x :=x]), Σ

c

(x , e), Σ
c
:=





x : e(x) = x defined by the rule above

(t2, e2), Σ
c

: (t2, e2)% initialized e(x) with (6) in Σ

x̌ : x̌! initialized e(x) with (7) in Σ

x : e(x) not defined and not initialized

t , Σ
v
:= t

ℓ := (λx .t , e), Σ
v
:= (λx .t , e), Σ

c

⟨(t , e), s,σ ⟩▽, Σ
k
:= s, Σ

s
[(t , e), Σ

c
]

⟨v, s,σ ⟩△, Σ
k
:= s, Σ

s
[v, Σ

v
]

k k := k, Σk k

[ ], Σ
s
:= □

□ (t , e) :: s, Σ
s
:= s, Σ

s
[□ (t , e), Σ

c
]

t □ :: s, Σ
s
:= s, Σ

s
[t □]

λx .□ :: s, Σ
s
:= s, Σ

s
[λx .□]

ℓ :=□ :: s, Σ
s
:= s, Σ

s

Our decoding is presented in Table 4. It uses decodings · c of closures, · v of values, and · s of stacks.
For the most part, the decoding is simple and standard (the currently processed term or closure is
decoded and plugged in the context obtained from the decoding of the stack), however the case of
variables requires an explanation. As mentioned above, we are interested in the correspondence
between ourmachine and the normal-order strategy. Since the latter recomputes function arguments
that occur more than once in the function body, there are moments in time when some of the
occurrences are already computed and the others are not. To keep track of this, in the decoding of a
variable we are not interested in the current state of the store, but instead we prefer the state of the
store from the moment of the initialization of the variable. Therefore each of the decoding functions
carries an additional argument Σk , namely the full sequence of configurations from the initial one
to k . This additional argument is also implicitly present in decodings k k of configurations; we omit
it only to shorten the notation.
Another subtle point is the treatment of free and bound variables. We treat them differently in

order to be able to handle open terms. Free variables are never added to any environment and
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thus they remain untouched in the decoding. On the other hand, bound variables are overlined.
This way the closure

(
(λx .λy.xy)y, []

)
decodes to (λx .λy.xy)y and its reduct

(
(λy.xy)y, [x 7→ y]

)

decodes to λy.yy thus avoiding the capture of variable y.

Alternative decodings. There are also two alternative decodings independent of the execution
history that can be considered. We could naturally decode variables to values that are currently in
the store. Then the transition (5) would be decoded into a replacement of terms in many places in the
decoding at once. The second alternative decoding could decode variables to terms reconstructed
below appropriate ℓ :=□ frames. Then the transition (6) would be decoded to parallel β-reduction
in multicontexts as in [Accattoli et al. 2021] and the transition (5) would not change the decoded
term.

5.2 Ghost Abstract Machine for RKNL

One of the goals in the design of the normalizer of Listing 2 was to keep the derived abstract
machine simple. Indeed, the machine has only 11 transitions, that is 5 transitions more than the
machine for weak call by need (recalled in Section 5.6) and as many as 13 transitions fewer than
the known machine for strong call by need in [Biernacka and Charatonik 2019]. One of the design
choices to achieve this goal was not to include the grammar of normal forms in the syntactic
category of values. However, to reason about correctness, we need to know that only terms in
normal form may appear as values.
Therefore, for theoretical purposes, we introduce a ghost abstract machine RKNLi ś a more

refined version of RKNL with explicitly expressed invariants ś presented in Table 5.1 The ghost
machine bisimulates RKNL so that every reachable configuration of RKNL is a projection of a
reachable configuration of the ghost machine. It can be seen as a proof technique tailored to reason
about invariants of abstract machines (in this case, RKNL, in particular in Lemmas 5.5 and 5.12).

The main difference between RKNL and RKNLi is the grammar of normal terms in RKNLi. Note
that each neutral term is in normal form. For technical reasons we want to distinguish between
neutral terms and normal forms, so we add an explicit coercion: a neutral term a tagged with ⌈·⌉
becomes a normal term ⌈a⌉. Introduction of normal terms triggers further refinements in stacks
and configurations. Now we have two variants of stacks: applicative stacks may have an argument
on top while non-applicative stacks certainly do not have arguments on top. This in turn introduces
two variants of △-configurations: one with applicative stacks and one with non-applicative stacks.
Yet another difference is the introduction of a separate store: RKNLi has two stores, one for evaluated
arguments and one for normalized lambda abstractions.

Changes in the grammars lead to changes in transitions. RKNLi has two versions of transition (5):
one for normal terms and one for values (which includes neutral terms). It also has an additional
transition (9a) that implements the coercion from neutral to normal terms: after finishing the
evaluation of an argument of a neutral term initialized by transition (9) (as well as after evaluating
the body of a lambda abstraction initialized by transition (7) and after completing the whole
evaluation), the result being a neutral term must be coerced to a normal term. From the point
of view of the RKNL machine, this step is silent. Lemma 5.4 states formally the correspondence
between the two machines.

5.3 Soundness

In this section we prove the soundness of the RKNL machine with respect to the normal-order
strategy. Note that we do not rely here on the correctness of the transformations used in the semt

1The ghost machine is also derivable by the same methodology from a refined variant of the NbE normalizer [Biernacka
et al. 2020].
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Table 5. The RKNLi ghost abstract machine, RKNL with explicit shape invariant

Identifiers ∋ x

Terms ∋ t ::= x | t1 t2 | λx .t

Normal Terms ∋ n ::= λx .n | ⌈a⌉

Neutral Terms ∋ a ::= x | a n

Locations ∋ ℓ

Envs ∋ e <: Identifiers→ Locations

Closures ∋ c ::= (t , e)

Locations′ ∋ ℓ′

Values ∋ v ::= a | ℓ′ := (λx .t , e)

Storable Values ∋ _ ::= c% | v!

Stores ∋ σ <: Locations→ Storable Values

Optional Normal Terms ∋ _ ::= ⊥% | n!

Stores′ ∋ σ ′ <: Locations′→ Optional Normal Terms

Applicative Stacks ∋ α ::= ℓ :=□ :: α | □ c :: α | ⌈□⌉ :: ν

Non-applicative Stacks ∋ ν ::= ℓ′ :=□ :: ν | [ ] | λx .□ :: ν | a □ :: α

Confs ∋ k ::= ⟨c,α ,σ ,σ ′⟩▽ | ⟨v,α ,σ ,σ
′⟩△ | ⟨n,ν ,σ ,σ

′⟩△′

Transitions :

t 7→ ⟨(t , [ ]), ⌈□⌉ :: [ ], [ ]⟩▽

⟨(t1 t2, e),α ,σ ,σ
′⟩▽ → ⟨(t1, e),□ (t2, e) :: α ,σ ,σ

′⟩▽ (1)

⟨(λx .t , e),α ,σ ,σ ′⟩▽ → ⟨ℓ
′ := (λx .t , e),α ,σ ,σ ′∗[ℓ′ 7→⊥%]⟩△ (2)

⟨(x , e),α ,σ ,σ ′⟩▽ → ⟨(t , e2), ℓ :=□ :: α ,σ ,σ ′⟩▽ (3)

where ℓ = e(x), σ (ℓ) = (t , e2)%

⟨(x , e),α ,σ ,σ ′⟩▽ → ⟨v,α ,σ ,σ
′⟩△ where σ (e(x)) = v! ∨ (v = x < e) (4)

⟨v, ℓ :=□ :: α ,σ ,σ ′⟩△ → ⟨v,α ,σ [ℓ :=v!],σ
′⟩△ (5)

⟨n, ℓ′ :=□ :: ν ,σ ,σ ′⟩△′ → ⟨n,ν ,σ ,σ
′[ℓ′ :=n!]⟩△′ (5′)

⟨ℓ′ := (λx .t , e),□ (t2, e2) :: α ,σ ,σ
′⟩△ → ⟨(t , e[x :=ℓ2]),α ,σ ∗[ℓ2 7→(t2, e2)%],σ

′⟩▽ (6)

⟨ℓ′ := (λx .t , e), ⌈□⌉ :: ν ,σ ,σ ′⟩△ → ⟨(t , e[x :=ℓ2]), ⌈□⌉ :: λx̌ .□ :: ℓ′ :=□ :: ν ,

σ ∗[ℓ2 7→ x̌!],σ
′⟩▽ where σ ′(ℓ′) = ⊥% (7)

⟨ℓ′ := (λx .t , e), ⌈□⌉ :: ν ,σ ,σ ′⟩△ → ⟨n,ν ,σ ,σ
′⟩△′ where σ ′(ℓ′) = n! (8)

⟨a,□ (t2, e2) :: α ,σ ,σ
′⟩△ → ⟨(t2, e2), ⌈□⌉ :: a □ :: α ,σ ,σ ′⟩▽ (9)

⟨a, ⌈□⌉ :: ν ,σ ,σ ′⟩△ → ⟨⌈a⌉,ν ,σ ,σ
′⟩△′ (9a)

⟨n,a □ :: α ,σ ,σ ′⟩△′ → ⟨a n,α ,σ ,σ
′⟩△ (10)

⟨n, λx .□ :: ν ,σ ,σ ′⟩△′ → ⟨λx .n,ν ,σ ,σ
′⟩△′ (11)

⟨n, [ ],σ ,σ ′⟩△′ 7→ n
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tool as the tool is not formally verified. Instead, we directly show that the machine faithfully realizes
the strategy.
The result is proved by a sequence of lemmas showing that each transition of the machine is

sound, where soundness of a transition k → k ′ is understood as reducibility (up to α-renaming) of
the decoding of k to the decoding of k ′. Note that since β-reduction commutes with α-conversion,
a sequence of sound transitions is sound.

Lemma 5.1 (load correctness). ⟨(t , [ ]), [ ], [ ]⟩▽
k
=α t

Proof. As the closure (t , [ ]) is decoded recursively, the environment is extended only by over-
lined bound variables of the source term. While bound source variables are decoded to overlined
versions of themselves and bound by the appropriate abstractions, the free variables and the
structure of the term remain untouched, resulting in an α-renamed version of the loaded term. □

Lemma 5.2 (overhead transitions). If k
(ι)
→ k ′ then k k = k

′
k for ι < {4, 6, 7, 8}.

Proof. Transitions (1), (9), (10) and (11) only rotate the processed term. Store modifications of
transitions (2) and (5) do not affect the decoding. Transition (3) replaces a variable by a closure that
is already its decoding. □

Lemma 5.3 (alpha transition). If k is a reachable configuration of RKNL and k
(7)
→ k ′, then

k k =α k ′ k.

Proof. Let C be the context obtained from the decoding of the stack in k . Then C[λx̌ .□] is the
decoding of the stack in k ′. The decoding of the value ℓ := (λx .t , e) in k is λx .(t , e[x :=x]), Σk

c
,

where all occurrences of x are decoded to x . On the other hand, the decoding of the closure in k ′

is (t , e[x :=ℓ2]), Σk ′
c
. Since Σk ′ differs from Σk only by the last configuration initializing ℓ2 with

x̌ , this gives the same term with x replaced by x̌ . Hence C[ℓ := (λx .t , e), Σk
v
] is α-equivalent to

C[λx̌ .[(t , e[x :=ℓ2]), Σk ′
c
]], which means that k k =α k ′ k. □

In the following, by a projection of a stack (α or ν ) of RKNLi we mean this stack with removed all
occurrences of the frame ⌈□⌉ and removed all tags ⌈·⌉ from normal terms. This notion of projection
lifts naturally to terms, configurations and grammars occurring in the definition of RKNLi in
Table 5.

The following lemma is proved by a simple induction and case analysis of all transitions. In
particular it implies that there are two types of stacks s occurring in reachable configurations of
RKNL: projections of stacks generated by grammars of α and ν from the definition of RKNLi.

Lemma 5.4 (shape invariant). Every reachable configuration of RKNL is a projection of a reachable

configuration of RKNLi.

Lemma 5.5 (stack shape invariant). For any reachable configuration k with stack s , the stack

decodes to a normal-order context: s, Σks
∈ NO.

Proof. By Lemma 5.4 the stack s is a projection of an α- or ν-stack of RKNLi. Frames ℓ := □
are ignored in the decoding from Table 4. Grammars of α and ν with removed frames of this form
correspond directly to the inside-out grammar of normal-order contexts from Section 2.1. □
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Lemma 5.6 (beta transition). If k is a reachable configuration of RKNL and k
(6)
→ k ′, then

k k

no
→ k ′ k.

Proof. Let C be the context obtained from the decoding of the stack in k . The left-hand side of
transition (6) decodes to an application of (λx .t , e), Σk

c
, which is λx .(t , e[x :=x]), Σk

c
, to (t2, e), Σk

c
in context C . The right-hand side decodes to (t , e[x :=ℓ2]), Σk ′

c
in the same context.

Since ℓ2 is initialized to (t2, e)% in Σk ′ , and (t2, e), Σk ′
c
= (t2, e), Σk

c
, we have (t , e[x :=ℓ2]), Σk ′

c
=

(t[x := (t2, e), Σk
c
], e−x ), Σk

c
. Here e−x denotes the environment e without definition for x . This

implies that k k = C[
(
λx .(t , e[x :=x]), Σk

c

)
(t2, e), Σk

c
] and k ′ k = C[(t[x := (t2, e), Σk

c
], e−x ), Σk

c
],

hence k k→k ′ k is an instance of a β-reduction. Since C is a normal-order context by Lemma 5.5,

we have k k

no
→ k ′ k. □

Lemma 5.7 (bypass transitions). If k is a reachable configuration of RKNL and k
(ι)
→ k ′ then

k k

no
↠=α k ′ k for ι ∈ {4, 8}.

Proof. First observe that both transitions (4) and (8) involve some location ℓ on the store: in
the case of (8) ℓ is explicitly mentioned while in the case of (4) ℓ = e(x). Location ℓ was created
with transition (2), (6) or (7), in all three cases it was fresh at the moment of creation. Since none of
transitions in Table 1 overwrites a storable value of the formv!, such a value is uniquely determined
by the location.
If ℓ was created with transition (7), then ι = 4 and k k = k ′ k so we are done. For the rest of

the proof we assume that ℓ was created with transition (2) or (6), so at the moment of creation it
contained no value.
Now the proof goes by induction on locations ℓ in the order in which they are filled by transi-

tion (5). This transition requires the frame ℓ :=□ on top of stack. Let kℓ be the configuration in
which ℓ :=□ was pushed on the stack (an instance of the left-hand side of transition (3) or (7)). Let
kv be the configuration in which ℓ was filled (an instance of the left-hand side of transition (5)).
The sequence kℓ↠kv contains no transitions (4) and (8) involving ℓ and thus by Lemmas 5.2ś5.6

and by induction hypothesis it is sound, so it decodes to kℓ k
no
↠=α kv k

.
Now we have two cases.

ι=4: In this case k = ⟨(x , e), s,σ ⟩▽ and k ′ = ⟨v, s,σ ⟩△, the frame ℓ := □ was pushed with
transition (3), ℓ = e(x), so for some stack s ′ and store σ ′ we have

kℓ = ⟨(x , e), s
′
,σ ′⟩▽ and kv = ⟨v, ℓ :=□ :: s ′,σ ′⟩△.

Then kℓ k
= s ′, Σkℓ s

[(x , e), Σkℓ c
] and kv k

= s ′, Σkv s
[v, Σkv v

]. Moreover, s ′, Σkv s
= s ′, Σkℓ s

and this context is a normal-order context by Lemma 5.5. In the light of kℓ k
no
↠=α kv k

this

gives that (x , e), Σkℓ c
no
↠=α v, Σkv v

.

Since s, Σk s
= s, Σk ′ s

and v, Σkv v
= v, Σk ′ v

and the former context is a normal-order context

by Lemma 5.5, we obtain that

k k = s, Σk s
[(x , e), Σk

c
]

no
↠=α s, Σk ′ s

[v, Σk ′ v
] = k ′ k.

ι=8: In this case k = ⟨ℓ := (λx .t , e), s,σ ⟩△ and k ′ = ⟨v, s,σ ⟩△, the frame ℓ :=□ was pushed with
transition (7), so for some stack s ′ and store σ ′ we have

kℓ = ⟨ℓ := (λx .t , e), s
′
,σ ′⟩△ and kv = ⟨v, ℓ :=□ :: s ′,σ ′⟩△.
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Then kℓ k
= s ′, Σkℓ s

[(λx .t , e), Σkℓ c
] and kv k

= s ′, Σkv s
[v, Σkv v

]. Moreover, s ′, Σkv s
=

s ′, Σkℓ s
and this context is a normal-order context by Lemma 5.5. In the light of kℓ k

no
↠=α kv k

this gives that (λx .t , e), Σkℓ c
no
↠=α v, Σkv v

.

Since s, Σk s
= s, Σk ′ s

and v, Σkv v
= v, Σk ′ v

and the former context is a normal-order context

by Lemma 5.5, we obtain that

k k = s, Σk s
[(λx .t , e), Σk

c
]

no
↠=α s, Σk ′ s

[v, Σk ′ v
] = k ′ k.

□

The following lemma is an immediate consequence of Lemmas 5.2ś5.7.

Lemma 5.8 (step soundness). If k is a reachable configuration of RKNL and k → k ′ then k k

no
↠=α

k ′ k.

Lemma 5.9 (unload correctness). For any reachable configuration ⟨t , [ ],σ ⟩△
k
it decodes to a

term t in normal form: ⟨t , [ ],σ ⟩△
k
= t↛β .

Proof. The decoding · v of a term in a △-configuration returns the same term. By the shape
invariant, it is a normal term. □

Lemmas 5.1ś5.9 lead to the main result of this section:

Theorem 5.10 (soundness). If the machine starts from a (possibly open) term t0 and computes t

(i.e., ⟨(t0, [ ]), [ ], [ ]⟩▽ ↠ ⟨t , [ ],σ ⟩△), then t0 reduces to a normal form t in the normal order reduction

in zero or more steps (i.e., t0
no
↠=α t↛β ).

5.4 Complexity

We introduce the potential function Φk to bound the number of steps the machine in a given
configuration can make without performing β-transition (6). It is defined together with auxiliary
potential functions for terms, values, stacks and stores in the Table 6. The number of consecutive
non-β-transitions from a given configuration is bound by the two following lemmas.

Table 6. The potential function for RKNL

Φt(t1 t2) := 3 + Φt(t1) + Φt(t2)

Φt(λx .t) := 4 + Φt(t)

Φt(x) := 2

Φv(t) := 0

Φv(ℓ := (λx .t , e)) := 1

Φs([ ]) := 0

Φs(□ (t , e) :: s) := 2 + Φs(s) + Φt(t)

Φs(t □ :: s) := 1 + Φs(s)

Φs(λx .□ :: s) := 1 + Φs(s)

Φs(ℓ :=□ :: s) := 1 + Φs(s)

Φσ (k) :=
∑

ℓ∈k∧σ (ℓ)=(t,e)
%
∧ℓ:=□<s

Φt(t) +
∑

ℓ:=(λx .t,e)∈k∧σ (ℓ)=⊥
%
∧ℓ:=□<s

(2 + Φt(t))

Φk(⟨(t , e), s,σ ⟩▽) := Φt(t) + Φs(s) + Φσ (k)

Φk(⟨v, s,σ ⟩△) := Φv(v) + Φs(s) + Φσ (k)
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Lemma 5.11 (decrease). If k
(,6)
→ k ′ then Φk(k) > Φk(k

′).

Proof. By case analysis on transition rules:

3 + Φt(t1) + Φt(t2) + Φs(s) + Φσ (k) > Φt(t1) + 2 + Φs(s) + Φt(t2) + Φσ (k) (1)

4 + Φt(t) + Φs(s) + Φσ (k) > 1 + Φs(s) + Φσ (k) + (2 + Φt(t)) (2)

2 + Φs(s) + (Φσ (k
′) + Φt(t)) > Φt(t) + (1 + Φs(s)) + Φσ (k

′) (3)

2 + Φs(s) + Φσ (k) > Φv(v) + Φs(s) + Φσ (k) (4)

Φv(v) + 1 + Φs(s) + Φσ (k) > Φv(v) + Φs(s) + Φσ (k) (5)

1 + Φs(s) + (Φσ (k
′) + 2 + Φt(t)) > Φt(t) + 1 + 1 + Φs(s) + Φσ (k

′) (7)

1 + Φs(s) + Φσ (k) > 0 + Φs(s) + Φσ (k) (8)

0 + 2 + Φs(s) + Φt(t2) + Φσ (k) > Φt(t2) + 1 + Φs(s) + Φσ (k) (9)

0 + 1 + Φs(s) + Φσ (k) > 0 + Φs(s) + Φσ (k) (10)

0 + 1 + Φs(s) + Φσ (k) > 0 + Φs(s) + Φσ (k) (11)

□

Lemma 5.12 (increase). If k is a configuration reachable from a term t0, then k
(6)
→ k ′ implies

Φk(k) + Φt(t0) > Φk(k
′).

Proof. Table 5 shows that abstractions are only constructed when rebuilding normal forms,
which cannot be applied. Therefore, any applied abstraction has to be a subterm of the source term
and, using the notations from (6), Φt(t0) > Φt(t). Here Φσ (k

′) = Φσ (k) + Φt(t2), so

1 + 2+Φs(s)+Φt(t2) + Φσ (k) + Φt(t0) > Φt(t) + 1+1+Φs(s) + Φσ (k) + Φt(t2).

□

We can observe the behaviour of the potential by plotting it. Figure 1 shows potentials of
configurations and stores of example from Table 2. For reference, the potentials of selected subterms
are: Φt(I ) = 6, Φt(ω) = 11, Φt(Ω) = 25, Φt(AΩ) = 47, Φt(λx .c x x) = 16. The store potential
counts only these locations that are present in configurations in Table 2. Note that the overall
potential in this example is never increased because each abstraction is either applied or normalized,
but not both, so their potentials paid the costs of their β-reductions. Arbitrarily many periodic
increases of the potential could be observed, for example, in the normalization of the term Ω alone
that needs it to diverge as expected.

We can summarize the two lemmas above by the theorem that the machine simulates the normal-
order strategy in a bilinear number of steps, i.e., linear in the number of β-reductions and linear
in the size |t0 | of the input term t0 (because the potential of the input term is bounded by its size
times a constant factor).

Theorem 5.13. Let ρ be a sequence of consecutive machine transitions starting from term t0 to

configuration k ′, |ρ | be the number of steps in ρ and |ρ |β be the number of normal-order β-reductions

from t0 to k
′
k. Then |ρ | ≤ (|ρ |β + 1) · Φt(t0).

The only non-local operations done by the RKNL machine are operations on environments and
the store. The store is never duplicated so it can be implemented as locations on the heap which is
standard. Then operations on the store are assumed to be performed in constant time.

Environments are dictionaries coupled only with subterms of the source term. Thus, they require
at most as many entries as variables in the source term. Their implementation with balanced
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Fig. 1. Plot of potentials of configurations and stores for the execution of term (λx .c x x)
(
(λy.λz.I z)Ω

)
as

presented in Table 2.

trees gives the time complexity of operations logarithmic in the number of entries. Alternatively,
implementation with tries gives the complexity proportional to the length of the longest identifier
in the source term.
Normal-order strategy can be simulated with Useful Milner Abstract Machine with quadratic

overhead [Accattoli 2016; Accattoli et al. 2021]. We improve this overhead by showing that at least
n steps can be simulated in time of single transition times a bilinear number of steps. The cost of
a single transition is bound to be logarithmic in the size of the input term what entails that the
overall complexity of the simulation is quasibilinear. Precisely, the computational time complexity
in the RAM model of the presented simulation is of quasibilinear order that can be expressed as
O((|ρ |β + 1) · |t0 | log |t0 |). We guess that in practice the number of distinct source variables can
be bounded by a constant and that would cause the log |t0 | part of the given formula disappears.
However, improving the practical efficiency would require practical profiling of the RKNL abstract
machine or the corresponding normalizer from Listing 2.

5.5 Completeness

The last thing we show concerning the correctness of RKNL with respect to normal order is that
the machine will not get stuck nor fell into a silent loop. We express it with the following lemma.

Lemma 5.14 (step completeness). If k is a reachable configuration and k k

no
→ t ′, then there exists

k ′ such that k ↠ k ′ and t ′
no
↠=α k ′ k.

Proof. The pattern matching of the machine is exhaustive, which is best visible in Table 5, and
thus the machine never gets stuck. Since k decodes to a non-normal form (of normal order), by
Lemmas 5.2 and 5.3 the machine cannot reach the terminal configuration without executing one
of (4), (6) or (8) transitions. By Lemma 5.11 one of these transitions will be executed within a finite

number of steps; let k ′ be the reached configuration. Now Lemma 5.8 guarantees t ′
no
↠=α k ′ k

because normal order is a deterministic strategy. □
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The lemma can be related to the existence of a normal form in general as in the following
theorem.

Theorem 5.15 (completeness). If a (possibly open) term t0 reduces in zero or more steps to a

normal form t (i.e., t0↠β t↛β ), then the machine that starts from t0 computes t (i.e., there exists t ′

such that t =α t ′ and ⟨(t0, [ ]), [ ], [ ]⟩▽ ↠ ⟨t
′, [ ],σ ⟩△).

Proof. Normal order is a complete strategy, so from t0↠β t↛β we know that t0
no
↠ t↛β . Normal

order is deterministic, so we can iterate Lemma 5.14 over the normal-order reduction path. When
the machine decodes to a normal form, it has to reach the terminal configuration in a finite number
of steps because of the decreasing potential. □

5.6 Connection with Weak Call by Need

In this section we show that the strategy realized by our machine is a conservative extension of the
standard weak call-by-need evaluation. We show that the machine RKNL extends the lazy variant
KL of Krivine machine, which, according to [Danvy and Zerny 2013], is a canonical implementation
of the weak call-by-need evaluation strategy using actual substitutions. KL is displayed in Table 7.

Table 7. KL: lazy version of the Krivine abstract machine from [Danvy and Zerny 2013]

Terms ∋ t ::= x | t1 t2 | λx .t

Values ∋ v ::= λx .t

Contexts ∋ E ::= □ | E t | x :=E

Stores ∋ σ ::= ε | σ [x = t]

Confs ∋ k ::= ⟨t ,E,σ ⟩term | ⟨E,v,σ ⟩cont

Transitions :

t 7→ ⟨t ,□, ε⟩term

⟨t1 t2,E,σ ⟩term → ⟨t1,E[□ t2],σ ⟩term (1)

⟨λx .t ,E,σ ⟩term → ⟨E, λx .t ,σ ⟩cont (2)

⟨x ,E,σ ⟩term → ⟨t ,E[x :=□],σ ⟩term : t = σ (x), t < Values (3)

⟨x ,E,σ ⟩term → ⟨E,v,σ ⟩cont : v = σ (x) (4)

⟨E[x :=□],v,σ ⟩cont → ⟨E,v,σ [x :=v]⟩cont (5)

⟨E[□ t2], λx .t ,σ ⟩cont → ⟨t[x
′/x],E,σ [x ′ = t2]⟩term : x ′ < dom(σ ) (6)

⟨□,v,σ ⟩cont 7→ ⟨v,σ ⟩ans

The relation between RKNL and KL is described by a direct correspondence between the first
six transitions of RKNL and transitions of KL. Intuitively, for i = 1, . . . , 6, as long as a value is
not reached, transition (i) of RKNL does the same as transition (i) of KL, only using different
term representation. The only essential difference is that RKNL is environment based while KL is
substitution based. However, substitutions in KL occur only in transition (6), where they are used
to α-rename a variable with a fresh one representing a location on the store; the same information
is kept in environments in RKNL. Inessential differences are that RKNL uses stack to represent
contexts (which are directly used in KL) and it stores some additional information not used by KL.
In the rest of this section we formalize this correspondence.
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Recall that weak call by need is a reduction strategy meant to evaluate only closed terms. For
a given closed term t by the weak evaluation of t we mean the longest sequence of successive
configurations of RKNL that starts with loading t and uses only transitions (1) to (6). We refer to
configurations occurring in this sequence as to weak configurations.
Table 8 shows the translation ·k of weak configurations of RKNL to configurations of KL. It is

based on translations ·c of closures, ·s of stacks, ·v of values and ·st of stores.

Table 8. Translation of weak configurations of RKNL to configurations of KL

(x , e)
c
:= e(x)

(t1 t2, e)
c
:= (t1, e)

c
(t2, e)

c

(λx .t , e)
c
:= λx .(t , e[x :=x])

c

[ ]
s
:= □

□ c :: s
s
:= ss[□ c

c
]

ℓ :=□ :: s
s
:= ℓ :=ss

ℓ := (λx .t , e)
v
:= (λx .t , e)

c

σ st(ℓ) := σ (ℓ)
c
for ℓ ∈ {ℓ | σ (ℓ) , ⊥%}

⟨(t , e), s,σ ⟩▽
k
:= ⟨(t , e)

c
, ss,σ st⟩term

⟨v, s,σ ⟩△
k
:= ⟨ss,vv

,σ st⟩cont

The correctness of the translation follows from several observations:

• All values occurring in a weak evaluation are annotated lambda abstractions of the form
ℓ := (λx .t , e). This is because free variables introduced by transition (4) do not occur in closed
terms, and all other types of values are introduced in transitions (7), (10) and (11), which are
not used in weak evaluations. Therefore, all values occurring in a weak evaluation can be
translated with ·v.
• Frames t □ and λx .□ are introduced by transitions (9) and (7) and thus do not occur in weak
evaluations. Therefore, all stacks occurring in a weak evaluation can be translated with ·s.
• The last configuration in a weak evaluation is a △-configuration. This is because in every
▽-configuration one of transitions (1)ś(4) is fireable.
• The stack in the last configuration in a weak evaluation is empty. This is because with
a nonempty stack a transition (5) or (6) is fireable. Therefore the translation of the last
configuration in a weak evaluation is directly unloaded to an answer of KL.

The following lemma can be proved by an easy induction.

Lemma 5.16. If K → K ′ is a transition in a weak evaluation of a closed term in RKNL, then

K
k
→ K ′

k
is a transition of KL.

In consequence, the evaluation of a closed term by KL simulates a weak evaluation of the same
term by RKNL. Having in mind that both machines are deterministic and that both sequences stop
at the same moment, this simulation is a bisimulation. Since weak evaluation is only an initial part
of an evaluation by RKNL, we obtain that RKNL conservatively extends KL. In other words, the
strategy realized by RKNL is a conservative extension of the call-by-need strategy.

6 CONCLUSION

We have presented a simple and efficient abstract machine for the Strong Call-by-Need strategy in
the lambda calculus. The machine has been derived from a normalization-by-evaluation higher-
order functional program by means of a series of off-the-shelf program transformation techniques,
and it has been carried out in Racket, almost automatically. We proved the expected properties
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of the resulting machine: its soundness and completeness with respect to normal order, and its
reasonability. Specifically, we proved that the number of steps in an execution is bilinear in the
number of β-steps in the corresponding reduction sequence and in the size of the initial term. In
the proofs we use a ghost abstract machine and potential-function techniques.

This work also confirms the versatility of the derivational approach to semantics; its additional
benefit is the relative simplicity of the design and of reasoning about abstract machines. As future
work, we plan to adapt the present methodology to deconstruct and find connections between
other existing artefacts of strong call by need, in particular Crégut’s lazy KNL machine [Crégut
2007], a new, non-conservative strong call-by-need strategy proposed recently by Balabonski
et al. [Balabonski et al. 2021], and Accattoli and Leberle’s study of useful sharing by explicit
substitutions in call by need [Accattoli and Leberle 2022].
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