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Report on the PhD thesis entitled “Reduction Strategies in the Lambda Calculus and Their Im-
plementation through Derivable Abstract Machines”, by Thomas Drab.

The lambda calculus, introduced by Alonzo Church in the 1930s, is universally accepted as the
reference model for functional programming languages. For this reason, it has been scrutinized
by a vast scientific community interested in discerning its nature. Unfortunately, the latter, ninety
years after the introduction of the formalism, cannot be said to have been fully understood. There
are, in particular, many aspects of the behavior of lambda calculus seen as a model of computa-
tion that the scientific community has addressed only in relatively recent times, and with respect
to which many important problems remain open. As an example, the expressive power of the
lambda calculus has been known since the early days to be extensionally equivalent to that of the
Turing Machines. However, there are profound differences, of an exquisitely intensional nature,
between the two models.

First of all, while in Turing machines each computation step is undoubtedly elementary, the same
cannot be said about beta-reduction, namely the rewrite operation governing the dynamics of
lambda calculus reduction. Can we, despite of that, consider lambda calculus as a computational
model in which to also measure the performance of algorithms naturally? In the last twenty years,
attempts have been made to give a comprehensive answer to this question, obtaining interesting
and sometime unexpected results. But there is more: the possible presence of several redexes in
the same term introduces a form of nondeterminism into the calculus. Although all this, thanks
to confluence, is certainly not problematic from an extensional point of view, it is well known
that picking distinct reduction strategies can lead to substantial differences in behavior from the
point of view of efficiency. But again, in what sense can any strategy be said to be efficient? The
number of parallel beta-steps, as suggested by Levy, is known not to be an invariant cost model,
so it cannot be taken as the reference parameter.

The aforementioned problems can be addressed through so-called abstract machines, which are
essential tools in the study of lambda calculus as a fully-fledged computational model. Each
of them is an algorithm, usually deterministic, which decomposes the rewriting process into a
certain number of elementary steps whose cost is kept under control. Multiple abstract machines
have been introduced since Landin’s pioneering work on the SECD machine. Each implements
a particular strategy, but different machines can obviously implement the same strategy. Would



it be possible to derive an abstract machine from the underlying strategy in a principled way?
When is a machine efficiently implementing a strategy (regardless of the latter’s efficiency)?

The thesis manuscript at hand helps to clarify the issues above, by focusing on the so-called
strong reduction strategies and on a class of abstract machines obtained through Danvy’s func-
tional correspondence technique. The emphasis on strong strategies, which have received much
less attention than their weak siblings, is justified by their importance in proof assistants, where
reduction is required to lead to a canonical notion of normal form. The functional correspon-
dence technique, in turn, allows for a streamlined derivation of abstract machine definitions from
any definitional interpreter implementing the underlying reduction strategy.

The thesis is structured as follows:

* In the first part of the manuscript, the author describes the social and methodological mo-
tivations for the thesis’ investigations, as well as the necessary technical preliminaries on
rewriting, the lambda calculus, abstract machines, and normalization by evaluation. All this
sets the ground for the following four chapters, each of which in fact consists of an article
published in well-established conferences in programming languages. Remarkably, all this
is written to be understandable even to non-specialists and to give a broad overview of the
research area.

* The first of the four papers is a very comprehensive survey about strategies for the lambda-
calculus. What is particularly nice about it is that the strategies are presented in such a way
as to allow a CoQ formalization of their definition and of proof of the main properties about
them. The formalization enables new strategies to discovered, obtaining some novel results.
The corresponding paper has been published in the proceedings of the ITP 2022 conference.

* The other three papers are all about strong reduction, namely about notions of reduction in
which rewriting is indeed allowed to take place under the scope of abstractions. The in-
troduced strategies are all obtained through Danvy’s functional correspondence applied to
definitional interpreters. More specifically, two abstract machines for strong call-by-value re-
duction are introduced, the first being correct but not invariant, the second one also achieving
invariance. The last chapter of this thesis is instead concerned with the strong call-by-need
strategy, and presents the first invariant abstract machine implementing the latter. The three
papers have been published in the proceedings of the APLAS 2020, PPDP 2021, and ICFP
2022 conferences.

Summing up, the manuscript at hand deals with the study of the more intensional and computa-
tional aspects of reduction strategies on the lambda calculus, focusing on strong strategies and
on the efficiency of the abstract machines obtained along the way. All the results presented are
original.

This thesis represents a decisive advance to the state of the art towards a deeper understanding
of the dynamics of the lambda-calculus normalization process. Thanks to the results described,
it is in fact clear that the functional correspondence technique is very robust and turns out to be
applicable to strong strategies. On the other hand, the results presented and in particular those
described in the papers presented at PPDP 2021 and ICFP 2022, show that machines derived
from strong strategies can be trimmed so as to enjoy the same properties their weak siblings
enjoy. All this means that the underlying theory is becoming more solid, and that we thus know



more about how the lambda-calculus behaves, computationally speaking. The thesis is also very
well written. 1 appreciated not only the flawless technical content of the four included papers,
but also the introductory chapter with its simple and evocative style. The candidate demonstrates
very good knowledge of lambda calculus, but also of CoQ and of the OCAML programming
language.

In conclusion, I recommend the candidate to be awarded the PhD degree in Computer
Science. I evaluate the present thesis as excellent, being among the best ones I reviewed in
my career. | am also convinced that this thesis deserves to be nominated for the doctoral
dissertation award.

Bologna, January 16th 2023
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